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Abstract

Reinforcement Learning (RL) is a subfield of Machine Learning (ML) focuses on how agents

learn to make optimal decisions over time to achieve particular goals. Given its emphasis on sequen-

tial decision-making, RL is amenable to the healthcare setting, in which clinicians often need to

adaptively change treatment plans based on patients’ current physiological conditions. The deploy-

ment of trained RLmodels in real-world settings poses various difficulties. For example, the data

collection phase may not be properly designed, so that the data cannot be used for downstream

statistical analyses. As another example, the model is trained with mildly ill patients but is used on

severely ill patients. As a last example, the clinicians do not trust the model due to its lack of trans-

parency, and thus are not willing to use it. To help practitioners overcome those challenges, previous

works propose a general framework that decomposes the complex ML workflow into individual

stages. They also discuss the potential concerns and key factors that practitioners should consider at

each stage of the pipeline. Applying this framework to RLmodels, which are a type of MLmodels,

is not easy due to the distinct features of RL for healthcare (e.g., access to observational data only,

poorly-defined objectives, infeasibility of running the model on target patients, etc).

In this work, we take a further step towards facilitating the deployment by practitioners of RL

iii



Dissertation advisor: Professor Finale Doshi-Velez Jiayu Yao

in healthcare, using the general ML pipeline. We start by providing a systemic review of anML

pipeline that can help automate RL workflow, consisting of four steps: data preparation, model

development, model assessment, and model deployment. We then discuss different challenges that

arise when following each step of the pipeline to deploy RL into the healthcare system. We then

focus on three specific challenges of model development and assessment and present solutions to

address each of them. We conclude by discussing some open problems of current RL works in the

healthcare domain with a view forward.
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1
Introduction

1.1 Motivation

Reinforcement Learning (RL), as a subfield withinMachine Learning (ML), focuses on how agents

learn to behave optimally within an environment such that the long-term cumulative reward is max-

imized. In a typical RL task, the agent must choose an action based on the current situation and

subsequently receives an evaluative feedback. Unlike traditional supervised learning, where the agent

1



is provided with correct labels, an RL agent is not given direct instructions on the right things to do.

Instead, it must discover the optimal strategy by trial-and-error interactions with the environment.

RL also differs from unsupervised learning which typically focuses on finding hidden structures

from unlabelled data.

The sequential nature of RL has recently attracted attention in healthcare applications where

the decision makers must constantly adjust their decisions based on changing environments. For

example, in dynamic treatment regimes, one often needs to personalize the treatment plan given

the patient’s current health condition and prior medical history (Chakraborty andMurphy, 2014).

Futoma et al. used RL to design hypotension treatment plans in the Intensive Care Unit (ICU)

where clinicians need to constantly assess patients’ physiological status and decide if and howmuch

intravenous fluids or vasopressors are needed to prevent hypotension. RL has also been widely used

to personalize digital interventions for health management. For example, to help diabetic patients

maximize their physical activities, Yom-Tov et al. developed a mobile health app and applied RL

algorithms to personalize messages based on each user’s information such as demographics and past

physical activities.

The real-world deployment of RL poses great difficulties. A recent news article reports that in

drug discovery applications where RL has been widely used, some discovered compounds did not

meet the expectation in preclinical tests (Fernández, 2022). A few articles have questioned the effec-

tiveness of digital interventions for mental health management (Lehtimaki et al., 2021; O’Donnell

et al., 2022; Western et al., 2021).

To provide guidelines aimed at preventing the undesirable consequences described above, recent
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works have discussed how to design anML pipeline that automates the ML workflow in general ap-

plications (e.g., Ashmore et al. (2021); Paleyes et al. (2020)), which can also be applied to RLmodels

in healthcare. In addition to discussing workflow design, these works provide detailed accounts of

key issues and considerations that should be taken into account at each state of the ML pipeline. At

a high level, the complicated deployment process can be decomposed into four stages:

1. Data preparation, which involves gathering, analyzing and processing raw data so that it can
be fed intoMLmodels.

2. Model Development, in which one selects proper ML algorithms, models, hyper-parameters,
etc., in order to optimize model performance.

3. Model Assessment, in which the model is evaluated under proper metrics, tested on unseen
data and validated if presence of domain knowledge.

4. Model Deployment, which focuses on integrating the model into the system, maintaining
and monitoring model performance, and updating the model if necessary.

Despite previous effort towards providing general guidelines for building ML pipeline, RL has

posed additional challenges in real-world use due to the features that distinguish it from supervised

and unsupervised learning. It is even harder to apply RLmodels in healthcare due to different con-

cerns such as data quality, population heterogeneity, etc. For example, imagine an RL system in

ICU that recommends hypotension treatment plans for patients. During data preparation, we may

find missing values for different reasons (clinicians order lab tests only when necessary or nurses

forget to record the measurements). During model development, we need to consider if there is sig-

nificant physiological difference among patients, which may require us to build multiple models for

different subpopulations. During model assessment, we need to rigorously quantify the treatment
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effect because risks of the treatment plan raise ethical concerns. During model deployment, we need

a safeguard to warn clinicians when the system is unsure of its decisions.

In this work, we further tailor the general ML pipeline towards deploying RL systems in health-

care. We review the procedure of anML pipeline, map common challenges in RL for healthcare to

individual steps of the pipeline and provide partial solutions to some of the challenges.

1.2 Thesis Outline

So far, we have emphasized the importance of a careful design of the RL workflow. The thesis is

structured as follows.

The remainder of this chapter introduces notations that will be used throughout the thesis. We

use these notations to formalize RL tasks and introduce two models,Markov Decision Processes

(MDPs) and Contextual Bandits, which are commonly used in the RL literature.

In Chapter 2, we first review individual stages of a general ML pipeline, introduced in the pre-

vious works (Ashmore et al., 2021; Paleyes et al., 2020). For each stage, we discuss challenges that

one could encounter in the context of deploying RL systems in healthcare, with the main focus on

model development and assessment stages. For some challenges, we point readers to the relevant RL

literature that develops techniques to overcome those challenges.

The following three chapters dive more deep into three specific challenges and provide methods

to address them. In Chapter 3, which introduces the work Yao et al. (2018), we focus on personal-

izing treatment plans for different patients in response to the heterogeneity in patients’ dynamics.
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During model development, most RL systems assume that the patients have the same physiology

while patients often respond to the same treatment very differently. To take patient heterogeneity

into account, we use Hidden Parameter MDPs (HiP-MDPS) which captures patients’ difference

with a low-dimensional embedding. We first learn the embedding from patients’ dynamics and use

it directly to personalize treatment plan.

When RL system are deployed in the context of a scientific study—e.g., a clinical trial to test if

a intervention is effective, personalization is not the only goal. During model assessment, the scien-

tists also want to determine, with sufficient statistical power, whether or not the system’s interven-

tion is effective. It is essential to assess the effectiveness of the intervention before broader deploy-

ment for better resource allocation. The two objectives are often deployed under different model

assumptions, making it hard to determine how achieving the personalization and statistical power

affect each other. Thus, in Chapter 4, which introduces the work Yao et al. (2018), we develop gen-

eral meta-algorithms to modify existing algorithms such that sufficient power is guaranteed while

still improving each user’s well-being. We focus on Contextual Bandits which provide simple and

effective interventions in mobile health as well as other healthcare applications. We demonstrate that

our meta-algorithms are robust to various model mis-specifications possibly appearing in statistical

studies, thus providing a valuable tool to study designers.

Even if the model demonstrates good performance and robustness under different evaluation

metrics, the end-users may still not be willing to adopt the RLmodel. The reason is two-fold: (1)

Modern RLmodels are often not easily understandable by humans and people are afraid of relying

on them for critical tasks. For example, without any justification for the models’ recommendations,
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clinicians tend to stay with their decisions based on clinical expertise. (2) The model may give rec-

ommendations that are very different from users’ usual routines, which makes the model less exe-

cutable. For example, imagine a weight loss mobile app, the users prefer minimal changes to their

current routine while maximizing their weight loss as much as possible to an entirely new routine.

Thus, in Chapter 5, we introduce the work Yao et al. (2022), which develops an RL framework for

improving existing behavior via sparse, user-interpretable changes. Our goal is to make minimal

changes while gaining as much benefit as possible. We propose using contrastive explanations, which

are known to be effective in helping people understandMLmodels (Jacovi et al., 2021; Rathi, 2019;

van der Waa et al., 2018a,b). We define minimal changes as having a sparse, global contrastive ex-

planation between the original and proposed behavior. We improve the current behavior with the

constraint of keeping that global contrastive explanation short.

Finally, in Chapter 6, we identify open challenges for future research.

1.3 Notation for Reinforcement Learning and Background

In this section, we formalize RL and introduce two models—Markov Decision Processes and Con-

textual Bandits—that are commonly used in RL for healthcare.

Markov Decision Processes. In RL, an agent learns to maximize a reward signal through in-

teractions with the environment (Sutton and Barto, 2018). An RL problem can be formalized as

a Markov Decision Process (MDP). Suppose we have a collection ofNRL tasks, each of which

is described by a different MDP (in the hospital setting, eachMDP corresponds to a different pa-
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tient and in the mobile health setting, a different user). For the n-th RL task, at each step t =

0, 1, . . . , T, the agent observes the current state Snt ∈ S , where S is the state space. Since each

task is different, the agent’s behavior may vary depend on the task. That is, the agent selects an ac-

tion Ant ∈ A, whereA is the action space that is assumed to be discrete throughout the thesis, based

on a policy πn(a|s) = Pr(Ant = a|Snt = s), which maps the current state to a distribution of possi-

ble actions. The agent receives a rewardRnt ∈ R ⊂ R and transits to the next state Sn,t+1 following

the transition dynamics Tn(s′|s, a) = Pr(Sn,t+1 = s′|Snt = s,Ant = a). Note that the reward

function and the transition dynamics can be stochastic. We assume that for all tasks, the initial state

Sn0 is drawn from a distribution p0(S). The goal of the agent is to maximize the expected return,

defined as:

Jπn = Eπn

[ T∑
t=0

γtRnt

]
, (1.1)

where γ ∈ [0, 1] is the discounted factor that controls the value of the long-term rewards (the smaller

γ is, the more myopic the agent is as it only cares about the immediate rewards). The optimal policy

for the n-th task, which maximizes the expected returnJπn , is defined as,

π∗n = argmaxJπn .

The optimal expected return is thus,

Jπ∗n = Eπ∗n

[ T∑
t=0

γtRnt

]
. (1.2)
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A collection ofN patients’/users’ history is denoted as {HnT}Nn=1, whereHnt = {Sn0,An0,Rn0,

Sn1,An1,Rn1, . . . ,Rnt, Snt}, t ≤ T is the history of patient/user n up to time step t.

In healthcare domain, MDPs are appropriate for tasks in which the treatment has a continuous

effect, the timing of the treatment has a critical role, or the treatment effect is delayed.

Contextual Bandits. Contextual bandits are gaining popularity in the digital intervention set-

ting (e.g., mobile health apps) because they allow effective personalization based on users’ informa-

tion without solving a full MDP, which is hard given limited data. Contextual bandits are a special

case of MDPs in which the current state does not depend on the previous state and action. Instead,

the current state is summarized by a set of features, called context.

Denote the context of user n at time step t as Cnt. After each trial, the user receives a rewardRnt,

which is a composite of the potential rewards and the action, Ant: Rnt = Rnt(Ant). For each user,

a contextual bandit algorithm chooses an action Ant using a policy πnt based on the current context

Cnt (i.e. πnt(a|c) = Pr(Ant = a|Cnt = c)). The history of user n up to time step t now becomes

Hnt = {Cn0,An0,Rn0,Cn1,An1,Rn1, . . . ,Rnt,Cnt}.

Next, we introduce some key concepts in RL, which are further discussed in Chapter 2.

Exploration versus Exploitation. In RL, the agent faces the fundamental dilemma, exploration

versus exploitation. To accumulate as much rewards as possible, the agent will exploit the best action

based on its current knowledge. However, to discover a better action, the agent needs to gather more

information by exploring actions that it has not selected before. In RL, neither exploitation nor

exploration can be exclusively performed without failing the task and the balance of the two are

widely studied in the literature.
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Online versus Offline Learning. Online RL refers to processes where the agent improves the

policy through direct interactions with the environment. In a strict online setting, the agent im-

proves the policy incrementally with more data arriving. Offline RL (also called batch RL) aims to

learn behaviors only through previously collected data without further interactions with the envi-

ronment. Offline RL is useful in healthcare applications where we are only given access to observa-

tional data and testing new treatments on patients raises various concerns.

Model-free versus Model-based. In RL, model-based algorithms first learn a model to estimate

the real environment and then use the estimated environment to learn the optimal policy. Model-

free algorithms do not rely on the access to an estimated environment. Instead, they estimate the

long-term consequences of each action directly.
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2
TheMachine Learning Pipeline

In the previous chapter, we introduced RL as anML technique that is often used to solve sequential

decision making problems. Although RL is gaining popularity in various real-life applications, re-

searchers have noted that difficulties arise when it is deployed in RL for healthcare (e.g., Riachi et al.

(2021); Yu et al. (2021)). To help overcome these difficulties, a body of work provides guidelines

for RL focusing on specific applications. Gottesman et al. (2019) focuses on designing treatment
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plans with observational data; Trella et al. (2022) discusses how to design online RL algorithms

for personalized digital interventions and Datta et al. (2021) provides insights in surgical decision

making. We take a different approach to assisting practitioners by tailoring anML pipeline towards

deploying RLmodels for general healthcare applications. By providing this pipeline, we hope to give

practitioners a better understanding of the general process. We will discuss some specific aspects of

this general process in later chapters.

In this chapter, we first introduce the general workflow suitable for the deployment of RLmod-

els. Similar to the framework suggested by Ashmore et al. (2021); Paleyes et al. (2020), we broadly

divide the workflow into four stages: data preparation, model development, model assessment and

model deployment. Although the workflow can be further divided into smaller steps, we find the

four-stage set-up to suffice for the purpose of this work. For each stage, we briefly describe the main

tasks and list key factors that practitioners should consider as well as common challenges that prac-

titioners will face. When available, we point readers to the proper body of literature that provides

technical solutions. Table 2.1 summarizes all factors/challenges discussed and relevant RL literature.

We note that although we made great effort to provide an exhaustive list of possibly-appeared issues

and the corresponding RL literature, the table may not be comprehensive. Second, we put more

emphasis on some aspects than the other to reflect the focus of later chapters. Third, one body of

work can be applied to multiple stages of the pipeline. For example, interpretable RL can be used for

model selection during model development and for improving model transparency during model as-

sessment at the same time. Last, in this work, we mainly discuss ML algorithm related issues. Other

software/hardware-related and cross-cutting concerns are beyond the scope of this work (e.g. data
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storage (Berndt et al., 2001), hardware requirements (Quasim et al., 2019), ethics (Char et al., 2020),

human integration during deployment (Thieme et al., 2020), etc).

2.1 Data Preparation

Data plays a key role in RL algorithms because (1) state-of-the-art RL approaches are data hungry;

(2) bad data quality can result in poor model performance. Thus, data preparation is the fundamen-

tal backbone of the entire pipeline, with the ultimate goal being to produce datasets that can be used

for later stages. During model development, a training dataset is required for model learning and a

test dataset for model selection if needed; during model assessment, a validation dataset is required

for model evaluation. Healthcare data can come from various sources (e.g. electronic health records,

digital devices, clinical studies, etc.) and in different formats (e.g. tables, signals, images, texts, etc.)

There are three main tasks in this stage:

1. Data collection, in which the information is measured and gathered. In some healthcare
applications, we may already have data at hand (e.g. the electronic health records (EHR)).
For applications that do require active data gathering, the collection methods need to be
carefully designed as every factor can have a huge impact on the data quality. For example,
if the data is mainly collected from the white population, the data will contain low signal to
estimate the treatment effect for other populations.

2. Data preprocessing, which involves data cleaning (handle missing/erroneous data entries),
data reduction (remove irrelevant information in the data or reduce the data volume), data
augmentation (artificially increase the amount of data if data collection is costly or data
samples are scarce), and data transformation (convert data format so that it is usable for the
model). Proper data preprocessing is a critical step as it improves the data quality, which may
improve model performance.
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Pipeline Stages Considerations & Concerns Relevant Techniques

Data Preparation
Low-variation Data Exploration for Offline RL, Data

Augmentation
Data Heterogeneity
(e.g., inconsistent medical terms or
data formats)

Database Integration

Data Quality
(e.g., data imbalance, missing/sparse
data, erroneous entry, noise)

Data Collection Design, Preprocessing
Pipeline, Imputation, Denoising,
Domain Knowledge

Model Development

States/Actions Construction
(e.g., state/action representation, par-
tial observability, non-Markovianity)

Dimension Reduction/Clustering,
Representation Learning, Action
Discretization

Markovianity Partially Observable MDPs, Automata
Learning, High-order MDPs

Reward Function Design Reward Shaping, Multi-objective RL,
Multiple Discounting RL, Preference-
based RL, Inverse RL

Environment Heterogeneity Multi-task RL, Transfer RL, Lifelong
RL

Observational Data Offline RL (Model-free&Model-
based)

Non-stationarity Non-stationary RL
Model Selection in RL
(e.g., Q-function/transition dynam-
ics/reward function estimate)

Model Class/Hyper-parameter Selec-
tion, Interpretable/Explainable RL

Data Pricacy Federated RL

Model Assessment

Treatment Effect Evaluation OPE, Statistical Analyses
Risk Assessment Uncertainty Quantification, Safe RL
Robustness Robustness Test
Model Transparency Interpretable/Explainable RL

Model Deployment Distribution Shift Detection Out-of-Distribution Detection,
Change Point Detection

Generalization under Distribution Shift Lifelong RL, Transfer RL, Non-
stationary RL

Table 2.1: A summary of challenges and related work of RL for Healthcare
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3. Data analysis, which is the process of examining, analyzing, and generating summaries to
assess the quality of the data. Data analysis helps expose potential issues of the data, such
as missing features, data bias, inconsistent data formats. We may need to repeat the previ-
ous two tasks given the results from data analysis. Data analysis also allows us to test certain
hypotheses which are needed for model development (e.g., if the patients’ physiological dy-
namics are significantly different).

The common issues to be considered when preparing healthcare datasets for RL systems include:

1. Data quality, which determines if we can effectively extract information out of the data.
Despite its importance, healthcare data presents different issues (Leitheiser, 2001; Sukumar
et al., 2015), such as missing/erroneous data entries, poor image quality due to outdated
technology, or data bias due to unrepresentative population distribution. To help assess
data quality, there is a body of work establishing criteria for “good quality healthcare data”
(e.g., Kerr et al. (2007); Pape-Haugaard et al. (2020)). There are different data preprocessing
techniques developed to improve data quality: one can use imputation for missing/sparse
data (methods reviewed in Penny and Atkinson (2012); Pigott (2001); Wells et al. (2013)).
There are various denoising methods for medical images (reviewed in Sagheer and George
(2020)). One can also ask clinicians for help to identify anomalous data entries. For some
publicly available datasets, there are works releasing open-source preprocessing pipelines (e.g.,
MIMIC-III (Wang et al., 2019), eICU (Tang et al., 2021)).

2. Low-variation data, which describes dataset that does not cover wide state and action space.
Low-variation data poses a unique challenge in offline RL where one only has access to pre-
viously collected data. During exploration phase, the agent needs to try different actions
to discover a better strategy. However, with low-variation data, we have limited knowledge
about the effect of taking an unseen action in a certain state. Low-variation data also poses
a challenge to treatment effect evaluation due to the low statistical power (Section 2.2). In
scenarios where one can control the data collection (e.g., clinical trials), the data variation can
be increased with various exploration strategies (see a detailed discussion in Lambert et al.
(2022)). In other scenarios, one can consider data augmentation (aggregating data collected
with different clinician policies or from different subpopulations).

3. Data heterogeneity, which refers to the difference in data semantics and structure across
different database systems. (Note that data heterogeneity is different from environment

14



heterogeneity (Section 2.2)). Data heterogeneity makes it difficult to migrate the workflow
from one system to the other (lab tests available in one systemmay not be available in the
other; vital signs may be recorded in different names; images taken from different equipment
presents different contrast). Although there are works proposing database integration frame-
works for healthcare data (see a review in Peng et al. (2020)), there is a lack of consensus of
best practice. Implementing data integration is also hard because it requires cooperative work
among multiple organizations.

2.2 Model Development

Model development is the stage that attracts the most attention within the RL community as this

is where the actual “learning” happens. The general goal of this stage is to let the agent discover the

optimal strategy to maximize the cumulative rewards by exploring the unknown world. We also

want the RL agent to have other desirable properties depending on the application. For example, in

safety-critical applications (e.g., designing treatment plans for sepsis), we do not want the agent to

explore treatment options that are never recommended by clinicians. In applications where multiple

parties are involved (e.g., multi-hospital collaboration), we want the agent to aggregate knowledge

frommultiple data source while preserving patients’ data privacy. In applications with multiple

possibly conflicting objectives (e.g., decreasing the tumor size while reducing the treatment dosage),

we want the agent to learn the right trade-off for those objectives. During model development, one

makes design choices such that not only the model performance is maximized but also the RL agent

has the desirable properties for the downstream task. The main activities include:

1. Algorithm selection, in which one chooses an algorithm based on the knowledge about
the data and the task. The knowledge can be from data analysis (Section 2.1) or domain
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knowledge. Suppose we want to design treatment plans for hypotension management. If
during data analysis, we find out the patients’ physiology to be significantly different, we
need to choose an algorithm that considers patient heterogeneity.

2. Model class selection, in which one chooses a model from a set of candidate model classes
based on criteria such as model complexity, interpretability and predictive performance.
When running an algorithm, models are needed to perform different sub-tasks. The model
choices, again, depend on the specific task and application. We may prefer simple models
which humans can understand despite modest performance, or Bayesian models which incor-
porate risk information.

3. Model training, in which one provides the model with training dataset and optimizes the
model performance. Without proper model training, the model can still perform poorly
during actual deployment despite careful algorithm/model class selection.

4. Hyper-parameter tuning, in which one finds an optimal set of hyper-parameters for a par-
ticular algorithm/model. Hyper-parameters control some key characteristics of the algorithm
and the model, which has a huge impact on learning efficiency and model performance (an
improper hyper-parameter setting may cause the agent to under/over-explore or the perfor-
mance to improve slowly).

The main considerations when making design choices for algorithms and models include:

1. States/Action construction, which is the essential step to construct MDPs as states/actions
are key components. A few factors should be considered during state construction. First, a
proper state representation should include all covariates that causally affect the treatment
decisions and future outcomes (Gottesman et al., 2019). Too few covariates may not con-
tain enough information for decision making while too many makes the task hard for the
agent to solve. Most existing works choose covariates from raw data with domain experts’
help. In face of a large number of covariates, one can perform clustering or dimension reduc-
tion. However, recent work has noted that the learned policy is sensitive to hyper-parameter
choices (Gottesman et al., 2018). Recently, a line of work proposes the use of deep learning
techniques, which extracts features automatically, for state representations learning (see an
empirical study in Killian et al. (2020)).

For action construction, the action space of some applications is discrete by nature (e.g.,
putting on or weaning from the ventilation, different types of message reminders, with or
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without the treatment, etc). For applications with continuous action space, most existing
work discretizes the action space into a finite number bins (e.g., binning the treatment dosage
into none/low/high dosage based on domain knowledge). Some work expands prior work
using continuous-action models (Huang et al., 2022; Schamberg et al., 2022). However,
there is a lack of systematic study on if and when continuous-action models are significaly
better than discrete ones.

2. Markovianity, which is the key property of MDPs and states that the future state has no
dependence on the previous state but only on the current state. In reality, the environments
are often non-Markovian. Non-Markovianity can be approached in different ways. At a high
level, most existing work transforms non-Markovian systems intoMarkovian ones by expand-
ing state space to incorporate more information. For example, a body of work uses various
automata learning algorithms to reconstruct state space (e.g., Gaon and Brafman (2020); Nei-
der et al. (2021); Xu et al. (2020)). We discuss two specific types of non-Markovianity: (1)
partial observable MDPs (POMDP) and (2) high-order MPDS (HMDPs). With access to
the optimal policy, one can test the Markov assumption following Shi et al. (2020).

POMDPs violate Markov property because some covariates are not measured/observed by
the agent (for example, in hospitals, the patient’s mealtimes, which affect patient’s glucose
level in the future, may not be recorded). One can overcome this issue by learning a belief
state, which is a distribution over states expressing where the agent thinks it currently is.
A POMDP is Markovian and fully observable given the belief state (see a detailed review
in Spaan (2012)).

HMDPs violate Markov property by allowing the current state to depend on the past few
previous state-action pairs instead of one (e.g., the treatment effect depends on howmuch
the user engages with the app in the past three days). HMDPs can be turned into anMDP
by including a variable encoding the information of the past history (e.g., an indicator ex-
pressing whether the user opens the app in the past three days).

3. Reward function design, which is another key step to construct MDPs because a mis-
specified or poorly-designed reward function can lead to low learning efficiency or subop-
timal behaviors. In some health applications, the reward function is naturally defined, such
as discharge, mortality, the time passed until next admission. Despite a clear definition, the
reward signal can be very sparse (we do not observe if a patient gets discharges, passes away
or gets readmitted until the very end). Sparse rewards lower learning efficiency because the
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agent needs to explore aggressively to receive feedback. Reward shaping overcomes this chal-
lenge by providing additional immediate feedback encoded with domain knowledge to guide
the learning process (Grzes, 2017; Grzes and Kudenko, 2009). For example, we can use a
morbidity severity score which indicates patient’s sickness level.

Another considerations is that healthcare applications often require trade-offs between multi-
ple outcomes (e.g., we want to increase the blood pressure while minimizing the vasopressor
dosage to avoid adverse side effect). One common approach to modelling the trade-offs is
to form a scalarized reward function with weighted sum of those outcomes (a larger weight
implies greater importance of the outcome). However, in practice, it is often unclear how the
change of the weights affects the policy and thus, the weight assignment can be somewhat
arbitrary even with the clinical experts’ help. Additionally, not all outcomes can be modelled
with linear functions. In these scenarios, one can formulate the complicated interplay among
relevant outcomes using multi-objective RL (see a practical guide in (Hayes et al., 2022)).
On top of multiple objectives, each objective may have different time scales (i.e., different
discount factors γ). For example, by treating the patient with vasopressor, the clinician want
to increase their blood pressure in the short term and increase the chance of survival in the
long term. This mixed discounting problem can be solved following Edwards et al. (2015);
Feinberg and Shwartz (1994); Reinke et al. (2017).

In situations where constructing a numerical reward function is not straightforward, one can
rephrase the problem as preference-based RL (Wirth et al., 2017). In preference-based RL,
numerical feedback is replaced with one that encodes preference (e.g., when the tumor size
is modest, a lower dosage is preferred to a higher one). One can also apply inverse RL (Arora
and Doshi, 2021), in which the reward function is estimated from the observed behavior of
the agent.

4. Non-stationarity, which refers to the situations where the transition dynamics and reward
functions change over time. Given non-stationary MDPs, the optimal policies are often
also non-stationary. Non-stationary RL faces the trade-off between remembering and for-
getting in addition to exploration and exploitation (Section 1.3). On the one hand, as the
environment drifts away, the prior experience becomes less relevant for the current decision-
making task; on the other hand, there is valuable information in the history that helps fu-
ture decision-making. Non-stationarity is common in the healthcare domain: in the mobile
health setting, the users may be less motivated to exercise during the weekend; in the ICU set-
ting, the patient may react to the same treatment differently given the level of illness. There
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are works discussing methods to test the non-stationarity of the environment (Aminikhang-
hahi and Cook (2017); Truong et al. (2020)). Non-stationarity has been studied under differ-
ent setting, such as multi-arm bandits with non-stationary rewards (e.g., Besbes et al. (2014);
Garivier andMoulines (2008)), MDPs with non-stationary rewards (e.g., Dick et al. (2014);
Rivera Cardoso et al. (2019)), MDPs with both time-evolving transition dynamics and re-
wards (e.g. Cheung et al. (2020); Padakandla et al. (2020)).

5. Environment heterogeneity, which describes situations where eachMDP has a different
transition dynamics or reward function. Non-stationarity can be considered as a type of en-
vironment heterogeneity (i.e., there are variations across time), which we discuss it separately
(see above). Due to the environment variations, eachMDPmay have a different optimal
policy. Thus, it is important to consider environment heterogeneity for effective personaliza-
tion. We mainly discuss two scenarios: (1) there is heterogeneity in training data (the data is
pooled from hospitals with different populations or from app users all over the world); (2)
there is heterogeneity between training and test data (the incoming patient is different from
previous patients). To address scenario (1), one can use multi-task RL where multiple tasks
are solved jointly by learning commonality and difference of those tasks (Vithayathil Vargh-
ese andMahmoud, 2020). Scenario (2) often happens in an online setting. Upon encoun-
tering different patients from those in the training data, given different situations, one can
either fully optimize the model towards the new patients (transfer RL (Lazaric, 2012; Zhu
et al., 2020)) or ask the model to remember the new patients without comprising the perfor-
mance of the previous patients (Lifelong RL (Hadsell et al., 2020; Khetarpal et al., 2020)).
Chapter 3 proposes a solution to scenario (2), in which we use transfer RL to quickly adapt
to a new patient with a different transition dynamics.

6. Observational data, which is one of the most common data types in healthcare, such as
EHR and administrative claims data. In fact, in many healthcare applications, one may only
have access to observational data as directly intervening on patients raises ethical concerns.
Such a problem is referred to as “offline RL” (Section 1.3). In offline RL, one of the main
challenges is the distribution shift between the data generated by the learning policy and the
observational data. Model-free offline RL addresses this problem by constraining the learn-
ing within the high confidence regions (e.g., the agent is not allowed to take unseen actions
or actions that result in highly uncertain Q-values). However, such constraints also limit the
agent’s ability to generalize outside of the observational data regime. Model-base RL (Sec-
tion 1.3) is seen as a potential solution to the problem as it first learns an estimated transition
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dynamics from the observational data and uses that estimator to simulate trajectories. How-
ever, due to the nature of offline dataset, model-based RL is still limited by sample efficiency.
Thus, most state-of-the-art algorithms combine model-free and model-based offline RL tech-
niques. See a thorough review in Levine et al. (2020).

7. Model selection,which refers to the process of choosing the best performing model among
many candidates for prediction tasks. An RL algorithm usually involves multiple predictive
tasks, such as predicting the next state/reward/value function. Different predictive tasks may
require different considerations of model selection. For example, if one uses the model as a
trajectory simulator, one may value the generalization performance the most; if one wants
to interpret the long-term consequence (i.e., value function), one may prefer simple mod-
els to complicated ones; if one wants to incorporate risk information, one should consider
uncertainty quantification methods. There are works studying model selection in the con-
text of offline RL (Farahmand and Szepesvári, 2011; Tang andWiens, 2021). In addition to
those works, one can also use model selection methods outside of the RL context (Arlot and
Celisse, 2010; Tenan et al., 2014).

8. Data privacy, which refers to rules and regulations to ensure proper collection, use and share
of patients’/users’ data. We note that data privacy is different from data security, which pro-
tects data frommalicious use. Previously, we have discussed that one might want to aggre-
gate data frommultiple sources due to low data variation or availability (Section 2.1). How-
ever, this can raise issues such as data and environment heterogeneity, which are discussed
in the previous text. Additionally, this may raise data privacy concern (e.g., the hospital is
reluctant to reveal patients’ records to other organizations). Recently, federated RL has been
presented to perform information aggregation under privacy protection, by updating global
model parameters without explicitly exchanging data samples between local devices. Despite
privacy preserving, federated RL can be more vulnerable to various attacks due to central
model aggregation and communication. There is a surging body of work addressing data
privacy and security with federated RL framework (see a detailed review in Qi et al. (2021)).
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2.3 Model Assessment

Good model performance during training does not guarantee good performance in real-world use.

Thus, model assessment is another essential stage in RL for healthcare workflow because it ensures

that the model (1) generalizes well to unseen data (e.g., unseen initial states); (2) demonstrates ro-

bustness against model assumption violations (e.g., the transition dynamics may not be perfectly lin-

ear); and (3) satisfies task-specific properties, which may not be explicitly considered during model

development described in Section 2.2 ( e.g., for a mobile app that helps with weight loss, scientists

may want to study cardiovascular health improvement despite users’ main interest in fat reduction).

Model assessment can be performed in various ways (e.g., before/after the deployment, with quanti-

tative/qualitative studies, with internal/external knowledge). Given the model performance during

model assessment, one may iterate the previous stages (Section 2.1, 2.2). For example, if the agent

performs poorly given unseen initial states, one may consider collecting more trajectories sampled

from diverse initial states or selecting a simpler model to avoid overfitting. We discuss two main ac-

tivities in this stage.

1. Model evaluation, in which one tests the model on unseen data (validation dataset from
Section 2.1) and evaluates the performance on various metrics. In this task, one mainly uses
quantitative metrics, which need to be carefully designed to accurately reflect the model per-
formance. Additionally, multiple metrics might be needed at the same time. For example,
suppose we use a contextual bandit algorithm to personalize digital interventions. During
model evaluation, we plot the expected cumulative reward against the time steps (i.e., we
want to maximize personalization as soon as possible). Additionally, we conduct power anal-
ysis to quantify the treatment effect.

2. Model validation, in which one validates the model performance with external knowledge
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(e.g., clinician expertise, healthcare literature, users’ validation of their preferences). This task
often involves qualitative analysis and additional thoughts about how to present the analysis
results to end-users so that they can understand. For example, given a proposed treatment
plan, is it more effective to provide a comparison between the current and proposed treat-
ment plan or provide an explanation independent of the current plan?

We summarize the key considerations of model assessment below.

1. Treatment effect evaluation, which is used to compare different treatments. Assessing the
impact of the treatment on different subpopulations helps improve the quality of care. We
divide treatment effect evaluation in two settings: (1) clinical trials where participants receive
treatments/interventions based on designed policies; (2) observational studies where patients’
health conditions are observed under their normal treatments. Due to the high cost of clini-
cal trials, there is a body of work developing trial designs and consistent statistical estimators
under different settings (Dempsey et al., 2017; Kato et al., 2020; Klasnja et al., 2015). The
main challenge of observational studies lies in that one often needs to evaluate a new treat-
ment plan using dataset collected from other treatment plans. Thus, most works focus on
extracting statistical power from the data (Thomas, 2015). In Chapter 4, we focus on set-
ting (1) and discuss how to rigorously quantify treatment effect while maximizing treatment
personalization.

2. Risk assessment, which quantifies the potential hazard of deploying the RLmodel in health-
care. Risk assessment is a fundamental consideration of the pipeline, especially in safety-
critical domains. Works in safe RL quantify risk in different ways: it can be formalized as a
part of the reward function, an optimization constraint or the probability of landing in un-
desirable states (see summary in Garcıa and Fernández (2015)). In the non-RL literature,
uncertainty quantification serves as an important tool for risk assessment in healthcare be-
cause it provides confidence information (Begoli et al., 2019). We refer the readers to Psaros
et al. (2022) for a thorough discussion about uncertainty quantification.

3. Robustness, which refers to the model’s ability to preserve its performance given violations
of the input properties. Understanding model robustness ensures stable model performance
given violations of model assumptions, which are often inevitable in real life (e.g., the pa-
tient’s physiology may not be a perfectly linear system). Additionally, it protects the system
against adversarial attacks—input data that is intentionally designed to fail the system. To as-
sess model robustness, we propose evaluating model performance with the designed metrics
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under various model mis-specifications possibly appearing in the real-world use of applica-
tions (see a study example in Chapter 4.5.3).

4. Model transparency, which refers to the model’s ability to explain and justify its decisions.
Model transparency is a critical step towards building safe and reliable RL systems as it allows
domain experts to further validate model performance in addition to quantitative assess-
ment. To build transparent models, during model selection (Section 2.2), one can choose
inherently explainable/interpretable RLmodels (e.g., Liu et al. (2018); Verma et al. (2018)) .
However, real-world problems are often complex systems which require large black-box mod-
els for good performance. To make those models more understandable to humans, one can
apply post-hoc methods to generate explanations (e.g., Yau et al. (2020)). In Chapter 5, we
introduce a specific framework that facilitates model transparency using global contrastive
explanations.

2.4 Model Deployment

Assume that during model assessment, there is sufficient evidence that the trained model satisfies all

the desirable properties of our downstream task. We now reach the final stage, model development,

the goal of which is to integrate the trained model into the existing healthcare workflow. Although

seemingly straightforward, model deployment is often the most difficult stage as it requires coor-

dination among different parties, such as data scientists, software engineers, clinicians and nurses.

Model deployment largely determines if we can carry over the good performance shown during

model assessment to real life. For example, we need to make sure that the data is preprocessed in

the same way as it was during data preparation, that the model is correctly implemented in the sys-

tem, and that the code is correctly translated into another programming language. There are three

main tasks in model deployment stage: model integration, monitoring and updating. Model inte-
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gration involves building an end-to-end infrastructure that feeds the data into the model, runs the

model and then provides the output to the end-user platform. Most concerns surrounding model

integration are software/hardware challenges, which is beyond the scope of this work. We focus the

discussion on the other two tasks.

1. Model monitoring, in which one closely track the model performance to maintain the
model quality. Model monitoring allows one to detect issues before they cause further dam-
ages. The model performance can degenerate due to various reasons: the dataset schema
changes; the data distribution shifts over time; the model receives adversarial attacks.

2. Model updating, in which one updates different parts of the pipeline to reflect the latest
change in the workflow, given the issue detected during model monitoring. For example, if
the system detects a change in the dataset schema, one needs to update the data preprocess-
ing so that the model receives the right input format. Depending on the downstream task,
there are various ways to update the model: one may retrain the model with the new/augmented
data; one can train the model from scratch or initialize the model parameters from the previ-
ous trained model; one can retrain the model online (with live data) or offline. Generally, if
one expects distribution shifts to happen when building the model, this should be included
as a consideration during model development (Section 2.2).

The main consideration during model deployment is distribution shift, which refers to situations

where the distribution of test data is different from that of the training data. This type of test data

is referred to as out-of-distribution(OOD) data. Distribution shift can happen in different ways in

healthcare: there is a demographic shift in population; the change in the clinical protocol increases

the survival rate; or it is due to the combination of the two. Distribution shift is a critical considera-

tion towards a safe and reliable RL pipeline because it avoids model failures due to anomalous data

input. We discuss distribution shift from two aspects: (1) how to detect distribution shift and (2)

how to generalize under distribution shift.
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1. Distribution shift detection: A body of work proposes various OOD detection technique.
For example, Sedlmeier et al. used uncertainty estimates of Q-function to detect OOD state-
action tuples. Similarly, Li et al. used uncertainty estimates of the transition dynamics to
detect OOD states. One can also use change point detection from non-stationary RL litera-
ture to detect the change in transition dynamics or reward functions (Section 2.2).

2. Generalization under distribution shift: Upon the detection of OOD data, one might
consider one-time deferral to clinical experts or patients/users (Gennatas et al., 2020; Joshi
et al., 2021; Madras et al., 2018). Additionally, one can use transfer RL or non-stationary RL
to adapt the model to the new data distribution or use lifelong RL to add the information of
OOD data to the current knowledge base (Section 2.2).

2.5 Summary andDiscussion

In this Chapter, we provided a broad overview of anML pipeline. We also discussed some
challenges that practitioners should consider when applying the general ML pipeline to spe-
cific RL healthcare applications. Among all the challenges enumerated, we put more em-
phasis on some than other as a reflection of the focus of this thesis. In the later Chapters, we
dive more into three specific challenges that could happen during model development and as-
sessment, including environment heterogeneity (Section 2.2 and Chapter 3), treatment effect
evaluation and robustness (Section 2.3 and Chapter 4), andmodel transparency (Section 2.3
and Chapter 5).
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3
Challenge I: Patient Heterogeneity

In the previous chapter, we have discussed various considerations while automating the RL for

healthcare workflow. Now we turn to discussing one of the common issues appearing during model

development—environment heterogeneity, specifically patients’ dynamics heterogeneity. For exam-

ple, a clinician needs to treat patients with unique but comparable physiologies. As another example,

a mobile health app needs to send motivational messages for exercise to users with different disen-
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gagement rates. In these situations, it is important to model patient heterogeneity as it may result

in different optimal polices and thus, applying the same treatment plan to everyone is not ideal. Al-

though the patients’ physiologies can be different, the targeted outcomes can be the same. For exam-

ple, the clinician want to reduce the overall mortality rate. The mobile health app wants to increase

physical activities for all users.

In this chapter, we formulate personalizing treatment plans for a group of similar patients as solv-

ing a set of related RL tasks. That is, we model each patient/user as a uniqueMDP (i.e., unique

transition dynamics but a common reward function). One way to approach this problem is to solve

eachMDP individually. However, this approach poses two challenges to the traditional RL algo-

rithms. First, given a new task, if several similar instances of related tasks have already been observed,

it seems inefficient to start learning from scratch. Second, in the healthcare domain, one may not

have multiple episodes to learn a good treatment policy (e.g., the patient may only get admitted to

the ICU once; the user may not enter the study again once quitting). Thus, to perform well, one

needs to quickly adapt from only a few observations of the patient. These problems call for data-

efficient methods to transfer knowledge gained from previous tasks to determine an optimal policy

for a new one.

A body of research in RL attempts to transfer the knowledge by learning latent representations

of task dynamics (Ha and Schmidhuber, 2018; Killian et al., 2017; Morton and Kochenderfer,

2017; Narasimhan et al., 2017). Given a new instance of a task, these approaches first learn the rele-

vant dynamics by identifying a useful latent representation. The learned (instance-specific) dynam-

ics can then be used to solve for an instance-specific policy. In practice, large numbers of observed
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transitions may be required to learn a model that approximates the true environment sufficiently

accurately. Any error in the model will compound when planning, resulting in suboptimal perfor-

mance. Moreover, the planning process must be repeated for every new instance, which may be

computationally-expensive.

We present a different strategy: we use latent representations derived from the dynamics to di-

rectly describe a near-optimal policy, even if the transition model is not yet accurate enough for plan-

ning. This strategy is the product of two critical insights. First, errors in policies do not compound

over time, unlike errors in models. Second, tying the embedding to the transition dynamics enables

sample-efficient task identification: we do not have to wait for rewards to accumulate to take deriva-

tives against some hidden policy embedding; relatively few observations of the environment are

often sufficient to estimate a task-specific embedding of the transition model. Hence, our approach

has the ability to start adapting from the very first observations.

Specifically, our contribution is a framework for data and time-efficient transfer learning be-

tween instances where the dynamics change (but the rewards do not) using latent representations

for planning. We consider settings where we have a batch of previous instances from which we

quickly identify near-optimal policies for new instances. Such settings are common in scenarios

such as medicine, in which we may have the histories of previously treated patients and wish to de-

ploy a system that uses those histories to make personalized recommendations for current patients.

We demonstrate the efficiency of our method on a toy 2D navigation domain (Killian et al.,

2017) and acrobot (Sutton and Barto, 1998). We illustrate the use of our method in healthcare ap-

plications by testing is against simulated treatment protocols for patients with HIV (Adams et al.,
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2004; Ernst et al., 2006) or cancer (Ribba et al., 2012; Yauney and Shah, 2018). Policy improvement

occurs after only a few transitions in the initial episode of a new task instance, at a fraction of the

computational cost of previous model-based approaches.

3.1 RelatedWork

Transfer learning for RL via latent representations is a broad area of research. Many approaches

focus on transfer across reward structures (Maurer et al., 2013; Rajendran et al., 2017; Taylor et al.,

2007): for example, if an agent can walk, is it easier to teach it to run? In contrast, we are interested

in cases where the dynamics, rather than the rewards, change. For example, a clinician may want to

maximize the odds of survival across patients with different physiologies.

Among work that considers transfer across instances with different dynamics, one sub-area fo-

cuses on adapting to large changes in the state or action space (e.g. transferring policies across agents

with different numbers of actuators (Gupta et al., 2017)). Hausman et al. (2018) formulate a sepa-

rate embedding space where tasks with differing dynamics may be directly compared and composed

to accelerate learning complex hierarchical tasks. We instead focus on situations where only the

transition dynamics change, which is one of the common situations in healthcare (e.g., variation in

patient response to treatments).

Isele et al. (2017) achieves few-shot learning by leveraging latent task descriptors to select from

shared task and policy dictionaries. These descriptors are used to modulate the policy in a way that

transfers relevant parameters between tasks. They assume task descriptors are given ahead while we
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extract task information from data. Yu et al. (2017) learns a universal policy trained frommultiple

MDPs that is adapted online to account for variations present in the current MDP. However, it also

assumes prior access to the underlying physical systems while we learn everything from the data.

Meta-RL (Al-Shedivat et al., 2018; Clavera et al., 2018; Finn et al., 2017) uses a gradient-based

protocol to learn the embedding from a meta policy. This requires accumulated reward histories to

find the hidden policy embedding. In contrast, we infer the embedding from the state observations,

which is sufficient for immediate performance improvement.

Some approaches do learn an embedding of the dynamics from data. Hidden parameter MDPs

(HiP-MDP (Doshi-Velez and Konidaris, 2016)) assume that each instance of a task has a (hidden)

low-dimensional embedding that, once identified, fully specifies the instance. Similarly, Zhang et al.

(2018a) decouples the dynamics and rewards, identifying task instances through the latent space of

an autoencoder. Both approaches require the policy be re-learned once the model adapts to the new

instance. In contrast, we use the embedding directly for policy transfer, avoiding the need to depend

on a likely-inaccurate model.

3.2 Background

HiP-MDPs. The Hidden Parameter Markov Decision Processes (HiP-MDPs (Doshi-Velez and

Konidaris, 2016) ) describes a family of MDPs by generalizing the MDP definition. Recall from Sec-

tion 1.3 that anMDP can be defined by a tuple (S,A, T ,R, γ), where S is the state space,A is the

discrete action space, T is the transition dynamics,R is the reward function and γ is the discount
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factor. A set ofN relatedMDPs is modelled by a HiP-MDP , (S,A,Θ, T ,R, γ,PΘ), where the

transition dynamics of a specific instance n are uniquely identified by a hidden parameter θn ∈ Θ.

That is, Tn(s′|s, a) = T (s′|s, a, θn). The set of all possible parameters θn is Θ and let PΘ be the prior

over these parameters. It is assumed that θn is drawn at the beginning of each task instance n and

doesn’t change until a new instance is initiated.

3.3 Direct Policy Transfer via Latent Embeddings

Suppose we have observedN instances specified by the set of parameters {θn}Nn=1. The new encoun-

tered task b is identified by the parameter θb. We approximate the transition dynamics T for any

specific instance θi ∈ {θn}Nn=1
⋃
{θb}with the function T̂ (s′|s, a, θi;W). Here θi are local param-

eters describing the embedding of a particular instance of a HiP-MDP,W are global parameters of

the transition function T over the family of MDPs. The generative model describing the observed

data is as follows:

global: W ∼ P(W) per task: θi ∼ PΘ per time step: s′ ∼ T̂ (s′|s, a, θi;W).

We assume that the reward functionR(s, a) is known and remains the same across all instances.

We also assume that the system dynamics T do not change during a task, and the agent is aware of

when one task ends and another begins. This assumption is reasonable in many applications: for

example, we know which set of medical records belong to which patient.

Recall from Section 1.3 that a patient history up to timestamp t is denoted byHnt = {Sn0,An0,
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Rn0, Sn1,An1,Rn1, . . . ,Rnt, Snt}. In this chapter, we drop the rewardsRnt as it is known to us. We

also drop the subscript t for notation simplicity. The history now becomesHn = {Sn0,An0, Sn1,

An1, . . . , Snt}.

We let hb = {sb0, ab0, sb1, ab1, ..., ab,t−1, sbt} be the observations made so far in the current task

instance b. andH = {hn}Nn=1 be the collection of observations from the previousN instances.

Given the generative model above, we can compute the posterior of θb:

p(θb | hb,H) =
∫
W

p(θb | hb,W) p(W | hb,H)

∝
∫
W

p(hb | θb,W) p(θb) p(W | hb,H)

=

∫
W

∏
t
p(st+1 | st, at, θb,W) p(θb) p(W | hb,H).

(3.1)

We can easily compute the posterior on θb given the current history hb since θb describes the

unique variation of the dynamics observed in hb (the uncertainty in the global parametersW is ad-

dressed in Section 3.4.1). If θb is instead estimated through the policy, this posterior would be much

harder to obtain because it requires additional integration over the parameters of the policy.

As discussed in Sec 3.1, planning can be done with using the transition function as a simulator

via the posterior distribution of the next state,

p(s′ | s, a, hb,H) =
∫
W,θb
T̂ (s′ | s, a, θb;W) p(θb | hb,W) p(W | hb,H). (3.2)

Especially given the assumptions required to calculate this posterior (e.g. architectural choices, in-
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ference approximations), it may be difficult to train a sufficiently accurate model to plan with.

Our central hypothesis is that, when faced with situations where the approximations to Equa-

tion 3.2 are insufficient for model-based planning, the parameter θb still captures enough informa-

tion to differentiate the dynamics of the instance and can be used to directly identify the optimal

policy. If θb captures aspects of how these dynamics vary (as informed throughH and previous

{θn}Nn=1 ∈ Θ), it may similarly identify a policy adapted for that specific instance of the HiP-MDP.

We introduceDirect Policy Transfer (DPT), an approach which learns a single global policy func-

tion:

a = π(s, θi;Y), for any θi ∈ {θn}Nn=1

⋃
{θb} (3.3)

whereY are global policy parameters that do not change between instances (just asW are global

dynamics parameters). Once we have sufficient data from a new task instance to identify the latent

parameter θb, we expect this global policy to be near-optimal in the current instance.

In Section 3.4, we discuss how to infer the global parametersW andY given a batch of previ-

ously observed trajectoriesH generated from near-optimal policies Π∗ = {π∗n(s)}Nn=1, as well as

how to obtain the posterior over the current hidden parameters θb. Once we have those elements, we

have everything to transfer the policy to new tasks.

Demonstration. To show how quickly the DPT adapts, we compare the performance of DPT

to the model-based HiP-MDP introduced in (Killian et al., 2017) on a simple 2DNavigation do-

main (details in the Supplement A.1.1). We consider learning a new instance of the task, updating

our estimate of θb based on interactions with the environment. DPT and model-based HiP-MDP

33



(a) 2D Navigation Domain (b) Cumulative Regret

Figure 3.1: Comparison of DPT and model‐based HiPMDP in 2D Navigation domain. (a) Trajectory traces of optimal
policy, DPT and model‐based HiPMDP. (b) Normalized cumulative regret achieved throughout the episode of a new task
instance (calculated from Eq. 3.4) against baselines defined in Section 3.5

are given the same set of batch data during training phase. Figure 3.1 illustrates that given the same

information level, DPT approach (red line) is able to reach near optimal performance (suggested by

closeness of green lines and red lines in 3.1a and nearly-zero regret in 3.1b) while model-based HiP-

MDP approach (blue line), which uses the approximated transition function T̂ (s, a, θb;W) to plan,

performs poorly.

3.4 Inference

Our inference strategy assumes that for the previously observed tasks, we have access to a set of tra-

jectoriesH generated by the corresponding near-optimal policies Π∗. This is reasonable in many

healthcare applications: we may have treated many patients and seen their health improve; we may

have successfully motivated the users to exercise. The objective is to use this information to rapidly
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Algorithm 1Direct Policy Transfer via Latent Embedding

1: Training Phase:
2: function LearnModel (H):
3: Infer posterior overW and {θn}Nn=1

given training batchH
4: Return: p(W|H), p(θn|H), P̂Θ
5: end function

6: function LearnJointPolicy(H, p(θn|H)):

7: With hn ∈ H, draw θ(m)
n ∼ p(θn|H)

8: Update π(s, θ(m)n ;Y)← a
9: ReturnY
10: end function

11: Testing Phase:
12: repeat
13: Take action a← π(s, θb;Y)
14: Store hb ← (s, a, s′)
15: Fix p(W|H) and update p(θb|hb)
16: until Episode terminates

obtain effective policies on new instances.

Figure 3.2: DPT Inference Procedure

We follow a two-phase strategy for inference (illustrated in Figure 3.2 and outlined by Algo-

rithm 1, included in fuller detail in the supplement, Section A.3). In the first phase (training), we

take the batch of state-action historiesH to infer the the global parametersW andY of the tran-

sition function and the policy function, respectively. In the second phase (testing), we perform

inference only over the instance-specific hidden parameters θb given our learned global parameters

W andY*.

*While it would be possible to continue to update the global parameters after the initial learning phase,
this two-phase approach matches industrial settings where one may only want customization to alter a con-
trol behavior for the current instance and avoid unexpected global changes post deployment (e.g. as noted
in Depeweg et al. (2016)).
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3.4.1 Training: Parameter Learning from BatchData

In the training phase, we take the batch of historiesH that are generated from near-optimal policies

Π∗, and infer the the global parameters of the transition dynamics (W) and policy (Y). We describe

each step in details below.

Learning the global parametersW and local parameters {θn}Nn=1 of the transition function

T̂ .

Given the state-action transitionsH, we have all the elements needed to approximate the tran-

sition function T̂ (s′|s, a, θ;W). In particular, we target the posterior p(W, {θn}Nn=1|H), where

{θn}Nn=1 denotes the set of latent parameters corresponding to the instances in the batch. The out-

put of this step is a posterior distribution over the parametersW and the latent parameters for each

observed instance θn. For computing the posterior p(W, {θn}Nn=1|H), any model and appropriate

Bayesian inference procedure can be used. We parameterize T̂ with a Bayesian Neural Network

(BNN), commonly used for modeling stochastic dynamical systems (Depeweg et al., 2016, 2018;

Gal et al., 2016; Killian et al., 2017) (details in Section 3.5). Finally, we use the learned distributions

on {θn}Nn=1 to learn an empirical prior P̂Θ over future instance θb that we may encounter.

Learn the parametersY of the global policy π(s, θ;Y).

We use the same batch dataH used in the previous step to learn a single global policy of the form

a = π(s, θ;Y). For the instances n, the optimal action a for the state swill follow π∗n. Given θn from

the step above, then only the global parametersY remain to be learned in order to approximate

π∗n. As before, any model and inference procedure can be used to infer the global paramtersY . We
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choose to model the policy as a multi-layer perceptron (MLP). For each instance n, we sampleM

samples θ(m)
n ∼ p(θn|H) from the posterior over the parameters θ. We then train a MLP with inputs

(s, θ(m)
n ) and outputs a = π∗(s), distilling the near-optimal policies exhibited inH (Hinton et al.,

2015; Rusu et al., 2015). Using samples from p(θn|H), rather than aMAP estimate of the instance-

specific hidden parameters θb, makes the learned policy more robust.

3.4.2 Testing: Policy Transfer

The output of the training phase is posteriors over the global parametersW and latent parameters

{θn}Nn=1 of the transition function T , an empirical prior over latent parameters P̂Θ, and the global

parametersY of the policy function π(s, θ;Y). In the testing phase, we collect the history hb from

a new instance b in an online fashion. In this phase, we iterate between updating our posterior over

the hidden variable of that instance p(θb|hb,H), and executing the policy using this posterior.

The posterior over θb is given by Equation 3.1. We initialize the posterior with the empirical

prior over latent parameters P̂Θ learned during the training phase. We keep p(W|hb,H) fixed when

learning θb and only update p(θb|hb,H). Inference details are explained in Section 3.5. When tak-

ing action in state s, we sampleM samples from posteriors over θb and plug it in the global policy

function. That is, a = π(s, θ(m)
b ;Y), where θ(m)

b ∼ p(θb|hb,H). We take the action that is most fre-

quently predicted with the sample set {θ(m)
b }

M
m=1. Here, the hypothesis of DPT is that if the poste-

rior p(θb|hb,H) for a new instance b is similar to any of the observed posteriors p(θb|H)—indicating

that the new transition dynamics is close to the dynamics of some previous instances—then the

adapted policy will be near-optimal: π(s, θb;Y) ≈ π∗b(s). We emphasize that this testing phase
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requires little computation: we only have to filter over a low dimensional θb; the parameters of the

global policy have been pred-determined during the training phase.

3.5 Experimental Procedure

We first illustrate our algorithm performance on acrobot, which is a standard benchmark for RL al-

gorithms. We further demonstrate our approach on two complicated medical simulators—simulated

cancer treatment and simulated HIV treatment—as testing the algorithm with live-stream data

raises ethical concerns. Below we summarize our procedure. Details of each domain, decisions

about latent parameters θb, and how we created a set of related tasks with different dynamics are

the Supplement A.1. (We emphasize that creating a set of task variants from a single domain is non-

trivial.)

Domains.

Acrobot (S ∈ R4, A ∈ {0, 1}3, θb ∈ R, γ = 0.99). The acrobot domain was described

in Bai et al. (2013). The system consists of a two-joint arm with 4 parameters varying the lengths

and masses of the arm and the goal is to raise the end of lower link up to a given height. The reward

discount factor.

Cancer treatment (S ∈ R4, A ∈ {0, 1}5, θb ∈ R2, γ = 1). The task for this domain is to

inhibit tumor growth without overmedication of temozolomide (TMZ) chemotherapy; the domain

consists of 8 parameters, defining a patient’s physiology.

HIV treatment (S ∈ R6, A ∈ {0, 1}4, θb ∈ R3, γ = 0.98). In this domain, the task is to
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determine an effective HIV treatment for simulated patients with different physiological dynam-

ics; involving 22 adjustable parameters and thus are significantly more complex than the previous

domains.

Training Phase. Basic information about training and testing procedures follow below; ad-

dtional details of algorithm descriptions (DDQN&BNN) and hyperparameter selection (architec-

ture, learning rate, etc.) are given in the supplement, Section A.2 & Section A.5 respectively.

Batch Data Collection. For each domain, we collect a batch of dataH = {hn}Nn=1, where hn =

{sn0, an0, sn1, an1, ..., sn,t−1, an,t−1, snt}, generated from the optimal policy set Π∗ = {π∗n} learned

with an online algorithm, Double Deep Q-Network (DDQN) (van Hasselt et al., 2016). Details of

the algorithms are described in Appendix, Section A.2. In practice, these could also be provided by

observing experts or any other procedure. That said, our method is not specific to a data collection

strategy. Once training was completed, we extracted 10 near-optimal trajectories from 10 training

instances for Acrobot domain by varying the initial state, and only 1 near-optimal trajectory from 50

patients for Cancer and HIV domain as the initial state is fixed in these two domains.

BNNTraining. We trained a BNNwith the batchH of state-action transitions, which places

a prior over network parameters to learn the global parametersW and latent variables {θn}Nn=1 of

the approximated transition dynamics T̂ (s, a, θ;W). The posterior of BNN is often intractable,

requiring approximation. We use Black-box α-divergence minimization (BB-α) (Depeweg et al.,

2016; Hernández-Lobato et al., 2016). We approximate p(W, {θn}Nn=1|H)with a fully factorized

posterior q(W, {θn}Nn=1) ≈
∏

i q(wi)
∏

n q(θn)where wi refers to individual parameters of the
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network. Now, we have p(W|H) ≈ q(W) and p(θn|H) ≈ q(θn). Specific details are described in

Appendix, Section B.2.

MLP Training. The global policy π(s, θ;Y) is modeled by anMLP. Each batch transition (s, a, s′)

inH is paired with 5 samples of θb drawn from q(θn). For HIV domain, we observed that mis-

classifying rare (and critical) actions in the initial 20 timesteps led to significant divergence from

the optimal policy. Thus, we increased the number of early samples in the batch data by 20 times.

This is reasonable as experts might have identified regions in which an agent must perform well.

Testing Phase. During Testing phase, we keep p(W|hb,H) fixed to its approximate value

q(W)when learning θb. The approximate posterior q(θb) is optimized by minimize the α-divergence

between q(W, θb) and p(W, θb|hb) (Hernández-Lobato et al., 2016). Before each update of the la-

tent parameter θb we collected 10, 5, and 10 observations for Acrobot, Cancer and the HIV domains

respectively. At each state s, we sampleM = 20 samples of θb from q(θb) and take the most fre-

quent action output by π(s, θ(m)
b ;Y).

Baselines. We compare against three baselines that also learn latent parameters for transfer: the

model based HiP-MDP (Killian et al., 2017), a variational autoencoder (Kingma andWelling, 2013)

(VAE) as well as Probabilistic PCA (Tipping and Bishop, 1999) (PPCA) (details re motivation,

form, and training procedure in the Supplement A.4). A fourth baseline—average model—baseline

constructs a single transition T̂ from all instances ofH together.

The above baselines cover the model-based analog of DPT and policy transfer with simpler em-
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beddings. We chose the above baselines as they utilize estimates of the environment dynamics to

directly adapt the global policy π(s, θ;Y)without being required to take gradients to update the pol-

icy parameters. For this reason, comparisons with recent meta-RL approaches are not appropriate

as they require second-order gradients of the policy and thus require more iterations to ensure con-

vergence. We also do not compare to a policy learned frommodel-free RL algorithms as this baseline

was demonstrated to be subpar to the HiP-MDP during initial episodes of a test task instance (Kil-

lian et al., 2017).

Evaluation. We consider three evaluation measures: (1) computational time of the training

procedure (where global parametersW,Y and latent parameter set {θn}Nn=1 are inferred); (2) com-

putational time of the testing procedure (where θb is inferred and the global policy π(s, θb;Y) is

adapted); and (3) normalized cumulative regret which is a measure of how far the transferred global

policy is from an optimal policy (π∗i ) learned separately beforehand. The normalized cumulative

regret at step T is given by the following:

1
I
∑
i

Jπ∗n −
∑T

t=0 γtrπi(st, at)
|Jπ∗n |

, (3.4)

where Jπ∗n is the optimal expected return defined in Equation 1.2, rπi is the observed reward when

following policy πi, and γ is a discount factor. We normalize the cumulative regret across I test in-

stances by dividing the difference between the observed rewards rπi and the expected optimal return

rπ∗i by the scale of the expected optimal return. Smaller cumulative regret values implies better be-

havior of the transferred policy.
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Table 3.1: Comparison of DPT with baselines (average cumulative regret and one standard deviation across 10 random
restarts for 10 new task instances).

Cumulative Regret(General) Cumulative Regret(In-Distribution)
Acrobot Cancer HIV Acrobot Cancer HIV

AVG 0.186±0.116 0.307±0.439 0.818±0.161 0.189±0.130 0.060±0.011 0.766±0.017
VAE 0.271±0.132 0.956±0.025 0.938±0.082 0.315±0.257 0.971±0.001 1.0±0.0
PPCA 0.880±0.456 0.954±0.028 0.938±0.082 0.509±0.284 0.970±0.001 0.999±0.0
HiPMDP 2.117±0.273 0.628±0.386 0.997±0.003 2.291±0.389 0.269±0.089 0.999±0.0
DPT 0.125±0.093 0.094±0.077 0.434±0.257 0.185±0.157 0.012±0.014 0.321±0.071

For each domain, we created two sets of test tasks: one (general tasks) generated with the same

procedure as the training tasks were, to demonstrate the general performance of DPT; one (in-

distribution tasks) lies within the convex hull of training tasks; to demonstrate the performance of

DPT when new tasks are similar to training tasks. For each new task, we repeated the test procedure

with 10 random restarts to evaluate the performance robustness.

3.6 Results

Our goal was to improve model-based approaches for transfer in terms of both performance and

computational time by directly using embeddings of a task’s dynamics to identify a policy. Table 3.2

reports computation time and Table 3.1 reports performance on novel instances (averaged over 10

random restarts for each instance). In addition to the baselines, we also report the performance

of the average policy—one that simply samples a given s from the set of given {πn(s)∗}Nn=1—to

gauge the difficulty of the different domains. By first row of Table 3.1, HIV is the hardest task with

a normalized regret around 0.8, suggesting that new patients are hard to treat without personalized

treatment plans.
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(a) Acrobot (b) Cancer

(c) HIV
(d) Acrobot

(e) Cancer (f) HIV

Figure 3.3: We plot the mean with one standard error. (a)‐(c): Normalized cumulative regret achieved throughout
the episode of a newly encountered instance (calculated from Equation 3.4). Regrets start low because there are few
rewards, increase as the policies diverge from the optimal action sequence, and then level as policies reach their goals.
The low regrets of DPT (red line) indicates DPT adapts to new instances more rapidly than baselines.(d)‐(f):The trace plot
of the estimation error of T̂ and the regret of intermediate policy after each update. DPT often achieves near‐optimal
performance after the first few update while model‐based HiP‐MDP rarely converges to an optimal policy due to model
inaccuracy.
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Table 3.2: Experimental results where DPT is compared with reported baselines. We report the average computation
time with one standard deviation.

Computation Time(Training) Computation Time (Testing)
Acrobot Cancer HIV Acrobot Cancer HIV

VAE 1.25±0.80×102s 3.71±1.15×101s 1.49±0.15×102s 0.046±0.028s 0.014±0.001s 0.221±0.043s
PPCA 2.14±0.04×102s 2.93±0.17×101s 1.21±0.02×102s 0.072±0.022s 0.015±0.001s 0.173±0.008s
HiPMDP 5.33±0.01×103s 8.26±0.02×104s 1.71±0.01×105s 1.33±0.03×104 3.87±0.07×103 1.27±0.05×104
DPT 6.38±0.32×103s 8.38±0.02×104s 1.80±0.01×105s 1.01±0.13×103 1.27±0.02×103 1.54±0.03×103

Neither the PPCA or VAE baseline sufficiently captures the dynamics of newly encoun-

tered variations. Unsurprisingly, the two non-dynamics baselines are the most scalable (it only

requires a few matrix computations for PPCA to project the observed transition statistics to the

pre-computed basis, and for VAE to encode the observed transition statistics into the latent space).

However, their performance is significantly worse than the one of DPT, likely because they do not

lend themselves to finding general patterns of dynamical variations. In contrast, our approach,

which infers the latent θb via the BNN, gives us parameters that are sufficiently informative about

the dynamics of the current instance.

Although a few observations are not sufficient for model estimation, they are sufficient for

DPT to learn a high-quality policy. By directly using the latent estimate θb as input to the policy

derived through DPT, we can identify a near-optimal policy with less data than the HiP-MDP. This

is seen in Figure 3.3(a)-(c) as DPT, the red curve, decreases in regret faster than all other approaches,

indicating DPT converges to near-optimal performance faster

Figure 3.3(e)-(f) show how quickly the DPT learns. In the cancer and HIV domain, given the

same amount of samples, DPT and model-based HiP-MDP estimate the latent parameters θb that

model the environment similarly well (closeness of the RMSE, two dashed lines). However, DPT
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converges to a near-optimal policy after the first update of θb while model-based HiP-MDP per-

forms poorly due to model inaccuracy (black solid regret line is much higher than red solid line).

In the acrobot domain, the model of model-based HiP-MDP suggests a policy to never attempt a

swing-up; thus it models that action very well (low RMSE) but gets a high regret. In contrast, the

DPT achieves low regret despite modeling errors of the oscillating trajectory (see example trajecto-

ries from the optimal policy, DPT and model-based HiP-MDP in Appendix Fig A.1).

DPT maintains good performance on less similar new tasks. Based on Table 3.1, we see that

general tasks are more challenging than in-distribution tasks (the cumulative regret of the aver-

age policy is higher, especially for the cancer domain) because general tasks are less similar to the

observed ones. Despite the difficult, DPT still generalizes well to those challenging tasks as it still

achieves the small cumulative regret among all baselines.

At test time, the DPT approach is faster than the HiP-MDP.The PPCA and VAE baselines

are computatonally fast but perform poorly. In Table 3.2, we see DPT requires only slightly more

training time than the HiP-MDP (the only baseline that models dynamics), and is 3-10x faster at

test time. We only expect this gap to increase as the domains grow larger: model-based HiP-MDP

must solve each environment while the DPT does not need to solve MDPs at test time.

3.7 Discussion and Conclusion

We use a latent variable model to capture differences in the dynamics of patient heterogeneity and

then use those latent parameters to directly parameterize a policy rather than using that dynamical
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model for planning. This approach allows us to learn the statistics about the patient physiology in

both a sample- and computationally-efficient way.

In particular, for the cancer and HIV domains, the agent only has access to one (good) episode

from each task instance, and at test time, for all domains, the agent is only allowed to engage in each

task instance for one episode. Success requires learning from very few (10s) of interactions with the

new instance. With so few data—both for training and test—model-based approaches could not

build a sufficiently accurate model, and in addition they require significant computational time to

train a policy (especially as domains growmore complex). In contrast, even when these statistics do

not result in accurate models, our DPT approach can leverage them for efficient policy transfer.

Our work makes important steps towards learning approaches to transfer knowledge from a

batch of previously treated patients where physiology varies. Future work could study what tasks

could possibly do well in test based on task variation seen in training, as well as consider end-to-end

training that learns dynamics statistics particularly suited to policy transfer. It would also be inter-

esting to reduce the reliance on having fully-described expert policies. For safety-critical healthcare

applications, having even the rough transition dynamics, in addition to the policy, may provide a

way to safe-guard against truly poor actions if encountering regions where the estimated transition

dynamics or policy is less accurate.
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4
Challenge II: Personalization versus

Statistical Analyses

In the previous chapter, we presented an approach to modeling patient heterogeneity during model

development. We demonstrated the use of our approach in the dynamic treatment regime—specifically,

HIV and cancer treatment design. In this chapter, we switch our focus to mobile health applica-
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tions, in which it is also important to consider patient (in this context, user) heterogeneity. How-

ever, when mobile health applications are deployed in the context of scientific studies, the aim is

not only to personalize for an individual, but also to determine, with sufficient statistical power,

whether or not the system’s intervention is effective. In this chapter, we discuss how to ensure per-

sonalization and rigorous treatment effect quantification at the same time.

Mobile health applications can increase patients’ information access, improve patients’ commu-

nication with clinicians and help with self-monitoring. Due to easy access to smartphones and wear-

able devices, mobile health applications are gaining more popularity in clinical studies as they pro-

vide timely interventions. A well-designedMobile health application often requires personalized

interventions because certain interventions may be more effective in certain contexts for certain peo-

ple. Contextual bandits (Section 1.3) provide an attractive tool for personalization in mobile health

studies. They represent a middle ground between basic multi-arm bandits, which ignore the inter-

vention contexts, and full Markov Decision Processes (MDPs), which may be hard to learn given

limited data.

During clinical studies, the goal is often to discover a new safe and effective treatment for pa-

tients. Thus, in addition to personalizing interventions, it is crucial to determine whether or not a

treatment has an effect on the health of the patient (i.e. whether or not such an effect exists). This

property is known as power in the statistical literature: the probability of detecting an effect if it ex-

ists. A currently popular study design for assessing the treatment effect is themicro-randomized

trial Klasnja et al. (2015); Liao et al. (2016), in which an automated agent interacts in parallel with

a number of individuals over a number of times. At each interaction point, the intervention (or
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lack of intervention), is chosen according to some apriori determined probability. This type of de-

sign allows the designer to observe the pattern of initial excitement/novelty effect followed by some

disengagement that one would observe in a real deployment. The fact that each intervention is ran-

domized also allows for rigorous statistical analysis to quantify the treatment effect. In spite of these

advantages,micro-randomized trial does not admit personalization easily because the randomization

probabilities are usually pre-assigned.

In this chapter, we are interested in meeting the dual objective in mobile health where we not

only want to personalize actions for the users, but we also want to guarantee the ability to detect

whether an intervention has an effect (if the effect exists) for the study designers. Such situations

arise frequently in mobile health studies: imagine a mobile app that will help patients manage their

mental illness by delivering reminders to self-monitor their mental state. In this case, not only may

we want to personalize reminders, but we also want to measure the marginal effect of reminders on

self-monitoring. Quantifying these effects is often essential for downstream scientific analysis and

development.

Currently, there exist algorithms that either have principled bounds on regret (e.g. Abbasi-Yadkori

et al. (2011); Agrawal and Goyal (2012); Krishnamurthy et al. (2018)), which largely come from the

Reinforcement Learning (RL) community, or aim to rigorously determine an effect (e.g. micro-

randomized trials Klasnja et al. (2015); Kramer et al. (2019); Liao et al. (2016)), which have been a

focus in the experimental design community. Practical implementation of these algorithms often re-

sults in tensions in mobile health applications: for regret minimization, one may make assumptions

that are likely not true, but close enough to result in fast personalization. However, for treatment
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effect analysis, one must be able to make strong statistical claims in the face of a potentially non-

stationary user—e.g. one who is initially excited by the novelty of a new app, and then disengages—

as well as highly stochastic, hidden aspects of the environment—e.g. if the user has a deadline loom-

ing, or starts watching a new television series. It is not obvious whether an algorithm that does a

decent job of personalization under one set of assumptions would guarantee desired power under

more general assumptions.

In this chapter, we both rigorously guarantee that a trial will be sufficiently powered to provide in-

ference about treatment effects (produce generalizable knowledge about a population of users) and

minimize regret (improve each user’s well-being). In minimizing regret, each user represents a differ-

ent task; the task is performed separately on the entire sample of users. Finally, mobile health studies

and trials are expensive as each trial might be long. Thus not only must one be sufficiently powered,

one must also leave open the option for post-hoc analyses via off-policy evaluation techniques; the

latter implies that all action probabilities must be bounded away from 0 or 1.

We provide important tools for study designers in mobile health to achieve good personalization

and power at the same time. Specifically, we introduce a novel meta-algorithm that can make sim-

ple adjustments to a variety of popular regret minimization algorithms such that sufficient power

is guaranteed andwe get optimal regret per user with respect to an oracle that selects from a class

of power-preserving policies. The wrapper algorithm only makes slight changes to the original al-

gorithms and works by selectively sharing the information with them. Although our focus in this

paper is on mobile health, our analysis and methods apply to many settings where personalization

and power are equally prioritized.
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Structure In Section 4.2, we provide necessary technical tools for this chapter. In Section 4.3

and Section 4.2, we provide theoretical analyses of our methods. In Section 4.5, we describe all ex-

periment details and demonstrate our approaches on a realistic mobile health simulator based on

HeartSteps (Liao et al., 2016), a mobile health app designed to encourage users’ physical activities

(we focus on simulations because real studies are expensive and demonstration of power estimation

requires running a large number of studies to compute the proportion of times one correctly detects

a treatment effect).

4.1 RelatedWork

Micro-randomized trial (MRT), which can be used to determine whether a treatment effect exists

in a time-varying environment, is a popular method in mobile health to inform the development

of system intervetions (Bell et al., 2020; Li et al., 2020; Liao et al., 2016; NeCamp et al., 2020). For

example, Li et al. (2020) usedMRT to promote long term engagement of users in mobile health

to help data collection. Bell et al. (2020) usedMRT to assess if in Drink Less, a behavior change

app that helps users reduce alcohol consumption, sending a message at night increases behavioral

engagement. However, in these studies, the randomized probabilities are fixed and the treatment

plans are not personalized for users.

There is a body of works focusing on ways to quantify properties of various arms of a bandit.

Some works estimate the means of all arms (Carpentier et al., 2011) while others focus on best-arm

identification to find the best treatment with confidence (Audibert and Bubeck, 2010). Best-arm
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identification has been applied to both stochastic and adversarial settings (Abbasi-Yadkori et al.,

2018; Lattimore and Szepesvari, 2019). However, these algorithms typically personalize little if at all,

and thus can result in high regret.

Other works focus on minimizing regret without considering testing hypotheses related to treat-

ment effectiveness. While there exists a long history of optimizing bandits in RL (Abbasi-Yadkori

et al., 2011; Agrawal and Goyal, 2012), perhaps most relevant are more recent works that can achieve

optimal first order regret rates in highly stochastic, even adversarial settings (Greenewald et al., 2017;

Krishnamurthy et al., 2018; Lattimore and Szepesvari, 2019). Our approach also provides power

guarantees in those challenging settings without significant increase in regret.

Finally, other works consider different simultaneous objectives. Erraqabi et al. (2017) consider

arm value estimation jointly with regret minimization. Deshpande et al. (2018); Hadad et al. (2019);

Nie et al. (2018) consider how to accurately estimate the means or provide confidence intervals with

data collected via adaptive sampling algorithms. At a high level, most similar to this work is that

of Degenne et al. (2019); Villar et al. (2015); Williamson et al. (2017). All of them assume multi-arm

bandits while for regret minimization, we consider contextual bandits and for statistical analysis,

we assume very general settings common in the mobile health where the environments can be non-

stationary and highly stochastic. Villar et al.; Williamson et al. consider the task of assigning treat-

ments toN individuals so as to minimize regret (i.e., maximize success rate). They consider heuristic

alternatives to improve power but not guarantee it while our work provides theoretical guarantees

for a stated power. Degenne et al. consider best arm identification with regret minimization with

application to A/B testing. They studied one particular algorithm while we develop several meta-
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algorithms that allow us to adapt a broad range of existing algorithms.

To our knowledge, we are the first to consider the two following tasks: a sequential decision prob-

lem per user with the goal to minimize regret during the study while guaranteeing the power to

detect a marginal (across the users) effect after the study is over. We guarantee the latter in a non-

stationary and stochastic setting.

4.2 Technical Preliminaries: Notation, Model, and Statistical Setting

In this section, we lay out the formal notations and assumptions for our work. We then develop our

methods in Sections 4.3 and 4.4 before moving on to the results in the context of a mobile health

simulator. A critical point in all of the following is that it is quite common for study designers to

consider two different sets of assumptions when designing their intervention algorithms and con-

ducting treatment effect analyses. When it comes to maximizing personalization for each user, de-

signers may make stronger assumptions—e.g. use a model with fewer parameters—that allow for

faster exploration and learning. However, for the statistical analysis of the treatment effect, the study

designers will want to ensure that their study is sufficiently powered even if the environment is

stochastic, non-stationary, and future contexts can depend on past ones—all of which are common

in mobile health and other applications. Here and in Section 4.3, we will consider these very general

settings for our power analyses. In Section 4.4, we will consider a variety of additional assumptions

that might be made by the regret minimization algorithms. For example, Action-Centered Thomp-

son Sampling (Greenewald et al., 2017) and Semi-Parametric Contextual Bandit (Krishnamurthy
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et al., 2018) assume that the treatment effect only depends on the current context while our setting

for power guarantees allows it to be a function of full history. We also allow correlated reward noise

across time.

Basic Notation Recall from Section 1.3 that a collection ofN users’ history is by {HnT}Nn=1,

whereHnt = (Cn0,An0,Rn0,Cn1,An1,Rn1 . . . ,Cnt) is the history of user n up to time step t.

Cnt denotes the context of user n at time step t. In this chapter, we consider a binary intervention

(i.e., Ant ∈ {0, 1} denotes no intervention and intervention, respectively). The potential rewards

are (Rnt(0),Rnt(1)). The rewardRnt is a composite of the potential rewards and the action, Ant:

Rnt = Rnt(Ant). For each user, a contextual bandit algorithm uses a policy πt which is a function

constructed from the user’s prior dataHn,t−1,An,t−1,Rn,t−1, in order to select action Ant based on

the current context Cnt (i.e. P(Ant = 1) = πt(Cnt)). We write the policy πt(Cnt) as πnt for short in

this chapter.

In this chapter, we will require policies to have action probabilities in some [πmin, πmax] bounded

away from 0 and 1. In mobile health where clinical trials are often expensive, this policy class is

preferred—and often required—by scientists who wish to preserve their ability to perform unspeci-

fied secondary analyses (Su et al., 2019; Thomas and Brunskill, 2016a) and causal inference analyses

(Boruvka et al., 2018). We also run the algorithm for each user separately. Although it is possible

to analyze the treatment effect with adaptively collected data (Deshpande et al., 2018; Hadad et al.,

2019; Nie et al., 2018), in mobile health, correctly accounting for treatment effect when combining

data over users is nontrivial since users may enter the study at different times. Furthermore, some
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works have found that for online detection and prediction, user-specific algorithms work better than

population-based algorithms (Albers et al., 2017; Dallery et al., 2013; Korinek et al., 2018).

Preliminaries: Environment andNotation for Statistical Analyses In the con-

textual bandits literature, linear models are often preferred because they are well understood theo-

retically and easy to implement. However, in real life, linear models are often insufficient to model

rewards accurately, and domain scientists wish to make as few assumptions as practically possible

when testing for treatment effects.

In this chapter, we consider a semiparametric linear contextual bandit setting, which provides a

middle ground between linear models and fully flexible models. In this setting, the reward function

is decomposed into an action-dependent linear treatment effect term, which preserves nice theo-

retical properties for rigorous statistical analyses, and an action-independent marginal reward term,

which constructs a reward model accurately.

For the treatment effect, we assume it satisfies

E[Rnt(1)|Hnt]− E[Rnt(0)|Hnt] = Z⊺
t (Hnt)δ0, (4.1)

where Zt(Hnt) is a set of features that are a known function of the historyHnt and δ0 is a vector

encodes the information of treatment effect. Importantly, the feature vector Zt(Hnt) is indepen-

dent of the present action, Ant, but may depend on prior actions. We assume that an expert de-

fines what features of a history may be important for the reward but make no assumptions about
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how the history itself evolves. We assume the histories {Hnt}Nn=1 are independent and identically

distributed as we run algorithms on each user separately. However, there may be dependencies

across time within a specific user. Finally, we assume that the variance of potential rewards is finite

(Var[Rnt(a)|Hnt] < ∞ for a ∈ {0, 1} and t = 1, . . . ,T). We denote the marginal reward over

treatments, E[Rnt|Hnt], by λt(Hnt), which can be a complex non-linear function of the historyHnt.

We discuss how to approximate λt(Hnt) later. In the following text, we write the features Zt(Hnt) as

Znt and the marginal reward λt(Hnt) as λnt for short. In fact, the reward function can be written as,

E[Rnt|Ant,Hnt] = λnt + (Ant − πnt)Z⊺
ntδ0 (Appendix B.1.1).

Preliminaries: Hypothesis Testing. In statistics, hypothesis testing is the act of testing an

assumption about the population based on observations collected from an experiment. In this chap-

ter, we are interested in testing if there exists a treatment effect. Our goal is to test between the null

hypothesisH0, which proposes there is no treatment effect (H0 : δ0 = 0), and the alternate hypothe-

sisH1, which proposes there is a treatment effect (H1 : δ0 ̸= 0). Hypothesis testing is often analyzed

in terms of Type 1 error and power. The Type 1 error is the probability of finding a treatment effect

when there is no effect (P(RejectH0|H0 is True)), and the power is the probability of detecting a

treatment effect when an effect exists (P(RejectH0|H1 is True)). Prior to data collection, power

analysis is used to compute the number of samples needed to achieve a particular level of power (if

an effect exists).
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Preliminaries: Test Statistic. To identify if we can reject the null hypothesis, we need to

construct a test statistic that allows us to compare the sample data with what is expected under the

null hypothesis. Drawing on one used in multiple micro-randomized trials in mobile health (Bidar-

gaddi et al., 2018; Boruvka et al., 2018; Klasnja et al., 2019; Liao et al., 2016), we construct a test

statistic that requires minimal assumptions to guarantee the desired Type 1 error and the desired

power. The construction assumes the treatment effect model in Equation 4.3. Next we construct a

“working model” for the marginal reward λnt:

E[Rnt|Hnt] = λnt = B⊺ntλ0, (4.2)

for some vector λ0 and Bnt, which is a feature vector provided by experts constructed from the his-

toryHnt and is different from Znt.

Let θ =

λ
δ

. Our test statistics θ̂ =

λ̂
δ̂

will minimize

L(θ) =
N∑
n=1

T∑
t=1

(Rnt − X⊺
ntθ)

2

πnt(1− πnt)
(4.3)

where Xnt =

 Bnt

(Ant − πnt)Znt

 ∈ R(p+q)×1, and p, q are the dimensions of Bnt,Znt respectively.
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Setting ∂L(θ)/∂θ = 0 gives the solution for θ̂:

θ̂ =

(
1
N

N∑
n=1

T∑
t=1

XntX⊺
nt

πnt(1− πnt)

)−1(
1
N

N∑
n=1

T∑
t=1

RntXnt

πnt(1− πnt)

)
(4.4)

Since we are mainly interested in detecting the treatment effect, we focus on properties of δ̂,

which is the estimator of δ0. The loss function in Equation 4.3 centers the action by Ant − πnt.

This results in an unbiased estimator of δ0 even when the model in Equation 4.2 is false (Boruvka

et al., 2018). The asymptotic distribution of
√
N(δ̂− δ0) is as follows:

Theorem 1. Under the assumptions in this section, and the assumption that matricesE[
∑T

t=1 ZntZ⊺
nt],

E
[∑T

t=1
BntB⊺nt

πnt(1−πnt)

]
are invertible, the distribution of

√
N(δ̂ − δ0) converges, as N increases, to a

normal distribution with 0mean and covariance Σδ = QW−1Q, where Q = E
[∑T

t=1 ZntZ⊺
nt

]−1
,

and

W = E
[ T∑

t=1

(Rnt − X⊺
ntθ∗)(Ant − πnt)Znt

πnt(1− πnt)
×

T∑
t=1

(Rnt − X⊺
ntθ∗)(Ant − πnt)Z⊺

nt
πnt(1− πnt)

]
,

where λ∗ = E
[∑T

t=1
BntB⊺nt

πnt(1−πnt)

]−1
E
[∑T

t=1
BntRnt

πnt(1−πnt)

]
and θ∗ =

δ0
λ∗

.
Proof. The proof is a minor adaptation of Boruvka et al. (2018) (Appendix Section B.1.2).

The covariance matrix, Σδ, can be estimated from the data using standard methods. Denote the

estimator of Σδ by Σ̂δ (See Section 4.5.2, for Σ̂δ). Under the null hypothesis δ0 = 0, the statistic
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Nδ̂
⊺
Σ̂−1
δ δ̂ asymptotically follows a χ2p where p is the number of parameters in δ0. Under the alternate

hypothesis δ0 = δ,Nδ̂
⊺
Σ̂−1
δ δ̂ has an asymptotic non-central χ2p distribution with degrees of freedom

p and non-centrality parameter cN = NδΣδ
−1δ. The Type 1 error is the percentage of times that the

null hypothesis is incorrectly rejected; power is the percentage of times that the null hypothesis is

correctly rejected.

4.3 Power Constrained Bandits

In clinical studies of mobile health where the number of trials is often limited, if the amount of ex-

ploration, which is controlled by the intervention probability πnt is insufficient, we won’t be able to

determine the treatment effect. That is, to guarantee sufficient power, each treatment option needs

to be tried at least some minimal number of times. In this section, we develop a set of constraints on

the randomized probability of the intervention πnt which guarantees sufficient power.

We start by proving the intuition that sufficient power requires a intervention probability πnt

that ensures each option is tried enough times: for a fixed randomization probability πnt = π ∈

(0, 1), for all n, t, there exists a πmin and a πmax (πmin ≤ πmax) such that when π is πmin or πmax, the

experiment is sufficiently powered. Conceptually, if the intervention probability πnt is too close to 0

or 1, then we will not see one of the alternatives often enough to detect an effect of the intervention.

Theorem 2. Let εnt = Rnt−X⊺
ntθ∗ where θ∗ is defined in Theorem 1. Assume that the working model

in Equation 4.2 is correct. Further assume thatE[εnt|Ant,Hnt] = 0 and Var(εnt|Hnt,Ant) = σ2. Let
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α0 be the desired Type 1 error and 1− β0 be the desired power. Set

πmin =
1−
√
1− 4△
2

, πmax =
1+
√
1− 4△
2

, △ =
σ2cβ0

Nδ⊺0E
[∑T

t=1 ZntZ⊺
nt

]
δ0
.

We choose cβ0 such that 1 − Φp;cβ0
(Φ−1

p (1 − α0)) = β0, whereΦp;cβ0
denotes the cdf of a non-central

χ2 distribution with d.f. p and non-central parameter cβ0 , andΦ
−1
p denotes the inverse cdf of a χ2 dis-

tribution with d.f. p. For a given trial with N subjects each over T time units, if the randomization

probability is fixed at πnt = πmin or πmax, the resulting Type 1 error converges to α0 as N −→ ∞ and

the resulting power converges to 1− β0 as N −→∞.

Proof. (Sketch) The rejection region forH0 : δ0 = 0 is {Nδ̂
⊺
Σ̂−1
δ δ̂ > Φ−1

p (1 − α0)},which results

in the Type 1 error of

α0 = Φp(Φ−1
p (1− α0)),

and the power of

1− β0 = 1− Φp;cN(Φ
−1
p (1− α0)) (4.5)

where cN = Nδ⊺0Σ
−1
δ δ0. The formula for Σδ is in Theorem 1, thus we only need to solve for πmin, πmax

when we substitute the expression for Σδ in cN (full analysis in Appendix B.1.3).

Violations of assumptions listed in Theorem 2 have an effect on the robustness of the power guar-

antee. For example, although for the test statistic defined in Theorem 1 to possess the desired Type

1 error, we do not need the working model in Equation 4.2 to be correct, the choice of Bnt can have
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an effect on the robustness of power guarantee (Appendix B.1.5). Calculations in Theorem 2 also

requires a correct treatment effect model. In some cases, such as in the work of Liao et al. (2016),

Znt may be available in advance of the study. In other cases, the study designer will need to specify

a set of plausible models and determining the power for some fixed randomization probability will

require finding the worst-caseE[
∑

t ZntZ⊺
nt]. If the average treatment effect, 1

TE[
∑T

t=1 Z
⊺
ntδ0], is

overestimated, it will result in lower power (△ increases) because more exploration is needed. Ad-

ditionally, if the noise variance, σ2, is underestimated, the resulting power will also be lower (since

△ increases) because less exploration is required in a less noisy environment. In Section 4.5.3, we

show that our power guarantees are robust to these possible violations: There is still a reasonable

proportion of times that the treatment effect (if it exists) can be detected.

Next, we prove that as long as each randomization probability πnt ∈ [πmin, πmax], the power

constraint will be met. Our proof holds for any selection strategy for πnt, including ones where

the policy is adversarially chosen to minimize power based on the subject’s historyHnt. Having the

condition across myriad ways of choosing πnt is essential to guaranteeing power for any contextual

bandit algorithm that can be made to produce clipped probabilities.

Theorem 3. With the same set of assumptions in Theorem 2, given πmin, πmax we solved for above, if

for all n and all t we have that πnt ∈ [πmin, πmax], then the resulting power will converge to a value no

smaller than 1− β0 as N −→∞.

Proof. (Sketch) The right hand side of Equation 4.5 is monotonically increasing with respect to

cN. The resulting power will be no smaller than 1 − β0 as long as cN ≥ cβ0 . This holds when πnt ∈
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[πmin, πmax]. The full proof is in Appendix B.1.4.

4.4 Regret with Power-Constrained Bandits

When running a mobile health study, the study designer may already know that certain regret min-

imization algorithms with certain assumptions will work well in their particular domain. These as-

sumptions often come from knowledge about the domain and the designer’s experience from prior

studies. Our contribution in this section is to provide very general ways for study designers to take

their preferred contextual bandit algorithm and adapt it such that (a) one can perform sufficiently

powered analyses of the treatment effect under very general assumptions and (b) the contextual ban-

dit algorithm retains its original regret guarantees (among the set of algorithms that give sufficient

powers).

Said more formally, in Section 4.3, we provided an algorithm-agnostic way to guarantee a study’s

power constraints were met, in the very general setting described in Section 4.2. In practice, to facil-

itate personalized treatment design, developers often use bandit algorithms that make more specific

environment assumptions than power analyses do. Now, we consider, with the power constraints,

how well we can do with respect to regret under the bandit algorithm’s environment assumptions.

Because we are constrained to policies that guarantee a certain amount of exploration, our goal is to

preserve regret rates, now with respect to a clipped oracle, i.e. an oracle whose action probabilities

πnt lie within πmin and πmax. We first present some specific algorithms in which we can preserve re-

gret rates with respect to a clipped oracle by simply clipping the action selection probability to lie in
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[πmin, πmax]. We then present very general wrapper algorithms with formal analyses that allow us to

adapt a large class of existing algorithms while preserving regret rates.

We formally define the regret as,

reg = E

[ T∑
t=1

max
a,π∗

E[Rnt|Ant = a,Hnt]

]
− E

[ T∑
t=1

Rnt

]
(4.6)

where a ∈ {0, 1}, π∗ ∈ [0, 1], and the regret with respect to clipped oracle as

regc = E

[ T∑
t=1

max
a,π∗

E[Rnt|Ant = a,Hnt]

]
− E

[ T∑
t=1

Rnt

]
(4.7)

where a ∈ {0, 1}, π∗ ∈ [πmin, πmax].

4.4.1 Regret Rates of Specific Algorithms with Probability Clipping

Before getting into the very general case (Section 4.4.2), we note that in some cases, one can simply

clip action probabilities and still achieve optimal regret with respect to a clipped oracle. For exam-

ple, Action-Centered Thompson Sampling (ACTS (Greenewald et al., 2017)) and Semi-Parametric

Contextual Bandits (BOSE (Krishnamurthy et al., 2018)) have optimal first order regret with respect

to a clipped oracle if one clips probabilities. Both algorithms perform in non-stationary, adversarial

settings where the features and rewards are a function of the current context Cnt (unlike our full his-

toryHnt). BOSE further assumes the noise term is action independent. Neither algorithms consider

power; using our probabilities will result in optimal regret and satisfy the required power guarantees
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at the same time.

Other cases are more subtle but still work: for example, we can prove that clipped Linear Stochas-

tic Bandits (OFUL) preserves regret with respect to a clipped oracle (the proof involves ensuring

optimism under the constraint, see Appendix B.1.6).

4.4.2 Regret Rate of General Power-PreservingWrapper Algorithms

The above cases require a case-by-case analysis to determine if clipping probabilities would preserve

regret rates (with respect to a clipped oracle). Now we describe how to adapt a wide variety of ban-

dit algorithms in a way that (a) guarantees sufficient power and (b) preserves regret rates with respect

to a clipped oracle.

We first present the main meta-algorithm, data dropping, where information is selectively shared

with the algorithm. The key to guaranteeing good regret with this wrapper for a broad range of in-

put algorithmsA is to ensure that the input algorithmA only sees samples that match the data it

would observe if it was making all decisions. Denote the action probability given by a bandit algo-

rithmA as πA(Cnt). The algorithm works as follows:

Meta-Algorithm: Selective Data Dropping.

1. Produce πA(Cnt) as before. If sampling Ant ∼ Bern(πA(Cnt))would have produced the
same action as sampling A′

nt ∼ Bern(clip(πA(Cnt))) (see detailed algorithm description in
Appendix B.1.7 as to how to do this efficiently), then perform Ant; else perform A′

nt.

2. The algorithmA stores the tuple Cnt,Ant,Rnt if Ant was performed; else it stores nothing
from that interaction.

3. The scientist always stores the tuple Cnt,A′
nt,Rnt
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Theorem 4. Given input πmin, πmax and a contextual bandit algorithmA. Assume algorithmA

has a regret boundR(T) and that one of the following holds for the setting B: (1) under B the data

generating process for each context is independent of history, or (2) under B the context depends on the

history, and the boundR for algorithmA is robust to an adversarial choice of context.

Then our wrapper algorithm will (1) return a dataset that satisfies the desired power constraints un-

der the data generation process of Section 4.2 and (2) has expected regret no larger thanR(πmaxT) +

(1− πmax)T if assumptions of B are satisfied in the true environment.

Proof. (Sketch) The key to guaranteeing good regret with this wrapper for a broad range of input

algorithmsA is in deciding what information we share with the algorithm. The context-action-

reward tuple from that action is only shared with the input algorithmA ifAwould have also made

that same decision. This process ensures that the input algorithmA only sees samples that match

the data it would observe if it was making all decisions. Hence, the environment Ω remains closed

when data are dropped and the expected regret rate is no worse thanR(πmaxT)with respect to a

clipped oracle. The full proof is in Appendix Section B.1.7.

The data dropping strategy can be applied to two general classes of algorithms described in The-

orem 4 (e.g. OFUL belongs to setting (1), ACTS and BOSE belong to setting(2)). It is simple to

implement and gives good regret rates (Section 4.5.3). In addition to data dropping, there are alter-

native ways to adapt algorithms and still preserve the regret rates with respect to a clipped oracle.

Next, we present another simple meta-algorithm, action flipping, which encourages exploration by

taking the action output by any algorithm and flipping it with some probability. While action flip-
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ping has nice asymptotic properties, in Section 4.5.3, we will see that it can result in extra power and

high regret due to over-exploration and extra stochasticity of the agent’s perceived environment.

Meta-Algorithm: Action-Flipping. The pseudocode is given as follows:

1. Given current context Cnt, algorithmA produces action probabilities πA(Cnt)

2. Sample Ant ∼ Bern(πA(Cnt)).

3. If Ant = 1, sample A′
nt ∼ Bern(πmax). If Ant = 0, sample A′

nt ∼ Bern(πmin).

4. We perform A′
nt and receive rewardRnt.

5. The algorithmA stores the tuple Cnt,Ant,Rnt. (Note that if Ant and A′
nt are different, then,

unbeknownst to the algorithmA, a different action was actually performed.)

6. The scientist stores the tuple Cnt,A′
nt,Rnt for their analysis.

Let A′
nt = G(Ant) denote the stochastic transformation by which the wrapper above transforms

the action Ant from algorithmA to the new action A′
nt. Suppose that the input algorithmA had an

regret rateR(T) for a set of environments Ω (e.g. assumptions on distributions of {Cnt,Rnt(0),Rnt(1)}Tt=1).

We give conditions under which the altered algorithmA, as described above, will achieve the same

rate against a clipped oracle:

Theorem 5. Given πmin, πmax and a contextual bandit algorithmA, assume that algorithmA

has expected regretR(T) for any environment inΩ, with respect to an oracleO. If there exists an

environment inΩ such that the potential rewards, R′
nt(a) = Rnt(G(a)), for a ∈ {0, 1}, then the

wrapper algorithm will (1) return a data set that satisfies the desired power constraints and (2) have

expected regret no larger thanR(T) with respect to a clipped oracleO′.
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Proof. (Sketch) Our wrapper algorithmmakes the input algorithmA believe that the environment

is more stochastic than it is. If algorithmA achieves some rate in this more stochastic environment,

then it will be optimal with respect to the clipped oracle. Full proof in Appendix Section B.1.8.

There exists many environments Ω which are closed under the reward transformation above,

including Abbasi-Yadkori et al. (2011); Agrawal and Goyal (2012); Langford and Zhang (2007). In

Appendix B.1.8, we describe a large number of settings, including stochastic contextual bandits and

adversarial contextual bandits, in which this wrapper could be used.

4.5 Experiments & Results

In clinical studies, power analyses are often conducted before the data collection process to help

the scientists to determine the smallest sample size that is needed in order to detect a certain level of

treatment effect. To estimate the power accurately, multiple runs of a study are needed to compute

the proportion of times a treatment effect is detected (if it exists). Collecting preliminary data for

this process would often be prohibitively expensive and thus simulations are often used for power

analyses. In this chapter, we demonstrate the properties of our power-constrained bandits on a real-

istic mobile health simulator.

4.5.1 RealisticMobile Health Simulator

To demonstrate our approaches on real life tasks, we utilize a mobile health simulator that was intro-

duced in Liao et al. (2016) and was motivated by the HeartSteps mobile health application. Heart-
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Steps aims to encourage physical activities in users by sending suggestions for a walk tailored to the

user’s current context, such as user’s location and current events based on the user’s calendar. The

suggestions will be sent during morning commute, mid-day, mid-afternoon, evening commute,

and post-dinner times, which encourages the user to take a walk in the next few hours. Our mobile

health simulator mimics the data generating process of HeartSteps. In this task, we aim to detect a

certain amount of treatment effect (howmuch more physically active users become on average) as

well as increase physical activity for each user as much as possible.

In real studies, the number of users and study length will be provided by domain experts. In our

simulations, we chose a sample size that is close to real life and is large enough so that the power con-

straint will be met under maximal exploration (when π=0.5). Specifically, we collectedN = 20

users and each simulated user n participates for 90 days. The action Ant = 1 represents a message

is delivered while Ant = 0 represents not, and the rewardRnt represents the square root of the step

count at day t. The marginal reward, λnt, decreases linearly over time as people engage more at the

start of the study. The feature vector Znt is created by experts such that the treatment effect Z⊺
ntδ0

starts small at day 0, as people have not developed the habits of increasing physical activity, then

peaks at day 45, and decays to 0 at day 90 as people disengage. The noise εnt follows an AR(1) pro-

cess. We generated 1, 000 simulated data based on a desired standard error level. Generating multi-

ple datasets corresponds to running a specific study multiple times, which allows us to calculate how

often—if one could run a study multiple times—one would correctly detect the treatment effect.

The desired Type 1 error is set to α0 = 0.05 and the desired power to 1 − β0 = 0.8. See simulation

details in Appendix B.3.1.
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4.5.2 Test Statistics, Baselines andMetrics

Test Statistic Calculation To calculate the test statisticNδ̂
⊺
Σ̂−1
δ δ̂, δ̂ and Σ̂δ are needed. For

the sth simulation dataset, δ̂
(s)

can be obtained from θ̂
(s)

where θ̂
(s)

is estimated with Equation 4.4.

With all simulated datasets, Σ̂δ can be obtained from Σ̂θ =

 Σ̂λ Σ̂λδ

Σ̂δλ Σ̂δ

where Σ̂θ is estimated with

Σ̂θ =

(
1
N

N∑
n=1

T∑
t=1

XntX⊺
nt

πnt(1− πnt)

)−1
(

1
N

N∑
n=1

T∑
t=1

ε̂ntXnt

πnt(1− πnt)

)

×
(

1
N

N∑
n=1

T∑
t=1

ε̂ntX⊺
nt

πnt(1− πnt)

)(
1
N

N∑
n=1

T∑
t=1

XntX⊺
nt

πnt(1− πnt)

)−1
(4.8)

where ε̂nt = Rnt − X⊺
ntθ̂. Equation 4.8 is derived in Appendix Section B.1.2. The test statistics

{Nδ̂
(s)⊺

Σ̂−1
δ δ̂

(s)}1000s=1 follow the distribution in Section 4.2.

Baselines To our knowledge, bandit algorithms with power guarantees are novel. Thus, we com-

pare our power-preserving strategies applied to various algorithms focused on minimizing regret:

ACTS, BOSE, and linear Upper Confidence Bound (linUCB (Chu et al., 2011), which is similar to

OFUL but simpler to implement and more commonly used in practice). We also include the perfor-

mance of a Fixed Policy (πnt = 0.5 for all n, t), a clipped (power-preserving) oracle, and standard

(non-power preserving) oracle (details in Appendix B.2).

Metrics For each algorithm, we compute the resulting Type 1 error, the resulting power (under

correct and incorrect specifications of various model assumptions in Section 4.2), the regret with

respect to a standard oracle (Equation 4.6), the regret with respect to a clipped oracle(Equation 4.7),
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and the average return
(
AR = E

[∑T
t=1 Rnt

])
.

Hyperparameters All the algorithms require hyperparameters, which are selected by maximiz-

ing the average return. The same parameter values are used in the adapted and non-adapted versions

of the algorithms. (All hyperparameter settings in Appendix B.4.1).

4.5.3 Results

(a) Type 1 error (Mobile Health) (b) AR v.s. Power (Mobile Health)

Figure 4.1: (a)Type 1 error with 95% Confidence Interval: We denote estimated Type 1 error as α̂0. 95% C.I. =
2
√
α̂0(1− α̂0)/S where S = 1000. The red dashed line denotes the desired Type 1 error and the black bar de‐

notes 95% C.I.. We see that some Type 1 errors are slightly higher than 0.5. (b)Average Return v.s. Resulting power:
x‐axis denotes average return and y‐axis denotes the resulting power. Clipping preserves the power. Power tends
to decrease as average return increases. BOSE has the best power with the worst average return. ACTS and linUCB
perform similarly in term of power and average return.

When there is no treatment effect, we recover the correct Type 1 error. Before power anal-

ysis, a basic but critical question is whether we achieve the correct Type 1 error when there is no

treatment effect. We have shown in Theorem 3 that Type 1 error will be trivially guaranteed when

the null hypothesis is true. In Figure 4.1a, we see that when there is no treatment effect (the mes-

sages delivered fail to encourage the user for more physical activity), some Type 1 errors are slightly

higher than 0.05. This makes sense as the estimated covariance Σ̂δ is biased downwards due to sam-
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ple size (Mancl and DeRouen, 2001); if needed, this could be controlled by various adjustments or

by using critical values based on Hotelling’s T2 distribution instead of χ2 distribution.

(a)Mis‐estimated Treatment Effect Size (b)Mis‐estimated Noise Model

(c)Mis‐estimated Marginal Reward Model (d)Mis‐estimated Treatment Effect Model

Figure 4.2: Robustness of power guarantees: (a)Effect of mis‐estimated treatment effect size on power: When
Ztδest < Ztδ0, power is higher and when Ztδest > Ztδ0, power is lower. Clipped BOSE is the most robust algorithm
of all. (b)Effect of mis‐specified noise model on power: All algorithms are robust to the specific noise mis‐specification
in mobile health with all bars meeting the red dashed line. (c)Effect of marginal reward model mis‐specification: All the
algorithms are robust to marginal reward mis‐specification with fixed policy decrease the most. (d)Effect of treatment
effect model mis‐specification on power: excluding a key feature can have a large impact on the power with clipped
linUCB dropping to around 0.4.

When there is a treatment effect, we recover the correct power if we guessed the effect size

correctly. From Figure 4.1b, we see that, without clipping, the desired power cannot be achieved

while clipped algorithms recover the correct power (All crosses are below the red line while all circles

are above). Fixed Policy (π = 0.5) achieves the highest power because the exploration is maximal.

Clipped BOSE performs similarly to Fixed Policy. For both clipped ACTS and clipped linUCB, the

power is approximately 0.80. Our test statistic relies on a stochastic policy (Theorem 1) and is thus

not compatible with linUCB’s deterministic policy.

There can be a trade-off between regret and the resulting power. Figure 4.1b also shows that
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the average return often increases as the power decreases overall. For example, Fixed Policy (π = 0.5)

gives us the highest power but the lowest average return. Without probability clipping, ACTS and

BOSE achieve higher average return but result in less power. For clipped BOSE, the decrease in

average return is not significant: the users take around 100 steps less on each day in average.

The power is reasonably robust to a variety of model mis-specifications, e.g. mis-estimated

treatment effect size, mis-estimated noise level, mis-specified marginal reward model (Equa-

tion 4.2) and treatment effect model (Equation 4.1).

Treatment effect size mis-specification. We tested when the estimated treatment effect is larger

and smaller than the true treatment effect (The message encourages the users to have more or less

physical activities than they truly do). As expected from Theorem 2, Figure 4.2a shows that under-

estimation results in more exploration, and thus higher power while overestimation results in less

exploration and lower power.

NoiseModelMis-specification. We test the robustness of power against mis-estimated noise vari-

ance. For this experiment, we set up the simulator in a way to mimic the data pattern that during

the weekend, the user’s behavior has more stochasticity due to less motivation. Specifically, we let

the noise variance of the weekend to be 1.52 larger than that of the weekdays. The estimated vari-

ance is calculated using the average variance over time σ2est = 1
T
∑T

t=1 σ2t . Figure 4.2b shows that all

algorithms are robust to this specific noise mis-specification with all bars meeting the desired power.

Marginal RewardModelMis-specification. Marginal reward mis-specification will also affect the

power. In this case, we can prove that when the marginal reward model is mis-specified, the resulting

power will decrease (Appendix B.1.5). The amount of decrease in power, however, may vary, and
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experimentally we confirm that the effect is insignificant. For this experiment, we approximate the

marginal reward, which starts at a large value and decays to 0 linearly over time, as a constant. From

Figure 4.2c, we see that in this case, all algorithms perform robustly with the heights of the bars

remain almost the same.

Treatment Effect ModelMis-specification. To see the effect of mis-specified treatment effect mod-

els, we consider the case where the constructed feature space is smaller than the true feature space

(i.e. experts mistakenly exclude some relevant features). For this experiment, we drop the last dimen-

sion of the feature vector Znt provided by the experts. For mobile health, it turns out that excluding

a key feature can have a big effect: In Figure 4.2d, the power of clipped linUCB drops to around

0.4.

Figure 4.3: Regret w.r.t clipped oracle v.s. Resulting power for different wrapper algorithms: x‐axis is regret with respect
to clipped oracle and y‐axis is the resulting power. In mobile health simulator, probability clipping, data dropping and
action flipping perform similarly.

Different algorithms have different regrets, but all still converge as expected with respect

to the clipped oracle. Based on Figure 4.1b, overall, the regret of clipped algorithms with respect

to a clipped oracle is on the same scale as the regret of non-clipped algorithms with respect to a non-

clipped oracle (The distance between crosses (x) and the grey dashed line, and the distance between
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circles (o) and the black dashed line are similar). Our results support the claims in Section 4.4.1 that

for specific algorithms we tested, clipping preserves regret rates with respect to the clipped oracle.

All wrapper algorithms achieve good regret rate with slightly different trade-offs given the

situation. Figure 4.3 shows that, for BOSE and linUCB algorithms, all three strategies perform sim-

ilarly in terms of power and regret. For ACTS, action flipping results in highest regret and highest

power due to more exploration and environment stochasticity.

4.5.4 Additional Benchmark Environments

To show the generality of our approach, we also test our algorithms in standard semiparametric and

adversarial semiparametric settings whose results are included in Appendix B.5.1. In general, the

strong results on the mobile health simulator still hold: (1) When the model is correctly specified,

we can recover the correct Type 1 error and the correct power with probability clipping. (2) In gen-

eral, we see a trade-off between average return and resulting power. (3) Our approaches are robust to

various model mis-specifications possibly showing up in the clinical studies. (4) Our adapted algo-

rithms are able to retain their original regret guarantees with respect to the clipped oracle. Addition-

ally, similar to Figure 4.3, we see that action flipping can perform badly in terms of regret comparing

to the other two meta-algorithms.

4.6 Directions for Extensions

Our work provides a very general approach to adapting existing contextual bandit algorithms to

guarantee sufficient study power in the kinds of very general settings necessary for mobile health
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studies, while enabling effective personalization. In this section, we sketch a few extensions to apply

our approach to an even broader range of applications.

Extensions toMarkov Decision Processes (MDPs) While we focus on bandits in this

chapter, in some mobile health applications, it might be more reasonable to assume that data are

generated from anMDP, where the current state depends on the previous state. For example, in

mobile apps for self-management of diabetes, the food intake will have an affect on the patient’s

glucose level in the next hour. Since our power guarantees allow the feature Znt to be a function

of the full historyHnt, our results in Section 4.3 give us the power to identify marginal treatment

effects even if the environment is anMDP. The action flipping strategy of Section 4.4.2 yields the

following corollary to Theorem 5 (proof in Appendix B.1.9):

Corollary 1. Given πmin, πmax and anMDP algorithmA, assume that algorithmA has an expected

regretR(T) for anyMDP environment inΩ, with respect to an oracleO. Under stochastic transfor-

mation G, if there exists an environment inΩ that contains the new transition probability function:

P
′a
s,s′ =

(
πaminπ1−a

maxP0s,s′ + π1−a
minπ

a
maxP1s,s′

)
,

then the wrapper algorithm will (1) return a data set that satisfies the desired power constraints and (2)

have expected regret no larger thanR(T) with respect to a clipped oracleO′.

Extensions to multiple actions Although our work focuses on the binary action case,

there might be multiple treatment options in some mobile health applications: for example, in
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HeartSteps, there can be different suggestion messages tailored to different contexts. Our work can

be extended to multiple actions easily. GivenK arms, now solve for πk,min, πk,max for k ∈ Kwhere

Z⊺
ntδk now represents the treatment effect of action k. At each trial, we now have a linear program-

ming problem where the expected reward is maximized subject to the constraints πk,min ≤ πk ≤

πk,max and
∑K

k πk = 1. The sample sizeN and trajectory length T needs to be sufficiently large such

that a feasible solution exists.

Power for Secondary Analyses If potential secondary analyses are known, one can seam-

lessly apply our methods to guarantee power for multiple analyses by considering the minimum

πmax and maximum πmin.

4.7 Discussion & Conclusion

We describe a general approach for an important need in mobile health for scientific studies: ensur-

ing that studies are sufficiently powered while also personalizing treatment plans for users. We pro-

vide regret bounds for specific algorithms; we also provide wrapper algorithms which guarantee that

power constraints are met without significant regret increase for a broad class of learning algorithms.

With HeartSteps, we show that our wrapper algorithms meet the power guarantees while managing

to increase the users’ physical activity levels to a large extent. We also show that our approaches are

robust to various model mis-specifications possibly appearing in clinical studies. To demonstrate

that our work can be applied to more general settings, we also test a couple of benchmark environ-

ments. In general, we find out that our strong results still hold in benchmark environments.
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Finally, in this chapter we assume that the clipping probabilities remain fixed over time, allow-

ing one to maintain the same regret bound with respect to a clipped oracle for a broad range of

algorithms. However, stronger regret bounds may be possible if one considers adaptive clipping

strategies and this would be an interesting direction for future research.
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5
Challenge III: Lack of Transparency of

Reinforcement LearningModels

So far, we have mainly discussed how to model patient heterogeneity with sufficient power guar-

antee on treatment effect analysis. Rigorous treatment effect quantification helps clinicians under-

stand if a new treatment brings any benefit to the patients and if the benefit is significant enough to
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outweigh the cost. However, in real life, even if a new treatment plan is demonstrated to be effective,

the end-users (e.g., clinicians, patients or app users) may still be hesitant to try out the new plan be-

cause they do not understand how and why RLmodels come to the final decisions. To help people

understand RLmodels, researchers have been working to provide human-understandable descrip-

tions of an agent’s policy (see a review in (Rudin et al., 2021)). Contrastive explanations are known

to be effective in helping people understand machine learning models (Jacovi et al., 2021; Rathi,

2019; van der Waa et al., 2018a,b). In the context of RL, contrastive explanations describe the dif-

ferences in outcomes between the current policy and an alternate one (Puiutta and Veith, 2020). By

leveraging the context of the current policy, the outputs of contrastive explanations are often sparser

and thus less cognitively demanding than a complete explanation of the new policy (Du et al., 2019;

Miller, 2019).

In spite of the effectiveness of contrastive explanations, when the new policy is very different

from the current one, the contrastive explanations can still be dense. Previous work suggests that

dense explanations bring costs of information process to users, which may outweigh the benefits of

explanations (e.g., Bunt et al. (2012); Du et al. (2019)). Thus in this case, we still want contrastive

explanations to be sparse, which are more understandable and executable for humans .

In this chapter, we build a framework that finds an optimal set of improvements to the current

policy (with which the user is already familiar) such that the contrastive explanation given the cur-

rent and improved policy remains sparse. Our framework consists of two parts: (1) an explanation-

generator that creates global contrastive explanations for two RL policies—to our knowledge, this is

the first comprehensive contrastive explanation system for RL—and (2) an optimization procedure
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for improving the current policy while explicitly constraining the length of the associated explana-

tion (given by the explanation-generator). Unlike previous chapters where we have multiple users,

in this chapter, we focus on providing explanations to one users. One can provide individualized

explanations by running the framework with each user’s own current policy.

Framework Part I: Explanation Generation We consider contrastive explanations of the form:

“Given the current state, doing action A1 instead of B1 when you reach state 1, then doing

action A2 instead of B2 when you reach state 2, . . . , then finally doing Am instead of Bm

when you reach statem, will lead to better / worse / unknown differences in outcomes.”

(5.1)

For example, imagine a mobile fitness app that helps users build workout routines. We might ex-

plain a new workout plan with “If you mostly do cardio [current state], then after cardio [state 1],

doing weightlifting [A1] instead of stretching [B1] will improve fat loss [outcome difference]”—this

can be more effective than simply describing the new policy, especially if the new policy overlaps

significantly with the old policy. While other works have considered contrastive explanations in

RL (Sukkerd et al.; van der Waa et al., 2018a), to our knowledge, ours is the first to lay out a complete

contrast definition that includes the series of relevant states and decisions as well as expected changes

to future outcomes.

Contribution 1: A method to generate usable contrastive explanations, taking into account

scalability, the space of relevant outcomes, and off-policy outcome estimation.

Scalability. Large, continuous domains are common in real life. For example, a fitness app may
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collect users’ demographical information, vital signs, sleeping schedules, etc. This creates two chal-

lenges for generating global contrastive explanations: (1) it is computationally expensive to com-

pare policies on all states; (2) it is impractical to explain each and every state to users. To scale the

explanation-generator to large, continuous domains, we develop an approach to perform efficient state

exploration and appropriate state abstractions (Section 5.3.1 & 5.3.2).

Relevant outcomes. Current interpretable RL works tend to focus on explaining the optimized

outcome (such as the reward function or the Q-value) (Liu et al., 2018; Rodriguez et al., 2019;

Verma et al., 2018; Yau et al., 2020). But in the real world, humans care about multiple outcomes,

some of which are often not explicitly considered in the optimization and thus not explained (Doshi-

Velez and Kim, 2017; Došilović et al., 2018). For example, an algorithmmay aim to increase users’

physical activity overall, while users may have more specific goals such as reducing body fat and

improving cardiovascular health. To make the explanations more relevant to users, we allow users to

specify a customized set of outcomes (Section 5.3.3).

Off-policy outcome estimation. In the setting where only batch data is given, we must be sensitive

to two considerations. First, without further interaction with the environment, it is hard to com-

pute the outcomes of the contrasting policy. For example, when proposing a new workout routine,

we only have access to the user’s past data. Until the new routine is tried out, we will not know the

actual fat reduction and cardiovascular health improvement rates. Furthermore, in cases where avail-

able data is scarce, it is important to communicate that the model is unsure of the outcomes (Kompa

et al., 2021). In batch settings, we use off-policy evaluation (Hanna et al., 2017) to estimate the out-

come of the contrasting policy and report confidence intervals. (Section 5.3.3).
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Figure 5.1: Our explanation‐generator takes in two policies, compares two policies in terms of their decisions and
expected outcomes, and finally creates a global contrastive explanation by combining the behavioral and the outcome
differences.

Complete Explanation Generator. We build an explanation-generator that includes all the above

key features. The complete procedure is illustrated in Figure 5.1. The generator takes in two poli-

cies, either in the batch form or the functional form. It combines the appropriate state abstractions

and the estimated outcomes to generate a global contrastive explanation of two given policies (Sec-

tion 5.3.4).

Framework Part II: Explanation-Sparsity-Constrained Optimization The explanation-

generator in Part I provides us with a way to compactly explain a new policy in terms of changes to

the current one. However, if the two policies differ greatly, the explanation in Form 5.1 will be long.

In real life, users often prefer sparse explanations because: (1) sparsity lessens cognitive demand; (2)

users prefer making minimal changes to their current routine while maximizing benefit gain. Thus,

when we solve for an optimal new policy, we want to constrain our choices to policies that generate

sparse contrastive explanations given our current policy.

Contribution 2: An optimization procedure for improving the current policy that keeps
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contrastive explanations sparse. We recast policy optimization as the problem of learning how

to modify the current policy: we associate a cost to each change to the current policy and find a set

of changes that optimizes a single objective, while keeping the total cost within a fixed budget (thus

capping the complexity of the associated contrastive explanation). We formalize this optimization

as a ConstrainedMarkov Decision Process problem. Note that here, the objective being optimized

may or may not be one of the user-defined outcomes in Framework Part I: Explanation Generation.

Empirical ResultsWe demonstrate the efficacy of our framework on two domains: a discrete

toy domain, a continuous 2D navigation domain. We show that for explanation generation, our ap-

proach generates explanations that are more concise, complete and interpretable comparing to other

contrastive explanation forms; for optimization, our optimization converges to policies with sparser

contrastive explanations compared to naive policy optimization methods such as policy iteration.

5.1 RelatedWork

Interpretable RL.There is a large body of works focusing on learning interpretable policies and

explaining the agents’ action at a specific decision point (Liu et al., 2018; Rodriguez et al., 2019;

Verma et al., 2018; Yau et al., 2020). We consider the task of explaining the difference between two

policies instead of explaining each policy individually.

We also note that contrastive explanations are different from counterfactual explanations. Coun-

terfactual explanations ask how to alter the past to realize the changes in the outcome, while con-

trastive explanations ask why one outcome occurs instead of the other McGill and Klein (1993).
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Contrastive Explanations for non-RL tasks. Several recent works focus on generating con-

trastive explanations for a specific input (local explanations) in single-step decision-making tasks (Ja-

covi et al., 2021; van der Waa et al., 2018a). Unlike these methods, we focus on sequential decision-

making tasks wheremultiple differences might be encountered in one trajectory. We aim to generate

a global summary of how two policies differ across the entire state space.

Contrastive Explanations for RL tasks. A number of works have explored contrastive explana-

tions for RL. For example, in van der Waa et al., explanations enumerate all states that appear in the

trajectory generated by one policy but not in the trajectory generated by the other. In contrast, we

only focus on states where the two policies behave differently, for more concise explanations. Fur-

thermore, van der Waa et al. focus on immediate outcomes while we focus on long-term outcomes.

As another example, Sukkerd et al. study a multi-objective setting and help users understand the

specific trade-offs between competing objectives of two policies. However, they don’t explain why

objectives are different. In contrast, our explanations are both more complete and compact.

Sparsity in RL Optimization. There is a body of works focusing on generating sparse coun-

terfactual explanations (Karimi et al., 2020; Spangher et al., 2018; Wachter et al., 2017) by either

minimizing the distance between the current instance and the counterfactual instance or associating

costs to changes of actions. To our knowledge, we are the first to consider performing optimization

with respect to the contrastive explanations in an RL setting. That is, we optimize a policy to be

minimally different from an existing policy. Similar to prior works, we also associate penalties to

changes to the current policy.
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(a) Toy Domain MDP (b) Current Policy πb (c) New πe

Figure 5.2: Discrete MDP: (a) Definition of the discrete MDP (b) Current Policy πb with actions highlighted by red
arrows (c) New Policy πe to which we want to compare with actions highlighted by blue arrows.

5.2 Notation & Background

Recall from Section 1.3 that anMDP is defined as a tuple (S,A, T ,R), where S is the state space,

A is the discrete action space, T (s′|s, a) is the transition dynamics, andR(s, a) is the reward func-

tion. In this chapter, we drop the subscript n as we only have one user at hand. We further assume a

finite horizonMDP by adding a set of pre-defined absorbing states sT ∈ ST withR(sT, ·) = 0

During optimization, we maximize the expected undiscounted return (γ = 1 in Equation 1.1).

User Defined Outcomes. Users may also want to know how a policy affects other outcomes. For

example, while a clinician may be mainly interested in developing a policy for treating hypotension,

they may also be interested in how that policy affects the patient’s respiration, mobility, etc.

We denote the user-defined outcomes as a set consisting ofM functions of the current state-

action pair, g = [g(0)(S,A), . . . , g(M−1)(S,A)]⊺ with g(m)(sT, ·) = 0. The expected outcomes

for policy π is denoted asGπ = [G(0)
π , . . . ,G(M−1)

π ]⊺ where

G(m)
π = Eπ

[ ∞∑
t=0

g(m)(St,At)

]
∀m ∈ {0, . . . ,M− 1} (5.2)

We emphasize that the expected outcomesGπ may be independent of the objectiveJπ that the

RL agent is optimizing.
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In an online RL setting, both the expected returnJπ and the expected outcomesGπ can be com-

puted by rolling out trajectories following the policy π. In a batch setting, where we only have access

to a batch of dataDb collected with the current policy πb, both terms can be estimated using off-

policy evaluation. We denote the estimator of the expected return as Ĵπ and the estimator of the

expected outcomes as Ĝπ. We assume that the biases of the estimators Ĝπ, Ĵπ are sufficiently small

so that they do not affect the quality of the contrastive explanations and the optimization perfor-

mance.

Constrained MDPs. In this chapter, we study planning under interpretability constraints. That

is, we seek optimal changes to our current policy that correspond to sparse contrastive explanations.

In Section 5.4, we will formalize this process as planning under a constrainedMDP (CMDP).

Recall that in an unconstrainedMDP setting, the goal is to find a policy π∗ that maximizes the

expected returnJπ in Equation 1.1:

π∗ = argmax
π
Jπ

In addition to the standardMDP tuple, a CMDP contains a cost function C(S,A)with C(sT, ·) =

0 and a threshold κ (in our context, the cost C will be a penalty for modifying the current policy

and the threshold κwill control the sparsity of the corresponding explanation). Now, our goal is to

maximize Equation 1.1 while constraining the expected undiscounted costs:

Eπ

[ ∞∑
t=0
C(St,At)

]
≤ κ. (5.3)
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For a discrete CMDP, the above problem can be written as a finite set of linear inequalities which

can be solved using Linear Programming (LP) Altman (1999).

The standard CMDP formulation may result in stochastic policies, which are harder to interpret

and implement. Thus, we shall use the formulation of Dolgov and Durfee (2005) to obtain deter-

ministic policy solutions to the CMDP, which solves a a mixed integer LP (MILP) as follows:

arg maxx
∑
s,a

x(s, a)R(s, a)

subject to
∑
a

x(s′, a)−
∑
a,s

x(s, a)T (s′|s, a) = p0(s′),∀s′ ∈ S \ ST

∑
a,s

x(s, a)C(s, a) ≤ κ

∑
a

△(s, a) ≤ 1

x(s, a)/M ≤ △(s, a), ∀s ∈ S, a ∈ A

x(s, a) ≥ 0, ∀s ∈ S, a ∈ A

(5.4)

In the above, x is the dual variable that can be interpreted as the occupancy measure, which counts

the expected discounted number of taking action a in state s. M is a constant to force 0 ≤ x(s, a)/M ≤

1, which can be set to the maximum of the expected return in Equation 1.1 withR = 1 (i.e. the

maximal number of visits to a state). △s,a ∈ {0, 1} is a binary variable and the last three inequalities

in Equation 5.4 ensure a unique selection of the action a.

The optimal policy can be calculated by:

π(s, a) =


x(s, a)/

∑
s x(s, a) if

∑
s x(s, a) > 0

arbitrary if
∑

s x(s, a) = 0
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5.3 Framework Part I: Explanation Generation

Our first contribution is a complete, global contrastive explanation generator for RL tasks given the

current policy πb and the new policy πe. In this section, we introduce each module of our explanation-

generator with an illustrative toy example, shown in Figure 5.2 (details in Appendix C.1.1). Fig-

ure 5.2a depicts the toyMDP while 5.2b and 5.2c highlight the actions of the current policy πb and

the new policy πe, respectively. We set πb and πe to be deterministic for pedagogical purposes.

In Section 5.3.1, we first formalize how to compare two policies in terms of their behaviors.

We define a diverging state, at which we observe behavioral differences between πb and πe. In Sec-

tion 5.3.2, we abstract diverging states into human-interpretable regions (sets of states) over which

the behaviors of πb and πe differ. Then, in Section 5.3.3, we show how to compare policies πb

and πe in terms of their expected outcomes. Finally, in Section 5.3.4, we combine the compari-

son in terms of behaviors and expected outcomes to generate the global contrastive explanation in

Form 5.1.

5.3.1 Diverging State Identification

To compare πb and πe in terms of behaviors, we first identify states at which the two policies take dif-

ferent actions that lead to different next states. We call such states diverging states. Because the poli-

cies and the environment can be stochastic, comparing πb and πe involves comparing corresponding

distributions over actions and next states. In this chapter, we make a heuristic approximation of

the stochastic policies and the environment by focusing on events that occur with high probabil-
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ity. While there are many ways to compare two distributions (e.g. hypothesis testing or divergence

measures), we choose this heuristic because policies in real life are frequently nearly deterministic.

Specifically, we denote the most probable action proposed by policies πb and πe, in state s, as ab

and ae, respectively:

ab = argmax
a∈A

πb(a|s), ae = argmax
a∈A

πe(a|s).

We denote the most probable next state under πb and πe as s′b and s
′
e, respectively:

s′b = argmax
s′∈S
T (s′|s, πb), s′e = argmax

s′∈S
T (s′|s, πe).

Given any state s, we define a function hid : S −→ {0, 1}mapping a state s to a label 1 (i.e. s is a

diverging state) if it satisfies both of the following conditions:


ab ̸= ae or |πb(ab|s)− πe(ae|s)| > κπ

s′b ̸= s′e or |T (sb|s, πb)− T (se|s, πe)| > κT

(5.5)

where κπ, κT are domain-dependent constants. The first condition states that the policies πb and πe

are different when they take different actions in state swith high probability. That is, either: (a) the

most probable actions under πb and πe are different, or (b) the most probable actions are identical,

but with very different associated probabilities. The second condition ensures that even if the poli-

cies take different actions with high probability, the agent should not end in the identical next state

with high probability. For example, in the toy example, state s1, s5 are diverging states while s0 is not
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a diverging state, as s0 fails to satisfy the second condition (others states fail to satisfy the first one).

Application to Continuous Domains. In a large or continuous domain, computing hid(s) for

a representative number of states can be computationally expensive. Even if we use sampling, col-

lecting enough samples to cover the state space S to approximate the function hid(s)may be pro-

hibitive.

We get around this issue by computing hid only for states that are probable under our policies.

To do this, we generate trajectories using the recursive Algorithm 2, in which whenever encounter-

ing a divergence state, we split the current trajectory into two by rolling out πb and πe separately.

By rolling out trajectories switching between policies, the algorithm ignores states that cannot be

reached by either policy. Note that we split the trajectory whenever we see policies are different,

since we expect earlier differences in the trajectory to have more effect on the expected outcomes.

Algorithm 2 includes a hyper-parameter dmax that controls the number of times we are allowed to

split. This allows the user to trade-off between exploration of the state space at an early state and the

computational complexity of the roll-out (which grows exponentially with the number of splits). In

practice, we find that a small dmax often covers a sufficient amount of diverging states for later tasks

in our framework.

In the batch setting, we identify the diverging states by calculating hid(s) for every state in the

batch data using a similar algorithm (Appendix C.2.1).
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Algorithm 2Diverging_State_Collection (π1, π2, s, d, dmax)
1: InitializeD = (S,Y), I = {},k = 1
2: if d ≥ dmax then
3: returnD
4: end if
5: while s /∈ ST do
6: Observe the current state s
7: a1 = arg max π1(a|s), a2 = arg max π2(a|s)
8: if hid(s, π1, π2) = 1 then
9: D′ = Diverging_State_Collection (π1, π2, s, d+ 1, dmax)
10: D′ −→ D
11: if key (a1, a2) /∈ I then
12: add key: I[(a1, a2)] = k, k = k+ 1
13: end if
14: (s, I[(a1, a2)]) −→ D
15: else
16: (s, 0) −→ D
17: end if
18: Perform action a1
19: end while
20: returnD

5.3.2 Diverging State Aggregation

After labeling the state space (Section 5.3.1), we may have identified a large number of diverging

states. As such, a complete enumeration of the diverging states is unlikely to be useful to end-users.

Thus, to summarize the difference between diverging and non-diverging states, we aggregate the

diverging states into diverging regions and extract general descriptions of these regions.

To perform state aggregation, we train an interpretable, rule-based classifier to predict the be-

havioral difference between πb and πe given a diverging state s. The split rules of this classifier corre-

spond to our diverging regions.

Specifically, Algorithm 2 will return a dataset withN samples {(sn, yn)}Nn=1, where sn ∈ S and

labels yn ∈ {0, . . . ,K}. We set yn = 0 if sn is not a diverging state and yn = k otherwise, with

each k ∈ {1, . . . ,K} representing a unique action pair (ab, ae). Let the state space S be partitioned
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into
⋃K

k=0 Sk where Sk contains the samples with labels yn = k. We learn an interpretable classifier

haggr : S −→ Y that takes the states sn as input and predicts the label yn. From the classifier haggr, we

extract rules for describing each partition Sk.

We have many choices of interpretable classifiers to partition the space of diverging regions. In

this chapter, we adapt Boolean Decision Rules via Column Generation (BDCG) (Dash et al., 2018)

to generate rule-based explanations for diverging regions (Appendix C.2.2), as this is a simple inter-

pretable model with desirable regularization properties. Other interpretable classifiers may involve

developing self-explanatory models (Quinlan, 1987; Sabour et al., 2017; Zhang et al., 2018b) or

provide other forms of global insights for pre-trained models (Altmann et al., 2010; Karpathy et al.,

2015). We encourage the developers to use any interpretable classifier appropriate for their tasks.

5.3.3 Expected outcome estimation

In the previous section, we describe how policies πb and πe differ in terms of actions. In this sec-

tion, we quantify the difference between policies in terms of the expected outcomes for a set of user

defined functions (Equation 5.2).

In practice, we usually have enough data for a good estimate of the expected outcomes of πb,

Ĝπb : we either have access to the environment T in the online setting or enough data collected

from πb in the batch setting. But we may not have enough information to obtain a good estimate

of the expected outcomes of πe, Ĝπe . In these situations, it is important to inform the end-users

of our uncertainty over the estimated expected outcomes in addition to the estimates themselves.

Thus, when comparing the expected outcomes Ĝπb and Ĝπe , we incorporate the confidence interval
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[l(Gπe), u(Gπe)] into our estimate Ĝπe .

In particular, given an initial state s0, we compute the difference in expected outcomes hoc =

[h(0)oc ), . . . , h(M−1)
oc )]⊺ as:

h(m)
oc ) =



1 if Ĝ(m)
πb < l(G(m)

πe )(πe is better)

−1 if Ĝ(m)
πb > u(G(m)

πb )(πb is better)

0 otherwise (unknown difference).

Given the transition dynamics T , the expected outcomes estimates Ĝπb and the confidence in-

tervals [l(Gπe), u(Gπe)] can be obtained using Monte Carlo roll-outs. In the batch setting, those

terms can be estimated using off policy evaluation methods such as importance sampling Thomas

and Brunskill (2016b) or fitted-Q evaluation Hao et al. (2021). We choose model-based Bootstrap-

ping (Hanna et al., 2017), since for our simple domains, we can assume enough data to learn a good

transition dynamics estimate, T̂ .

For example, in the toy domain (Figure 5.2), we are interested in: (1) the number of times we visit

the desired states (state s2, s6) and (2) the trajectory length. From Figure 5.3, we see that given the

initial states s0 · · · s5, policy πe visits the desired states more times (while yielding a longer trajectory)

than policy πb. But given the initial states s6 · · · s10, we are unsure of the differences in outcomes of

the two policies.
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Figure 5.3: The true outcomesGπb ,Gπe and the estimated outcomes Ĝπb , Ĝπe of discrete MDP: Black markers repre‐
sent true outcomes while red ones represent estimates. The estimates are accurate as black and red markers overlap.

5.3.4 Global Contrastive Explanation Generation

Thus far, we have haggr that aggregates the diverging states into human-interpretable regions, and

hoc that computes the differences between the expected outcomes of policies πb and πe. We are now

ready to generate a global contrastive explanation for πb and πe in the format of Form 5.1, summariz-

ing the behavioral and outcome differences between the two.

The detailed procedure is as follows (Algorithm 3):

1. Given an initial state s0, we perform a roll-out following πe. Here, we can use the true envi-
ronment T , or the estimate T̂ . We track the set of diverging regions visited in our roll-out
and define the trajectory of visited regions as the diverging path: P(s0) = {sk1 , sk2 , · · · },
where ski ∈ Sk is defined in Section 5.3.2.

2. We compute the difference in the expected outcomes of πb and πe using hoc from Section 5.3.3.

3. Different initial states may result in different diverging paths and outcome differences. To
make the explanation more compact, we further aggregate the initial states by training an
interpretable classifier (the adapted BDCG) that maps the initial state s0 to the tuple of the
diverging pathP(s0) and outcome difference hoc(s0).
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4. We extract the interpretable rules of the classifier from Step 3, which describes the relation-
ship between an initial state and the resulting combination of the diverging path and out-
come differences.

Algorithm 3 Generate_Explanations(haggr, hoc, πb, πe)
1: InitializeD = (S,Y), I = {}, z = 0, episode length L
2: for s0 ∼ p0 do
3: InitializeP(s0) = []
4: while s /∈ TT do
5: Observe the current state s
6: if haggr(s) ̸= 0 then
7: s −→ P(s0)
8: end if
9: Perform a ∼ πe
10: end while
11: if key (P(s0), hoc(s0)) /∈ I then
12: add key: I[(P(s0), hoc(s0))] = z, z = z+ 1
13: end if
14: (s0, I[(P(s0), hoc(s0))]) −→ D
15: end for
16: Train a classifier hexp : S −→ Y

For the toy domain (Figure 5.2), we identify states s1, s5 as the diverging states (also as diverging

regions because the MDP is discrete). We also compute the difference of the expected outcomes in

Section 5.3.3. Together, this yields the following global contrastive explanation:

Starting from initial region s0, in region s1, doing action 1 instead of action 0

and then in region s5, doing action 1 instead of action 0 will lead to longer

trajectory but more visits to desired states;

Starting from initial region s1, in region s1, doing action 1 instead of action 0

and then in region s5, doing action 1 instead of action 0 will lead to longer

trajectory but more visits to desired states;
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Starting from initial region s2, in region s5, doing action 1 instead of action 0

will lead to longer trajectory and more number of visits to desired states;

Starting from initial region s3, in region s5, doing action 1 instead of action 0

will lead to longer trajectory and more number of visits to desired states;

Starting from initial region s4, in region s5, doing action 1 instead of action 0

will lead to longer trajectory and more number of visits to desired states;

Starting from initial region s5, in region s5, doing action 1 instead of action 0

will lead to longer trajectory and more number of visits to desired states;

Starting from initial region s6 · · · s10, two policies, πb and πe act the same.

5.4 Framework Part II: Policy Optimization

In Framework Part I, we describe a generator of complete, contrastive explanations in the RL setting.

Now, we use these explanations to define interpretability constraints for policy optimization. That

is, we illustrate how to modify the current policy πb such that (a) the improved policy πe increases

expected returns (Equation 1.1) and (b) the contrastive explanation (as defined in Framework Part I)

given πb and πe will be sparse. We formalize this goal as a CMDP that maximizes returns subject to

a constraint on the number of changes made to the current policy πb (which corresponds to a sparse

contrastive explanation).
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(a)Optimal policy with constraint
κ = 2

(b)Optimal policy with constraint
κ = 6

(c)Optimal policy with constraint
κ = 8

Figure 5.4: Discrete MDP: Visualization of optimal deterministic policies when increasing κ. The purple number denotes
the immediate rewards. Red arrows highlight the current policy behavior while the blue ones represent the changed
behavior. The number of changes is aggregated over all initial states.

(a)Optimal policy without constraint (b)Optimal policy with constraint
κ = 1

(c)Optimal policy with constraint
κ = 2

Figure 5.5: 2D Navigation: Visualization of optimal policy trajectories when increasing κ. The rectangle with the black
circle represents the initial state region while the one with the star represents the absorbing state region. Each blue box
represents one diverging region while each red box represents regions with different rewards. Each step has a cost of
−0.001.

5.4.1 CMDPs for Sparse Changes in Discrete Domains

In Section 5.2, we introduced background information on CMDPs. Here, we recast our policy

optimization problem over discrete domains as a CMDP. Since we want to encourage sparse modifi-

cations, we define the constraint as

C(s, a) = 1{a ̸=[arg maxa πb(a|s)]}, C(sT, ·) = 0.

That is, every modification to the current policy πb occurred during a roll-out incurs a constant cost

and we bound the expected number of changes to the current policy πb. In addition, we assume the

new policy is deterministic as it is more interpretable and executable. We can control the length of
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the contrastive explanation by varying the threshold κ (smaller κ implies a more similar policy to πb

and a sparser explanation, and vice versa).

5.4.2 Extensions to Continuous Domains

For continuous domains, we cannot rewrite the optimization using the LP formulation in Equa-

tion 5.4, because now we have an infinite number of dual variables x(s, a).

In this section, we show that, if we have a set of candidate improved policies (produced by RL al-

gorithms or provided by experts), we can use this information to transform a continuous-state MDP

into a discrete one to which we can apply the CMDP framework from Section 5.2. Assuming a set

of suggested policies is reasonable in our setting, as we can run RL algorithms to identify possible

new policies that improves upon our current one. However, in this case, we still want to choose a

new policy πe that maximizes expected returns with minimal changes to πb.

To find the optimal πe, we only need to study regions where candidate and current policies dis-

agree, that is, the diverging regions defined in Section 5.3.2. Thus, we can recast the optimization

problem as one over the discrete state space consisting of diverging regions.

Denote the set of candidate policies as {πej}
J
j=1. For each candidate policy πej , we compare πej

to the current policy πb and obtain a set of diverging regions following Section 5.3.1 and 5.3.2. We

then collect all diverging regions, {S1,S2, · · · ,SK}, and denote the set containing the absorbing

state region as well as the diverging regions as S ′ = ST
⋃
(
⋃K

k=1 Sk). We set S ′ as our new state

space.

By construction, our new state space S ′ is finite (ruling out severe pathology in πej) and hence
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discrete. The action space remains the same. We define the transition dynamics T ′(sk′ |sk, a) on the

new discrete state space as the probability of transitioning from the region sk to the region sk′ by

taking action a. We define a new reward functionR′(sk, a) by taking the average reward resulting

from taking action a in the region sk. Details of the construction and estimation of the new discrete

CMDP over diverging regions can be found in Appendix C.3. Finally, we can recast the problem of

finding an optimal policy πe as solving the CMDP (Equation 5.4) defined by our discretizedMDP

– that is, we find πe that differs from the currently policy πb over a minimal set of diverging regions,

and that attains the highest gain in expected return (averaged over these regions).

5.5 Experiments & Results

Taken as a whole, our framework (explanation generation and policy optimization) improves the

current policy with sparse and user-interpretable changes. We demonstrate our framework on a toy

domain (the discrete MDP in Figure 5.2) and a continuous 2D navigation domain.

5.5.1 2DNavigation Domain

We present a 2D domain (Figure 5.5) where the agent starts from the initial region and aims to

navigate to a goal region. The trajectories of the current policy πb are given in Figure C.2a. We are

also given two proposed policies πe1 (Figure C.2b) ,πe2 (Figure C.2c). As users, we want to stay in

the desired region (0.2 ≤ y < 0.3) while collecting as much reward as possible (Details of the

domain in Section C.1.2).
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5.5.2 Explanation Generation

We first show that our explanation-generator creates a compact explanation given two policies. For

the discrete MDP, an example of the explanation is given in Section 5.3.4. For the 2D domain,

we generate a contrastive explanation given the current policy πb and the optimal policy π∗ (Fig-

ure 5.5a) without any sparsity constraints:

“Starting from the initial region, going north instead of east when reaching region

0 ≤ x ≤ 0.1, 0.2 ≤ y ≤ 0.3, then going east instead of south when reaching re-

gion 0.1 ≤ x ≤ 0.2, 0.3 ≤ y ≤ 0.4, then going east instead of south when reaching

region 0.4 ≤ x ≤ 0.5, 0.3 ≤ y ≤ 0.4, will result in less stay in the desired region

(0.2 ≤ y < 0.3) but more collected rewards.

5.5.3 Policy Optimization

We compare our sparse-explanation-constrained optimization procedure in Section 5.4 to a naive

method, Policy Iteration (PI), in which we iteratively evaluate and improve the current policy until

convergence. During policy improvement, we greedily choose the action with the largest gain.

In Figure 5.6, we see that our optimization procedure is able to find all intermediate policies

that improve upon the current policy (in terms of reward) as well as the optimal solution (Fig-

ure 5.4, 5.5). Comparing to us, PI can only find some of the intermediate solutions. For 2D domain,

PI can only find the optimal solution. Although the optimal policy collects the largest reward, the
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(a) Discrete MDP (b) 2D Navigation

Figure 5.6: Policies found during optimization: x‐axis denotes the expected cost of the policy while y‐axis denotes the
expected return. Red and blue lines represent our method (CMDP) and naive method (PI), respectively. In general, the
expected return increases as the expected cost increases. We see that PI can only find a subset of intermediate policies
while our method can find all.

corresponding contrastive explanation is long (Section 5.5.2) even for a simple domain like our 2D

navigation. Our method allows users to select the policy based on their own preference for the inter-

pretability of the contrastive explanation as well as their considerations of additional outcomes. For

example, for the 2DNavigation, the users may prefer the policy when κ = 2: although it collects less

rewards, it stays longer in the desired region, 0.2 ≤ y < 0.3 (Figure 5.5c).

5.6 Discussion and Conclusion

In this chapter, we build a framework that improves a current policy (with which the user is already

familiar) such that the contrastive explanation given the current and improved policy will be sparse

and human interpretable. Our contribution is two-fold: (1) we generate complete, user-friendly

global contrastive explanations for two RL policies and (2) we optimize the current policy while

explicitly constraining the length of the resulting contrastive explanation.

Compared to existing methods for generating contrastive explanations, our explanations are
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more complete while still being compact. For example, in van der Waa et al., the authors study the

difference in the paths generated by rolling out two policies and only explain short-term outcomes.

On our discrete MDP domain, their method would generate the following explanation:

“Starting from the initial state s0, πe will reach state s1 and perform action 1, which visits

the desired state s2 but increases the trajectory length by 1. Then, πe will reach state s5 and

perform action 1, which visits the desired state s6 but increases the trajectory length by 1.”

In Sukkerd et al., the authors explain the outcome difference without telling users why the difference

occurs:

“Starting from the initial state s0, we can visit the desired states (s2, s6)more times by

carrying out the alternate policy πe. However, this would make the trajectory longer.”

In contrast, our contrastive explanation is more compact and complete (see Section 5.3.4) as we

explain the global behavioral differences of two policies and the resulting differences in their long

term outcomes.

Our sparse-explanation-constrained policy optimization procedure allows the end-users to explic-

itly control the trade-off between improved returns, interpretability and other desirable outcomes.

While sparse optimization has appeared across counterfactual explanation literature, we are, to our

knowledge, first to consider sequential decision-making tasks under sparsity constraints applied to

explanations.
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In future works, we plan to apply our framework to large healthcare domains, with the potential

of helping clinicians understand new treatment plans and potentially improving current plans.
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6
Conclusion and Future Work

The main purpose of this thesis is to provide general guidance to practitioners on building RLmod-

els in the context of healthcare. To do so, we tailored the general ML pipeline introduced in previ-

ous work towards deploying RLmodels in healthcare systems. To make the complicated pipeline

easy to follow, we decomposed the pipeline into four stages—data preparation, model development,

model assessment and model deployment, and summarized the common challenges that could ap-
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pear at each stage (Table 2.1). For each challenge, we listed related literature that can provide solu-

tions.

Although each challenge has been well studied in the literature, we emphasize that addressing

each one is not trivial for several reasons. First, one issue can be caused by different reasons. For

example, environment heterogeneity may occur due to the variation in patient dynamics or the non-

stationary stochasticity of the patient’s behavior (e.g., the user is less motivated to exercise during

the weekend). It is critical to identify the source of the issue as it calls for different solutions. Second,

there are can be different ways of approaching the same problem and one needs to make proper

design choices based on specific applications. For example, to model patient heterogeneity, one can

use either HiP-MDPs (as in Chapter 3) or contextual bandits (as in Chapter 4) given the trade-off

between the inference difficulty and performance. Last, the vast volume of research developing RL

techniques for each sub-problem can be overwhelming to practitioners who are not familiar with all

of the technical details. Although there is a lot of survey work summarizing recent advances within

each sub-field of RL, they are often not conducted in the context of healthcare, which can limit

their use in practice. Thus, more work is needed to provide more detailed guidelines designed for

healthcare applications, such as Ahmad et al. (2018); Killian et al. (2020); Tang andWiens (2021).

On top of the difficulty of addressing a single challenge, one can encounter multiple challenges

at the same time. For example, in Chapter 4, we discussed that when running scientific studies in

mobile health, one often needs to maximize personalization as well as perform rigorous statistical

analysis. As another example, although federated RL preserves data privacy by avoiding explicit data

exchange, it increases the risk of malicious use of the data due to the increasing exposure of model
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parameters. Thus, a recent body of work focuses on addressing data privacy and data security at

the same time (Mowla et al., 2020; Wang et al., 2021). We call for more work in the similar vein to

address multiple challenges simultaneously.

Last but not least, the uniqueness of healthcare domain partially lies in the wealth of domain

knowledge. In situations where access to the domain knowledge is not expensive, we encourage prac-

titioners to properly utilize these resources. For example, during data preparation, clinicians can

help identify abnormal entries that should be removed. During model development, clinicians can

help determine what features in the raw data are relevant to the targeted outcomes. During model

assessment, if provided with good explanations (e.g., sparse global contrastive explanations in Chap-

ter 5), clinicians can help evaluate the validity of the learned policy. During model deployment, the

patients should be referred to clinical experts when the model is unsure about the outcomes. There

is effort from different parts of literature dedicated to building domain knowledge into the model.

Bayesian models are one of the popular approaches for performing predictive tasks for an RL algo-

rithm as it allows one to integrate the domain knowledge through the design of priors. For exam-

ple, Yang et al. designed a functional prior to incorporate functional constraints about what the

outcomes should or should not be (e.g., the model cannot recommend negative vasopressor dosage

or the model has to recommend a positive vasopressor dosage when the blood pressure is below 65

mmHg). More similar work is needed as the domain knowledge may come in in different formats

(e.g., instead of giving strict instructions, the patients may express preference of one treatment over

the other due to lighter side effect). However, the prior design should not be the ultimate goal as the

clinical feedback is often an iterative process (e.g., the clinicians may adjust their preference of vari-
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ous treatments based on observed side effects). In such situations, re-designing the prior each time is

often computationally inefficient. As future work, we call for a human-in-the-loop framework that

allows efficient model update based on continuing clinical feedback.

In summary, to fully utilize the proposed RL pipeline, we encourage practitioners to list con-

siderations from all the involved parties, map them into different stages of the pipeline, and dis-

cuss appropriate solutions given the constraints of the application. We emphasize that the chal-

lenges/related literature listed in Table 2.1 are a reflection of this thesis work. The table is not guaran-

teed to be comprehensive and more future work is needed to make the pipeline complete.
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A
Challenge I: Patient Heterogeneity

Supplement for Direct Policy Transfer via Latent Embeddings

A.1 Experimental Domains

This section outlines the nonlinear dynamical systems that define the experimental domains inves-

tigated in the experiments presented in Section 3.3 and Section 3.5. Here we outline the equations
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of motion, the hidden parameters dictating the dynamics of that motion, and the procedures used

to perturb those parameters to produce subtle variations in the environmental dynamics. Other

domain specific settings, such as the length of an episode are also presented.

A.1.1 2DNavigation Domain

The two-dimensional navigation domain was first presented in Killian et al. (2017). The agent’s goal

is to navigate to a goal region in the top-right corner. The state space is continuous (s ∈ (−2, 2)2),

and the action space is discrete (a ∈ {N,E, S,W}). Domains vary in their step-size c, the location of

a wall that blocks entry to the goal region (either to the left or below the goal region), the orientation

of the cardinal directions (i.e. whether taking action North moves the agent up or down), and the

direction and magnitude of a nonlinear wind effect (β) that increases as the agent moves away from

the start region.

Ignoring the wall and grid boundaries, the transition dynamics can be written as,

△x = (−1)θbc(ax − (1− θb)β
√
(x+ 1.5)2 + (y+ 1.5)2)

△y = (−1)θbc(ay − θbβ
√

(x+ 1.5)2 + (y+ 1.5)2)

ax =


1 a ∈ {E,W}

0 otherwise

ay =


1 a ∈ {N, S}

0 otherwise
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where c is the step-size, θb ∈ {0, 1} indicates which of the two classes the instance belongs to and

β ∈ (0, 1) controls the wind effect, and it is fixed for all instances. The agent is penalized for trying

to cross a wall, and each step incurs a small cost until the agent reaches the goal region, encouraging

the agent to discover the shortest route to the goal region possible. An episode terminates once the

agent enters the goal region or after 100 time steps.

For the demonstration in Section 3.3, Figure 3.1, we used θb = 0, β = 1.0 and θb = 1, β =

1.0 as training instances. The algorithms are tested with 6 settings (B × Θ = {(β, θb)| = β ∈

{0.25, 0.5, 0.75} and θb ∈ {0, 1}}). stepsizec is set as c = 0.3 for all instances.

A.1.2 Acrobot

The acrobot domain Sutton and Barto (1998), a two link pendulum like system that is only actuated

by it’s middle joint, is characterized by the following dynamics evolving the state parameters s =[
θ1, θ2, θ̇1, θ̇2

]
corresponding to the joint angles and angular velocities of the two links.:
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θ̈1 = −d−1
1 (d2θ̈2 + φ1)

θ̈2 =
(
m2l2c2 + I2 −

d22
d1

)−1(
τ+

d2
d1
φ1 −m2l1lc2θ̇

2
1 sin θ2 − φ2

)
d1 = m1l2c1 +m2(l21 + l2c2 + 2l1lc2 cos θ2) + I1 + I2

d2 = m2(l2c2 + l1lc2 cos θ2) + I2

φ1 = −m2l1lc2θ̇
2
2 sin θ2 − 2m2l1lc2θ̇2θ̇1 sin θ2+

(m1lc1 +m2l1)g cos(θ1 − π/2) + φ2

φ2 = m2lc2g cos(θ1 + θ2 − π/2)

With reward function

R(s, a) = −0.05 ([−l1 cos(θ1)− l2 cos(θ1 + θ2)]− l1)2

if the foot of the pendulum has not exceeded the goal height. If it has, thenR(s, a) = 10 and the

episode ends.

The hyperparameter settings are lc1 = lc2 = 0.5 (lengths to center of mass of links), I1 = I2 = 1

(moments of inertia of the corresponding links) and g = 9.8 (gravity).

The hidden parameters θb are the lengths and masses of the two links (l1, l2,m1,m2) all set to

1 initially. In order to observe varied dynamics from this system we perturb θb by adding Gaussian

noise (N (0, 0.25)) to each parameter independently at the initialization of a new instance.
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Figure A.1: Acrobot Trajectory Traces of the optimal policy, the policy learned by DPT approach and the policy learned
by HiPMDP approach. The HiPMDP is not able to learn a decent policy due to insufficient model accuracy, as suggested
by the orange line that the agent is not able to swing the arm up and only gathers data at the bottom region. In contrast,
the DPT is able to achieve the near optimal performance, as the green line is close to the blue line. As the optimal
trajectory is an oscillating function with increasing amplitude, it is hard to estimate the transition dynamics.

The possible state values for the angular velocities of the pendulum are constrained to θ̇1 ∈

[−4π, 4π] and θ̇2 ∈ [−9π, 9π].

At the initialization of a new episode the agent’s state is initialized to s0 ∼ Unif(−0.1, 0.1)4 and

perturbed by some small uniformly distributed noise in each dimension. The agent is then free to

apply torques to the hinge, until it raises the foot of the pendulum above the goal height or after 400

time steps.

A.1.3 Cancer

The model is built to simulate a tumor growth inhibiting model for patients treated with chemo- or

radiotherapy. The full dynamics is formulated with a PDE in Ribba et al. (2012). The equations

consists of 6 dynamics parameters: the rate constant of tumor growth (γP), the transition rate of pro-

liferative issue (P) into quiescence (Q) (kPQ), the rate constant for transfer from damaged quiescent

tissue to proliferative tissue (kQPP),the rate constant for elimination of the damaged quiescent tissue
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(δQP), the rate constant of growth for the proliferative tissue (λP) and the quiescent tissue (λQ), and

the decay rate of the vincristine (PCV) concentration in plasma (KDE). There are two initial con-

ditions: the initial size (mm) of proliferative (P0) and the initial size (mm) of quiescent tissue (Q0).

The full dynamics are defined as:

dC
dt

= −KDE× C

dP
dt

= λP × P× (1− P∗

K
) + kQPP × QP − kPQ × P− γP × C× KDE× p

dQ
dt

= kQPP − γQ × C× KDE× Q

dQP

dt
= γQ × C× KDE× Q− kQPPQP − δQP × QP

P∗ = P+ Q+ QP

The dynamics are created by sampling from log-normal distributions reported in Ribba et al. (2012)

Table 1. In our experiments, we investigated TMZ treatment. An episode starts with 10 months

of observations, continues with 30 dose cycles of administration, and ends with a year observation

time. Treatment is only allowed during administration time. The reward structure of this simulator

is investigated in Yauney and Shah (2018), which is defined as

R = c(MDPt −MTPt+1)− penalty · concentration if step t is not final step

Rfinal = cfinal(MDPinitial −MTPfinal)if step t is final step
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where penalty is set to 1 for over-medication, concentration ∈ {0, 0.25, 0.5, 0.75, 1.0}.

A.1.4 HIV Treatment

The dynamical system used to simulate a patient’s response to HIV treatments was formulated

in Adams et al. (2004). The equations are highly nonlinear in the parameters and are used to track

the evolution of six core markers used to infer a patient’s overall health. These markers are, the viral

load (V), the number of healthy and infected CD4+ T-lymphocytes (T1 and T∗
1 , respectively), the

number of healthy and infected macrophages (T2 and T∗
2, respectively), and the number of HIV-

specific cytotoxic T-cells (E). Thus, s = (V,T1,T2,T∗
1 ,T∗

2,E). The system of equations is defined

as:

Ṫ1 = λ1 − d1T1 − (1− ε1)k1VT1

Ṫ2 = λ2 − d2T2 − (1− fε1)k2VT2

Ṫ∗
1 = (1− ε1)k1VT1 − δT∗

1 −m1ET∗
2

Ṫ∗
2 = (1− ε2)NTδ(T∗

1 + T∗
2)− cV−

[(1− ε1)ρ1k1T1 + (1− fε1)ρ2k2T2]V

Ė = λE +
bE(T∗

1 + T∗
2)

(T∗
1 + T∗

2) + Kb
E− dE(T∗

1 + T∗
2)

(T∗
1 + T∗

2) + Kd
E− δEE
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With reward function

R(s, a) = −0.1V− 2e4ε21 − 2e3ε22 + 1e3E,

where ε1, ε2 are treatment specific parameters, selected by the prescribed action.

The hidden parameters θb with their baseline settings Adams et al. (2004) are shown in Fig. A.2.

As was done with the Acrobot at the initialization of a new instance, these hidden parameters

are perturbed with by some Gaussian noise (N (θb,i, 0.25)) each parameter independently. These

perturbations were applied naively and at times would cause the dynamical system to lose stability

or otherwise provide non-physical behavior. We filter out such instantiations of the domain and use

only well-behaved and controllable versions of this dynamical system.

At the initialization of a new episode the agent is started at an “unhealthy” steady state

s = s0(1+ p)

wheres0 = [163573, 5, 11945, 46, 63919, 24] and p ∼ Unif(−0.01, 0.01)6.The viral load and

number of infected cells are much higher than the number of virus fighting T-cells. An episode is

characterized by 200 time steps where, dynamically, one time step is equivalent to 5 days. At each 5

day interval, the patient’s state is observed and is prescribed a treatment until the treatment period

(or 1000 days) has been completed.
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Figure A.2: The hidden parameters that dictate the system dynamics of the HIV Treatment domain with their baseline
values. Table courtesy of Adams et al..

A.1.5 Task Parameters

For the Acrobot, Cancer and HIV domains, the parameters of training instances, denoted as {Pn}Nn=1,

and a set of test instances are generated with the procedures described above. In addition there are

an additional set of test instances for each domain whose parameters are generated with the convex
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combination of those of training instances. We denote the dynamics parameters of a specific test

instance as Pb, which is generated following:

Pb =
N∑
n=1

αnPn where α = (α1, · · · , αn) ∼ Dirichlet(2, · · · , 2)

A.2 Models

A.2.1 Double Deep Q-Networks (DDQN)

During the batch collection process described in Section 3.5, a set of optimal policies Π∗were

learned with DDQN van Hasselt et al. (2016). DDQN extends the DQN algorithm Mnih et al.

(2013) which combines Q-learning with deep neural networks. However, DQN uses the same net-

work to select actions and estimate the value function, often resulting in overoptimism. To prevent

this, DDQN uses a separate network (target network) for value function estimation which is up-

dated less frequently than the action selection network (Qnet). Hyperparameter details are included

in Section A.5.2.

A.2.2 Bayesian Neural Networks(BNN)

BNNs produce uncertainty estimates by placing a prior p(W) over the neural network weights,

and is thus a good framework to estimate complex stochastic functions. However, the posterior

of a BNN is often intractable and requires variational inference techniques to approximate it. In

this work, we used Black-Box α divergence, which approximates the posterior by minimizing the
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α-divergence between the true posterior distribution and the approximated distribution. We use

a fully factorized Gaussian as the approximation family, p(W, {θn}|H) ≈ q(W)q({θn}), and

minimized the α divergence between the two. Hyperparameter details are included in Section A.5.3.

A.3 Inference Algorithm

Here, we present a fuller description of Algorithm 1 used for inference, as described in Section 5.
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Algorithm 4Direct Policy Transfer (DPT) via Latent Embedding

1: Training Phase:

2: Input: Obs. TransitionsH

3: Function{LearnModel}H

4: forNumber of Epochs do

5: Update p(W , {θn}|H)

6: end for

7: Return: p(W|H),p(θn|H)

8: EndFunction

9: Function{LearnJointPolicy} Π∗,Θ

10: for Each Instance Batch hn =

{(sn, an)} do

11: Sample M θ(m)
n ∼ p(θn|H)

12: end for

13: forNumber of Epochs do

14: Update π∗
n(s)← π(sn, θn;Y)

15: end for

16: ReturnY

17: EndFunction

18: Testing Phase:

19: Input: p(W|H), p(θn|H), Y

20: Init. p(θb) ∼ N (μθb ,Σθb)where μθb =

En[μθn ], Σθb = βI and β is a hyperparam-

eter

21: repeat

22: Take action a← EY,θ[π(sb, θb;Y)]

23: Store hb ← (sb, ab, s′b)

24: if Time to Update p(θb|hb) then

25: Update p(θb) given hb, p(W|H)

26: end if

27: until epoch terminated
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A.4 Baselines

The VAE and PPCA baselines consider alternative, simpler ways of estimating the embedding θb

that could be used to directly transfer the policy as in equation 3.3 in a non-linear and linear fashion

respectively. The goal of these baselines is to determine whether using an embedding based on the

transition model, as we do in DPT, adds value or whether unsupervised methods can be used. For

both baselines, we first define a vector of transition statistics, ψn for each instance as the average

change in the observed state after performing each action (Δsai). That is: ψn = [Δsa1 , . . . , ΔsaM ].

The VAE baseline constructs a latent distribution over the vectors {ψn}, θ
VAE
n ∼ N (μψn ,Σψn), ar-

chitecture choices are outlined in Section A.4.1. The hidden parameters are optimized to minimize

reconstruction error of the instance specific transition statistics ψn. The PPCA baseline uses theN

training instance vectors {ψn} as the rows of a matrix ΨN and performs PPCA, which identifies a ba-

sis of principal component vectorsZ and variance σwhich can be used to estimate low dimensional

latent parameters θPPCAn that can be used to describe ΨN. These embeddings are used for individ-

ually training a multilayer perceptron (MLP) as in equation 3.3. For a new instance b, the VAE or

PPCA is used to sample an embedding θb from the compiled transition statistics ψb.

The choice of the Variational Autoencoder (VAE) Kingma andWelling (2013) and Probabilistic

Principal Component Analysis (PPCA) Tipping and Bishop (1999) baselines is motivated by the

fact that there is, perhaps, a simpler way to capture statistics about the environment that are suffi-

cient for planning, rather than via the latent parameters of a learned transition function. That is, we

may not need to gather as much data from each instance to develop a mechanism to train the latent
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θb as is done with the HiP-MDP and DPT. For these baselines, we define the transition statistics, ψn,

of an instance as the average change in the observed state after performing each action (Δsai). That

is: ψn = [Δsa1 , . . . , ΔsaM ]. The collection of transition statistics for multiple instances are then

used as input to train a low-dimensional latent space, the representations of which serve as the θb for

this baseline.

These are efficient ways to develop this latent representation as they are trained in an unsuper-

vised fashion. The intermediary distribution between the encoder and decoder functions of the

VAE as well as the MAP solution for the principal bases and parameters of the distribution for the

latent projection in PPCA is trained by minimizing reconstruction error of the input transition

statistics.

A.4.1 VAE

AVAE is is composed of separate encoder and decoder neural networks, connected through a latent

distribution. The encoder network takes as input the ψn and learns coupled parameters of that la-

tent distribution. The input and output dimension of all architectures isK = |S| · |A| due to the

construction of the ψn. The final layer of the encoder is split into two separate layers used to repre-

sent the features of the hidden layer into the mean μψn and covariance Σψn of the latent distribution

θVAEn ∼ N (μψn ,Σψn). The decoder neural network takes samples θVAEn and attempts to reconstruct

the input ψn. The reconstruction error is measured as mean squared error in reproducing the transi-
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tion statistics through the VAE. That is:

ψn → encode(ψn) = θVAEn ∼ N (μψn ,Σψn)

θVAEn → decode(θVAEn ) = ψ̂n

Reconst. MSE =
1
K

K∑
i=1

(ψn,i − ψ̂n,i)
2

Table A.1: Summary of the separate architectures tested to determine which VAE would be used as a baseline. By way
of reference, Lin(A,B) represents a linear, fully‐connected layer with input dimensionA and output dimension B. All
linear layers are followed by ReLU activation functions with the exception of the final layers of the encoder and decoder
networks. Also,Q = ∥θVAEb ∥ is the dimension of the latent embedding.

Encoder Decoder

Arch1 Lin (K,Q2)× Lin(Q2,Q) Lin(Q,Q2)× Lin (Q2,K)

Arch2 Lin(K, 32)× Lin(32,Q2)× Lin(Q2,Q) Lin(Q,Q2)× Lin(Q2, 32)× Lin(32,K)

Arch3 Lin(K, 32)× Lin(32, 32)× Lin(32,Q2)× Lin(Q2,Q) Lin(Q,Q2)× Lin(Q2, 32)× Lin(32, 32)× Lin(32,K)

Arch4 Lin(K, 64)× Lin(64,Q2)× Lin(Q2,Q) Lin(Q,Q2)× Lin(Q2, 64)× Lin(64,K)

Arch5 Lin(K, 64)× Lin(64, 64)× Lin(64,Q2)× Lin(Q2,Q) Lin(Q,Q2)× Lin(Q2, 64)× Lin(64, 64)× Lin(64,K)

Arch6 Lin(K,K2)× Lin(K2, 100)× Lin(100, 50)× Lin(50,Q2)× Lin(Q2,Q) Lin(Q,Q2)× Lin(Q2, 50)× Lin(50, 100)× Lin(100,K2)× (K2,K)

In order to ensure that we learned the best representation for θVAEb , we explored 6 separate ar-

chitectures of varying size. Given the limited expression of the ψn we expect that a smaller network

would provide the best embedding for the latent parameters yet there was some suspicion that a

VAE with a similar number of parameters to the BNN used with the HiP-MDP or DPT would pos-

sibly provide better baseline performance through θVAEb . These architectures are listed in Table A.1.

The VAE for all domains was trained over 1000 epochs using Adam Kingma and Ba (2014) with a

learning rate ε = 0.001 or until the θVAEn converged. We show the minimization of the reconstruc-
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(a) Reconstruction Error (b) Evaluation of VAE architectures for Acrobot.

Figure A.3: Evaluation of VAE architectures for Acrobot.

tion error using this learning rate for all experimental domains in Figures A.3– A.5.

Once the VAE is sufficiently trained, only the encoding function is used to embed the transition

statistics of a new instance, ψb, into the low dimensional distribution θVAEb ∼ N (μψb ,Σψb). That is,

μψb , Σψb ← encode(ψb).

With samples θVAEb , we train a policy πVAE(s, θVAEb ;YVAE) in the same manner as was done for DPT.

From Figures A.3– A.5, we learn that the smaller VAE architectures have the best performance most

consistently in each domain. For Acrobot and HIV Treatment, we use the smallest VAE architec-

ture (Arch. 1) where the choice for the Cancer Treatment domain is less clear as the best performing

model (Arch 5) is the slowest to converge. If we were to choose the next best performing model that

also has rapid convergence in Reconstruction error, we would be led to choose another small VAE

model (Arch 2). The results of this limited architecture analysis confirm our initial intuition that a

smaller VAEmodel is sufficient to provide the best VAE baseline performance.
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(a) Reconstruction Error (b) Evaluation of VAE architectures for Cancer
Treatment

(a) Reconstruction Error (b) Evaluation of VAE architectures for HIV Treatment

Figure A.5: Evaluation of VAE architectures for HIV Treatment
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A.4.2 PPCA

Tipping and Bishop Tipping and Bishop (1999) introduced a probabilistic model for PCA (PPCA)

which allows for statistical testing of the low dimensional projections of PCA. PPCA, inherently a

latent variable model assumes that the observed data (ψn) follows a multivariate Gaussian distribu-

tion conditioned on the latent θPPCAn :

p(ψn|θ
PPCA
n ) = N (ZθPPCAn + μ, σ2Id),

where μ is the empirical mean of the observed transition statistics. Solving for the the parametersZ

and σ can be done through variational inference or maximum likelihood estimation. In this paper,

we follow the Expectation-Maximization solution outlined by Tipping and Bishop, maximizing the

complete data likelihood:

L =
N∑
n=1

ln p(ψn, θ
PPCA
n )

where

p(ψn, θ
PPCA
n ) =

(2πσ2)−d/2exp
{
− 1
2σ2
||ψn −Z − μ||2

}
(2π)−d/2exp

{
− 1
2
θPPCAn

TθPPCAn

}

with which we optimizeLwith respect toZ and σ. After integrating over the latent parameters we
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arrive at the following marginal distribution over the transition statistics ψn:

p(ψn) = N (μ,C) where C = σ2I+ ZZ⊺.

Then, we can write the likelihood as

L =

N∑
n=1

ln{p(ψn)} = −
Nd
2

ln 2π − N
2
lnC− N

2
Tr[C−1M],

whereM is the empirical covariance matrix, which is maximized by alternating between solving for

Z and σ.

The latent parameters θPPCAn are estimated via the following relation:

{θPPCAn } = (σ2I+ ZZ⊺)−1Z⊺(ψn − μ).

AfterZ and σ are optimized with the observed batch data, the latent parameters for a new in-

stance θPPCAb are estimated using the above formula. With these latent parameters, we train a policy

πPPCA(s, a, θPPCAb ;YPPCA) in the same manner as was done for DPT.
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A.5 Hyperparameter Choices and Tuning

A.5.1 Dimension of Latent Parameter θ

The dimensionality of latent parameters is non-trivial as being too small disables the latent pa-

rameters to capture sufficient information to distringuish different tasks and too large induces

non-identifiability during optimization. The dimension d of latent parameter is searched over

{1, 2, · · · , 5}. After we learned the latent parameter set {θn} of training instances, we did a dimen-

sion reduction analysis using PCA and chose minimal number of components so that it can explain

at least 95% variance in {θn}.

A.5.2 DDQN

We tested the learning rate ε ∈ {0.001, 0.005, 0.01}, εdecay ∈ {0.98, 0.99, 0.995}, the architecture

H ∈ {[32, 64], [64, 64], [64, 128]}with nonlinearity ReLU, the update interval of Qnet T1 ∈

{10, 30, 50, 100} and the update interval of target net T2 ∈ {800, 1000, 1200}. The learning rate ε

is decayed from εmax = 1.0 to εmin = 0.15. A batch size of 256 was used for all domains. The data

was split in a 80-20 ratio and the model with highest log-likelihood was chosen. The model was then

retrained with all data. DDQNwas trained for 500 episodes.
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2D Acrobot Cancer HIV

ε 0.005 0.005 0.005 0.005

εdecay 0.995 0.995 0.99 0.98

H [64,64] [64,64] [64,64] [64,128]

T1 10 10 100 50

T2 1000 1000 1000 1000

Table A.2: Optimal hyperparameter for DDQN.

A.5.3 BNN

We tested the learning rate ε ∈ {0.001, 0.005, 0.01, 0.05}, α ∈ {0.3, 0.5, 0.7}and the architecture

H ∈ {[64], [32, 32]}with nonlinearity ReLU. A batch size 256 was used for all domains. The data

was split in a 80-20 ratio and the model with highest log-likelihood was chosen. The model was then

retrained with all data. The BNNwas trained for 2000 epochs.

2D Acrobot Cancer HIV

ε 0.001 0.005 0.005 0.005

α 0.3 0.3 0.5 0.5

H [64] [64] [64] [32,32]

Table A.3: Optimal hyperparameter for BNN.
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A.5.4 MLP

TheMLP takes (s, θn) as input and outputs the optimal action a∗. Negative log-likelihood was

minimized. we tested the learning rate ε ∈ {0.001, 0.003, 0.005}, batch size ∈ {32, 64, 256} and

the architectureH ∈ {[64, 64], [128, 128]}with nonlinearity ReLU. The data was split in a 80-20

ratio and the model with highest log-likelihood was chosen. The model was then retrained with all

data. TheMLP was trained for 1000 epochs.

2D Acrobot Cancer HIV

ε 0.001 0.003 0.003 0.003

Batchsize 32 32 32 64

H [64,64] [64,64] [64,64] [128,128]

Table A.4: Optimal hyperparameter for MLP.

A.5.5 VAE

Beyond the analysis presented in Section A.4.1 of the specific architectures used for the VAE base-

line, we also tested learning rates ε ∈ {0.01, 0.005, 0.001, 0.0005, 0.0001}. Each training iteration

utilized the full batch statistics ΨN as described in Section A.4 with a random shuffle of row order

each iteration. The VAE was built using Pytorch Paszke et al. (2017).

When evaluating the transition statistics ψb for a new instance b, θVAEb is sampled from the latent

distribution formed by passing ψb through the neural network encoder: encode(ψb). As discussed
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in Section 3.5, there is no need for gradients to be taken through the VAEmodel when estimating

θVAEb as the distribution is implicitly defined through the trained model.

A.5.6 PPCA

The Probabilistic PCA baseline was computed using the ExpectationMaximization (E-M) approach

outlined in Section A.4.2. We tested the number of E-M iterations ({10, 20, 30, 40, 50}) needed to

adequately represent the full batch statistics ΨN, via the likelihood

L =
N∑
n=1

ln{p(ψn)} = −
Nd
2

ln 2π − N
2
lnC− N

2
Tr[C−1M],

whereM is the empirical covariance matrix, d is the dimension of the ψn and C = σ2I+ZZ⊺, where

Z and σ are the parameters of the latent distribution used to project ψn to θ
PPCA
n . (We chose to run

40 E-M iterations for PPCA).

When evaluating the transition statistics ψb for a new instance b, we estimate θPPCAb via:

{θPPCAb } = (σ2I+ ZZ⊺)−1Z⊺(ψb − μ).

A.6 Additional Results

A.6.1 Algorithm Performance on In-Distribution tasks

We report the model performance on in-distribution instances in Figure A.6 which is better than

the general performance due to the similarity between the training instances.

130



(a) Acrobot (b) Cancer

(c) HIV

Figure A.6: Normalized cumulative regret achieved throughout the initial episode of a newly encountered instance
(calculated from equation 3.4). We plot the mean with one standard error. Regrets start low because there are few
rewards, increase as the policies diverge from the optimal action sequence, and then level as policies reach their goals.
The relatively low regrets of our red DPT line indicates that DPT adapts to the new instance more rapidly than the
baselines. We emphasize that the number of samples needed to achieve near‐optimal performance are generally on the
order of an episode, much smaller than related approaches.
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Challenge II: Personalization versus

Statistical Analyses

B.1 Proofs

B.1.1 Reward Function

In the main text Section 4.2, we state that the reward function can be decomposed into an action-

independent marginal reward term and an action-dependent linear treatment effect term. In fact,

E[Rnt|Ant,Hnt] = λnt + (Ant − πnt)Z⊺
ntδ0.

We show that this is true. Note that the marginal reward λnt is the expected rewards over treatment

λnt = E[Rnt|Hnt] = πntE[Rnt(1)|Hnt] + (1− πnt)E[Rnt(0)|Hnt]

= E[Rnt(0)|Hnt] + πnt (E[Rnt(1)|Hnt]− E[Rnt(0)|Hnt])

= E[Rnt(0)|Hnt] + πntZ⊺
ntδ0
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where the last equality comes by the definition of the treatment effect (Equation 4.1 in main text).

This implies

E[Rnt(0)|Hnt] = λnt − πntZ⊺
ntδ0

Further,

E[Rnt|Ant,Hnt] = AntE[Rnt(1)|Hnt] + (1− Ant)E[Rnt(0)|Hnt]

= Ant (E[Rnt(1)|Hnt]− E[Rnt(0)|Hnt]) + E[Rnt(0)|Hnt]

= AntZ⊺
ntδ0 + E[Rnt(0)|Hnt]

= AntZ⊺
ntδ0 + λnt − πntZ⊺

ntδ0

= λnt + (Ant − πnt)Z⊺
ntδ0

B.1.2 Proof of Theorem 1

Theorem 6 (Restate of Theorem 1). Under the assumptions in main text Section 4.2, and the as-

sumption that matricesE[
∑T

t=1 ZntZ⊺
nt], E

[∑T
t=1

BntB⊺nt
πnt(1−πnt)

]
are invertible, the distribution of

√
N(δ̂ − δ0) converges, as N increases, to a normal distribution with 0mean and covariance Σδ =

QW−1Q, where Q = E
[∑T

t=1 ZntZ⊺
nt

]−1
, and

W = E
[ T∑

t=1

(Rnt − X⊺
ntθ∗)(Ant − πnt)Znt

πnt(1− πnt)

T∑
t=1

(Rnt − X⊺
ntθ∗)(Ant − πnt)Z⊺

nt
πnt(1− πnt)

]
,
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where λ∗ = E
[∑T

t=1
BntB⊺nt

πnt(1−πnt)

]−1
E
[∑T

t=1
BntRnt

πnt(1−πnt)

]
and θ∗ =

δ0
λ∗

.
Our proof is a minor adaptation of Boruvka et al. (2018).

Proof. Note that since the time series, n = 1, . . . ,N are independent and identically distributed,

Q,W, λ∗ do not depend on n. Suppose the marginal reward is approximated as

E[Rnt|Hnt] = B⊺ntλ0 (B.1)

Let θ =

λ
δ

, Xnt =

 Bnt

(Ant − πnt)Znt

 ∈ R(q+p)×1, where q, p are the dimensions of Bnt,Znt

respectively. Note that Xnt is random because Bnt,Ant, πnt,Znt depend on random history. The test

statistics θ̂ =

λ̂
δ̂

 is obtained by minimizing the loss,

L(θ) =
1
N

N∑
n=1

T∑
t=1

(Rnt − X⊺
ntθ)

2

πnt(1− πnt)

By solving ∂L
∂θ = 0, we have the solution for θ̂

θ̂N =

(
1
N

N∑
n=1

T∑
t=1

XntX⊺
nt

πnt(1− πnt)

)−1(
1
N

N∑
n=1

T∑
t=1

RntXnt

πnt(1− πnt)

)

where θ̂N denotes the estimate of θwithN samples. We drop the subscriptN in the following text

for short notation. Using the weak law of large numbers and the continuous mapping theorem we
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have that θ̂ converges in probability, asN→∞ to θ∗ =

λ∗
δ∗

where

θ∗ =

(
E

[ T∑
t=1

XntX⊺
nt

πnt(1− πnt)

])−1(
E

[ T∑
t=1

RntXnt

πnt(1− πnt)

])
.

Note that our goal is to show that δ∗ = δ0 and λ∗ is given by the statement in the theorem. One can

do this directly using the above definition for θ∗ or by noting that that E[∂L∂θ ]|θ=θ∗ = 0. We use the

latter approach here. Recall all the time series are independent and identical; thus

E
[
∂L
∂θ

]∣∣∣∣
θ=θ∗

= E
[ T∑

t=1

Rnt − B⊺ntλ∗ − (Ant − πnt)Z⊺
ntδ∗

πnt(1− πnt)

 Bnt

(Ant − πnt)Znt

] = 0 (B.2)

We first focus on the part with (Ant − πnt)Znt which is related to δ∗

E
[ T∑

t=1

Rnt − B⊺ntλ∗ − (Ant − πnt)Z⊺
ntδ∗

πnt(1− πnt)
(Ant − πnt)Znt

]
= 0

Note that given the historyHnt, the current Ant is independent of the features Bnt,Znt. Thus, for all

n, t,

E
[
−B⊺ntλ∗(Ant − πnt)Znt

πnt(1− πnt)

]
= E

[
−B⊺ntλ∗E

[
Ant − πnt

πnt(1− πnt)

∣∣∣∣Hnt

]
Znt

]
= E [−B⊺nt · 0 · Znt] = 0
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which leaves us with

E
[ T∑

t=1

Rnt − (Ant − πnt)Z⊺
ntδ∗

πnt(1− πnt)
(Ant − πnt)Znt

]
= 0.

We then rewrite the rewardRnt asRnt(0) + [Rnt(1)− Rnt(0)]Ant. Note for all n, t,

E
[
Rnt(0)(Ant − πnt)Znt

πnt(1− πnt)

]
= E

[
Rnt(0)E

[
Ant − πnt

πnt(1− πnt)

∣∣∣∣Hnt

]
Znt

]
= 0.

Thus, we only need to consider,

E
[ T∑

t=1

[Rnt(1)− Rnt(0)]Ant − (Ant − πnt)Z⊺
ntδ∗

πnt(1− πnt)
(Ant − πnt)Znt

]
= 0 (B.3)

We observe that for all n, t,

E
[
[Rnt(1)− Rnt(0)]πnt

πnt(1− πnt)
(Ant − πnt)Znt

]
= 0. (B.4)

Subtracting Equation B.4 from Equation B.3, we obtain

E

[ T∑
t=1

[Rnt(1)− Rnt(0)](Ant − πnt)− (Ant − πnt)Z⊺
ntδ∗

πnt(1− πnt)
(Ant − πnt)Znt

]
= 0

E

[ T∑
t=1

[Rnt(1)− Rnt(0)− Z⊺
ntδ∗](Ant − πnt)2Znt

πnt(1− πnt)

]
= 0

Since that given the historyHnt, the present action Ant is independent ofRnt(0),Rnt(1),Znt, we
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know

E
[
(Ant − πnt)2

πnt(1− πnt)

∣∣∣∣Hnt

]
= 1.

Now, we are only left with

E

[ T∑
t=1

(Rnt(1)− Rnt(0)− Z⊺
ntδ∗)Znt

]
= 0

Solve for δ∗, by Equation 4.1 in the main paper (E [Rnt(1)− Rnt(0)|Hnt] = Z⊺
ntδ0), we can see

E

[ T∑
t=1

ZntZ⊺
nt

]
(δ0 − δ∗) = 0 ⇒ δ∗ = δ0.

Similarly, we can solve for λ∗. Focus on the part related to λ∗ in Equation B.2, we have

E
[ T∑

t=1

Rnt − B⊺ntλ∗ − (Ant − πnt)Z⊺
ntδ∗

πnt(1− πnt)
Bnt
]
= 0.

Since for all n, t, E
[
(Ant−πnt)
πnt(1−πnt)

∣∣∣Hnt

]
= 0, we have

E
[ T∑

t=1

(Rnt − B⊺ntλ∗)Bnt
πnt(1− πnt)

]
= 0.

Hence,

λ∗ =

(
E
[ T∑

t=1

BntB⊺nt
πnt(1− πnt)

])−1

E
[ T∑

t=1

BntRnt

πnt(1− πnt)

]
.

Thus δ∗ = δ0 and λ∗ is given by the theorem statement.
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From the above, we have proved that asN → ∞, δ∗ = δ0. Therefore, the distribution of
√
N(δ̂ − δ0) converges, asN increases, to a normal distribution with zero mean. We still need to

show that the covariance matrix Σδ is indeedQW−1QwhereQ = E
[∑T

t=1 ZntZ⊺
nt

]−1
, and

W = E
[ T∑

t=1

(Rnt − X⊺
ntθ∗)(Ant − πnt)Znt

πnt(1− πnt)

T∑
t=1

(Rnt − X⊺
ntθ∗)(Ant − πnt)Z⊺

nt
πnt(1− πnt)

]
,

To derive the covariance matrix of
√
N(δ̂− δ0), we first derive the covariance matrix of

√
N(θ̂− θ∗),

denoted as Σθ. Since Σθ =

Σλ Σλθ

Σθλ Σθ

, we can simply extract Σδ from Σθ.

We provide a sketch of the derivation below, starting with the following useful formulas about

the loss and the expected loss at the optimal values of θ:

1. ∂L
∂θ̂

= 1
N
∑N

n=1
∑T

t=1
Rnt−X⊺

nt θ̂
πnt(1−πnt)Xnt = 0

2. E
[
∂L
∂θ

]
θ=θ∗

= E
[∑T

t=1
Rnt−X⊺

ntθ∗
πnt(1−πnt)Xnt

]
= 0

We can combine the two formulas above to get the following equality:

0 =
∂L
∂θ̂
− E

[∂L
∂θ

]
θ=θ̂︸ ︷︷ ︸

Term 1

+E
[∂L
∂θ

]
θ=θ̂
− E

[∂L
∂θ

]
θ=θ∗︸ ︷︷ ︸

Term 2

(B.5)
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We first focus on Term 2. This term can be expanded as

E
[ T∑

t=1

Rnt − X⊺
ntθ̂

πnt(1− πnt)
Xnt

]
− E

[ T∑
t=1

Rnt − X⊺
ntθ∗

πnt(1− πnt)
Xnt

]

=E
[ T∑

t=1

1
πnt(1− πnt)

 BntB⊺nt BntZ⊺
nt(Ant − πnt)

B⊺ntZnt(Ant − πnt) ZntZ⊺
nt(Ant − πnt)2

](θ∗ − θ̂)

Note cross terms inside the matrix are 0 and E
[∑T

t=1
ZntZ⊺

nt(Ant−πnt)2
πnt(1−πnt)

]
= E

[∑T
t=1 ZntZ⊺

nt

]
.

We have

Term 2 = −E

 T∑
t=1

 BntB⊺nt
πnt(1−πnt) 0

0 ZntZ⊺
nt


 (θ̂− θ∗).

We now look at Term 1. Define

uN(θ) =
1
N

N∑
n=1

T∑
t=1

Rnt − X⊺
ntθ

πnt(1− πnt)
Xnt − E

[ T∑
t=1

Rnt − X⊺
ntθ

πnt(1− πnt)
Xnt

]
(B.6)

and note that Term 1 is uN(θ̂) estimated withN samples. We again dropN for short.

Plugging θ̂, θ∗ into uN gives us the following fact

u(θ̂)− u(θ∗) = −

(
1
N

N∑
n=1

T∑
t=1

XntX⊺
nt

πnt(1− πnt)
− E

[ T∑
t=1

XntX⊺
nt

πnt(1− πnt)

])
(θ̂− θ∗)

Denote the right hand side of the equation as−v(θ̂− θ∗). Now Term 1 can be written as

Term 1 = u(θ̂) = −v(θ̂− θ∗) + u(θ∗)
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Plugging Term 1 and Term 2 back into Equation B.5 gives us

E

 T∑
t=1

 BntB⊺nt
πnt(1−πnt) 0

0 ZntZ⊺
nt

+ v

 (θ̂− θ∗) = u(θ∗).

where by the weak law of large numbers v converges in probability to 0. Therefore, asN increases,

we have

√
N(θ̂− θ∗) = E

 T∑
t=1

 BntB⊺nt
πnt(1−πnt) 0

0 ZntZ⊺
nt



−1

√
Nu(θ∗)

Note E[u(θ∗)] = 0 based on the definition in Equation B.6. Apply central limit theorem on

√
Nu(θ∗); that is asN→∞,

√
Nu(θ∗) converges in distribution toN (0,Σ), where

Σ = E
[ T∑

t=1

(Rnt − X⊺
ntθ∗)Xnt

πnt(1− πnt)

T∑
t=1

(Rnt − X⊺
ntθ∗)X

⊺
nt

πnt(1− πnt)

]

By linear transformation of a multivariate Gaussian, we can convert this covariance on
√
Nu(θ∗)

back to the desired covariance on
√
N(θ̂− θ∗):

Σθ = E

 T∑
t=1

 BntB⊺nt
πnt(1−πnt) 0

0 ZntZ⊺
nt



−1

Σ E

 T∑
t=1

 BntB⊺nt
πnt(1−πnt) 0

0 ZntZ⊺
nt



−1
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Recall that Σδ is the lower right matrix of Σθ. Denote the lower right matrix of Σ byW. Then

W = E
[ T∑

t=1

(Rnt − X⊺
ntθ∗)(Ant − πnt)Znt

πnt(1− πnt)

T∑
t=1

(Rnt − X⊺
ntθ∗)(Ant − πnt)Z⊺

nt
πnt(1− πnt)

]
.

Therefore, we have
√
N(δ̂−δ0) ∼ N (0,Σδ)where Σδ =

(
E
[∑T

t=1 ZntZ⊺
nt

])−1
W
(
E
[∑T

t=1 ZntZ⊺
nt

])−1
.

We can estimate Σθ by putting in sample averages and plugging in θ̂ as θ∗.

Under the null hypothesisH0 : δ0 = 0,Nδ̂Σ̂−1
δ δ̂ asymptotically follows χ2 with degree of

freedom p. Under the alternate hypothesisH1 : δ0 = δ,Nδ̂Σ̂−1
δ δ̂ asymptotically follows a non-

central χ2 with degree of freedom p and non-central parameter cN = N(δ⊺Σδ
−1δ).

B.1.3 Proof of Theorem 2

Theorem 7 (Restate of Theorem 2). Let εnt = Rnt − X⊺
ntθ∗ where θ∗ is defined in Theorem 1.

Assume that the working model in Equation 4.2 is correct. Further assume thatE[εnt|Ant,Hnt] = 0

and Var(εnt|Hnt,Ant) = σ2. Let α0 be the desired Type 1 error and 1− β0 be the desired power. Set

πmin =
1−
√
1− 4△
2

, πmax =
1+
√
1− 4△
2

,

△ =
σ2cβ0

Nδ⊺0E
[∑T

t=1 ZntZ⊺
nt

]
δ0
.

We choose cβ0 such that 1 − Φp;cβ0
(Φ−1

p (1 − α0)) = β0, whereΦp;cβ0
denotes the cdf of a non-central

χ2 distribution with d.f. p and non-central parameter cβ0 , andΦ
−1
p denotes the inverse cdf of a χ2 dis-

tribution with d.f. p. For a given trial with N subjects each over T time units, if the randomization
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probability is fixed at πnt = πmin or πmax, the resulting Type 1 error converges to α0 as N −→ ∞ and

the resulting power converges to 1− β0 as N −→∞.

Proof. According to Section B.1.2, underH0,Nδ̂Σ̂−1δ̂will asymptotically follows a χ2 with degree

of freedom p. The rejection region forH0 : δ0 = 0 is {Nδ̂
⊺
Σ̂−1
δ δ̂ > Φ−1

p (1− α0)}, thus resulting in

an expected Type 1 error of

α0 = Φp(Φ−1
p (1− α0)),

UnderH1,Nδ̂Σ̂−1δ̂will asymptotically follows a non-central χ2 with degree of freedom p and non-

central parameter cN = N(δ⊺0Σδ
−1δ0), which results in an expected power of,

1− Φp;cN(Φ
−1
p (1− α0)) (B.7)

Note function B.7 is monotonically increasing w.r.t cN. If we want the desired power to be

asymptotically 1 − β0, we need cN = Nδ⊺0Σ
−1
δ δ0 = cβ0 , where Σδ is the term that involves πnt.

To solve for πmin, πmax, we first simplify Σδ with some additional assumptions in the following Re-

marks.

Remark 1. Let ε̃nt = Rnt − (Ant − πnt)Z⊺
ntδ0 − λnt. We make the further assumption that

E[̃εnt|Ant,Hnt] = 0 and that Var(̃εnt|Ant,Hnt) = σ2. ThenW can be further simplified as

W =E
[ T∑

t=1

σ2

πnt(1− πnt)
ZntZ⊺

nt

]
+ E

[ T∑
t=1

(λnt − B⊺ntλ∗)2ZntZ⊺
nt

πnt(1− πnt)

]
,

143



Proof of Remark 1. Since in any cross term,

1. E[Ant − πnt|Hnt] = 0,

2. Znt,Znt′ ,Bnt,Bnt′ , λnt, λnt′ , ε̃nt′ ,Ant′ , πnt′ are all determined byHnt when t′ < t,

3. and E[̃εnt|Ant,Hnt] = 0.

Note thatRnt − X⊺
ntθ∗ = Rnt − B⊺ntλ∗ − (Ant − πnt)Z⊺

ntδ0 + λnt − λnt = ε̃nt + λnt − B⊺ntλ∗, we

can simplyW in Theorem 6 to

W = E
[ T∑

t=1

(Rnt − X⊺
ntθ∗)2(Ant − πnt)2ZntZ⊺

nt
π2nt(1− πnt)2

]
.

RecallVar(̃εnt|Ant,Hnt) = σ2. Then,

W = E
[ T∑

t=1

ε̃2nt(Ant − πnt)2

π2nt(1− πnt)2
ZntZ⊺

nt

]
+ E

[ T∑
t=1

(λnt − B⊺ntλ∗)2(Ant − πnt)2

π2nt(1− πnt)2
ZntZ⊺

nt

]

= E
[ T∑

t=1

σ2

πnt(1− πnt)
ZntZ⊺

nt

]
+ E

[ T∑
t=1

(λnt − B⊺ntλ∗)2ZntZ⊺
nt

πnt(1− πnt)

]
︸ ︷︷ ︸

Term 2

. (B.8)

Assuming the assumptions in the Remark 1, we have
√
N(δ̂ − δ0) ∼ N (0,Σδ)where Σδ now

simplifies to

Σδ = E

[∑
t
ZntZ⊺

nt

]−1

W′E

[∑
t
ZntZ⊺

nt

]−1

. (B.9)

whereW′ is given in Equation B.8.
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We now show that when the working model of the marginal reward is correct (i.e. λnt = B⊺ntλ0),

Term 2 in Equation B.8 goes to 0.

Remark 2. With the same set of assumptions in Remark 1, suppose the working model of the marginal

reward in Equation B.1 is correct, then Σδ can be further simplified to

Σδ = E

[∑
t
ZntZ⊺

nt

]−1

E
[ T∑

t=1

σ2

πnt(1− πnt)
ZntZ⊺

nt

]
E

[∑
t
ZntZ⊺

nt

]−1

. (B.10)

Proof of Remark 2. We first show that when the working model of the marginal reward is correct,

λ∗ = λ0. Recall that

λ∗ =

(
E
[ T∑

t=1

BntB⊺nt
πnt(1− πnt)

])−1

E
[ T∑

t=1

BntRnt

πnt(1− πnt)

]
,

and by definition of ε̃nt,Rnt = λnt + (Ant − πnt)Z⊺
ntδ0 + ε̃nt and E[Rnt|Hnt,Ant] = λnt + (Ant −

πnt)Z⊺
ntδ0. Thus,

λ∗ =

(
E
[ T∑

t=1

BntB⊺nt
πnt(1− πnt)

])−1

E
[ T∑

t=1

Bnt(λnt + (Ant − πnt)Z⊺
ntδ0 + ε̃nt)

πnt(1− πnt)

]

=

(
E
[ T∑

t=1

BntB⊺nt
πnt(1− πnt)

])−1

E
[ T∑

t=1

Bnt(λnt + ε̃nt)
πnt(1− πnt)

]

where the last equality holds because of fact 1 listed in the proof of Remark 1. Given the assumption

145



that E[̃εnt|Ant,Hnt] = 0, then for or all n, t,

E
[

ε̃ntBnt
πnt(1− πnt)

]
= E

[
E [̃εnt|Hnt,Ant]

Bnt
πnt(1− πnt)

]
= 0

and λ∗ =

(
E
[ T∑

t=1

BntB⊺nt
πnt(1− πnt)

])−1

E
[ T∑

t=1

Bntλnt
πnt(1− πnt)

]
.

When the working model in Equation B.1 is true, we have λnt = Bntλ0 and thus

λ∗ =

(
E
[ T∑

t=1

BntB⊺nt
πnt(1− πnt)

])−1

E
[ T∑

t=1

BntBnt
πnt(1− πnt)

λ0
]
= λ0.

Recall that

W′ = E
[ T∑

t=1

σ2

πnt(1− πnt)
ZntZ⊺

nt

]
+ E

[ T∑
t=1

(λnt − B⊺ntλ∗)2ZntZ⊺
nt

πnt(1− πnt)

]
︸ ︷︷ ︸

Term 2

.

Given that λ∗ = λ0, we have λnt = Bntλ0 = Bntλ∗. Thus Term 2 ofW′ is equal to 0 (When the

working model is false, later we will show that Term 2 is positive semidefinite and δ̂will likely have

inflated covariance matrix). Assuming the working model is correct and assuming the assumptions

in the Remark, we simply have Σδ stated in the Remark

We now proceed with the Proof of Theorem 7. When the working model is correct, we observe

that ε = ε̃. The assumptions that E[εnt|Ant,Hnt] = 0 and thatVar(εnt|Ant,Hnt) = σ2 follows from

the assumptions in Remark 1.
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Suppose the patient is given treatment with a fixed probability at every trial. i.e. p(Ant = 1) = π,

with Σδ derived in Remark 2, we then have

cN =cβ0

N(δ⊺0Σδ
−1δ0) =cβ0

Nδ⊺0E

[ T∑
t=1

ZntZ⊺
nt

]
E

[ T∑
t=1

ZntZ⊺
nt

σ2

πnt(1− πnt)

]−1

E

[ T∑
t=1

ZntZ⊺
nt

]
δ0 =cβ0

Nπ(1− π)
σ2

δ⊺0E

[ T∑
t=1

ZntZ⊺
nt

]
δ0 =cβ0

π(1− π) =△, (B.11)

where△ is given by the statement in the theorem. Solving the quadratic function B.11 gives us

π = 1±
√
1−4△
2 and the theorem is proved. We let πmin = 1−

√
1−4△
2 and πmax = 1+

√
1−4△
2 . Note

that πmin and πmax are symmetric to 0.5. Also note thatN needs to be sufficiently large so that there

exists a root for function B.11.

B.1.4 Proof Theorem 3

Theorem 8 (Restate of Theorem 3). Given the values of πmin, πmax we solved in Theorem 7, if for all

n and all t we have that πnt ∈ [πmin, πmax], then the resulting power will converge to a value no smaller

than 1− β0 as N −→∞.

Proof. Function B.7 is monotonically increasing w.r.t cN. Hence, to ensure the resulting power is no

smaller than 1− β0, we just need
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cN = Nδ⊺0E

[ T∑
t=1

ZntZ⊺
nt

]
E

[ T∑
t=1

ZntZ⊺
nt

σ2

πnt(1− πnt)

]−1

E

[ T∑
t=1

ZntZ⊺
nt

]
δ0 ≥ cβ0 .

We rewrite some of the terms for notation simplicity. Let b = E
[∑T

t=1 ZntZ⊺
nt

]
δ0. Note b is

a vector and b ∈ Rp×1, where p is the dimension of Znt. LetV = E
[∑T

t=1 ZntZ⊺
ntant

]
where

ant = 1
πnt(1−πnt) . Hence, we have cN(ant) = N

σ2 b
⊺V−1b

∂cN
∂ant

= tr
((

∂cN
∂V−1

)⊺ ∂V−1

∂ant

)
=

N
σ2
tr(bb⊺ ×−V−1 dV

dant
V−1)

=
N
σ2
tr(−bb⊺V−1E[ZntZ⊺

nt]V−1)

= −N
σ2
(b⊺V−1)E[ZntZ⊺

nt](V−1b)

Since ZntZ⊺
nt is semi-positive definite, E[ZntZ⊺

nt] is semi-positive definite. Thus ∂cN
∂ant ≤ 0 and cN is

non-increasing w.r.t ant. As long as we have

1
πnt(1− πnt)

≤ 1
πmin(1− πmin)

and
1

πnt(1− πnt)
=

1
πmax(1− πmax)

,

we will have that cN ≥ cβ0 .
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Since for all n, t and πnt ∈ [πmin, πmax], we have

πnt(1− πnt) ≥ πmin(1− πmin) = πmax(1− πmax),

and hence

1
πnt(1− πnt)

≤ 1
πmin(1− πmin)

=
1

πmax(1− πmax)
.

Thus, cN ≥ cβ0 . The power constraint will be met.

B.1.5 The Effect ofModelMis-specification on Power

Corollary 2. When the marginal reward structure is incorrect ( Bntλ0 ̸= λnt), the resulting power

will converge to a value less than the desired power 1− β0 as N −→∞.

Proof. When the construction model of the marginal reward is not correct, the estimator λ̂will be

biased and now Term 2 inW′ (Equation B.8) is non-zero. Using the same notation in Section B.1.4,

cN = N
σ2 b

⊺V′−1b, we now have

V′ = E

[ T∑
t=1

ZntZ⊺
ntant(1+ cnt)

]
, where ant =

1
πnt(1− πnt)

and cnt =
(λnt − B⊺ntλ∗)2

σ2

Following similar derivation in Section B.1.4, we have

∂cN
∂cnt

= −N
σ2
(b⊺Σ−1)E[ZntZ⊺

ntant](Σ−1b)
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Since ant > 0, ∂cN∂cnt < 0. Thus cN is monotonically decreasing w.r.t cnt. Hence, when the reward

mean structure is incorrect, the noncentral parameter cN will decrease and thus, power will be less

than 1− β0.

B.1.6 Regret Bound of Specific Algorithms

In the main text Section 4.4, we mentioned that there exists specific algorithms in which the regret

rates with respect to a clipped oracle can be preserved by simply clipping the action selection proba-

bility to lie within [πmin, πmax]. Below, we list three specific algorithms, describe their environment

assumptions and provide a proof sketch that the regret rates are preserved.

Action-Centered Thompson Sampling (ACTS).ACTS (Greenewald et al., 2017) already has

optimal first order regret with respect to a clipped oracle in non-stationary, adversarial settings

where the features and reward are a function of current context Cnt (rather than the historyHnt).

They do not consider power; using our probabilities will result in optimal regret and satisfy required

power guarantees.

Semi-Parametric Contextual Bandits (BOSE). BOSE (Krishnamurthy et al., 2018) has opti-

mal first order regret with respect to a standard oracle in a non-stationary, adversarial setting. Like

ACTS, features and rewards are functions of the current context Cnt. They further assume noise

term is action independent. In the two action case, BOSE will select actions with probability 0.5

or with probability 0 or 1. With probability clipping, the regret bound remains unaffected and the

details are provided in Section 3.3 of (Krishnamurthy et al., 2018).

AMore Subtle Case: Linear Stochastic Bandits (OFUL). Finally, consider the OFUL algo-
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rithm of Abbasi-Yadkori et al. (2011) which considers a linear assumption on the entire mean re-

ward that E[Rnt|Ant = a] = xTt,aθ for features (xt,0, xt,1). We prove that with probability clipping,

OFUL will maintain the same regret rate with respect to a clipped oracle.

The clipped OFUL algorithm is given in Algorithm 5. The proof below is separate for each sub-

ject; thus for simplicity we drop the subscript n (e.g. useRt instead ofRnt). We also only assume

that 0 < πmin ≤ πmax < 1, that is, we do not require the sum, πmin + πmax = 1. As we have

binary actions, we can write Abbasi-Yadkori et al.’s decision set asDt = {xt,0, xt,1}; the second sub-

script denotes the binary action and x denotes a feature vector for each action. To adapt OFUL to

accommodate the clipped constraint, we will make a slight change to ensure optimism under the

constraint. Specifically, the criterion x⊺t,aθ is replaced by ℓt(a, θ) = E[x⊺t,Ac
t
θ|At = a]where Ac

t ∼

Bernoulli(πamaxπ
1−a
min ). Construction of the confidence set remains the same.

Algorithm 5 Clipped OFUL (Optimism in the Face of Uncertainty)
1: Input: πmax, πmin
2: for t = 1, 2, . . . ,T do
3: Observe context features for each possible action: {xt,1, xt,0}
4: (At, θ̃t) = argmax(a,θ)∈{0,1}×Ct−1 ℓt(a, θ)
5: Play Ac

t ∼ Bernoulli (πAt
maxπ

1−At
min ) and observe rewardRt(Ac

t)
6: Update confidence set Ct
7: end for

Proof. Clipped OFUL uses a two-step procedure to select the (binary) action inDt. It first selects

an optimistic At in step 4. However, instead of implementing At, it implements action Ac
t where

Ac
t ∼ Bern(πamaxπ

1−a
min) given At = a. This means that Xt in Abbasi-Yadkori et al. (2011) becomes

xt,Ac
t in clipped OFUL.
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We use notations and assumptions similar to Abbasi-Yadkori et al. (2011). Let {Ft}t≥1 be a

filtration, the error terms, {ηt}t≥1 be a real-valued stochastic process, the features, {Xt}t≥1 be a

Rd-valued stochastic process. ηt is Ft measurable and Xt is Ft−1 measurable. Further assume that

||Xt||2 ≤ L for a constant L. DefineV = λI ∈ Rd×d with λ ≥ 1. The observed reward is assumed

to satisfy

Rt = θ⊺∗Xt + ηt

for an unknown θ∗ ∈ Rd. The error term ηt is assumed to be conditionally σ-sub-Gaussian for a

finite positive constant σ. This implies that E[ηt|Ft−1] = 0 andVar[ηt|Ft−1] ≤ σ2. The coefficient

satisfies ||θ∗||2 ≤ S for a constant S. Lastly assume that |max{θ⊺∗xt,1, θ⊺∗xt,0}| ≤ 1.

Under these assumptions, Theorems 1, 2, Lemma 11 of Abbasi-Yadkori et al. (2011) as well as

their proofs remain the same with Xt defined as xt,Ac
t . Theorem 2 concerns construction of the con-

fidence set. Neither Theorems 1, 2 or Lemma 11 concern the definition of the regret and only The-

orem 3 and its proof need be altered to be valid for clipped OFUL with the regret against a clipped

oracle.

Define

ℓt(a, θ) = a[πmaxθ⊺xt,1 + (1− πmax)θ⊺xt,0] + (1− a)[πminθ⊺xt,1 + (1− πmin)θ⊺xt,0].

Below it will be useful to note that ℓt(a, θ) = E[θ⊺xt,Ac
t |At = a, Ft−1].

First we define the clipped oracle. Recall the oracle action is A∗
t = argmaxa θ∗xt,a. It is easy to see
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that A∗
t = argmaxa E[θ⊺∗xt,Ac∗

t |A
∗
t = a, Ft−1] for Ac∗

t ∼ Bernoulli(πamaxπ
1−a
min ). The clipped oracle

action is Ac∗
t . Note that E[θ⊺∗xt,Ac∗

t |A
∗
t = a, Ft−1] = ℓt(a, θ∗). So just as A∗

t maximizes ℓt(a, θ∗),

in clipped OFUL the optimistic action, At, similarly provides an argmax of ℓt(a, θ); see line 4 in

Algorithm 5.

The time t regret against the clipped oracle is given by rt = ℓt(A∗
t , θ∗)−ℓt(At, θ∗). In the proof to

follow it is useful to note that rt can also be written as rt = E[θ⊺∗xt,Ac∗
t |A

∗
t , Ft−1]−E[θ⊺∗xt,Ac

t |At, Ft−1].

In the following we provide an upper bound on the expected regret, E
[∑n

t=1 rt
]
.

rt = ℓt(A∗
t , θ∗)− ℓt(At, θ∗)

≤ ℓt(At, θ̃t)− ℓt(At, θ∗) (by line 4 in Alg. 5)

= E[̃θ⊺t xt,Ac
t |At, Ft−1]− E[θ⊺∗xt,Ac

t |At, Ft−1] (by line 5 in Alg. 5)

= E[(θ̃t − θ∗)⊺xt,Ac
t |At, Ft−1].

Thus we have that

E[rt] ≤ E[(θ̃t − θ∗)⊺xt,Ac
t ] = E[(θ̃t − θ∗)⊺Xt]

with the second equality holding due to the definition of Xt. The proof of Theorem 3 in Abbasi-

Yadkori et al. (2011) provides a high probability upper bound on (θ̃t − θ∗)⊺Xt. In particular the
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proof shows that with probability at least (1− δ), for all n ≥ 1,

n∑
t=1

(θ̃t − θ∗)⊺Xt ≤ 4
√
nd log(λ+ nL/d)

(
λ1/2S+ R

√
2 log(1/δ) + d log(1+ nL/(λd))

)
≤ 4

√
nd log(λ+ nL/d)

(
λ1/2S+ R

√
2 log(1/δ) + R

√
d log(1+ nL/(λd))

)

since for x > 0,
√
1+ x ≤ 1+

√
x.

Let an = 4
√
nd log(λ+ nL/d), bn = λ1/2S + R

√
d log(1+ nL/(λd)) and c = R

√
2. We

have P
[∑n

t=1(θ̃t − θ∗)⊺Xt ≥ an(bn + c
√
log(1/δ)

]
≤ δ. Let v = an

(
bn + c

√
log(1/δ)

)
then

solving for δ one obtains δ = exp
{
− (v− bnan)2 /(anc)2

}
. Thus P

[∑n
t=1(θ̃t − θ∗)⊺Xt ≥ v

]
≤

exp
{
− (v− bnan)2 /(anc)2

}
.

Recall that for any random variable, Y, E[Y] ≤
∫∞
0 P[Y > u]du. Thus

E

[ n∑
t=1

rt

]
= E

[ n∑
t=1

(θ̃t − θ∗)⊺Xt

]

≤
∫ ∞

0
exp
{
− (v− bnan)2 /(anc)2

}
dv

≤ anc
√
π

= 4R
√

2πnd log(λ+ nL/d).

Thus the expected regret up to time n is of orderO(
√
n) up to terms in log(n) for clipped OFUL.
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B.1.7 Data-Dropping Power-PreservingWrapper Algorithm

Algorithm 6Data-Dropping Power-PreservingWrapper Algorithm
1: Input: πmin, πmax, AlgorithmA
2: for t = 1, 2, . . . do
3: Observe context Ct and outputs πA(Ct) each action
4: if πmax ≤a {πA(a)} ≤ πmax then
5: At ∼ πA {Sample action}
6: ObserveRt
7: Update AlgorithmAwith (Ct,At,Rt)
8: else
9: u ∼ unif(0, 1)
10: A∗

t = argmaxa πA(a)
11: if u ≤ πmax or u > maxa{πA(a)} then
12: if u ≤ πmax then
13: At = A∗

t
14: else
15: At = argmin{πA(a)}
16: end if
17: ObserveRt
18: Update AlgorithmAwith (Ct,At,Rt) {Both approaches agree on action}
19: else
20: At = argmin{πA(a)}
21: ObserveRt {Do not give data toA}
22: end if
23: end if
24: end for

In this section, we give full analyses of the data-dropping wrapper algorithm which can also be

used for power preserving purpose. The algorithm implementation is given in Algorithm 6. The

wrapper takes as input a contextual bandit algorithmA and pre-computed πmin, πmax (πmax +

πmin = 1) computed from Theorem 7. The input algorithmA can be stochastic or deterministic.

Conceptually, our wrapper operates as follows: for a given context, if the input algorithmA returns
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a probability distribution over choices that already satisfies πA ∈ [πmin, πmax], then we sample the

action according to πA. However, if the maximum probability of an action exceeds πmax, then we

sample that action according to πmax.

The key to guaranteeing good regret with this wrapper for a broad range of input algorithmsA

is in ensuring that the input algorithmA only sees samples that match the data it would observe if

it was making all decisions. Specifically, the sampling approach in lines 9-22 determines whether

the action that was ultimately taken would have been taken absent the wrapper; the context-action-

reward tuple from that action is only shared with the input algorithmA ifAwould have also made

that same decision.

Now, suppose that the input algorithmAwas able to achieve some regret boundR(T)with

respect to some setting B (which, as noted before, may be more specific than that in Section 4.2 in

main paper). The wrapped version of inputA by Algorithm 6 will achieve the desired power bound

by design; but what will be the impact on the regret? We prove that as long as the setting B allows

for data to be dropped, then an algorithm that incursR regret in its original setting suffers at most

(1− πmax) linear regret in the clipped setting. Specifically, if an algorithmA achieves an optimal rate

O(
√
T) rate with respect to a standard oracle, its clipped version will achieve that optimal rate with

respect to the clipped oracle.

Theorem 9 (Restate of Theorem 4). Assume as input πmax and a contextual bandit algorithmA.

Assume algorithmA has a regret boundR(T) under one of the following assumptions on the setting

B: (1) B assumes that the data generating process for each context is independent of history, or (2) B
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assumes that the context depends on the history, and the boundR for algorithmA is robust to an ad-

versarial choice of context.

Then our wrapper Algorithm 6 will (1) return a dataset that satisfies the desired power constraints

and (2) has expected regret no larger thanR(πmaxT) + (1 − πmax)T if assumptions B are satisfied in

the true environment.

Proof. Satisfaction of power constraints: By construction our wrapper algorithm ensures that the

selected actions always satisfy the required power constraints.

Regret with respect to a clipped oracle: Note that in the worst case, the input algorithmA de-

terministically selects actions At, which are discarded with probability 1−πmax. Therefore if running

in an environment satisfying the assumptions B of the input algorithmA, our wrapper could suffer

at most linear regret on T(1− πmax) points, and will incur the same regret as the algorithmA on the

other points (which will appear to algorithmA as if these are the only points it has experienced).

Note that since the wrapper algorithm does not provide all observed tuples to algorithmA, this

proof only works for assumptions B on the data generating process that assumes the contexts are

independent of history, or in a setting in whichA is robust to adversarially chosen contexts.

Essentially this result shows that one can get robust power guarantees while incurring a small

linear loss in regret (recall that πmax will tend toward 1, and πmin toward 0, as T gets large) if the

setting affords additional structure commonly assumed in stochastic contextual bandit settings.

Because our wrapper is agnostic to the choice of input algorithmA, up to these commonly assumed

structures, we enable a designer to continue to use their favorite algorithm—perhaps one that has
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seemed to work well empirically in the domain of interest—and still get guarantees on the power.

Corollary 3. For algorithmsA that satisfy the assumptions of Theorem 9, our wrapper algorithm will

incur regret no worse than O(R(πmaxT)) with respect to a clipped oracle.

Proof. Recall that a clipped oracle policy takes the optimal action with probability πmax and the

other action with probability 1 − πmax. By definition, any clipped oracle will suffer a regret of

(1 − πmax)T. Therefore relative to a clipped oracle, our wrapper algorithm will have a regret rate

O(R(πmaxT)) that matches the regret rate of the algorithm in its assumed setting when the true en-

vironment satisfies those assumptions. This holds for algorithmsA satisfying the assumptions of

Theorem 9.

B.1.8 Action FlippingWrapper Algorithm

In this section, we provide full analyses of the action flipping wrapper algorithm described in Sec-

tion 4.4.2 in the main paper. We first prove that the wrapper algorithm can be applied to a large

class of algorithms and achieves good regret rate with respect to a clipped oracle and then we listed

common algorithms on which the wrapper algorithm can be used. The proof below will drop the

subscript n since the algorithm is for each user separately.

Meta-Algorithm: Action-Flipping (Restated)

1. Given current context Ct, algorithmA produces action probabilities πA(Ct)

2. Sample At ∼ Bern(πA(Ct)).

3. If At = 1, sample A′
t ∼ Bern(πmax). If Ant = 0, sample A′

t ∼ Bern(πmin).
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4. We perform A′
t and receive rewardRt.

5. The algorithmA stores the tuple Ct,At,Rt. (Note that if At and A′
t are different, then, unbe-

knownst to the algorithmA, a different action was actually performed.)

6. The scientist stores the tuple Ct,A′
t,Rt for their analysis.

Theorem 10 (Restate of Theorem 5). Given πmin, πmax and a contextual bandit algorithmA,

assume that algorithmA has expected regretR(T) for any environment inΩ, with respect to an oracle

O. If there exists an environment inΩ such that the potential rewards, R′
nt(a) = Rnt(G(a)) for a ∈

{0, 1}, then the wrapper algorithm will (1) return a data set that satisfies the desired power constraints

and (2) have expected regret no larger thanR(T) with respect to a clipped oracleO′.

Proof. Satisfaction of power constraints: Note that in step 6, we store the transformed action A′
t,

thus we need to compute π′A. From step 3, we see that we can write the transformed probability π′A

as follows:

π′A = p(A′
t = 1) = πAπmax + (1− πA)πmin. (B.12)

Since πmax− π′A = (πmax− πmin)(1− πA) ≥ 0 and π′A− πmin = (πmax− πmin)πA ≥ 0, it follows

that π′A ∈ [πmin, πmax]. Thus, by Theorem 8 ,the power constraint is met.

Regret with respect to a clipped oracle: Under the wrapper algorithm, At is transformed by the

stochastic mappingG and the potential rewards can be written asR′
t(a) = Rt(G(a)) for a ∈ {0, 1}.

And by assumption there is an environment in Ω with these rewards. Further algorithmA has
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regret rate no greater thanR(T)with respect to an oracleO on the original environment. The ex-

pected reward of an oracle on the new environment is the same as the expected reward of the wrap-

per algorithm applied to the oracle on the original environment, i.e. E[Rt(O′)] = E[Rt(G(O)].

Thus, we can equivalently state that the algorithm resulting from transforming At byG has expected

regret boundR(T)with respect to a clipped oracleO′.

For sure, we should ask what collections of environments Ω are closed under the reward transfor-

mation above. In the following, we characterize properties of Ω satisfying Theorem 10.

Lemma 1. For a stochastic contextual bandit, the following environment class has the closure property

assumed by Theorem 10 under the action-transforming operation G - that is, for all environments in

Ω, the potential rewards {Rt(1),Rt(0)} transforms to {Rt(G(1)),Rt(G(0)}, which are still inΩ:

1. Rt(a) ≤ L, where L is a constant.

2. Rt − E[Rt|At,Ct] is σ-sub-Gaussian

Proof. Condition 1. above clearly holds forRt(G(a)) asG(a) ∈ {0, 1}. Now, under the stochastic

mappingG on actions, the new reward is

R′
t = Rt(G(At)) =[AtG(1) + (1− At)G(0)]Rt(1)

+ [At(1− G(1)) + (1− At)(1− G(0))]Rt(0)
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and the new reward function is given by:

E[R′
t|Ct,At] =[Atπmax + (1− At)πmin]E[Rt(1)|Ct]

+ [At(1− πmax) + (1− At)(1− πmin)]E[Rt(0)|Ct].

Since At,G(0),G(1) are binary, and the set of sub-Gaussian random variables is closed under finite

summation, Condition 2. still holds albeit with a different constant σ.

Next, we discuss how Lemma 1 applies to a set of common algorithms. In the derivations of

regret bounds for these algorithms, in addition to the environmental assumptions outlined in

Lemma 1, each derivation makes further assumptions on the environment. We discuss how each

set of assumptions is preserved under the closure operation defined by our stochastic transformation

G.

Remark 3. LinUCB (Abbasi-Yadkori et al., 2011), SupLinUCB (Chu et al., 2011) , SupLinREL (Auer,

2002) and TS (Agrawal and Goyal, 2012) further assume that the reward takes the form of E[Rt(a)|Ct,a] =

C⊺
t,aθ. They assume that ∥θ∥ ≤ S1, ∥Ct,a∥ ≤ S2. Thus, under G,

E[Rt(G(a))|Ct] = πaminπ1−a
maxC

⊺
t,0θ+ π1−a

minπ
a
maxC

⊺
t,1θ.

{θ, πaminπ1−a
maxCt,0 + π1−a

minπamaxCt,1} are still bounded but possibly with different constants.

Differently, ε-greedy (Langford and Zhang, 2007) assumes the learner is given a set of hypothesisH

where each hypothesis h maps a context Ct to an action At. The goal is to choose arms to compete with the
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best hypothesis inH. They assume that (Ct,Rt) ∼ P for some distribution P. Under G this remains

true but now with a different distribution (C′
t,R′

t) ∼ P′ under G. Langford and Zhang derived

the regret bounds when the hypothesis space is finite |H| = mwith an unknown expected reward

gap. Let R(h) be the expected total reward under hypothesis h andH = {h1, h2, . . . , hm}. Without

loss of generality, they assume R(h1) ≥ R(h2) ≥ . . .R(hm) and R(h1) ≥ R(h2) + △ where

△ is the unknown expected reward gap,△ > 0. Now, under G, the hypothesis space needs to change

accordingly toH′ where each new hypothesis h′ may map a context to actions different from before

(Each new hypothesis needs to lie within the power-preserving policy class that we derived in Theorem 8);

however, the hypothesis space size remains the same, |H′| = m. And without loss of generality, we can

reorder R′(h′) so that R′(h′1) ≥ R′(h′2) ≥ . . .R′(h′m), thus the environment is closed under G.

Adversarial Case There are several ways of specifying adversarial versions of contextual ban-

dits. Some of those are amenable to our flipping process in the Algorithm described in this section,

and others are not. In particular, the flipping process introduces stochasticity into the perceived re-

wards, so algorithms that assume deterministic rewards (the context is drawn from some unknown

distribution but the reward is picked by an adversary) in the environment will not apply directly

( Auer and Chiang (2016); Auer et al. (2002); Beygelzimer et al. (2011); Bubeck and Slivkins (2012);

Seldin and Lugosi (2017)).

Other adversarial contextual bandit algorithms are designed for environments with stochastic

rewards. We specifically focus on adversarial contextual bandits where the contexts are chosen by

an adversary but the reward is drawn from a fixed (but unknown) conditional distribution given
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context. We allow the adversary to be aware of the action flipping. The analysis is similar to that of

the stochastic bandit.

Since the contexts are assigned by the adversary deterministically, we denote the context at time

step t of action a as ct,a. The rewards are stochastic and we denote the potential rewards as {Rt(0),Rt(1)}

and the reward function as E[Rt|At, ct]

Lemma 2. Given an adversarial contextual bandit, the context ct,a ∈ Ω is assigned by an adversary.

Assume the adversary has the knowledge of the stochastic mapping G. There are two sufficient condi-

tions for Theorem 5 to hold. First, the context ct,a is allowed to evolve arbitrarily. Second, the stochastic

rewards Rt belongs to one those described in Corollary 1.

Proof. With the knowledge of the stochastic mappingG, the adversary may generate a new assign-

ment of contexts c′t,a different than the one generated withoutG. Since the context can evolve ar-

bitrarily, the new assignment c′t,a is still in Ω. And by proof in Lemma 1, the potential rewards is

closed under transformationG. Thus, the environment is closed underG.

Remark 4. SupLinUCB (Chu et al., 2011) and SupLinREL Auer (2002), which are analyzed in

Remark 3, allow the context vector to be chosen by an oblivious adversary (the adversary is not adaptive)

and don’t make assumptions on how the contexts evolve. In Remark 3, we already show that under G,

the new reward function of both algorithms,E[Rt(G(a)|ct], is still in the environment class. Therefore,

in the adversarial scenario, the environment class is still closed under G.
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B.1.9 Action FlippingWrapper Algorithm inMDP Setting

In this section, we prove that our action flipping strategy can also be applied to anMDP setting

since our test statistic allows the features to depend on the full history. We again drop n for conve-

nience. AMDPM is defined with a set of finite states S and a set of finite actions A. An environ-

ment for anMDP is defined by the initial state distribution S0 ∼ P0, the transition probability Pas,s′

and the reward which is a function of current state, action and next state,Rt = r(St,At, St+1).

Again we use potential outcome notation; this notation is coherent with the standardMDP

notation and allows us to make the role of the stochastic transformation,G, clear. At time t, given

the current state St, the algorithm selects the action a and transits to the next state St with transition

probability Pas,s′ = P(St+1 = s′|St = s,At = a). The observed reward isRt(At) and the expected

reward given a state-action pair is E[Rt(At)|St = s,At = a] =
∑

s′ Pas,s′r(s, a, s
′).

Recall that the set of environments is denoted by Ω. At state St, an algorithmAmaps the his-

tory for each user up to time t: Ht = ({Sj,Aj,Rj}t−1
j=t , St) to a probability distribution over action

space A. As before the wrapper algorithmmakes the input algorithmA believe that it is in an en-

vironment more stochastic than it truly is (particularly the distribution of St+1 is more stochastic).

Intuitively, if algorithmA is capable of achieving some rate in this more stochastic environment,

then it will be optimal with respect to the clipped oracle.

Corollary 4. Given πmin, πmax and anMDP algorithmA, assume that algorithmA has an expected

regretR(T) for anyMDP environment inΩ, with respect to an oracleO. Under stochastic transfor-

mation G, if there exists an environment inΩ that contains the new transition probability function:
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P′a
s,s′ =

(
πaminπ1−a

maxP0s,s′ + π1−a
minπamaxP1s,s′

)
then the wrapper algorithm will (1) return a data set that

satisfies the desired power constraints and (2) have expected regret no larger thanR(T) with respect to

a clipped oracleO′.

Proof. The proof of satisfaction of power constraints follows as in Theorem 10.

Regarding regret: Under the wrapper algorithm, the action At is transformed by the stochastic

mappingG, which only impacts the next state St+1. The new transition probability function P′a
s,s′

can be written as
(
πaminπ1−a

maxP0s,s′ + π1−a
minπamaxP1s,s′

)
. And by assumption there is an environment in

Ω with this probability transition function. Recall that the reward is a deterministic function of

the current state, the action and the next state. Further recall thatA has regret rate no greater than

R(T)with respect to an oracleO on the original environment. Thus the expected reward of an

oracle on this environment is the same as the expected reward of the wrapper algorithm applied to

the oracle on the original environment, i.e. E[Rt(G(O))|St,At] = E[Rt(O′)|St,At]. Thus, we can

equivalently state that the algorithm resulting from transforming At byG has expected regret bound

R(T)with respect to a clipped oracleO′.

B.2 Descriptions of Algorithms

Below, we provide pseudocode of all the algorithms we used for reference. All the algorithms listed

below is for each user n and we drop subscript n for simplicity.
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B.2.1 Fixed Randomizationwith π = 0.5

Algorithm 7 Fixed Randomization with π = 0.5
1: for t = 1, 2, · · · ,T do

2: At ∼ Bern(0.5)

3: ObserveRt

4: end for
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B.2.2 ACTS

Algorithm 8 Clipped ACTS(Action Centered Thompson Sampling)

1: Input: σ2, πmin, πmax

2: b = 0,V = I, δ̂ = V−1b, Σ̂ = σ2V−1

3: for t = 1, 2, · · · ,T do

4: Observe Ct

5: if 1− φC⊺
t δ̂,C

⊺
t Σ̂Ct

(0) < πmin then

6: πt = πmin

7: At ∼ Bern(πt)

8: else if 1− φC⊺
t δ̂,C

⊺
t Σ̂Ct

(0) > πmax then

9: πt = πmax

10: At ∼ Bern(πt)

11: else

12: δ̃ ∼ N (C⊺
t δ̂,C⊺

t Σ̂Ct)

13: At = argmax(0,C⊺
t δ̃)

14: πt = 1− φC⊺
t δ̂,C

⊺
t Σ̂Ct

(0)

15: end if

16: ObserveRt

17: UpdateV = V+ (1− πt)πtCtC⊺
t , b = b+ (At − πt)RtCt, δ̂ = V−1b

18: end for
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B.2.3 BOSE

Algorithm 9 Clipped BOSE (Bandit Orthogonalized Semiparametric Estimation)
1: Input: πmin, πmax, η

2: b = 0,V = I, δ̂ = V−1b

3: for t = 1, 2, · · · ,T do

4: Observe Ct

5: if C⊺
t δ̂ > ηC⊺

t V−1Ct then

6: πt = πmax

7: else if −C⊺
t δ̂ > ηC⊺

t V−1Ct then

8: πt = πmin

9: else

10: πt = 0.5

11: end if

12: At ∼ Bern(πt) and observeRt

13: UpdateV = V+ (At − πt)2CtC⊺
t , b = b+ (At − πt)RtCt, δ̂ = V−1b

14: end for
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B.2.4 linUCB

Algorithm 10 linUCB(linear Upper Confidence Bound)
1: Input: πmin, πmax, η

2: b = 0,V = I, θ̂ = V−1b

3: for t = 1, 2, · · · ,T do

4: Observe Ct(0), Ct(1)

5: For a ∈ {0, 1}, computeLt,a = Ct(a)θ̂+ η
√

C⊺
t (a)V−1Ct(a)

6: A∗
t = argmaxa Lt,a

7: πt = π1−A∗
t

min πA∗
t

max

8: At ∼ Bern(πt) and observeRt

9: UpdateV = V+ CtC⊺
t , b = b+ CtRt, θ̂ = V−1b

10: end for

B.3 Environments

In this section, we describe the details of the simulated environments we used in the experiment.

Recall that the reward function is defined as

E[Rnt|Ant,Cnt] = λnt + (Ant − πnt)Z⊺
ntδ0
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The marginal reward λnt is approximated as B⊺ntλ0. To construct an environment, we need to specify

the feature vectors Znt, Bnt and the vectors δ0, λ0. We also need to specify a noise model for ε̃nt.

B.3.1 Mobile Health Simulator

The mobile health simulator, which mimics the data generation process of a mobile application to

increase users’ physical activities, was originally developed in (Liao et al., 2016). In this environ-

ment, the effect changes over time but is still independent across days. The noise terms are corre-

lated and follows Gaussian AR(1) process. The response to the binary action At ∈ {0, 1} isRt,

which is interpreted as
√

Step count on day t.

Rnt = AntZT
ntδ+ α(t) +

σ(t)√
2
εnt

εnt = φεn,t−1 + ent

ent ∼ N (0, 1)

ε0 ∼ N
(
0,

1
1− φ2

)
Ant ∈ {0, 1}

NoteVar(εnt) = 1
1−φ2 for all t. One can choose φ = 1/

√
2. The features are

Znt = [1,
t− 1
45

,

(
t− 1
45

)2
]⊺ (B.13)
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The α(t) represents the square root of the step-count under no action At = 0. Let α(t) vary linearly

from 125 at t = 0 to 50 at t = T. The σ2(t) is the residual variance in step count. We set σ(t) = 30.

For δ0, under null hypothesis, δ0 = 0. Under alternate hypothesis, δ(0) = 6. There is no effect at

T = 90 and peak effect at T = 21. By solving the system, we have δ⊺0 = [6.00 ,−2.48 ,−2.79], δ̄ =∑T
t=1 Z

⊺
ntδ0 ≈ 1.6.

To construct a correct working model for the marginal reward, we let

B⊺nt = [α(t), πntZ⊺
nt]

λ0 = [1, δ⊺0]

B.3.2 Environmental Set-up for Type 1 error Experiment

For all environments, to verify Type 1 error is recovered, during simulation, we set δ0 = 0 where 0 is

a zero vector. When solving for πmin, πmax, we used δ0 values specified in the above sections.
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B.3.3 Semi-parametric Contextual Bandit(SCB)

In this environment, for each user n, at each round, a feature Znt is independently drawn from a

sphere with norm 0.4. Additionally:

Rnt = fnt + AntZ⊺
ntδ0 + εnt

δ⊺0 = [0.382,−0.100, 0.065] (∥δ0∥ = 0.4)

fnt =
1

900
t− 0.05

εnt ∼ N (0, σ2) where σ2 = 0.25

We can see that E[Rnt(0)|Hnt] = fnt. According to Section B.1.1, the marginal reward λnt = fnt +

πntZ⊺
ntδ0. To construct a correct working model for the marginal reward, we let

B⊺nt = [t, 1, πntZ⊺
nt]

λ⊺0 = [
1

900
,−0.05, δ⊺0]

B.3.4 Adversarial Semi-parametric Contextual Bandit(ASCB)

The adversarial semi-parametric contextual bandit is similar to SCB except that in each round, λnt

is chosen by an adaptive adversary. We specifically used the adversary (fnt below) introduced in
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(Abbasi-Yadkori et al., 2018). The environment is defined as follows:

Rnt = fnt + AntZ⊺
ntδ0 + εnt

Z⊺
nt = [−0.5, 0.3 · (−1)t, (t/100)2]

δ⊺0 = [0.2, 0.2, 0.2]

fnt = −max(0,AntZ⊺
ntδ)

εnt ∼ N (0, σ2) where σ2 = 0.25

Similar to SCB (Section B.3.3), λnt = fnt + πntZ⊺
ntδ0. We let

B⊺nt = [−max(0,AntZ⊺
ntδ), πntZ

⊺
nt]

λ0 = [1, δ⊺0]

B.3.5 Environmental Set-up for Robustness Test

Robustness test of mis-estimated treatment effect. To study the impact of the estimated effect size,

we tested two different types of mis-estimation: underestimation and overestimation of the av-

erage treatment effect. For the experiment purpose, the guessed size of each dimension d is set as

δ(d)est = δ(d)/1.1 (underestimation) and δ(d)est = δ(d) × 1.1 (overestimation) while the effect size of the

simulation environment remains as δ0 = δ.
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Robustness test of mis-estimated noise variance. To study the impact of the estimated noise vari-

ance size, we tested two different types of noise mis-estimation for SCB and ASCB: underestimation

and overestimation of the environment noise. For the experiment purpose, the guessed size of the

noise variance is set as σ2est = σ2est/1.2 (underestimation) and σ2est = σ2est × 1.2 (overestimation) while

the noise variance of the simulation environment remains as σ2 specified above. For mobile health,

we mimic the data pattern that during the weekends, the users’ behaviors are more stochastic due

to less motivation. Specifically, we let the noise variance of the weekend be 1.52 times larger than

that of the weekdays. The estimated noise variance is calculated using the average variance over time

σ2est = 1
T
∑T

t=1 σ2t .

Robustness test of mis-specified marginal reward model. To test the robustness of the power

against the working model of the marginal reward, for all environments, we used a bad approxi-

mation where Bnt = 1.

Robustness test of mis-specified treatment effect model. We conducted two types of environments

to demonstrate the robustness of the power against the treatment effect model mis-specification. (1)

In the first experiment, we consider the effect where the constructed model lies within a subspace of

the true model. We suppose that the experts consider the last feature in Znt as irrelevant and drops

it during the experiment. (2) In the second experiment, we consider the situation where the true

treatment effect model is a nonlinear function of Znt. Specifically, the true treatment effect model is

defines the same as in ASCB (Section B.3.4) and we approximated it withRnt = −0.15 + 0.003t +

εnt.
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B.4 Experiment Settings

For all environments, we useN = 20 subjects and T = 90 trajectory length. We ran 1, 000 simula-

tions in total. In the regret minimization algorithm, Cnt is set as Znt.

B.4.1 Identifying optimal hyperparameters

For all algorithms, the hyperparameters are chose by maximizing the average return over 1, 000 indi-

viduals. The prior of the ACTS algorithm is set asN (0, σ20) and σ20 is chosen between [0.05, 0.5] for

SCB and ASCB, and between [50, 150] for the mobile health simulator. The parameter η of BOSE

is chosen between [0.1, 2.0] for SCB and ASCB, and between [10, 150] for the mobile health sim-

ulator. The hyperparameter η of linUCB is chosen between [0.01, 0.25] for SCB and ASCB, and

between [10, 100] for the mobile health simulator. (Note: in reality, we would not be able to repeat-

edly run experiments of 1000 individuals to find the optimal hyperparameters; we do this to give the

baseline versions of the algorithms their best chance for success.) The optimal hyperparameters, that

is, those that minimize empirical regret, are listed below:

Table B.1: Optimal hyperparameter chosen for a given pair of an algorithm and an environment

SCB ASCB Mobile Health Simulator
ACTS(σ20) 0.15 0.05 60
BOSE(η) 0.2 0.2 120
linUCB(η) 0.03 0.02 95
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B.4.2 Solved πmin, πmax

Table B.2 lists solved π values given a pair of an environment and a guessed effect size as well as given

a pair of an environment and a guessed noise variance. We see the smaller in magnitude of δest or the

larger σ2, the closer πmin, πmax are to 0.5, which results in more exploration. The larger in magni-

tude of δest or the smaller σ2, the further πmin, πmax are from 0.5 exploration, which results in less

exploration.

Table B.2: Solved πmin,πmax given a pair of an environment and a guessed effect size or given a pair of an environment
and a guessed noise variance

δest < δ δest = δ δest > δ
πmin πmax πmin πmax πmin πmax

SCB 0.288 0.712 0.216 0.784 0.168 0.832
ASCB 0.301 0.699 0.225 0.775 0.174 0.826

Mobile Health 0.335 0.665 0.243 0.757 0.187 0.813
σ2est < σ2 σ2est = σ2 σ2est > σ2

πmin πmax πmin πmax πmin πmax

SCB 0.170 0.830 0.216 0.784 0.284 0.716
ASCB 0.176 0.824 0.225 0.775 0.297 0.703

σ2est ̸= σ2 σ2est = σ2
πmin πmax πmin πmax

Mobile Health 0.433 0.567 0.243 0.757

B.5 Additional Results

B.5.1 Results for Additional Benchmark Environments

In this section, we show that our approaches can be generalized to other settings. We consider one

stochastic environment (semiparametric contextual bandit (SCB)) and one adversarial environment
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(adversarial semiparametric contextual bandit (ASCB)) for benchmark testing. SCB samples Znt

and δ0 uniformly from a sphere and εnt are i.i.d.. Our adversarial semiparametric (ASCB) setting is

from Krishnamurthy et al. (2018); it uses a non-parametric component in the reward to corrupt the

information the learner receives. Details in Appendix B.3.3 and B.3.4.

(a) SCB (b) ASCB

Figure B.1: Type 1 error with 95% Confidence Interval: We see some Type 1 errors are close to α0 = 0.05 while some
are a little larger than 0.05, due to bias in our estimates of the covariance matrix.

Type 1 Error. When there is no treatment effect, we see that benchmark environments also suffer

from bias in Σ̂δ and results in Type 1 errors slightly higher than 0.05 (In Figure B.1, some bars are

slightly higher than the red dashed line), suggesting that bias reduction is necessary for future work.

(a) SCB (b) ASCB

Figure B.2: Average Return v.s. Resulting power: x‐axis denotes average return and y‐axis denotes the resulting power.
Power tends to decrease as average return increases, though clipped linUCB preserves power with a stronger perfor‐
mance than the other baselines.
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Power and Average Return. Similar to the mobile health simulator, we also see the trade-off be-

tween the power and the average return in SCB and ASCB. Based on Figure B.2, in both environ-

ments, Fixed Policy (π=0.5) achieves the highest power. Comparing the powers of non-clipped

algorithms to those of clipped algorithms, our clipping scheme achieves the desired power while the

non-clipped algorithms fail especially in the harder environment (In ASCB, non-clipped algorithms

are below the desired power level (even below 0.3) while clipped ones are above). Clipped linUCB

achieves the highest average rate while preserving the power guarantee.

(a) SCB (b) ASCB

Figure B.3: Effect of mis‐estimated treatment effect size on power: In general, when Ztδest < Ztδ0, power is higher and
when Ztδest > Ztδ0, power is lower. ACTS and BOSE are more robust to effect mis‐specification.

Treatment Effect SizeMis-specification. We consider the effect on the power when our guess of

the effect size is overestimated (Zntδest > Zntδ0) or underestimated (Zntδest < Zntδ0). Similar to

the mobile health simulator, in both cases, underestimation results in more exploration and higher

power and vice versa (Figure B.3). Additionally, linUCB is least robust to mis-estimated effect size as

it drops the most when the effect size is underestimated with the resulting power still above 0.65.

NoiseModelMis-specification. For SCB and ASCB, we test our approaches when the noise vari-

ance is overestimated (σ2est > σ2) or underestimated (σ2est < σ2). We show that overestimated noise

variance results in more exploration because more information is needed in a noisy environment,
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(a) SCB (b) ASCB

Figure B.4: Effect of mis‐estimated noise model on power: In general, when σest > σ, power is higher and when σest <
σ, power is lower. ACTS and BOSE are more robust to noise mis‐estimation.

and thus higher power, while underestimation results in less exploration and lower power, with

worst case above 0.7. The results are consistent to our discussion of Theorem 2.

(a) SCB (b) ASCB

Figure B.5: Effect of mis‐specified marginal reward model on power: Powers is robust to reward model mis‐specification
in SCB and ASCB where the bar heights are similar.

(a) SCB (b) ASCB (c) Non‐linear

Figure B.7: Effect of mis‐specified treatment effect model on power: Excluding a key feature can cause the power
to decrease significantly with the worst case above 0.4. When the feature dimension is correct but the features are
incorrect, algorithms are still robust in terms of power with inflated resulting power.

Marginal RewardModelMis-specification. For both environments, we use Bnt = 1 as a bad ap-

proximation of the marginal reward structure. The resulting powers are similar to those of correctly
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specified models (Figure B.5). Thus, our methods are robust to marginal reward mis-specification in

various settings.

Treatment Effect ModelMis-specification. For SCB and ASCB, we consider the case where the

constructed feature space is smaller than the true feature space. Excluding a key feature can have a

big effect in a challenging environment: In Figure B.6b, for linUCB, power drops to around 0.4.

We also consider the situation where the true treatment effect, which is a nonlinear function of fea-

tures Znt, is approximated by a linear function. A different environment is built for this experiment

(Appendix Section B.3). In Figure B.6c, we see that all the powers are similar to those when the

model is correctly specified.

Based on the results of the robustness experiments, we see that although clipped linUCB per-

forms the best in term of the average return (Figure B.2), it is the least robust in terms of various

model mis-specifications (Figure B.3, B.4, B.5 and B.7)).

Regrets with respect to the Clipped Oracle. In both environments, the regret of clipped algorithms

with respect to a clipped oracle is on the same scale as the regret of non-clipped algorithms with

respect to a non-clipped oracle (Figure B.2).

Comparison ofWrapper Algorithms. The power guarantee is preserved for all wrapper algorithms

(Figure B.8). In more general settings, action flipping has a clear disadvantage comparing to the

other two. For ACTS, BOSE in environments SCB, ASCB, action flipping results in most power

and most regret as we have more exploration due to forced stochasticity and a smaller perceived

treatment effect in the modified environment (unlike dropping).
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(a) SCB (b) ASCB

Figure B.8: Regret w.r.t clipped oracle v.s. Resulting power with different wrapper algorithms: x‐axis is regret with
respect to clipped oracle and y‐axis is the resulting power. In SCB, ASCB, probability clipping and data dropping works
similarly in terms of regret and power. Mostly, action flipping works the worst in terms of regret but results in high
power.

B.5.2 Type 1 Error

Table B.3: Type 1 error (Figure 4.1a, B.1) with 2 standard error(α̂0 ± 2
√
α̂0(1− α̂0)/S where S = 1000). We see

some Type 1 errors are close to α0 = 0.05 while some are larger than 0.05 but not significantly.

ASCB

Fix π = 0.5 ACTS ACTS (clip) BOSE BOSE (clip) linUCB(clip)

0.060± 0.015 0.074± 0.017 0.054± 0.014 0.078± 0.017 0.063± 0.015 0.060± 0.015

SCB

Fix π = 0.5 ACTS ACTS (clip) BOSE BOSE (clip) linUCB(clip)

0.053± 0.014 0.054± 0.014 0.06± 0.015 0.071± 0.016 0.071± 0.016 0.058± 0.015

Mobile Health Simulator

Fix π = 0.5 ACTS ACTS (clip) BOSE BOSE (clip) linUCB(clip)

0.072± 0.016 0.075± 0.017 0.061± 0.015 0.062± 0.015 0.062± 0.015 0.072± 0.016
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B.5.3 Power, Average Return & Regrets

ASCB
Fix π = 0.5 ACTS ACTS (clip) BOSE BOSE (clip) linUCB(clip)

power 0.925± 0.017 0.241± 0.027 0.836± 0.023 0.340± 0.030 0.848± 0.023 0.791± 0.026
AR −3.210± 0.067 −2.425± 0.066 −2.696± 0.066 −2.755± 0.071 −2.837± 0.068 −2.470± 0.066
reg 3.210± 0.067 2.425± 0.066 − 2.755± 0.071 − −
regc 2.949± 0.067 − 2.434± 0.066 − 2.575± 0.068 2.208± 0.066

SCB
power 0.931± 0.016 0.594± 0.031 0.861± 0.022 0.628± 0.031 0.847± 0.023 0.788± 0.026
AR −0.143± 0.067 0.590± 0.068 0.397± 0.068 0.434± 0.070 0.190± 0.068 0.513± 0.068
reg 3.479± 0.067 2.747± 0.068 − 2.903± 0.070 − −
regc 2.759± 0.067 − 2.219± 0.068 − 2.426± 0.068 2.104± 0.068

Mobile Health Simulator
power 0.911± 0.018 0.390± 0.031 0.789± 0.026 0.667± 0.030 0.901± 0.019 0.797± 0.025

AR(×103) 8.089± 0.010 8.271± 0.009 8.204± 0.010 8.109± 0.010 8.094± 0.010 8.201± 0.010
reg(×103) 0.223± 0.010 0.041± 0.009 − 0.204± 0.010 − −
regc(×10

3) 0.117± 0.010 − 0.003± 0.010 − 0.112± 0.010 0.005± 0.010

Table B.4: Resulting power, average return (AR), the regret with respect to the standard oracle (reg) and the regret with
respect to the clipped oracle (regc) with 2 standard error (Figure 4.1b, B.2). With probability clipping, the correct power
β0 = 0.80 is recovered while without clipping, sufficient power is not guaranteed. There is a trade‐off between the
average return and the resulting power. The regrets of the clipped algorithms converge as expected with respect to the
clipped oracle.

B.5.4 Robustness Analysis

In this section, we list the resulting power of the robustness experiments against various model mis-

specifications in tables.

ASCB SCB Mobile Health
δest < δ δest = δ δest > δ δest < δ δest = δ δest > δ δest < δ δest = δ δest > δ

ACTS 0.889± 0.020 0.836± 0.023 0.796± 0.025 0.881± 0.020 0.861± 0.022 0.820± 0.024 0.862± 0.022 0.789± 0.026 0.724± 0.028
BOSE 0.894± 0.019 0.848± 0.023 0.781± 0.026 0.889± 0.020 0.847± 0.023 0.815± 0.025 0.918± 0.017 0.901± 0.019 0.841± 0.023
linUCB 0.857± 0.022 0.791± 0.026 0.698± 0.029 0.879± 0.021 0.788± 0.026 0.683± 0.029 0.879± 0.021 0.797± 0.025 0.726± 0.028

Table B.5: Resulting power with 2 standard error with mis‐estimated treatment effect size (Figure 4.2a, B.3) where δest
denotes the estimated treatment effect size. In general, the power is lower when δest > δ and higher when δest < δ.
The power is robust against mis‐estimated treatment effect with most powers above 0.7.
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ASCB SCB Mobile Health
σest > σ σest = σ σest < σ σest > σ σest = σ σest < σ σest ̸= σ σest = σ

ACTS 0.883± 0.020 0.836± 0.022 0.799± 0.025 0.896± 0.019 0.861± 0.022 0.841± 0.023 0.802± 0.025 0.789± 0.025
BOSE 0.868± 0.021 0.843± 0.023 0.797± 0.025 0.888± 0.020 0.844± 0.023 0.794± 0.026 0.801± 0.025 0.901± 0.019
linUCB 0.854± 0.022 0.793± 0.026 0.7± 0.029 0.865± 0.022 0.788± 0.026 0.721± 0.028 0.824± 0.025 0.793± 0.026

Table B.6: Resulting power with 2 standard error with mis‐estimated noise (Figure 4.2b, B.4) variance where σest denotes
the estimated noise. In general, the power is lower when σest < σ and higher when σest > σ. The power is robust
against noise variance as the worst case is still above 0.7 (given by linUCB in ASCB).

ASCB SCB Mobile Health
True Bnt Bnt = 1 True Bnt Bnt = 1 True Bnt Bnt = 1

Fixed π = 0.5 0.925± 0.017 0.910± 0.018 0.931± 0.016 0.926± 0.017 0.911± 0.018 0.887± 0.020
ACTS 0.836± 0.023 0.826± 0.024 0.861± 0.022 0.853± 0.022 0.789± 0.026 0.792± 0.026
BOSE 0.848± 0.023 0.837± 0.023 0.847± 0.023 0.846± 0.023 0.901± 0.019 0.885± 0.020
linUCB 0.791± 0.026 0.757± 0.027 0.788± 0.026 0.782± 0.026 0.797± 0.025 0.818± 0.024

Table B.7: Resulting power with 2 standard error with mis‐specified marginal reward model (Figure 4.2c, B.5). Powers is
robust to reward model mis‐specification as most resulting powers are close to 0.8.

ASCB SCB Mobile Health
True Znt Drop Nonlinear True Znt Drop True Znt Drop

Fixed π = 0.5 0.925± 0.017 0.840± 0.023 0.926± 0.016 0.931± 0.016 0.933± 0.016 0.911± 0.018 0.927± 0.016
ACTS 0.836± 0.023 0.608± 0.031 0.83± 0.024 0.861± 0.022 0.882± 0.020 0.789± 0.026 0.516± 0.032
BOSE 0.848± 0.023 0.524± 0.032 0.847± 0.023 0.844± 0.023 0.864± 0.022 0.901± 0.019 0.709± 0.029
linUCB 0.791± 0.026 0.427± 0.031 0.801± 0.025 0.788± 0.026 0.787± 0.026 0.797± 0.025 0.398± 0.031

Table B.8: Resulting power with 2 standard error with mis‐specified treatment effect model (Figure 4.2d, B.7). We see
that the power is robust against both types of treatment effect mis‐specification. linUCB is the least robust with the
worst resulting power above 0.4.
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B.5.5 Comparison ofWrapper Algorithms

The full results of action-flipping/ data-dropping/ probability-clipping wrapper algorithms are

listed in Table B.9.

SCB

ACTS ACTS (flip) ACTS (drop) ACTS (clip)

power 0.594± 0.031 0.892± 0.020 0.845± 0.023 0.860± 0.022

AR 0.590± 0.069 0.125± 0.068 0.420± 0.067 0.390± 0.068

reg 2.747± 0.069 - - -

regc - 2.492± 0.068 2.197± 0.067 2.219± 0.068

BOSE BOSE (flip) BOSE (drop) BOSE (clip)

power 0.628± 0.030 0.86± 0.020 0.863± 0.022 0.848± 0.023

AR 0.434± 0.070 −0.033± 0.067 0.179± 0.069 0.190± 0.068

reg 2.903± 0.070 - - -

regc - 2.649± 0.067 2.437± 0.069 2.426± 0.068

linUCB linUCB(flip) linUCB(drop) linUCB(clip)

power - 0.797± 0.025 0.775± 0.025 0.788± 0.026

AR 1.243± 0.069 0.455± 0.068 0.508± 0.068 0.513± 0.068

reg 2.093± 0.069 - - -

regc - 2.161± 0.068 2.109± 0.068 2.104± 0.068
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ASCB

ACTS ACTS (flip) ACTS (drop) ACTS (clip)

power 0.241± 0.027 0.873± 0.022 0.802± 0.023 0.836± 0.023

AR −2.425± 0.069 −2.947± 0.067 −2.778± 0.068 −2.696± 0.068

reg 2.425± 0.069 - - -

regc - 2.666± 0.067 2.516± 0.068 2.434± 0.068

BOSE BOSE (flip) BOSE (drop) BOSE (clip)

power 0.34± 0.030 0.801± 0.023 0.804± 0.023 0.844± 0.023

AR −2.755± 0.072 −3.110± 0.067 −2.985± 0.068 −2.837± 0.068

reg 2.755± 0.072 - - -

regc - 2.848± 0.067 2.724± 0.068 2.575± 0.068

linUCB linUCB(flip) linUCB(drop) linUCB(clip)

power - 0.783± 0.025 0.806± 0.026 0.791± 0.025

AR −1.655± 0.066 −2.364± 0.066 −2.349± 0.067 −2.470± 0.066

reg 1.655± 0.066 - - -

regc - 2.102± 0.066 2.087± 0.067 2.208± 0.066

Mobile Health Simulator

ACTS ACTS (flip) ACTS (drop) ACTS (clip)

power 0.39± 0.031 0.819± 0.023 0.801± 0.026 0.789± 0.025
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AR(×103) 8.271± 0.004 8.185± 0.004 8.206± 0.004 8.204± 0.004

reg(×103) 0.041± 0.004 - - -

regc(×10
3) - 0.020± 0.004 −0.036± 0.004 0.025± 0.004

BOSE BOSE (flip) BOSE (drop) BOSE (clip)

power 0.667± 0.030 0.858± 0.022 0.856± 0.022 0.901± 0.019

AR(×103) 8.106± 0.004 8.100± 0.004 8.095± 0.004 8.097± 0.004

reg(×103) 0.203± 0.004 - - -

regc(×10
3) - 0.105± 0.004 0.111± 0.004 0.109± 0.004

linUCB linUCB(flip) linUCB(drop) linUCB(clip)

power - 0.794± 0.026 0.817± 0.024 0.793± 0.026

AR(×103) 8.295± 0.004 8.189± 0.004 8.192± 0.004 8.201± 0.004

reg(×103) 0.017± 0.004 - - -

regc(×10
3) - 0.016± 0.004 0.014± 0.004 0.006± 0.004

Table B.9: Average Return, reg, regc with 2 standard errors: All wrapper algorithms achieve good regret rate with slightly
different trade‐offs given the situation.
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Figure C.1: Discrete MDP Definition

Challenge III: Intransparency of

Reinforcement LearningModels

C.1 Experiment Domain

C.1.1 Toy DiscreteMDP

The discrete MDP has 11 states and binary actions (|S| = 11, A ∈ {0, 1}). s11 is the absorbing state

with the initial state uniformly sampled from other states (p0(s) = Cat( 1
10 1⃗)). The transition

dynamics T is defined as in Figure C.1.

During explanation generation, users are interested in (a) the trajectory length (2) the number of

visits to the desired states (s2, s6). During optimization, we aim to optimize the expected return with
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the reward function defined as

R(s, a) =



1 if s = s1, a = 1

3 if s = s5, a = 1

5 if s ∈ {s9, s10}, a = 0

−0.001 o.w.

C.1.2 2DNavigation

(a) Current Policy πb (b) Proposed Policy πe1 (c) Proposed Policy πe2

Figure C.2: 2D Navigation Domain: Visualization of behaviors of current policy πb and two proposed policies πe1 ,πe2 .
The blue boxes represent diverging regions with red boxes represent regions with positive rewards. πb and πe1 differ in
region S0 and S2. πb and πe2 differ in region S1 and S3.

In the continuous 2DNavigation domain, the state space is defined by the coordinates s = (x, y).

The agent can either go east (a = E), north (a = N) or south (a = S). The initial state is uniformly

sampled (x ∼ Unif(0, 0.1), y ∼ Unif(0, 0.1)) and the agent aims to navigate to the goal region
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(x > 0.95). The transition dynamics is defined as



x′ = x+ 0.1 if a = E

y′ = y+ 0.1 if a = N

y′ = y− 0.1 if a = S

The reward function is defined as

R =



4 if x ∈ [0.1, 0.2] and y ∈ [0, 0.1]

3 if x ∈ [0.2, 0.3] and y ∈ [0.1, 0.2]

5 if x ∈ [0, 0.1] and y ∈ [0.3, 0.4]

7 if x ∈ [0.5, 0.6] and y ∈ [0.3, 0.4]

10 if x > 0.95

−0.001 o.w.

The current policy πb and two proposed policies πe1 , πe2 (Figure C.2) is defined as

πb(a|s) =



S if x ∈ [0.1, 0.2] ∪ [0.5, 0.6]

and y > 0.3

N else if y < 0.2

E o.w.
πe1(a|s) =



E if x ∈ [0, 0.1]

and y ∈ [0., 0.1]

E else if x ∈ [0.1, 0.2]

and y ∈ [0.1, 0.2]

S else if x ∈ [0.1, 0.2] ∪ [0.5, 0.6]

and y > 0.3

N if y < 0.2

E o.w.
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πe2(a|s) =



N if x ∈ [0, 0.1] and y ∈ [0.2, 0.3]

N else if y < 0.2

E o.w.

C.2 Algorithms

C.2.1 Collect Diverging States (Batch)

Suppose we are given a batch of dataDb, we collect the diverging state using the following algorithm

Algorithm 11 Batch_Diverging_State_Collection (π1, π2,Db)
1: InitializeD, I = {},k = 1
2: for s ∈ Db do
3: a = π1(a|s), a2 = π2(a|s)
4: if f(s, π1, π2) = 1 then
5: if key (a1, a2) /∈ I then
6: add key: I[(a1, a2)] = k, k = k+ 1
7: end if
8: (s, I[(a1, a2)]) −→ D
9: else
10: (s, 0) −→ D
11: end if
12: end for
13: returnX ,Y

C.2.2 Adapted Boolean Decision Rules via ColumnGeneration (BDCG)

BDCG is a binary interpretable classifier that learns Boolean rules in either disjunctive normal form

(DNF, OR-of-ANDs) or conjunctive normal form (CNF, AND-of-ORs). We adapt BDCG so that

it can be used for our multi-classification tasks.
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Suppose we are given a data set consisting ofN samples (xn, yn)with labels yn = 1, · · · ,K. Let the

set {1, · · · ,N} be partitioned into
⋃K

k=1Zk whereZk contains the indices of samples with the label

yn = k. Without loss of generality, we sortZk by the set size and assume that

|Z1| ≤ |Z2| ≤ · · · ≤ |Zk|. The pseudo-code of the adapted BDCG is as follows

Algorithm 12 BDCG_for_Multi-classification (X ,Y ,Z)
1: InitializeH = {}
2: for k = 1, · · · , k− 1 do
3: Recreate labelsY ′ (yn = 0 if n ∈ Zk and yn = 1 otherwise)
4: hk =BDCG(X ,Y ′)
5: hk −→ H
6: X = X\{xn : n ∈ Zk},Y = Y\{yn : n ∈ Zk}
7: end for
8: returnH

C.3 Construct a discreteMDP for continuous domains

Suppose we have collectedK diverging regions and denote them as {S1,S2, · · · ,SK}. We construct

a discrete MDP where the state space is defined as (
⋃K

k=1 Sk)
⋃
ST (ST is the absorbing state region

in the original MDP). The action space remains the same as the original MDP. Recall that given an

initial state s0, a diverging path is defined as the set of diverging regions visited in a roll-out and is

denoted as,P(s0) = {sk1 , sk2 , · · · , sT}.

Given a set of trajectories generated by following the current policy πb and the proposed policies

{πej}
J
j=1, we can estimate the new transition dynamics as

T (sk′ |sk, a) =

∑
1{skt=sk,at=a,skt+1}=sk′}∑

1{skt=sk,at=a}
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and the new reward function as

R(sk, a) =
∑
Rsk:,a∑

1{skt = sk, at = a}

where
∑
Rsk:,a denotes the total of the sequence of rewards collected starting from the diverging

region sk until reaching the next diverging region or the absorbing region.
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