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Clinical Decision Support Rules Analysis: Methodology of Evaluating 
Success 

Thesis 
By: Mujeeb Basit MD 
Mentor: Charles Safran MD, Warner Slack MD, and Adam Wright PhD 

Objectives: 
a. Methodology for analyzing clinical decision support rule effectiveness 
b. Amiodarone clinical decision support rule failure outcomes analysis 

Introduction: 
In medicine there are several recommendations for routine monitoring.  These exist both for medications 
commonly used by clinicians and for age relevant screening lab tests.  Clinical informatics system use 
decision support rules to aide physician in implementing these recommendations and supporting their 
execution1,2.  This is particularly helpful for complex or time-consuming rules, but when poorly done 
encumbers care and could potentially be harmful.  Clinical decision support (CDS) rules implementation is 
measured by the number of rules implemented and not by any measure of value of those rules.  
Therefore, the most common complaint amongst clinicians is “I see too many alerts”.  In this paper we 
discuss a methodology to move the conversation away from quantity to quality3. 
 
Today’s CDS groups design is focused on clinical impact and modifications to the clinical process needed 
to accomplish the CDS goal.  What is not generally discussed is impact to the clinician and the criteria that 
should be used to determine success.  We propose a methodology based on work by Adam Wright and 
and Allison B. McCoy to add the metrics needed to assess success of the rule to the design process.  We 
have focused on a five stage framework for CDS rule evaluation2.  The five stages are as follows: 1. Rule 
views, 2. Override rate, 3. Response to alert, 4. Intermediate outcome, and 5. Clinical outcome.  We have 
demonstrated two key examples of this methodology. 
 
We generate the metrics and visualizations for this framework by analyzing the enormous amount of 
transactional data generated by modern CDS systems.  The log data contains information necessary to 
evaluate rule view, override, and action taken.  We extend this to intermediate markers and ultimately 
clinical outcomes based on the design intent of the rule using clinical data from the electronic health 
record (EHR). 
 

Background: 
The Health Information Technology for Economic and Clinical Health (HITECH) Act, part of the 2009 
American Recovery and Reinvestment Act, accelerated the adoption CDS system to adhere to the 
requirements of meaningful use (MU) incentives.  Meaningful use stage 1 required drug–drug and drug–
allergy interaction checks, as well as high priority condition CDS rule, and track CDS compliance.  Stages 2 
and 3 extend this to more rules and longer reporting periods.  The ONC also established the Permanent 
Certification Program for Health Information Technology for EHRs to certify and evaluate that EHRs are 
capable of meeting the MU criteria4.  The CDS certification criterion states that EHRs must “implement 



automated, electronic clinical decision support rules (in addition to drug–drug and drug–allergy 
contraindication checking) based on the data elements included in problem list; medication list; 
demographics; and laboratory test results” and “automatically and electronically generate and indicate in 
real-time, notifications and care suggestions based on clinical decision support rules.”4,5 
 
During evaluation the EHR vendor can specify the rule to be evaluated and the data used during the 
evaluation.  Metrics from actual practice or realistic sample data are not used during the evaluation 
process.  Therefore, the focus from the start has been on completion of rules to meet requirements for 
meaningful use rather on quality of rules in the appropriate clinical context.  This is an unintended 
consequence of meaningful use, and the evolution of meaningful use and market demand will improve 
these systems4,6. 
 
Evidence suggests that CDS can improve health care quality, safety, and effectiveness7–9. Prior work has 
demonstrated multiple failures and potential harm from CDS improper executions10.  Evaluation and 
visualization of this complex data is necessary to assess the impact and effect of the rules execution. The 
visualization can be layered upon automatic methods for detecting CDS failures and identifying the key 
characteristics of failure.  Failures in these systems occur for various reasons including logic errors, data 
corruption, and poor design.  Systematic design, prospective failure prediction, and retrospective results 
evaluation are keys to building effective and resilient clinical decision support systems11. 
 
Work done here and in collaboration has demonstrated that “only a limited number of functions were 
available in all surveyed EHRs, and medication dosing support and order facilitators were most frequently 
implemented.”6  On top of those rules are frequently implemented preventative and quality measure 
rules.  However, most clinicians do not make these distinctions between rules.  They merely see the 
multitude rules that break their train of thought and generally impede their work.  Therefore, all rules 
should be evaluated together independent of source.  This aim is complicated by separate source system 
for different types of rules and routinely different logging systems12. 
 
Until recently Partners Healthcare used Longitudinal Medical Record system (LMR).  This system had an 
add-on CDS system that would log every view of a CDS alert as well as log changes to the rules.  232 rules 
were implemented at various times for outpatient clinical support.  Inpatient, imaging, and medication 
CDS were handled by a different platform and are not discussed here.  The rules focused on prevention 
and screening.  The top 20 rules by total execution are shown in figure 1.  This CDS system was ahead of 
its time and demonstrated a significant investment by Partners Healthcare to enhance patient safety13. 
 
The framework implemented to detect CDS quality focuses on the key elements of any rule system.  The 
easiest data to analyze is rule views; this occurs when a rule is displayed to any user.  The next stage is 
override rates that helps to assess if the rule is inappropriate for the given situation.  The third stage is 
response to the alert to capture what users are doing after seeing the alert.  This stage is particularly 
difficult because the actual action or order may not have been linked back to rule view and further 
analysis is needed to accurately capture the real response.  Stage 4 focuses on intermediate process goal 
such as orders after the lab reminder.  Ultimately the goal should be to alter clinical outcomes.  The lab 
result or clinical outcome should be evaluated to assess impact of the rule.  However, this can very 
difficult given the time lag to result2. 
 
We generate the metrics and visualization for this framework by analyzing the enormous amount of 
transactional data generated by modern CDS systems.  The log data contains information necessary to 
evaluate rule view, override, and action taken.  We extend this to intermediate markers and ultimately to 



clinical outcomes based on design intent of the rule.  Figure 2 shows how this framework can be applied 
to the lead screening rule for 2 year olds.  For this rule the intermediate process goal is the number of 
lead lab orders per week and the clinical outcome would be average lead levels.  If any of these metrics 
exceed the predefined ranges, then the rule should be reevaluated. 
 

 
Figure 1 Top 20 rules in the longitudinal medical record (LMR) at the Partners Healthcare System.  The most viewed rule is 
undocumented smoking status.  The colors represent the year, and with smoking the number of views decreases each year.  The 
number two rule is adult seasonal influenza vaccine reminder, and that has not decreased each year because influenza 
vaccination is needed every year. 

 



 
Figure 2 Framework for evaluating CDS rule quality with specific measures used for CDS lead rule. For the lead screening rule, the 
intermediate process goal is the number of lead lab order per week and the clinical outcome would be average lead levels.  If any 
of these metrics exceed the predefined ranges, then the rule should be reevaluated. 

 

Methods: 
Existing data from the Partners Healthcare System, which includes two academic teaching hospitals 
(Brigham and Women’s Hospital and Massachusetts General Hospital) and a number of community 
hospitals and outpatient clinics was retrospectively analyzed.  We extracted CDS rule firing data from LMR 
and visualized the data using Shiny, ggplot2 and lattice R packages.  The intermediate process goals and 
clinical outcomes came from the enterprise data warehouse.  The data was loaded into a MySQL 
database where data reduction and processing occurred.  The analytics and visualization were done in R 
version 3.1.2.  Further, more detailed extraction and analysis was performed for the amiodarone rule 
data. 
 
Partners HealthCare System uses an internal identifier for all medication labeled rollup ID.  This is used to 
simplify all medication grouping and is managed by the pharmacy group.  In the amiodarone example 
rollup ID 40 represents all forms of oral amiodarone.  However, in 2009 rollup ID 7099 was created to 
represent any new oral amiodarone orders.  However, this information was not shared with the CDS 
knowledge management group.  Therefore, the amiodarone CDS rule was not updated.  To analyze this 
data, the execution of this rule needed to be reconstructed from historical data for both rollup IDs 40 and 
7099.  The actual CDS view data from rollup ID 40 was used to validate the logic.  
 
The extraction framework for the amiodarone rule data is shown in Figure 3.  All patients who were ever 
on amiodarone were identified and then this set was used to extract all the other data elements.  All 
encounters for any patient who was ever on a medication in rollup ID 40 or 7099 were extracted as the 
starting pool for all encounters.  This needs to be filtered for all encounters during which the patent was 
on amiodarone for 365 days.  All medication orders were selected for patients that were ever on 
amiodarone.  However, the medication order table is normalized by order.  Therefore, individual orders 
and renewals exist on separate rows in the table.  This organization makes it difficult to identify which 
encounters occurred while the patient was on an active amiodarone order and for how long the order 
was active.  The medication order data was denormalized so that each row corresponds to a single 
amiodarone event from first prescription to eventual discontinuation.  The encounter data was merged 

1. Firing rates (lowest)
•Executions per day

2. Override rates
•Number of times rule bypassed

3. Response to alert
•Distribution of options selected

4. Intermediate process goals
•Lead lab orders

5. Outcomes
•Lead results



with the denormalized amiodarone data to calculate days on amiodarone. 
 
The focus then shifted to TSH lab data.  All TSH values were extracted for any patient in the amiodarone 
medication set.  Custom code was written to determine the prior TSH lab result and the next TSH lab 
result relative to the encounter.  For each of these patients, the number of days to the last TSH result and 
the number of days to the next TSH result were calculated.  Finally, a variable was created for whether 
the rule should have been displayed based on being on amiodarone for 365 days and not having a TSH lab 
test during the same period.  This variable was validated against actual rule views for rollup ID 40 to 
validate the logic. 
 
The distribution of the clinics in the rollup ID groups 40 and 7099 were different during the failure period 
(Table 1).  The clinics were categorized into three major groups: cardiology practices, all other physician 
practices, and other non-physician practices.  The other non-physician practices included physical 
therapy, echocardiography, etc.  The clinics in the analysis group were limited to only cardiology 
practices. 
 
The unit for analysis was defined as a single encounter.  The primary outcome was the TSH result within 
30 days of the encounter.  This analysis was completed for all clinics and for only cardiology practices and 
limited to only amiodarone prescriptions started in the last 2 years.  The goal was to compare the most 
similar groups, patients in cardiology practices who were started on amiodarone and are due for their 
first lab test. 
 

 
Figure 3 Data collection started with the enterprise data warehouse.  Starting with 103,506 amiodarone orders that were 
organized in a per order basis.  The order data was denormalized so that all amiodarone orders from initial order to 
discontinuation were in one entry.  This data was merged with all encounter for patients who were ever on amiodarone.  
316,942 encounters occurred while patients were on amiodarone.  Of those 161,386 had been on amiodarone for > 365 days.  
This was combined with THS lab results and 151,010 encounters were on amiodarone for > 365 days and did not have an TSH lab 
test within the last 365 days.  Finally, 34,900 encounters met the above criteria and occurred in cardiology clinics. 

 



Results: 
The two rules selected for further analysis were rule 118, lead screening at 2 years of age, and rule 225, 
on amiodarone for 365 days and no TSH in the last 365 days.  The framework was applied to each of 
these rules and the analysis is shown in figure 4 for the lead rule. 
 
The methodology shows a clear way to analyze data along the spectrum of rule use and execution.  At 
each stage the analysis is slightly different to aid in identifying the key elements for success.  Each graph 
in figure 4 corresponds to one of the stages of the framework.  With regards to lead screening for two 
year olds the visualizations focus on the number of views per day, number of overrides per week, 
responses to the rule per week, number of lab orders per week, and finally average lead levels per week. 
 
Figure 4a shows the stage 1 analysis for the lead rule.  The view count graphed as a calendar heat map 
represents the number of views per day as a color gradient from beige to red.  The calendar heat map is 
based for the work of Paul Bleicher.  The failure of the lead rule in 2009 is clearly evident.  It persisted 
until 201110.  The lead rule failed due to a logic error.  The rule logic had a smoking primitive added 
without a default value.  Therefore, it always evaluated to false and the rule was never displayed during 
that time period.  Because this rule executes for most patients on an annual basis there was no bump in 
the view numbers after the rule was fixed. 
 
Figure 4b shows the number of overrides to the rule in a typical year.  Minimizing this graph is essential to 
rule value.  High override rates indicate inappropriate rule views by the user2,14.  Although not shown 
here, this data needs to be divided by department and clinic to identify subgroups who override the rule 
the most.  They may either not need the alert or need further training to understand the alert. 
 
Figure 4c shows the response to the CDS or the action taken.  This visualization is limited because only the 
action taken directly during the rule interaction is captured.  Actions taken after the rule is viewed are not 
captured as responses which may underestimate the value of this data.  Further analysis is needed to 
identify behavior during the entire session after the rule is viewed. 
 
Figure 4d shows data from stage 4, the number of lead orders for 2-year-old patients.  LMR at the time 
did not have a concept of lab ordered therefore this visualization is only for demonstration purposes.  
Finally, figure 4e shows the average lead value for the same year.  This information can be modeled in 
multiple ways.  The average value, median value, or percent positive lead test are all valid visualizations 
and serve different functions.  As lead has become a more important part of the conversation, lead CDS 
and analysis are needed even more today. 
 
 
  



 

 
Figure 4a Rules view per day for lead rule. 

 
Figure 4b Override rates by week of the year. 

 
Figure 4c Response to CDS. 

 
Figure 4d Number of lead lab orders per week. 

 
Figure 4e Average lead results per week. 

 
The amiodarone failure was more complicated due to the methods that medication groupings occur.  The 
system uses an external database to manage medication rollup IDs.  Initially rollup ID 40 represented all 
oral amiodarone in the system.  In late 2009, a new rollup ID 7099 was added for all new prescription for 
oral amiodarone.  Existing prescriptions for oral amiodarone could be renewed into ID 40 but all new 
prescription would be created with ID 7099.  However, this change was not communicated to the CDS 
team.  As such, from late 2009 until early 2013 patients who were on 7099 coded amiodarone did not see 
the TSH reminder but the ID 40 coded amiodarone patients did receive the alert.  This can be visualized in 
figure 5a and 5b. 
 



 
Figure 5a Rules view per day for 
amiodarone rule.  The increase in early 
2013 is when the rule was corrected to 
include id 7099 as well as 40. 

 
Figure 5b: Calendar heat map of the amiodarone and TSH 
rule.  The data prior to early 2013 have missing views from 
all rollup ID 7099 patients.  Prior to 2013, it is very difficult 
to appreciate that this rule is not functioning properly. 

 
Unlike the lead rule failure, the amiodarone failure is much harder to appreciate in the heatmap or bar 
chart when looking at only the rule execution numbers prior to the correction in 2013.  However, when 
one looks deeper at the numbers of amiodarone orders overlaid with the number of views that data 
becomes obvious.  Figure 6 shows the number of amiodarone prescriptions during the failure period.  The 
prescription number remains flat for rollup ID 40 and the number of alert views go down.  However, 
when the ID 7099 is added to the data it shows the number of prescription that should have been seen.  
The alert view number corrects after the rule is fixed.  The green vertical line represents the date of the 
rule was fixed. 
 

Med Group 40 Med Group 7099 



 
Figure 6 Amiodarone prescriptions by the rollup id codes and the number of rule views.  Any patient who 
had an amiodarone order in rollup id 7099 did not see the alert until the rule was fixed.  After the rule 
was fixed (green vertical line) the number views correct to the expected number. 
 

Rollup ID 40 Rollup ID 7099 
Clinic Count Clinic Count 
Physical Therapy 6070 Cardiology Clinic 2457 
Echocardiography 4626 Hematology and Oncology 2122 
Cardiology 3783 Cardiology Clinic 2081 
Arrhythmia Clinic 3764 Outpatient Medicine 2041 
Outpatient Internal Medicine 3470 Cardiology Clinic 1901 
Table1: Top five clinic in each amiodarone rollup id group.  The groups are very different making analysis 
complicated.  The top group in the old amiodarone rollup id 40 is physical therapy (PT) and 
Echocardiography compared to a cardiology and hematology practice in the news rollup id 7099. 
 
Stage 4 of the analysis methodology focuses on intermediate process goal.  For amiodarone this would be 
number of TSH lab orders.  As mentioned previously, the LMR system did not capture lab orders.  
Therefore, we analyzed stage 5, which is clinical outcomes.  For the amiodarone rule, we selected the 
percent of the TSH labs resulted in 30 days.  The composition of clinics in the rollup ID group 40 and 7099 
was different (Table 1).  To construct a more valid comparison, all the clinics were classified as cardiology 
practice, physician practice and other.  This allowed for comparison of similar groups.  Figure 6 shows the 
number of encounters that should have been seen by each clinic.  The data was divided into two groups: 
before the rule fix and after the rule fix.  The rollup ID 40 data was limited to the time period that 
corresponded to rollup ID 7099.  This analysis demonstrates a small advantage to viewing the CDS vs not.  
However, further work will be needed to perform multivariate analysis to assess a more complete picture 
of rule view impact. 
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Figure 7 Amiodarone rule executions expected per encounter for rollup ID 40 and ID 7099.  Rule views 
should have increased for rollup ID 40 but with the introduction of rollup ID 7099 the number of 
encounters for rollup ID 40 decreased. 
 

 
Figure 8 The percentage of amiodarone lab resulted in 30 days for the two rollup IDs (40 old ID and 7099 
new ID) before and after the rule was fixed.  Before the rule was fixed ID 40 had a slightly better 
completion rate.  However, after the rule was fixed ID 7099 had a slightly better TSH lab completion rate. 
 

Discussion: 
CDS systems are an essential part of care delivery.  These systems are complex both in code and in logic.  
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Therefore, effective design creates greater value for adoption and impact.  We have demonstrated a 
framework for monitoring failures and analyzing success of rules.  With the lead rule example, the failure 
was obvious when visualized for alert views alone.  However, the amiodarone example demonstrates a 
much more complex failure.  The reduction in the number of new amiodarone orders highlights the 
failure.  Therefore, implementing stage 1 is a good start for many failures, but all the stages should be 
implemented to catch as many failures as possible. 
 
The framework provides an efficient and automatable method for analyzing CDS rule efficacy.  However, 
as demonstrated by the amiodarone rule analysis, it is difficult to implement.  Many systems do not track 
the statistics needed to analyze the system retrospectively.  The best model would be to apply this 
framework prospectively, especially during the rule design or redesign phase so that the metrics are built 
into the rule architecture2.  Therefore, the rule can be assessed prospectively for success and be 
reevaluated if it does not meet those metrics. 
 
Stages 1-3 of the framework are relatively easy for most rules.  The complexity exists for rules with 
unpredictable seasonality or temporal relationships.  For example, CDS rules for flu vaccination are very 
challenging to predict given the unknown availability of the vaccine and the ever changing prioritization 
for delivery.  Stage 4, intermediate process goal, and stage 5 outcomes are even more challenging to 
implement.  They require an understanding of the clinical context of the rule and a deep understanding of 
how that clinical information can be captured or extracted from the EHR.  As per the amiodarone 
example, this is both achievable and automatable with further research. 
 
Figure 4 demonstrated one way to visualize all the stages of the framework.  Complete failures of the rule 
can easily be seen in stage 1.  As shown with the lead rule example, complete failures where views go to 
almost zero are easy to see.  Failures where the rule fires excessively are also easy to visualize at this 
stage10.  Many methods exist to monitor this data in real time, but very few are implemented in live 
systems. 
 
The ultimate goal of CDS rules is to improve clinical outcomes15,16.  However, methods for proving success 
for CDS rules have not been well-established or implemented.  As demonstrated with the amiodarone 
rule, the task for analyzing temporal data to demonstrate value is very difficult.  Further work is needed 
to automate this process and reduce the time needed to implement complex rule monitoring.  We have 
only scratched the surface of monitoring of failures and evaluating CDS value. 
 
There needs to be a shift away from quantity of CDS rules to quality CDS rules.  Based on this framework 
all rules should have a measurable success and failure.  Rules that do not meet their criteria for success 
should be reevaluated.  Currently, most rules are reevaluated on a self-report or timed maintenance 
schedule.  The amiodarone rule failure was identified during a demonstration of the LMR CDS system and 
reported to the CDS group and easily fixed the next day 10.  The lead rule failure was identified after the all 
rules were checked after the amiodarone failure was explored.  Given the recent lead crisis in Flint 
Michigan, monitoring lead blood levels continues to be very important measure of individual and 
community health17.  Real time monitoring of lead CDS rules can improve individual testing and 
population level alerts18,19. 
 
Continuous CDS monitoring and evaluation are necessary to create safe and effective rules systems for 
better clinical care.  Most institutions do not monitor their CDS execution data, and many feel that 
because their system is a commercial EHR, it “just works”.  Systems may work well technically but fail 
from a logic design or developer implementation errors.  Further research is needed to better understand 



this problem and develop tools to reduce the barrier to implementation for CDS monitoring.  The promise 
of CDS has been laid out many years ago by the forefathers of clinical informatics, but its realization has 
yet to be achieved20–22. 
 
 
This work was supported by training grant T15LM007092 from the National Library of and R01HS021495 
from the Agency for Healthcare Research and Quality. 
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