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Abstract

In this dissertation, I address issues related to both statistical and causal inference in

time series in three independent chapters.

In the first chapter, coauthored with E. Lazarus and J. H. Stock, we use higher-order

expansions to derive a theoretical frontier for the size-power tradeoff for a class of het-

eroskedasticity and autocorrelation robust (HAR) estimators. Our results characterize the

relative benefits of different estimators. We establish that tests using standard t or F critical

values exhibit small worst-case losses compared to the optimal approach. We highlight the

extent to which methods popular in the applied literature fall short of this envelope.

The second chapter demonstrates that heteroskedasticity can identify structural shocks

in macroeconomic models without structural assumptions of the type required in existing

identification arguments. My approach relies on a new decomposition of the autocovariance

of the variance of reduced form residuals, which has a unique solution under generic

regularity conditions. This allows for the identification of SVAR-type models based solely

on the presence of time-varying volatility in the structural shocks.

In the third chapter, I show that models identified by exploiting multiple variance

regimes, most commonly SVARs, can face a weak identification problem when the structural

variances evolve in a linearly dependent manner. I propose tests for the presence of weak

identification. I exploit specific features of the regime-based identification argument to prove

the validity of more powerful weak identification-robust tests for parameters of interest in

this familiar macroeconomic setting and extend the result to impulse response functions.

iii



Contents

Abstract . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . iii
Acknowledgments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . ix

Preface 1

1 The Size-Power Tradeoff in HAR Inference 3
1.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
1.2 Notation and Class of LRV Estimators . . . . . . . . . . . . . . . . . . . . . . . 9

1.2.1 The HAR testing problem . . . . . . . . . . . . . . . . . . . . . . . . . 9
1.2.2 Kernel estimators . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10
1.2.3 Orthonormal series estimators . . . . . . . . . . . . . . . . . . . . . . . 11

1.3 Summary of Fixed-b Asymptotics and Small-b Rejection Rate Expansions . . 16
1.3.1 Fixed-b asymptotics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16
1.3.2 Small-b Rejection Rate Expansions . . . . . . . . . . . . . . . . . . . . 18

1.4 Main Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20
1.4.1 Assumptions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20
1.4.2 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22
1.4.3 Remarks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

1.5 Monte Carlo Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
1.5.1 Estimators and Design . . . . . . . . . . . . . . . . . . . . . . . . . . . 30
1.5.2 Monte Carlo Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

1.6 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35

2 Identifying Shocks via Time-Varying Volatility 37
2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37
2.2 Identification theory . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

2.2.1 Intuition for the use of heteroskedasticity . . . . . . . . . . . . . . . . . 43
2.2.2 Identification via time-varying volatility . . . . . . . . . . . . . . . . . 47
2.2.3 Nesting the existing literature . . . . . . . . . . . . . . . . . . . . . . . 56

2.3 Interpretation of results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 59
2.3.1 Labeling of shocks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 59

iv



2.3.2 Inference on labeled columns . . . . . . . . . . . . . . . . . . . . . . . . 62
2.3.3 Transparency and reporting . . . . . . . . . . . . . . . . . . . . . . . . . 63

2.4 Estimation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 64
2.4.1 Quasi-likelihood inference based on time-varying volatility . . . . . . 64
2.4.2 Hybrid GARCH . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65

2.5 Performance of estimators . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 66
2.5.1 The breakdown of conditional diagonality . . . . . . . . . . . . . . . . 67
2.5.2 Simulations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69

2.6 Empirical illustration: estimating oil price shocks . . . . . . . . . . . . . . . . 77
2.7 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83

3 Robust Inference in Models Identified via Heteroskedasticity 86
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86
3.2 A weak identification problem . . . . . . . . . . . . . . . . . . . . . . . . . . . 90

3.2.1 The standard setting . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 90
3.2.2 Identification in the simple case . . . . . . . . . . . . . . . . . . . . . . 93
3.2.3 General case . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 96
3.2.4 Simulation evidence . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 98

3.3 Weak identification robust inference . . . . . . . . . . . . . . . . . . . . . . . . 101
3.3.1 Asymptotic distribution of test statistics . . . . . . . . . . . . . . . . . 101
3.3.2 Power improvements in subset testing . . . . . . . . . . . . . . . . . . . 109

3.4 Tests of weak Identification . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 110
3.4.1 Single-variance change rule of thumb . . . . . . . . . . . . . . . . . . . 111
3.4.2 Method for the general case . . . . . . . . . . . . . . . . . . . . . . . . . 114

3.5 Robust inference on impulse responses . . . . . . . . . . . . . . . . . . . . . . 114
3.6 Empirical application . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 120

3.6.1 Specification & identification . . . . . . . . . . . . . . . . . . . . . . . . 121
3.6.2 Performance of tests . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 122
3.6.3 Application to IRFs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 124

3.7 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 125

References 128

Appendix A Appendix to Chapter 1 139
A.1 Proofs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 139
A.2 Supplemental Figures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 157

v



Appendix B Appendix to Chapter 2 164
B.1 Proofs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 164
B.2 Considerations for application . . . . . . . . . . . . . . . . . . . . . . . . . . . 172

B.2.1 Labeling . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 172
B.2.2 Weak Identification . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 175
B.2.3 Practical points on estimation methods . . . . . . . . . . . . . . . . . . 178
B.2.4 Standard errors . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 182
B.2.5 GARCH parameters . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 184

B.3 Supplemental Appendix . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 186

Appendix C Appendix to Chapter 3 187
C.1 Proofs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 187

vi



List of Tables

1.1 Maximum power loss of EWP vs. QS . . . . . . . . . . . . . . . . . . . . . . . 27

2.1 The presence of off-diagonal elements . . . . . . . . . . . . . . . . . . . . . . . 67
2.2 Calibration of volatility processes for simulations . . . . . . . . . . . . . . . . 70
2.3 Mean estimates for Rigobon estimator: Markov-switching DGP . . . . . . . . 72
2.4 Estimators considered in simulations . . . . . . . . . . . . . . . . . . . . . . . 73
2.5 Mean estimates and rejection rates: study 2 . . . . . . . . . . . . . . . . . . . . 75
2.6 Estimates of H in three-variable oil market SVAR . . . . . . . . . . . . . . . . 79

3.1 Monte Carlo Specifications . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 99
3.2 Size of tests on the full parameter vector . . . . . . . . . . . . . . . . . . . . . 104
3.3 Size of tests on a subset of the parameter vector . . . . . . . . . . . . . . . . . 108
3.4 Critical values for first-stage F�test based on TSLS bias . . . . . . . . . . . . 114
3.5 Estimates of H for Nakamura & Steinsson data . . . . . . . . . . . . . . . . . 123
3.6 Tests of Identification for Nakamura & Steinsson data . . . . . . . . . . . . . . 124

B.1 Estimates of GARCH(1,1) parameters for macroeconomic data . . . . . . . . 185

vii



List of Figures

1.1 Higher-order size-power frontier . . . . . . . . . . . . . . . . . . . . . . . . . . 7
1.2 Theoretical and MC size/power: location model, AR(1) . . . . . . . . . . . . . 32
1.3 Theoretical and MC size/power: location model, m = 2, AR(1) . . . . . . . . 32
1.4 Theoretical and MC size/power: stochastic regressor, AR(1) . . . . . . . . . . 34
1.5 Theoretical and MC size/power: adjusted critical values, AR(1) . . . . . . . . 35

2.1 Distribution of AR(1) coefficients of h

2
t . . . . . . . . . . . . . . . . . . . . . . . 47

2.2 Variance of oil supply shocks, 1975-2008 . . . . . . . . . . . . . . . . . . . . . . 81
2.3 Comparison of IRFs to oil price shocks . . . . . . . . . . . . . . . . . . . . . . 82
2.4 IRFs to oil price shocks with confidence intervals . . . . . . . . . . . . . . . . 83
2.5 Macroeconomic responses to oil price shocks . . . . . . . . . . . . . . . . . . . 84

3.1 Distribution of t�statistics for weakly identified H . . . . . . . . . . . . . . . 100
3.2 Distribution of IRFs under weak identification . . . . . . . . . . . . . . . . . . 101
3.3 Power properties of the proposed inference methods . . . . . . . . . . . . . . 111
3.4 Size-adjusted power properties of the proposed inference methods . . . . . . 112
3.5 Artifacts of the calibration . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112
3.6 Confidence sets for a weakly identified IRF . . . . . . . . . . . . . . . . . . . . 126

A.1 Implied mean kernel of basis function estimators, time domain . . . . . . . . 158
A.2 Implied mean kernel of basis function estimators, frequency domain . . . . . 158
A.3 Small-b approximation to power loss for EWP test relative to QS . . . . . . . 159
A.4 Theoretical and MC size/power: location model, AR(1), all estimators . . . . 160
A.5 Spectral density of calibrated ARMA(2,1), w

(2) = 4 . . . . . . . . . . . . . . . 161
A.6 Theoretical and MC size/power: location model, ARMA(2,1) . . . . . . . . . 161
A.7 Theoretical and MC size/power: location model, m = 2, AR(1), all estimators 162
A.8 Theoretical and MC size/power: multivariate stochastic regressor . . . . . . 163
A.9 Theoretical and MC size/power: adjusted critical values, ARMA(2,1) . . . . . 163

B.1 Distribution of GARCH(1,1) parameters for macroeconomic data . . . . . . . 185

viii



Acknowledgments

This chapter of my life would not have been possible without the contributions of many

people. In addition to those listed below, I am indebted to myriad more who have supported,

encouraged, and educated me along the way.

My training in economics began at Princeton, and it was there that my professors

inspired me to study the discipline, discover my passion for research, and pursue graduate

studies. Without the preparation I received there, my studies at Harvard would not have

been possible. As a mentor, Giri Parameswaran supported me through problem sets, my

thesis, and graduate school applications. He continues to be an invaluable sounding board

and source of advice.

At Harvard, Jim Stock saw (something resembling) potential in me and afforded me the

invaluable opportunity to coauthor with him. It was this vote of confidence that persuaded

me I was capable of pursuing econometrics as a field. Since then, he has taught me to think

as an econometrician, and his excitement and engagement in my ideas have motivated

and guided me. Gabe Chodorow-Reich always kept my theoretical work grounded, and

reminded me to think like a macroeconomist. Neil Shephard has helped tremendously to

augment my technical ability and shown me how to support my ideas with the necessary

rigor. Gary Chamberlain helped me reconsider what I thought I knew about econometrics,

and changed the way I conceptualize my work.

I have benefited greatly from my fellow students. In particular, Mikkel Plagborg-Møller

and Eben Lazarus have been willing and patient ears for my ideas and have improved my

work immeasurably. Jann Spiess and Liz Santorella were also valuable members of our

econometrics community. Ashvin Gandhi helped me through microeconomic theory and

was always my first stop for a healthy dose of skepticism to balance my excitability. My

office mates put up with far too much.

The Department of Economics at Harvard supported me academically and financially,

and offered the resources needed to succeed. I am particularly grateful for feedback from

the econometrics and macroeconomics workshops. Brenda Piquet always offered sound

ix



advice, as she has for so many. I am also grateful for the community I joined at Cabot

House, where I was part of a fantastic team of resident tutors, learned much from our

Faculty Deans, Stephanie and Rakesh Khurana, and found a rewarding escape from my

studies advising the remarkable undergraduates.

Of course, I owe so much to my parents and family, who nurtured my (frustrating, I’m

sure) intellectual curiosity and did all they could to provide me with the best environment

to learn. They have supported me every step of the way (even when they weren’t sure where

I was headed). Friends, too many to name, were crucial to my time in graduate school. The

shared meals, game nights, runs, drinks, nights out, conversations, and unwavering support

preserved my (remaining) sanity. For the past two years of the journey, Paavani has been

kind enough to accompany me, holding my hand through the ups and downs, proofs and

unwanted counter-examples, and has helped me to make sense of the randomness in life, as

well as data.

This dissertation has also directly benefited from excellent comments from many in

addition to those above. The first chapter was supported by feedback from Frank Diebold,

Lutz Kilian, Ulrich Müller, Yixiao Sun, Mark Watson, and three anonymous referees, in

addition to numerous seminar and conference participants. The second chapter received

valuable feedback from Domenico Giannone, Lutz Kilian, Andrew Patton, Jón Steinsson,

and seminar participants at the Federal Reserve Bank of New York, Duke, Haverford, and

Queens. I received comments on the third chapter from Isaiah Andrews, Adam McCloskey,

Jose Montiel Olea, Emi Nakamura, and Jón Steinsson; I am also indebted to Emi and Jón for

making their data available to me.

x



To my parents,
who have supported me without bound,

my friends,
who have tolerated my foibles,

and Paavani,
who has inspired me daily.

xi



"Money, which represents the prose of life, and which is hardly

spoken of in parlors without an apology, is, in its effects and

laws, as beautiful as roses."

—- Ralph Waldo Emerson, Essays

xii



Preface

In time series environments faced by macroeconomists, reliable inference faces numerous

challenges. In this dissertation, I address issues related to both statistical and causal inference

in time series in three independent chapters.

In the first chapter, coauthored with Eben Lazarus and James H. Stock, we address

the challenges affecting even simple statistical tests in the face of heteroskedasticity and

autocorrelation of residuals. We use higher-order expansions to derive a theoretical frontier

for the size-power tradeoff for a class of heteroskedasticity and autocorrelation robust (HAR)

kernel estimators. This encompasses many of the approaches to HAR inference proposed

in the extensive literature. Our theoretical results help characterize the relative benefits of

different estimators. In particular, we establish that tests using standard t or F critical values

can exhibit very small worst-case losses compared to the optimal approach. We further

highlight the extent to which methods popular in the applied literature fall short of this

envelope. We can thus rank approaches to HAR inference, and make recommendations for

practice in a companion paper, Lazarus, Lewis, Stock, & Watson (2018).

In contrast, the second chapter demonstrates how heteroskedasticity can facilitate causal

inference in time series data. Existing work has established parametric models under which

heteroskedasticity can identify structural shocks in macroeconomic models like structural

vector autoregressions (SVARs). I show that such heteroskedasticity can actually identify

structural shocks without structural assumptions of the type previously required. My

argument relies on a new decomposition of the autocovariance of the variance of reduced

form residuals, which has a unique solution under generic regularity conditions. This allows



for the identification of SVAR-type models based solely on the presence of time-varying

volatility in the structural shocks. This flexible identification result permits a wide range

of estimation strategies, some of which perform very well across an extensive simulation

study. I further present a potential source of bias in models identified by exploiting multiple

variance regimes. I apply my theoretical results to test the identifying assumptions of

Kilian’s (2009) study of oil price shocks.

In the third chapter, I consider an issue at the intersection of statistical and causal

inference in models identified using heteroskedasticity. I show that models identified by

exploiting multiple variance regimes, most commonly SVARs, can face a weak identification

problem when the structural variances evolve in a linearly dependent manner. I demonstrate

that this is a plausible concern in daily macrofinancial data, with simulations calibrated

to Nakamura & Steinsson (2018). I propose tests for the presence of weak identification,

drawing on existing approaches. I exploit specific features of the regime-based identifica-

tion argument to prove the validity of more powerful weak identification-robust tests for

parameters of interest in this familiar macroeconomic setting. I extend these results to also

allow for more powerful tests on impulse response functions.
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Chapter 1

The Size-Power Tradeoff in HAR

Inference1

1.1 Introduction

Heteroskedasticity- and autocorrelation-robust (HAR) standard errors are used to construct

test statistics and confidence intervals for the coefficients in time series regression when the

regression errors ut are potentially heteroskedastic and/or serially correlated. Computing

HAR standard errors entails estimating the long-run variance (LRV) W, which is the sum of

the autocovariances of zt = xtut, where xt is the regressor.

The foundational papers on HAR inference in econometrics are Newey and West (1987)

and Andrews (1991). The Newey-West/Andrews method estimates the LRV using a kernel-

weighted average of the first S sample autocovariances ẑt = xtût, where ût are the OLS

residuals. The truncation parameter sequence ST is chosen to ensure consistency, and

inference proceeds using standard normal or chi-squared critical values.

The Newey-West and Andrews papers stimulated a large theoretical literature on HAR

inference, surveyed by Müller (2014). This literature reaches three broad conclusions. First,

choosing S either by the rule ST = 4(T/100)2/9 suggested by Newey and West (1987), or to

1Co-authored with Eben Lazarus and James H. Stock.



minimize the mean squared error (MSE) of the LRV estimator as suggested by Andrews

(1991), produces a value of S that is generally too small from a testing perspective in the

sense that it can lead to rejection rates under the null that differ substantially from the

nominal level.2 The asymptotic expansions of Velasco and Robinson (2001) and Sun, Phillips

and Jin (2008) show that the leading higher order terms of the null rejection rate of the test

are a weighted sum of the variance and the bias, not the bias2 which enters the MSE. The

testing problem calls for less bias, and thus a larger truncation parameter, than minimizing

the MSE.

Second, using a large truncation parameter introduces another problem: increasing S

increases the variance of the LRV estimator, altering the null distribution of the test. Thus

solving the “bias” size distortion introduces a “variance” size distortion when chi-squared

critical values are used. Fortunately, this “variance” size distortion can be addressed by

replacing chi-squared critical values by Kiefer and Vogelsang’s (2005) “fixed b” critical

values, which are in general nonstandard. Fixed-b distributions are obtained by letting ST

grow proportionately to the sample size, that is, by fixing b = ST/T as T increases. Jansson

(2004), Sun, Phillips and Jin (2008), and Sun (2014) show that using fixed-b critical values

provides a higher-order refinement to the null rejection rate of HAR test statistics in the

location model.

Third, numerical results and some theory in the literature indicate that, for a given kernel,

larger values of S reduce power, and that this tradeoff depends on the kernel. However,

formal results laying out this size-power tradeoff have remained elusive, as have results

on optimal choice of kernel for testing. Consequently, no clear guidance exists for HAR

kernel choice. And the practitioner who chooses a kernel and b still needs to generate

(or approximate) nonstandard fixed-b critical values. It is unsurprising that despite the

substantial theoretical progress in HAR testing theory, empirical practice remains dominated

by the Andrews/Newey-West methodology with small bandwidths and normal/chi-squared

2Den Haan and Levin (1994, 1997) provided early Monte Carlo evidence of the large size distortions of HAR
tests computed using the Newey-West/Andrews approach.
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critical values.

This paper characterizes the tradeoff between the size distortion and the power of HAR

tests. By size distortion, we mean the difference between the null rejection rate and the

desired nominal significance level a. By power, we mean size-adjusted power, that is, the

rejection rate under the alternative when the test is evaluated using (generally infeasible)

critical values that have been adjusted so that the rejection rate under the null is a. Using

size-adjusted power is the standard method for making higher-order comparisons between

tests (e.g., Rothenberg (1984)) and ensures an “apples to apples” comparison of the ability

of two different tests to detect violations of the null when the two tests have different

unadjusted null rejection rates.

The class of LRV estimators we consider is the union of two families: the familiar

positive semidefinite (psd) kernel estimators considered by Andrews (1991) and so-called

orthonormal series estimators (see for example Grenander and Rosenblatt (1957), also called

orthogonal multitapers as in Brillinger (1975)). All tests are evaluated using fixed-b critical

values. Orthonormal series estimators are computed by projecting ẑt onto low-frequency

orthonormal functions, typically the first B terms of a basis of L2[0, 1], excluding the constant

function. Orthonormal series LRV estimators are an attractive family because they are psd

and inference relies on standard t and F critical values. The leading example of a series LRV

estimator is the equal-weighted periodogram (EWP) estimator, which equivalently can be

thought of as a series estimator using the first B Fourier series sin(2p jt/T), cos(2p jt/T), j =

1, . . . , B/2. In the location model, this family includes Ibragimov and Müller’s (2010)

subsample estimator. To align notation across the two families of tests, for orthonormal

series tests we set b = 1/B (as discussed further in Section 1.2). As shown by Brillinger (1975,

exercise 5.13.25) for Fourier series in the location model and more generally by Phillips

(2005), Müller (2007), and Sun (2013), the fixed-b asymptotic distribution of HAR tests using

B series is tB or in the case of tests of m restrictions is Fm,B�m+1 (after rescaling).

This paper makes six main contributions. First, using the small-b asymptotic expansions

of Velasco and Robinson (2001), Sun, Phillips, and Jin (2008), and Sun (2011, 2013, 2014) for

5



the Gaussian location model, we derive theoretical expressions characterizing the tradeoff

between the size distortion and the power loss arising from the choice of b for a given HAR

test. These results apply when b ! 0 at the rate for which the size distortion and power

loss have the same asymptotic order, which coincides with the optimal rate in Sun, Phillips,

and Jin (2008). Second, we derive the size/power frontier in the Gaussian location model,

which is the envelope of the size-power tradeoffs in the class of tests we consider, and show

that this frontier is achieved by the QS kernel. This frontier has a simple form. Let DS be

the size distortion of the test, implemented using fixed-b asymptotic critical values, and let

Dmax
P be the maximum size-adjusted power loss of the test over all alternatives, relative to

the infeasible test with known LRV. For a 5% test in the one-dimensional location model (m

= 1), this frontier is,

Dmax
P

r

DS

w

(2) � 0.3368
T

+ o
⇣

T�1
⌘

, (1.1)

where w

(2) is the normalized curvature of the spectral density of zt at frequency zero (the

negative of the ratio of the second derivative of the spectral density to the spectral density,

at frequency zero). For the m-dimensional location model, the only change to the frontier

(1.1) is that the constant increases with m (the constants are provided in Section 1.4). The

frontier is plotted in Figure 1.1 for 5% tests for m = 1, 2, and 3. Choosing b to equate the

rates at which DS and DP converge to zero in (1.1) yields DS, DP = O
�

T�2/3� , and this rate

is used to derive (1.1) and to scale the axes in Figure 1.1 . For the Bartlett (Newey-West,

tent) kernel, equating these rates yields DS, DP = O
�

T�1/2�, so the Barlett kernel HAR test

is asymptotically dominated.

Third, we consider the effect of imposing the additional restriction to HAR tests for

which the fixed-b distributions are standard t and F, so that the test does not require

simulation or special tables. For a 5% level test with m = 1, this frontier is given by

Dmax
P

r

DS

w

(2) � 0.3623
T

+ o(T�1). (1.2)

This bound is plotted for m = 1, 2, and 3 as the dashed line in Figure 1.1 . We also show that
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Figure 1.1: Higher-order frontier between the size distortion DS and the maximum power loss Dmax
P of HAR

tests in the Gaussian location model with dimension m, for stationary processes with average normalized
spectral curvature w

(2). Solid line: all kernel- and orthonormal series HAR tests; dashed: tests with standard t
and F critical values.

this frontier is achieved by Brillinger’s (1975) EWP test. As suggested by the numerically

close constants in (1.1) and (1.2) and by Figure 1.1 , the cost of this restriction to t� or

F�based fixed-b inference is quite small. In a separate result in Section 1.4, we provide an

expression for the power difference between two same-sized tests. This expression does not

depend on the stochastic process followed by zt or on T. For the EWP test with B = 8 (first

four sines and cosines) and m = 1, the power loss, relative to the same-sized QS test, is at

most 0.0074.

Fourth, we propose a feasible higher-order adjustment to the fixed-b critical value which,

when implemented using a consistent estimator of the normalized curvature parameter w

(2),

provides a higher-order improvement to the null rejection rate of the test in the location

model. Because the use of the adjusted critical value does not alter the size-adjusted power,

the use of the data-dependent adjusted critical value allows for tests that asymptotically

improve upon the bounds (1.1) and (1.2). Notably, for tests with t or F fixed-b critical values,

these adjusted critical values do not require simulation or special tables. For example, for

the EWP test, the adjusted critical value is given by
h

1+ ŵ

(2)
⇣

p/
p
6
⌘

(B/T)2
i

Fa

m,B�m+1,
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where Fa

m,B�m+1 is the a-level critical value of the Fa

m,B�m+1 distribution.

Fifth, we find that, in Monte Carlo simulations of the scalar and multivariate location

model, the theoretical size/power tradeoffs provide an accurate description of the size

distortions and power losses observed in finite samples, for sample sizes and degrees of

persistence typically found in empirical work. The fit of these bounds breaks down at high

levels of persistence, as expected based on Müller (2007, 2014). The performance of tests

with feasible adjusted critical values is mixed at best, with clear improvements relative to

the frontier only evident in very large sample sizes. We find this unsurprising in light of the

difficulty of estimating the curvature of the spectral density at frequency zero.

Sixth, we also perform Monte Carlo simulations of the multiple regression model. The

theoretical results for the Gaussian location model do not apply here because the process for

zt = xtut is non-Gaussian even if xt and ut are Gaussian, and we find that the location model

frontier is more favorable than the Monte Carlo frontier. Still, the theoretical orderings in

the location model seem to hold numerically in the regression case, specifically the EWP

test has a favorable size/power tradeoff, essentially the same as QS and clearly better than

Bartlett and related competitors.

This paper relates to a large literature. The starting point for our results is the fixed-b

asymptotic expansions in Velasco and Robinson (2001), Sun, Phillips, and Jin (2008), and Sun

(2013, 2014). Relative to these papers, the technical distinction is our focus on size-adjusted

power rather than unadjusted rejection rates under the alternative. This paper also relates to

the literature on orthonormal series estimators, see Phillips (2005), Müller (2007), and Sun

(2013) for multiple references. Relative to this literature, we provide a ranking of small-b

performance of orthonormal series estimators and unify existing small-b expansions for

kernel and orthonormal series expansions using what we refer to as the implied mean kernel

of orthonormal series LRV estimators. Although this paper does not consider bootstrap

procedures, some papers in the bootstrap literature are germane. In particular, the results

in Gonçalves and Vogelsang (2011) suggest that tests with critical values from the moving

block bootstrap will also satisfy our size/power tradeoff expressions and the frontiers (1.1)
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and (1.2), although we do not pursue this conjecture. The results of Zhang and Shao (2013)

suggest that their Gaussian bootstrap improves upon the frontier bounds derived here.

There is a growing literature on HAR tests using non-psd estimators (e.g. Sun, Phillips, and

Jin (2006) and Politis (2011)). Following the empirical literature, we restrict attention to tests

that are psd with probability one and do not address non-psd tests.

The remainder of the paper is organized as follows. Section 1.2 provides notation and

describes the family of kernel and series LRV estimators considered. Section 1.3 collects

results from the literature on fixed-b asymptotics and asymptotic expansions. Section 1.4

provides our main results. The Monte Carlo study is summarized in Section 1.5, with

additional results provided in Appendix A.2. Section 6 concludes. Proofs are given in

Appendix A.1.

1.2 Notation and Class of LRV Estimators

1.2.1 The HAR testing problem

Let zt be a m⇥ 1 time series with autocovariances Gj = cov(zt, zt�j), j = 0, 1, . . . and long-run

variance

W =
•

Â
j=�•

Gj. (1.3)

In general zt depends on unknown parameters, so that zt = zt (b) , although after prelimi-

nary definitions we suppress this dependence. We consider test statistics of the form,

t =
p
Tz̄0p
Ŵ

if m = 1, and (1.4)

F = Tz̄0Ŵ�1z̄0/m if m > 1, (1.5)

where z̄0 = T�1 ÂT
t=1 zt(b0) and Ŵ is an estimator of W.

The test statistics (1.4) and (1.5) arise in time series regression, in GMM estimation,

and in the multivariate location model. The time series regression model with dependent
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variable yt, m regressors xt, and potentially heteroskedastic and autocorrelated error ut is,

yt = x0tb + ut, t = 1, . . . , T. (1.6)

In this model, the usual t�statistic (if m = 1) orF�statistic (if m > 1) testing b = b0 is

respectively (1.4) or (1.5), where zt (b0) = xt (yt–x0tb0).

In the multivariate location model, yt is m⇥ 1, b is the vector of means of yt, and ut is

m⇥ 1:

yt = +ut. (1.7)

In this model, zt (b0) = yt � b0 and the statistics (1.4) and (1.5) test the null hypothesis that

b = b0.

The class of estimators Ŵ considered here is comprised of two families of estimators,

the family of psd kernel estimators and the family of orthonormal series estimators. These

estimators are computed using estimated coefficients b̂ and ẑt = zt(b̂). In the multivariate

location model, ẑt = yt � ȳ, where ȳ is the sample mean of yt. In the regression model,

ẑt = xtût, where ût = yt � xt 0 b̂ is the OLS residual and b̂ is the OLS estimator of in (1.6).

1.2.2 Kernel estimators

Kernel estimators of W are weighted sums of sample autocovariances using the weight

function, or kernel, k (·):

ŴSC =
T�1

Â
j=�(T�1)

k (j/S) Ĝj, where Ĝj =
1
T

min(T,T+j)

Â
t=max(1,j+1)

ẑtẑ0t�j, (1.8)

where S is the truncation parameter and the superscript “SC” denotes sum-of-covariances.

Examples of kernels k (v) include the Bartlett kernel used by Newey and West (1987),

k (v) = (1–|v|) 1 (|v|  1), and the Bartlett-Priestley-Epanechnikov quadratic-spectral (QS)

kernel, k (v) = 3[sin (px) /px– cos (px)]/ (px)2 for x = 6v/5; see Priestley (1981) and

Andrews (1991) for other examples.
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The sum-of-covariances estimator can equivalently be computed in the frequency domain

as a weighted average of periodogram values:

ŴWP = 2p

T�1

Â
j=1

KT(2p j/T)Iẑẑ(2p j/T), (1.9)

where KT (w) = T�1 ÂT�1
u=0 k(u/S)e

�iwu and where Izz (w) is the periodogram of ẑtat fre-

quency w,

Iẑẑ(w) = (2p)�1dẑ(w)dẑ(w)
0
,wheredẑ(w) = T�1/2 ÂT

t=1 ẑte
�iwt. (1.10)

Kernel estimators are positive semidefinite with probability one if the frequency-domain

weight function KT (w) is nonnegative.

An important special case of kernel estimators is the equal-weighted periodogram (EWP)

estimator, which is computed using the Daniell kernel which in the frequency domain

places equal weight on the first B/2 periodogram terms, where B is even:

ŴEWP =
2p

B

B/2

Â
j=1

Iẑẑ(2p j/T) =
1
B

B/2

Â
j=1

dẑ(2p j/T)dẑ(2p j/T)
0
. (1.11)

1.2.3 Orthonormal series estimators

Series estimators are obtained by projecting ẑt onto B mean-zero low-frequency functions of

a set of orthonormal functions, typically the first mean-zero elements of a basis for L2[0, 1].3

The EWP estimator (1.11) is an orthonormal series estimator using the Fourier basis.

Following Sun (2013), let
�

fj (s)
 

, j = 0, . . . , B, 0  s  1, denote the first B+ 1 functions

in an orthonormal basis for [0, 1], where f0 (s) = 1 and
R 1
0 fj(s)ds = 0 for j � 1. Let F

denote the T ⇥ B matrix consisting of
�

fj (s)
 

, j = 1, . . . , B, evaluated at t/T:

3These series estimators are equivalent to estimators referred to in previous literature as “orthogonal
multitaper” or “multiple window” estimators; see, for example, Brillinger (1975), Thomson (1982), and Stoica
and Moses (2005) for discussions of properties of these estimators in spectral density estimation.
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F = [F1 . . . FB] , where Fj = [fj (1/T)) fj (2/T)) . . . fj (1)]0,

F0F/T = IB, and i

0
TF = 0, (1.12)

where iT is the T�vector of 1s. The orthonormal series LRV estimator is,

ŴOS =
1
B

B

Â
j=1

Ŵj, where Ŵj = L̂jL̂0
j and L̂j =

r

1
T

T

Â
t=1

fj (t/T) ẑt. (1.13)

Note that F and ŴOS omit the j = 0 function, for which F0 = (i = 11 . . . 1)0 and F0
0F = 0.

By construction, ŴOS is psd with probability one.

The theory in this paper covers all basis functions that have three bounded derivatives,

plus a non-differentiable basis function based on splitting the sample. The four basis

functions we examine explicitly are Fourier, cosine, Legendre, and split-sample.

Fourier basis functions are comprised of the B real-valued sine and cosine series,

�

jj�1(s), j2j(s)
 

=
p
2 cos (2p js) ,

p
2 sin (2p js), j = 1, . . . , B/2. (1.14)

Cosine basis functions. Müller (2007) and Müller and Watson (2008) suggested using

as basis functions the type II discrete cosine transform, which are the eigenvectors of the

covariance kernel of a demeaned Brownian motion:

{jTj(s)} =

⇢p
2 cos



p j
✓

s� 1/2
T

◆��

, j = 1, . . . , B. (1.15)

Hwang and Sun (2015) refer to this as the shifted cosine function. A closely related

alternative is Phillips’ (2005) proposal of using
np

2sin [p j ((s� 1/2) /T)]
o

, j = 1, . . . , B,

which are the eigenvectors of the covariance kernel of Brownian motion. Phillips (2005)

shows that, for B ! • and B/T ! 0, the sine series estimator is asymptotically equivalent

to ŴEWP to second order.

Legendre polynomials can be constructed as the B functions of the Gram-Schmidt

orthonormalization of
�

sj
 

, j = 1, . . . , B on [0, 1]. Abramowitz and Stegun (1965, ch. 8) give
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recursions for Legendre polynomials on [�1, 1], which for the purpose here are then shifted

to [0, 1] and renormalized.

Split-sample step function. Ibragimov and Müller (2010) proposed estimating the long-

run variance by estimating on B+ 1 equal-sized subsamples and estimating W using the

sample variance of these subsample estimators.4 For a single coefficient, their split-sample

(SS) test statistic is,

tSS =
p
B+ 1

⇣

¯̂
b � b0

⌘.

q

S2
b̂

, where S2
b̂

=
1
B

B+1

Â
i=1

⇣

b̂

(i) � ¯̂
b

⌘2
, (1.16)

where b̂

(i)is the estimator of computed using the ith subsample and ¯̂
b = 1

B+1 ÂB+1
i=1 b̂

(i) .

In the location model, the SS t-statistic (1.16) can be written in the standard form (1.4),

where the LRV estimator is the series estimator,5

ŴSS =
⇣

T�1/2FSSẑ
⌘0 ⇣

T�1/2FSSẑ
⌘

/B, where FSS =
p
B+ 1

h

IB+1 ⌦ iT/(B+1)

i

MB
i

, (1.17)

where it denotes the r-vector of ones, MB
i

is the (B+ 1)⇥ B matrix of eigenvectors corre-

sponding to the B unit eigenvalues of the idempotent matrix M = IB+1 � iB+1i

0
B+1/(B+ 1),

and ⌦ is the Kronecker product.

We will refer to FSS in as the SS orthonormal series and to ŴSSas the SS series LRV

estimator. The SS basis functions are discontinuous step functions. For B = 2n–1, where n is

an integer, the SS and Haar basis functions are equivalent, however for other B the Haar

functions do not span FSS. Although the expression for ŴSS in (1.17) was developed for the

location model with m = 1, it generalizes directly to m > 1 and to the time series regression

4This subsample variance estimator is also referred to as the “batch mean estimator” in previous literature,
for example Song and Schmeiser (1993) compare the batch mean estimator to conventional kernel LRV estimators.
We thank Yixiao Sun for pointing us to this literature.

5Write b̂

(i) = [T/(B+ 1)]�1 Â[T/(B+1)]i
t=[T/(B+1)](i�1)+1 yt and

¯̂
b = ȳ (the full-sample mean of yt), so S2

b̂

= b̃

0M
i

b̃/B

where b̃ =
⇣

b̂

(1) . . . b̂

B+1
⌘0
. Then b̃

0M
i

b̃ = b̃

0MB
i

MB
i

0
b̃ = y0

⇣

IB+1 ⌦ iT/(B+1)

⌘

MB
i

MB
i

0
⇣

IB+1 ⌦ iT/(B+1)

⌘0
y =

ẑ0
⇣

IB+1 ⌦ iT/(B+1)

⌘

MB
i

MB
i

0
⇣

IB+1 ⌦ iT/(B+1)

⌘0
ẑ, from which (1.17) follows. Note that FSS is T⇥ B and FSS0FSS

as required for series estimators.
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model.6

Implied mean kernels of series estimators. Although the only series estimator with an

exact kernel representation is the Fourier series/EWP estimator, the mean of every series

LRV estimator has an approximate kernel representation, which becomes exact as T ! •.

We refer to the limiting kernel of this mean as the implied mean kernel. We now provide

an expression for the implied mean kernel in terms of the underlying basis functions. Use

the definition of Ŵj in (1.13) and the device in Grenander and Rosenblatt (1957, p. 125) to

express the mean of the jth contribution to an orthonormal series estimator as,

EŴj = E

 

r

1
T

T

Â
t=1

fj (t/T) ẑt

! 

r

1
T

T

Â
t=1

fj (t/T) ẑt

!0

=
1
T

T

Â
t=1

T

Â
s=1

fj(t/T)fj(s/T)Gs�t +O(1/T)

=
T�1

Â
u=�(T�1)

kOS
j,T (u/T)(1� |u/T|)Gu +O(1/T), (1.18)

where

kOS
j,T (u/T) =

1
T � |u|

T

Â
t=1

fj (t/T) fj ((t� u) /T) 1 (1  t� u  T) . (1.19)

The second equality in (1.18) follows from F0
jiT = 0 (as assumed in (12)). Thus

EŴOS =
1
B

B

Â
j=1

EŴj =
T�1

Â
u=�(T�1)

kOS
B,T(u/S)(1� |u/T|)Gu +O(1/T), (1.20)

where kOS
B,T (u/S) = 1

B

B
Â
j=1

kOS
j,T
�

B�1 u
S
�

, and SB = T, so that S corresponds to the usual

time-domain truncation parameter. The change of variables from u/T to u/S in (1.20) aligns

6Both the Ibragimov-Müller test statistic (1.16) and the test based on ŴSS in (1.17) generalize to time series
regression with stochastic regressors, however the test statistics are no longer the same outside the location
model. Mechanically, this distinction arises because the IM t-statistic is based on the sample variance of the
subsample estimators of b in which both the numerator and denominator are computed using the subsample,
whereas plugging ŴSS into (1.4) uses the subsample estimates of b and the full-sample estimator the xt second
moment matrix. This distinction prevents giving the IM statistic in (1.16) an orthonormal series interpretation in
the general regression model. In this paper we only consider the orthonormal series version of the split-sample
test, that is, HAR tests using ŴSS.
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the implied mean kernel with the usual expression for kernels as a function of u/S, so

that (1.20) matches (for example) Priestley (1981, eq. (6.2.120)); also see Brillinger (1975,

eq. (5.8.6)). This definition and the fact that S = bT for kernel estimators motivates setting

b = 1/B for orthonormal series estimators.

Asymptotically, limT!•kOS
jT = kOS

j , so the implied mean kernel generating function is,

kOS
B (v) =

1
B

B

Â
j=1

kOS
j (B�1v), where kOS

j (v) =
1

(1� |v|)

Z min(1,1+v)

max(0,v)
fj (s) fj (s� v) ds (1.21)

Note that kOS
B (0) = 1.

Equations (1.20) and (1.21) show that the mean, and thus bias, of orthonormal series

estimators have the same approximate form as kernel estimators, and that this form becomes

exact as T ! •. Sections 1.3 and 1.4 below develop rejection-rate expansions and associated

theoretical results under the large-B (i.e., small-b) sequence under which B ! •, and

we accordingly define kOS(v) = limB!•kOS
B (v) for orthonormal series estimators.7 Any

expressions below for kOS(·) without the subscript B accordingly refer to these limiting

implied mean kernels.

In the frequency domain, the implied mean kernels kOS
B,T(u/S) for the Fourier, cosine,

Legendre, and SS basis functions all concentrate their mass on low frequencies (Supplemental

Figures A.1 and A.2). Interestingly, in the time domain the Legendre implied mean kernel is

indistinguishable from the SS implied mean kernel near the origin, a result shown formally

below; however, the Legendre kernel places weight on more distant autocovariances, whereas

the SS mean kernel truncates. In the frequency domain both the Legendre and SS implied

mean kernels have considerably more leakage than the Fourier and cosine kernels.

7More formally, one can define kOS(·) as the limit of kOS
B,T(·)asB, T ! • s.t. B/T ! 0 in the space L2(�•,•)

endowed with the sup metric, as implied by Assumptions 1.2 and 1.3 in Section 1.4. The validity of the
sequential-limit definition given here in the text in the context of these joint-limit assumptions is verified
formally in the proof of Theorem 1.1(i) in the Appendix, and this point is discussed further in Section 1.4.
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1.3 Summary of Fixed-b Asymptotics and Small-b Rejection Rate

Expansions

Following Jansson (2004), Sun, Phillips, and Jin (2008), and Sun (2013, 2014), we consider

HAR tests evaluated using fixed-b asymptotic critical values, and approximate their rejection

rates using “small-b” asymptotic expansions.

1.3.1 Fixed-b asymptotics

Kernel estimators. The earliest fixed-b asymptotic results for kernel estimators were pro-

vided in the classical spectral density estimation literature for weighted periodogram (WP)

estimators with truncated frequency-domain weights. For clarity, we begin with the scalar

case. Consider ŴWP in (1.9), let KjT = KT (2p j/T), and suppose that KjT = 0 for j > B and

that KjT ! Kj as T ! •. These assumptions cover many important kernels when the fre-

quency domain bandwidth B is fixed, including the QS, Parzen, and Daniell kernels (and thus

the EWP estimator). For example, for the QS kernel, Kj = (3pB/2)� 1
⇣

1– (j/B)2
⌘

1 (j  B)

and for the Daniell kernel Kj = (2pB)�11 (j  B). Under these conditions, the first-order

asymptotic distribution of ŴWP is the weighted average of finitely many chi-squareds,

ŴWP d�!
 

2p

B/2

Â
j=1

Kjx j

!

W, where x j arei .i.d. , j = 1, . . . , B/2, (1.22)

see Brillinger (1981, p.145) and Priestley (1981, p. 466).

Kiefer and Vogelsang (2005) obtained the fixed-b asymptotic distribution for kernel

estimators by working directly with the time-domain representation. They showed that,

ŴSC d�!
✓

Z 1

0

Z 1

0
k
✓

r� s
b

◆

dV (r) dV (s)
◆

W, (1.23)

where V is a Brownian bridge. Sun (2014) applies Mercer’s theorem to (1.23) to represent

the limiting distribution of ŴSC as a weighted average of infinitely many independent

chi-squared random variables; his representation reduces to (1.22) for frequency-domain

kernels for which Kj = 0, j > B/2. This weighted average has a c

2
B distribution if and only if
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B/2 of the weights equal 1 and the rest are zero. Thus the EWP/Daniell estimator is unique

among WP and SC estimators in having a fixed-b asymptotic distribution that is
�

c

2
B/B

�

W.

To simplify computing fixed-b critical values for (1.22), Tukey (1949) proposed approxi-

mating the distribution in (1.22) by a chi-squared, specifically,

ŴWP �
c

2
n

/n

�

W, where n =

✓

b
Z •

�•
k2(x)dx

◆�1
, (1.24)

where n is the “equivalent degrees of freedom” of ŴWP. This approximation is exact

only for the EWP/Daniell estimator, for which n = B,
R •
�• k2(x)dx = 1, and b = 1/B.

Orthonormal series estimators. If
�

�

�

f

0
j

�

�

�

is bounded, then a standard central limit theorem

for stationary processes shows that T�1/2 ÂT
t=1 fj (t/T) zt

d�! N (0,W), e.g. Sun (2013). For

B fixed, it follows that ŴOS in has the fixed B asymptotic distribution,

ŴOS d�!
 

1
B

B

Â
j=1

z j

!

W ⇠
�

c

2
B/B

�

W, where z j are i.i.d. c

2
1. (1.25)

For orthonormal series estimators, Tukey’s approximation (1.24) to the asymptotic distribu-

tion holds exactly with n = B.

Fixed-b distributions of HAR t-statistic. The fixed-b asymptotic distribution of the

HAR test statistic obtains from the fixed-b limiting distributions of Ŵ and the asymptotically

independent normal distribution of
p
T
�

b̂ � b

�

. In general, this distribution is nonstandard

and requires tabulated critical values.

For LRV estimators with the chi-squared fixed-b asymptotic distribution in (1.25), the

fixed-b asymptotic distribution is tB. This result seems to date to Brillinger (1975, exercise

5.13.25), who considered the fixed-B EWP HAR test in the location model. An implication

of the discussion in Section 1.3.1 is that the set of estimators with chi-squared fixed-b

asymptotic distributions is the set of orthonormal series estimators. Thus, among the family

of psd kernel and orthonormal series HAR tests considered in this paper, orthonormal series

tests uniquely have exact asymptotic t
n

fixed-b distributions.

Multivariate extension. For general p � 1, ŴOS has the fixed B asymptotic distribution,
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ŴOS d�! W1/2XW1/2, where X ⇠ Wp (I, B) (1.26)

where Wp (I, B) denotes the standard Wishart distribution with dimension p and degrees of

freedom B. Thus m times FT in (1.5) will have an asymptotic Hotelling T2 distribution.

As in Stock and Watson (2008) and Sun (2013), it is convenient to rescale FT so that it

has a fixed-b F distribution. We therefore consider the rescaled F test,

F⇤T =
B�m+ 1

B
FT. (1.27)

where FT is given in (1.5). When FT is evaluated using ŴOS, F⇤T
d�! Fm,B�m+1.

1.3.2 Small-b Rejection Rate Expansions

Velasco and Robinson (2001), Jansson (2004), Sun, Phillips, and Jin (2008), and Sun (2014)

(among others) provide higher-order expansions of the rejection rate of HAR tests in the

Gaussian location model using kernel LRV estimators for small-b sequences satisfying

b ! 0, T ! •, and ST = bT ! •. Sun (2013) provides small-b rejection rate expansions for

orthonormal series HAR tests.

Like classical expansions of the MSE for spectral estimators, the expansions for kernel

HAR tests depend on the kernel through the so-called Parzen characteristic exponent.

We show below that the expansions for orthonormal series tests depend on the Parzen

characteristic exponent of the implied mean kernel. The Parzen characteristic exponent q is

the maximum integer such that

k(q) (0) = lim
x!0

1� k (x)
|x|q

< •. (1.28)

The term k(q) (0) is called the qth generalized derivative of k, evaluated at the origin. For the

Bartlett (Newey-West) kernel, q = 1, while for the QS and Daniell kernels, q = 2.

The expansions also depend on the Parzen generalized derivative of the spectral density

at the origin. Define
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w

(q) = tr

 

m�1
•

Â
j=�•

|j|qGjW�1

!

. (1.29)

Without W�1, (1.29) is the trace of 2p times the Parzen (1957) generalized qth derivative of

the spectral density at frequency zero; w

(q) normalizes this by 2p times the spectral density

at frequency zero. For the case m = 1 and q = 2, w

(2) is the negative of the ratio of the

second derivative of the spectral density of zt = xjtut at frequency zero to the value of

the spectral density of zt at frequency zero. If zt follows a stationary AR(1) process with

autoregressive coefficient r, then w

(2) = 2r/(1� r)2.

Sun’s (2013, 2014) small-b expansions of rejection rates for tests using fixed-b critical

values play a central role in our analysis, so we summarize them here in unified notation.

Let F⇤T denote the modified F statistic in (1.27), and let ca

m (b) denote the fixed-b asymptotic

critical value for the level a test with m degrees of freedom. In these expressions, k refers to

the kernel or implied mean kernel, where for orthonormal series estimators b = 1/B. The

asymptotic expansion of the null rejection rate is

Pr [F⇤T > ca

m (b)] = a + G0
m(c

a

m)c
a

mw

(q)k(q)(0)(bT)�q + o(b) + o
⇣

(bT)�q
⌘

, (1.30)

where Gm is the chi-squared cdf with m degrees of freedom, G0
m is the first derivative of Gm,

and c

a

m is the 1� a quantile of Gm. As discussed in Sun (2013, 2014) and in the proof of

Theorem 1.1 in the Appendix, the term in (bT)�q in (1.30) arises from the bias of the LRV

estimator.

Under the local alternative d = T1/2W1/2SXXb, the rejection rate using the fixed-b critical

value has the expansion,

Pr
d

[F⇤T > ca

m (b)] =[1� Gm,d2(c
a

m)] + G0
m,d2(c

a

m)c
a

mw

(q)k(q)(0)(bT)�q

� 1
2

d

2G0
m+2,d2(c

a

m)c
a

mn

�1 + o(b) + o
⇣

(bT)�q
⌘

, (1.31)

where Gm,d2 is the noncentral chi-squared cdf with m degrees of freedom and noncentrality
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parameter d

2, G0
m,d2 is its first derivative, and n =

⇣

b
R •
�• k2(x)dx

⌘�1
for kernel estimators

and n = 1/b for orthonormal series estimators.8 This expression depends on both the bias

of the LRV estimator, as reflected in the second term on the right hand side of (1.31), and on

its variance, as reflected in the third term (the term in n

�1). This latter term is the power

loss analogous to that from using a t distribution when the variance is estimated in the i.i.d.

location model, relative to Gaussian inference with a known variance.

1.4 Main Results

This section provides our theoretical results describing the size and size-adjusted power.

The class of tests considered is comprised of tests using psd kernel LRV estimators and

tests using orthonormal series LRV estimators. Unless stated otherwise, all HAR tests are

evaluated using fixed-b critical values.

1.4.1 Assumptions

We make the following assumptions throughout, which restate assumptions in Sun (2013,

2014) and derive from and extend those in Sun, Phillips, and Jin (2008) and Velasco and

Robinson (2001).

Throughout, we refer to the O
⇣

(bT)�q
⌘

term in (1.30) as the higher-order size distortion,

and to this term plus a as the higher-order size. For kernel estimators, k refers to the kernel.

For orthonormal series estimators, k refers to the implied mean kernel, for which b = 1/B.

For both families of tests, q is the Parzen characteristic exponent of the kernel or implied

mean kernel.

Assumption 1.1. (stochastic processes).

(a) The spectral density of zt, denoted sz (w) at frequency w, is twice continuously differentiable,

and 0 < sz (w) < • in a neighborhood around w = 0.

8As noted below, these expressions hold in the context of the Gaussian location model. In a slightly more
general Gaussian GMM setting, equation (1.31) would include a term in O(log T/

p
T), but as in Sun (2014) this

term would not depend on b and can therefore be ignored for our purposes.
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(b)
•
Â

u=�•
|u|r |Gu| < • for r 2 [0, 2+ d], for some d > 0.

(c) A functional central limit theorem holds for zt: T�1/2 Â[Tl]
t=1 zt

d�! W1/2Wp (l) , where [·] is

the greatest lesser integer function and is a p-dimensional standard Brownian motion on the unit

interval.

(d) zt is a stationary Gaussian process, and it is generated according to the multivariate location

model (1.7).

Assumption 1.2. (kernels). The kernels k (v) : R ! [�1, 1] are piecewise smooth, satisfy k (v) =

k (�v) , k (0) = 1,
•
R

�•
|v|k (v) dv < • , and have Parzen characteristic exponent q � 1.

Assumption 1.3. (orthonormal series). The orthonormal series
�

fj
 

2 L2 [0, 1] have three contin-

uous derivatives, j = 1, . . . , B, such that the nth derivative f

(n)
j (x) is O (jn), and their limiting

implied mean kernels satisfy Assumption 1.2.

Assumption 1.4. (rates). The sequence b is assumed to satisfy, bqTq�1 + (bT)�1 ! 0.

Assumptions 1.1(a)-(c) provide conditions under which the bias expressions and fixed-b

distributions hold. Assumption 1.1(a) (or (b)) further implies that w

(q) in is finite for q � 2.

Assumption 1.1(d) assumes the multivariate Gaussian location model.

Assumption 1.2 states standard conditions on kernel estimators.

Assumption 1.3 strengthens slightly the conditions in Sun’s (2013) Assumption 3.1 so

that the basis functions have three derivatives, each of the order jn. All basis functions

discussed above aside from the SS basis functions meet this assumption, so the SS basis

functions are treated separately. The further assumption that the basis functions’ implied

mean kernels meet Assumption 1.2 is not restrictive, as it follows directly from the form of

the implied mean kernel in (1.21).

Assumption 1.4 is stronger than needed for some of the results. For example the

expansions for kernel HAR tests in Sun, Phillips, and Jin (2008) require only that b ! 0 and

bT ! • (i.e., b+ (bT)�1 ! 0), which are implied by Assumption 1.4. The more restrictive

rate condition in Assumption 1.4 is used to express the expansions for orthonormal series

estimators in terms of the implied mean kernel when q = 2.
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1.4.2 Results

Theorems 1.1-1.5 and Corollary 1.1 provide our main theoretical results.

Theorem 1.1. Under Assumptions 1.1–1.4,

(i) For orthonormal series estimators, the scaled asymptotic bias of the LRV estimate is,

⇣

EŴOS � W
⌘

W�1 = �
✓

B
T

◆q
kOS(q) (0)

•

Â
j=�•

|j|qGjW�1 + o
✓✓

B
T

◆q◆

, (1.32)

with kOS(1)(0) = lim
B!•

1
B2

B
Â
j=1

fj(0)
2+fj(1)

2

2 and kOS(2)(0) = � lim
B!•

1
B3

B
Â
j=1

s 10 fj(s)f00
j(s)ds

2 . If kOS(1) (0)

6= 0, then q = 1; otherwise, q = 2.

(ii) For both psd kernel and orthonormal series HAR tests, the small-b asymptotic expansions

(1.30) and (1.31) apply. These expansions also hold for the SS series estimator although it does not

satisfy Assumption 1.3.

Theorem 1.2. Let ca

m,T (b) be the size-adjusted fixed-b critical value, that is, the critical value such

that Pr0
h

F⇤T > ca

m,T (b)
i

= a + o (b) + o
⇣

(bT)�q
⌘

, and assume that Assumptions 1.1-1.4 hold.

Then for a test that is either a psd kernel HAR test or an orthonormal series HAR test,

ca

m,T (b) =
h

1+ w

(q)k(q) (0) (bT)�q
i

ca

m (b) , (1.33)

and the higher order size-adjusted power of the test is,

Pr
d

⇥

F⇤T > ca

m,T (b)
⇤

=
⇥

1� Gm,d2 (c
a

m)
⇤

� 1
2

d

2G0
(m+2),d2 (c

a

m) c

a

mn

�1

+ o (b) + o
⇣

(bT)�q
⌘

. (1.34)

Theorem 1.3. Consider two tests F⇤1 and F⇤2 based on different kernels or implied mean kernels with

the same value of q, which have equivalent degrees of freedom respectively given by n1 and n2, and

which have fixed-b critical values respectively given by c1a

m (b1) and c2a

m (b2). Choose b1 and b2 such

that F⇤1 and F⇤2 have the same higher-order size. Then, under Assumptions 1.1-1.4, the difference

between their higher-order rejection rates under the local alternative d is,
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Pr
d

[F⇤1T > c1a

m (b1)]� Pr
d

[F⇤2T > c2a

m (b2)]

=
1
2

d

2G0
(m+2),d2 (c

a

m) c

a

m

⇣

n

�1
2 � n

�1
1

⌘

+ o (b1)

+ o
⇣

(b1T)
�q
⌘

+ o (b2) + o
⇣

(b2T)�q
⌘

. (1.35)

Our main results concern the tradeoff between size and size-adjusted power. The size

distortion DS of the candidate test is,

DS = Pr
0
[F⇤T > ca

m (b)]� a. (1.36)

The power of the oracle test, in which W is known, is 1� Gm,d2 (c
a

m). Let DP (d) denote

the power loss of the candidate test, compared to the oracle test, under the local alternative

d, and let Dmax
P denote the maximum such power loss, so that Dmax

P is the maximum gap

between the power curves of the oracle test and the candidate test. Then,

DP (d) =
⇥

1� Gm,d2 (c
a

m)
⇤

� Pr
d

⇥

F⇤T > ca

m,T (b)
⇤

, and (1.37)

Dmax
P = sup

d

DP (d) . (1.38)

Because n can be expressed in terms of b for both families of tests, equations (1.30)

and (1.34) constitute a pair of parametric equations that determine DS and DP for a given

sequence b. Both expressions are monotonic in b so the sequence b can be eliminated to

obtain expressions for the higher-order tradeoff between the size and power of a given

test.Corollary 1.1 The manner in which b enters into those two expressions restricts the rate

of the sequence b such that DS and DP are of the same order. Corollary 1.1 provides that

restriction, which meets Assumption 1.4, and which is then used in Theorem 1.4 to provide

the higher-order tradeoff between size and power.

Corollary 1.1. DP (d) and DS are of the same asymptotic order if and only if b ⇠ CT� q
q+1 for some

positive constant C.

23



Theorem 1.4. For a given HAR test evaluated using fixed-b critical values, if b
q+1
q T ! C as in

Corollary 1.1, then:

(i) The small-b asymptotic tradeoff between the size distortion DS and the power loss against the

local alternative d is,

TDp (d) |DS|1/q = am,a,q (d)



⇣

k(q) (0)
⌘1/q Z •

�•
k2 (x) dx

�

�

�

�

w

(q)
�

�

�

1/q
+ o (1) (1.39)

for kernel tests, and

TDp (d) |DS|1/q = am,a,q (d)
⇣

k(q) (0)
⌘1/q�

�

�

w

(q)
�

�

�

1/q
+ o (1) (1.40)

for orthonormal series tests, where in both cases am,a,q (d) = 1
2d

2G0
(m+2),d2 (c

a

m) c

a

m

⇥ (G0
m (ca

m) c

a

m)
1/q , and k is the kernel or implied mean kernel.

(ii) The small-b asymptotic tradeoff between DS and the maximum power loss Dmax
P is,

TDmax
p |DS|1/q = ām,a,q



⇣

k(q) (0)
⌘1/q Z •

�•
k2 (x) dx

�

�

�

�

w

(q)
�

�

�

1/q
+ o (1) (1.41)

for kernel tests, and

TDmax
p |DS|1/q = ām,a,q

⇣

k(q) (0)
⌘1/q�

�

�

w

(q)
�

�

�

1/q
+ o (1) (1.42)

for orthonormal series tests, where in both cases ām,a,q = sup
d

am,a,q (d).

(iii) The size/power tradeoffs of tests based on LRV estimators with Parzen characteristic exponent

q = 2 dominate the tradeoffs for tests with q = 1, both within and across the two families of tests.

Theorem 1.5 provides the size/power frontier, which is the envelope of the tradeoffs

given in Theorem 1.4.

Theorem 1.5.

(i) For psd kernel and orthonormal series HAR tests, under the sequence for b in Corollary 1.1,

TDmax
P

r

DS

w

(2) � 3p

p
10

25
ām,a,2 + o (1) (1.43)

where ām,a,2 is given in Theorem 1.4. This frontier is achieved by the QS kernel. For tests with

a = .05, ām,a,23p

p
10/25 ⇡ 0.3368 for m = 1, ām,a,23p

p
10/25 ⇡ 0.6460 for m = 2, and

24



ām,a,23p

p
10/250.9491 for m = 3.

(ii) For psd kernel and orthonormal series HAR tests with exact t- and F- asymptotic fixed-b

distributions, under the sequence for b in Corollary 1.1,

TDmax
P

r

DS

w

(2) � pp
6
ām,a,2 + o (1) (exact t or F critical values). (1.44)

This frontier is achieved by the EWP test. For a = .05, ām,a,2p/
p
6 ⇡ 0.3623 for m = 1,

ām,a,2p/
p
6 ⇡ 0.6950 for m = 2, and ām,a,2p/

p
6 ⇡ 1.0211 for m = 3.

1.4.3 Remarks

1. For a given a and m, the frontier depends only on the sample size and the average

curvature of the spectral density at frequency zero. As a result, the scaled fixed-b

frontier plotted in Figure 1.1 is universal and applies to all psd kernel and orthonormal

series HAR tests evaluated using fixed-b critical values under the asymptotic sequence

given in Corollary 1.1. The frontier furthermore applies to all processes satisfying As-

sumption 1.1. In practice, the quality of this approximation to the frontier presumably

depends on the properties of the stochastic process and on the sample size, and this

quality is explored in the Monte Carlo analysis in the next section.

2. The sequence given in Corollary 1.1, b ⇠ CT� q
q+1 , is of the same order as the sequence

found in Sun, Phillips, and Jin (2008) and Sun (2014) to minimize a weighted average

of type I and type II testing errors in the case that DS > 0. Although we derive the

frontier only for this sequence, we conjecture that it holds more generally. Inspection

of the proof reveals that strengthening terms in o (b) and o
⇣

(bT)�q
⌘

in the underlying

Edgeworth expansions, toO of any higher order, would broaden the range of sequences

for which this frontier holds. This conjecture is supported by the generally good ability

of the frontier to describe simulation results as discussed below.

3. Because the sign of the size distortion and the sign of w

(2) are the same, the absolute

values in (1.41) are eliminated in Theorem 1.5 by expressing the tradeoff for q = 2

tests in terms of the ratio DS/w

(2), which in the case m = 1 yields (1.1).
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4. To gain some intuition into the overall frontier (1.43), note that the frontier for kernel

tests is achieved by the q = 2 HAR test for which the term
q

k(2) (0)
R •
�• k2 (x) dx in

(1.41) is minimized. This minimization problem turns out to be the same problem

that gives rise to the QS/Bartlett-Priestley-Epanechnikov kernel (Priestley (1981, pp.

569-70)), for which
q

k(2) (0)
R •
�• k2 (x) dx = 3p

p
10/25. This frontier then can be

shown to dominate the frontier for orthonormal series tests (see Remark 5 below), so

that it is in fact the overall frontier across both families.

5. The proof for the restricted frontier in part (b) entails expressing a candidate set of

q = 2 orthogonal series in terms of Fourier coefficients, computing their implied value

of
q

k(2) (0), and concluding that it must be larger than the orthogonal series that

places all weight on the first B/2 Fourier terms. But that dominating series delivers

the Daniell kernel, that is, the EWP estimator.

6. The price one must pay for the convenience of exact t or F fixed-b critical values can be

computed from Theorem 1.3 by letting F1 be the QS test and F2 be EWP. Suppose the

EWP test is computed using B/2 periodogram ordinates (B Fourier basis functions).

Then, from (1.35), the power cost of using EWP relative to the higher-order best test

(QS) with the same higher-order size is, neglecting the remainder terms,

Pr
d

⇥

F⇤QS,T > cQS,a(bQS)
⇤

– Pr
d

⇥

F⇤EWP,T > cEWP,a(bEWP)
⇤

⇡1
2

d

2G0
(m+2),d2 (c

a

m) c

a

m

⇣

n

�1
EWP � n

�1
QS

⌘

=
1
2

d

2G0
(m+2),d2 (c

a

m) c

a

m

 

1� 6
p
3

5
p
5

!

B�1, (1.45)

where nEWP = B and the final expression is derived in the Appendix. Note that (1.45)

holds under the more general rate condition of Assumption 1.4, not just under the

optimal rate condition of Corollary 1.1. The maximum higher-order power loss from

using EWP over all alternatives d (that is, maximized over d) is tabulated in Table 1.1

for various values of B and m = 1, 2, 3, and 4. It is apparent that the cost of using EWP

relative to QS is small: for B = 8 and m = 1, the maximum size-equivalent power gap
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Table 1.1: Maximum power loss of same-size EWP (with B series) compared to QS

B
m 4 5 16

1 0.0147 0.0074 0.0037
2 0.0247 0.0123 0.0062
3 0.0335 0.0168 0.0084
4 0.0419 0.0209 0.0105

Note: b for QS is chosen so that its higher order size is the same as EWP with B terms.

is 0.0074 over all alternatives. And while the maximum power loss increases in m,

for B = 8 it remains small, approximately 0.02, even when testing m = 4 restrictions.

Figure A.3 in the Supplement plots the final expression in (1.45) as a function of d for

various values of B and m = 1.

7. The expressions for the generalized derivatives of the implied mean kernel at the

origin in Theorem 1.1(i) are displayed as a sequential calculation (letting T ! •

to obtain (1.21), then differentiating). However, the theorem is proven under the

small-b sequence in Assumption 1.4, then it is shown that this result coincides with

the sequential heuristic. We also obtain the generalized derivative of the implied mean

kernel (and thus the bias) of the SS series estimator without appealing to the derivative

expressions in Theorem 1.1(i).

8. Theorem 1.1 allows us to assess the effect of a given choice of orthogonal series on

the bias of the LRV estimator by calculating the generalized derivatives given in those

expressions.

(a) q = 1 implied mean kernels. It is shown in the Appendix that: the Legendre

basis function has q = 1; by a direct calculation, the SS-basis also has q = 1;

and, surprisingly, the generalized first derivative at the origin of the two bases

is the same for small b (large B): kLeg(1) (0) = kSS(1) (0) = 1. Thus for small

b, kLeg(1) (0) = kSS(1) (0) = kNW(1) (0). Because Legendre, SS, and Bartlett are

all q = 1 kernels or implied mean kernels, their size distortion/size-adjusted
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power tradeoffs are given by (1.39)-(1.40) with q = 1. Assessing the second

term in those tradeoffs, for Legendre and SS, k(1) (0) = 1 while for Bartlett,

k(1) (0)
R •
�• k2 (x) dx = 2/3. Thus NW dominates Legendre and SS: the NW

small-b tradeoff curve is strictly below the Legendre and SS tradeoff curves.

Surprisingly, the Legendre and SS share a common tradeoff curve.

(b) q = 2 implied mean kernels. The Fourier and cosine bases both satisfy As-

sumption 1.2, and by calculations in the Appendix, are both q = 2 and are

asymptotically equivalent: kEWP(2) (0) = kcos(2) (0) = p

2

6 . The higher-order term

in the bias expansion is smaller for the cosine than for the Fourier basis, as it

can be seen in the Appendix that for finite B, kEWP(2)
B (0) = p

2

6
(B+1)(B+2)

B2 while

kcos(2)B (0) = p

2

6
(B+1)(B+1/2)

B2 . This suggests that for small B, the cosine basis might

slightly outperform the Fourier basis.

9. Theorem 1.1(i) has several precedents in the literature. In a slightly different context,

Brillinger (1975, Theorem 5.8.1) provides a result similar to the first part of our

Theorem 1.1(i), but does not provide expressions for the generalized derivatives of the

implied mean kernel. Theorem 1.1(i) extends the results of Theorem 1(i) in Phillips

(2005), Theorem 2(a) in Sun (2011), and Theorem 4.1 in Sun (2013) to the case of a

general orthonormal series estimator (some of those results apply only to q = 2 or to

specific kernels). Our result unifies the asymptotic bias for kernel and orthonormal

series LRV estimators by expressing the asymptotic bias in both cases in terms of the

Parzen characteristic exponent and the generalized derivatives of the kernel or implied

mean kernel.

10. An implication of Theorem 1.2 and Assumption 1.4 is that use of the infeasible adjusted

critical value (1.33) provides a higher-order improvement to the null rejection rate of the

test, so that the null rejection rate is Pr0
h

F⇤T > ca

m,T (b)
i

� a = o ((bT)� 2) + o (b) =

o (T � 2/3) under the Corollary 1.1 sequence. This improvement is a refinement over

the fixed-b critical value. It is also an improvement over the results provided by

Gonçalves and Vogelsang (2011) for the moving block bootstrap applied to a HAR
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test evaluated using the asymptotic Gaussian/chi-squared critical values, which they

showed to provide a critical value equivalent to the fixed-b critical value. The improve-

ment from using ca

m,T (b) appears not to be as good as the refinement from using Zhang

and Shao’s (2013) Gaussian dependent bootstrap, however their Gaussian bootstrap

entails generation of bootstrap samples from a consistently estimated autocovariance

function whereas the adjusted critical values ca

m,T (b)depend on the process solely

through w

(2). In addition, Zhang and Shao’s (2013) expansion is around the fixed-b

limiting distribution, not around its small-b chi-squared limit, so their results are not

directly comparable to those here.

11. The preceding remark suggests considering a feasible version of the adjusted critical

value, in which w

(2) is replaced with a consistent estimator:

ĉa

m,T (b) =
h

1+ ŵ

(q)k(q) (0) (BT)�q
i

ca

m (b) . (1.46)

For the EWP estimator, the feasible higher-order adjusted critical value is

ĉa

m,T (b) =

"

1+
p

2

6

✓

B
T

◆2
ŵ

(2)

#

Fa

m,B�m+1(EWP), (1.47)

where \(F_{m,B - m}^\alpha \) is the -level critical value for the Fm,B-m distribution.

The results in Theorem 1.2 suggest that these feasible higher-order adjusted critical

values provide size improvements that will place the test below the size/power

frontier of Theorem 1.5, because they have better asymptotic size control with the

same size-adjusted power.

1.5 Monte Carlo Analysis

The purpose of this Monte Carlo analysis is threefold. First, we assess the quality of the

small-b approximations to the size/power tradeoffs in the Gaussian location model. Second,

we examine whether the empirically adjusted critical values proposed in (1.46) and (1.47)

actually provide improvements in relevant sample sizes in the Gaussian location model.
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Third, we investigate the extent to which the theory derived for the Gaussian multivariate

location model generalizes to time series regression with stochastic regressors.

1.5.1 Estimators and Design

For a given kernel or orthonormal series estimator, we use four values of b, chosen so

that n = 8, 16, 32, and 64. The tests are labeled accordingly, for example NW16 is the

Newey-West (Bartlett) test with n = 16 equivalent degrees of freedom. As a reference, for

T = 200, NW32 has a truncation parameter of (3/2)T/n, which rounds up to 10. For the

orthonormal series estimators, n = B. Tests use fixed-b critical values unless explicitly stated

otherwise. We examine the following HAR tests:

1. NW: Kernel estimator with Bartlett/Newey-West kernel, k (v) = (1� |v|) 1 (|v|  1)

2. KVB: The Kiefer-Vogelsang-Bunzel (2000) test, which is NW with S = T (so n = 3/2).

3. QS: k(u) = 3[sin (px) /px–cos (px)]/(px)2 for x = 6u/5.

4. EWP: Orthonormal series estimator using Fourier basis in (1.11).

5. cos: Orthonormal series estimator using Type-2 cosine basis (1.15).

6. Legendre: Orthonormal series estimator computed using Legendre polynomials.

7. SS-basis: Split-sample orthonormal series estimator using (1.17).

We also consider three estimators of w

(2) for use in computing empirical higher-order

adjusted critical values, using the formula in (1.46).We only investigated these adjusted

critical values in the m = 1 case so the estimators are given for scalar w. The first estimator

is the sample analog of (1.29): ŵ

(2) =
S
Â
j=1

j2Ĝẑ,j

 

S
Â
j=1

Ĝẑ,j

!�1

, where S = 10 (T/200) 1/3. The

second estimator is obtained from the coefficients of a quadratic estimator of the spectrum fit

to the first M periodogram ordinates: ˆ̂
w

(2) = � ˆ̂Sẑ(0)�1 ˆ̂S00ẑ (0), where ˆ̂Sẑ (0) and ˆ̂S00ẑ (0) are the

estimated coefficients in the regression, Iẑẑ (2p j/T) = Sẑ (0) + (2p j/T) 2S00ẑ (0) + error, j =

1, . . . ,M, where M is chosen to be 10 (T/200)1/3. The third estimator is a plug-in parametric
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estimator based on estimating an AR(1) using ẑt: ŵ

(2),plugin = 2âẑ/(1� âẑ) 2, where âẑ is

the AR(1) coefficient.

In the location model, the data are generated according to (1.7), where uit, i = 1, ..,m are

independent and follow either a Gaussian AR(1) or an ARMA(2,1), with all m disturbances

having the same parameter values. For the regression model, the data are generated

according to (1.6), with xit, i = 1, . . . ,m and ut being independent Gaussian AR(1) processes.

Under the null, b = 0. Under the local alternative,b = T�1/2S�1
XXW1/2

d, where d is the local

alternative (in the location model, SXX = I).

1.5.2 Monte Carlo Results

This section presents a small number of representative Monte Carlo results; additional results

are contained in the Supplement. All results are displayed on a finite-sample counterpart of

Figure 1.1. For these figures, the axes are not scaled, so that the units are the size distortion

and the power loss. The theoretical tradeoffs (1.39) and (1.40) are shown as lines, and the

Monte Carlo results are presented as scatter points.

Location model. Figure 1.2 presents results for QS, EWP, and NW tests in the location

model with Gaussian AR(1) disturbances in the m = 1 case with AR parameter r = 0.5 and

T = 200. The Monte Carlo results for QS and EWP are close to their theoretical curves. The

small-b approximation is less good for Newey-West: the NW Monte Carlo scatter appears to

follow a curve that has the same shape as the theoretical curve, but is shifted out. KVB is a

limiting case of Newey-West with ST = T (so b = 1 and n = 1.5), that is KVB is NW1.5, so

KVB lies on the NW Monte Carlo curve.

Figure 1.3 presents results for m = 2 with AR(1) errors, r = 0.5, and T = 200. The

results are much the same as for m = 1, except that the theory actually fits better for the

NW kernel with m = 2 than with m = 1.

The supplement provides additional results for the location model for other AR(1)

parameters, other sample sizes, ARMA(2,1) disturbances, and other kernels and orthogonal

series. Those results indicate that the fit (distance from the scatter points to their theoretical
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Figure 1.2: Theoretical (lines) and Monte Carlo (symbols) size distortion/power loss curves for QS, Newey-
West, and EWP estimators: Location model, m = 1, AR(1), r = 0.5, and T = 200.

Figure 1.3: Theoretical (lines) and Monte Carlo (symbols) size distortion/power loss curves for QS, Newey-
West, and EWP estimators: Location model, m = 2, AR(1), r = 0.5, T = 200.
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tradeoff) improves with T, deteriorates as w

(2) increases, is better for q = 2 kernels than

q = 1, and does not appreciably deteriorate as process parameters are changed holding w

(2)

constant. The first two results are unsurprising. Our interpretation of the third finding is

that the order of approximation of the expansions is o
⇣

(bT)�q
⌘

, so the remainder is of a

smaller order for q = 2 than for q = 1 kernels. Overall, the simulation results accord with

the theory.

Stochastic regressor. Figure 1.4 shows the QS, EWP, and NW tests on a the coefficient

on a single stochastic regressor, where both the regressor and dependent variable have AR(1)

disturbances with r = 0.5 and T = 200 (intercept included in the regression but not tested).

In this DGP, zt is AR(1) but non-Gaussian. For reference, the theoretical tradeoff curves are

shown for the Gaussian location model. It appears that this departure from Gaussianity

results in poor approximations of the Gaussian small-b asymptotic approximation and that

there are missing terms in the expansion as suggested by the calculations in Velasco and

Robinson (2001). This said, several key qualitative results in the theory continue to apply

to the single stochastic regressor. First, for a given estimator, the Monte Carlo results map

out a size-power tradeoff that has a shape similar to the Gaussian theoretical shape, just

shifted out. Second, the tradeoff for the QS and EWP estimators are very close to each other.

Third, the ranking across estimators is the same as suggested by the theory and confirmed

in the Monte Carlo analysis of the location model, that is, the q = 1 tests are outperformed

by the q = 2 tests. These findings reflect results for other designs, kernels, and m = 2 in the

Supplement.

EWP with data-dependent critical values. Figure 1.5 shows the performance of the

data-dependent critical value refinements proposed in in the location model, using the three

estimators for w

(2) discussed in Section 1.5.1 for m = 1, r = 0.5 and 0.7, and T = 200.

Analysis is limited to the EWP estimator. The plug-in estimator performs well, offering

excellent size control. This is confirmation of the applicability of the theory but is not a

realistic test of the estimator because the parametric plugin estimator matches the AR(1)

DGP. The two nonparametrically-adjusted critical values perform worse than the fixed-b
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Figure 1.4: Theoretical (lines) and Monte Carlo (symbols) size distortion/power loss curves for QS, Newey-
West, and EWP estimators: Stochastic regressor, m = 1, AR(1), r = 0.5, T = 200. Theoretical curves are for
the Gaussian location model.

critical values in all cases, and in some cases they perform so poorly that they are (literally)

off this chart (also, compare the scales in Figure 1.5 v. Figure 1.2). These results do not

suggest optimism about higher-order refinements being useful. Results in the Supplement

are similar for an ARMA(2,1) DGP, except that the AR(1) plug-in adjustment now joins

the other adjustments in being either matched or outperformed by the unadjusted fixed-b

critical values.

Overall, we can draw four conclusions. First, the theoretical frontiers provide a good

description of estimator performance in the Gaussian location model. The fit is better for

q = 2 kernels than q = 1. Second, consistent with the theory, the performance of q = 2

kernels is superior to that of q = 1 kernels. In particular QS and EWP estimators outperform

Newey-West, whose curves are shifted outwards in the figures, and this ranking is also

found with stochastic regressors. Third, the data-dependent critical value refinements

considered do not in general improve upon the performance of t critical values for EWP,
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Figure 1.5: Theoretical (lines) and Monte Carlo (symbols) size distortion/power loss curves for the EWP
estimator using feasible higher-order adjusted critical values: Location model, m = 1, AR(1), r = 0.5 and
r = 0.7, T = 200.

in fact, outside the case that the plug-in adjustment is correctly specified, the adjusted

critical values produce larger Monte Carlo size distortions than the fixed-b asymptotics.

Fourth, the qualitative results for stochastic regressors are consistent with the theory for the

location model, however the Monte Carlo points no longer lie on the tradeoff derived for

the Gaussian location model. We attribute this divergence of the theory and Monte Carlo

results to the non-Gaussianity of zt in the stochastic regressor case.

1.6 Conclusions

By combining new theoretical results with previous results from the associated literature,

we characterize optimal HAR tests that are implemented using fixed-b critical values. Tests

using the QS kernel achieve the size distortion/power loss frontier for all psd kernel tests and

orthonormal series tests, but they require nonstandard critical values. Restricting attention

to tests admitting exact fixed-b t- and F-distributions entails a very small sacrifice in the
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size/power frontier. Among tests using t- or F- fixed-b critical values, the test using the

equal-weighted periodogram estimator achieves the size/power frontier. Our Monte Carlo

experiments confirm that the theory works well in the Gaussian location model, confirm

the theoretical rankings of the tests, confirm the finding that tests with large bandwidths

and fixed-b critical values provide meaningful size improvements over tests with small

bandwidths and/or asymptotically normal critical values while sacrificing little power, and

suggest that these qualitative results extend outside the Gaussian location model to tests

involving stochastic regressors. These results lead us to recommend using the EWP test in

empirical work.
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Chapter 2

Identifying Shocks via Time-Varying

Volatility

2.1 Introduction

A central challenge in structural vector autoregression (SVAR) analysis is identifying the

latent structural shocks that give rise to the observable VAR innovations (one-step ahead

reduced-form forecast errors). For example, an innovation to the Federal Funds rate could

represent either a true monetary policy shock or the contemporaneous endogenous response

of monetary policy to changes in macroeconomic conditions. To understand the impact of

monetary policy shocks on macroeconomic variables, the shocks must first be isolated from

other movements in the data.

In the standard SVAR, the reduced-form innovations, ht, are expressed as a linear

combination of the underlying shocks to the system, #t: ht = H#t for some response matrix

H. The parameters in these equations are unidentified without further assumptions. Many

existing approaches impose assumptions on the response matrix to simplify the problem.

These have taken the form of assuming zeros in the short-run (Sims (1980)), zeros in the

long-run (Blanchard & Quah (1986)), and sign restrictions (Uhlig (2005)), among others;

see Kilian & Lütkepohl (2017) for a survey. Although progress has been made with these



approaches, in many contexts such assumptions are not without controversy.

This paper therefore follows a smaller literature that considers identification based on

heteroskedasticity. Sentana & Fiorentini (2001) and Rigobon (2003) share an important

insight. If the variances of the shocks change over time, that variation can identify the

parameters of the response matrix of interest. However, their arguments hold only under

strict parametric assumptions. Sentana & Fiorentini establish identification conditional on

the variance path, which, in practice, means variances must be recoverable from observed

data. The method of Rigobon (2003) assumes discrete variance regimes, which must either

be determined using external information or estimated. More recent work has considered

Markov switching (Lanne, Lütkepohl, & Maciejowska (2010)) and allowed for smooth

transitions between regimes (Lütkepohl & Netšunajev (2015)). Little consideration has been

given to what happens when these parametric structures fail to hold. Can their intuition

be extended to a general identification argument that does not make use of any such

assumptions?

I present an identification approach based on heteroskedasticity that does not depend

on any parametric model. I show that if time-varying volatility is present, in any (unspec-

ified) form, identification follows from the autocovariance of the volatility process. As a

result, unlike previous approaches, it accommodates both conditional and unconditional

heteroskedasticity. Intuitively, working with the autocovariance allows me to abstract from

the shocks, which are uncorrelated across periods, focusing instead on the dynamics of

the underlying variance process. The presence of such time-varying volatility furnishes

equations that identify the response matrix up to a choice of label for each shock, under

very general conditions. The strength of this approach lies in the fact that, unlike Sentana

& Fiorentini (2001) or Rigobon (2003), it does not require any information about the path

of the variances through time. These results also do not require distributional assump-

tions or mutual independence of the shocks, unlike e.g. Gouriéroux & Monfort, (2014),

Hyvärinen et al (2010), Lanne, Meitz, & Saikonnen (2017), and Lanne & Lütkepohl (2010).

Frequently, identifying assumptions are a loose approximation of the truth, but the presence
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of time-varying volatility is uncontroversial in many settings.

In much the same way that Rigobon (2003) observes that a second variance regime

doubles the number of equations, I show that a single autocovariance of the reduced-

form innovation variances generates a multitude of identifying equations. While Rigobon

compares a small number of regimes to yield identification, the autocovariance measures

evolution continuously. There is a unique solution when the columns of the autocovariance

of the volatility process satisfy a weak rank condition.

I outline a wide variety of options for labeling the shocks obtained, which is equivalent

to labeling the columns of the response matrix. Indeed, any assumptions that an economist

would otherwise employ to identify the matrix itself can analogously be used for the less

demanding task of labeling the shock series. In many cases, such conventional assumptions

can also be tested as overidentifying restrictions, which may increase the economic inter-

pretability of the statistically-recovered shocks (Kilian & Lütkepohl (2017)). Significantly, it

is transparent to discuss the impact that such assumptions have on the ultimate estimates of

the relevant elements of the response matrix.

TVV-ID works even when heteroskedasticity takes an arbitrary, unknown form. This

is most closely compared to Rigobon (2003)’s regime approach when implemented with

estimated regimes. I show that when regimes must be estimated, such identification

schemes may suffer from substantial bias, which is highly influenced by tuning parameters.

Simulation evidence supports this.

Since identification relies only on unconditional moments, many more estimation ap-

proaches can be used than in the previous literature. Identification via time-varying volatil-

ity (TVV-ID) can be implemented directly via Generalized Method of Moments (GMM),

without any additional parametric assumptions. A researcher can also make use of any

(quasi-)likelihood for the data that implies some form of autocovariance. I compare GMM,

likelihood-based methods, and those of Sentana & Fiorentini (2001) and Rigobon (2003) in a

simulation study. Likelihood-based approaches perform well in this context, even under

misspecification, akin to known results of Quasi-Maximum Likelihood. Thus, TVV-ID is
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a more reliable option for researchers not possessing substantive information about the

underlying volatility process.

As an empirical illustration, I apply TVV-ID to Kilian’s (2009) work on oil shocks.

Lütkepohl & Netšunajev (2014) consider this paper as a test case in their exploration of

identification using Markov switching models as a means to test conventional identification

restrictions, motivating the choice to examine it here. Kilian (2009) recovers three shocks

impacting oil prices from an SVAR with recursive structural assumptions: an oil supply

shock, an aggregate demand shock, and an oil-specific demand shock. He finds that

the source of oil price movements has important implications for their effects on the U.S.

macroeconomy. While these identifying assumptions are plausible, I replicate his analysis,

but use TVV-ID instead of recursive assumptions to identify the structural shocks. This

means I can test his recursive identifying assumptions as overidentifying restrictions; I

am unable to reject his lower triangular structure, and in the leading implementation, I

estimate precise zeros where he assumes them. This generalizes the results of Lütkepohl &

Netšunajev (2014), who are unable to reject both the recursive structure and the assumption

that H is fixed, based on a Markov switching model. The macroeconomic impact of these

shocks is likewise virtually unchanged. I overcome the main scope for challenge to Kilian

(2009) by validating his identifying assumptions and thereby strengthen his results. In so

doing, I show that his conclusions are robust to different sources of identification.

In the applied literature, identification via heteroskedasticity has proven very popular.

This underscores the importance of understanding the limits of existing identification

approaches, as I address with TVV-ID. A glance at recent citations shows that numerous

published papers adopt the Rigobon approach alone each year. Prominent examples include

Rigobon & Sack (2003, 2004), Craine & Martin (2008), Pavlova & Rigobon (2007), Lanne &

Lütkepohl (2008), Ehrmann, Fratzscher, & Rigobon (2011), Eichengreen & Panizza (2016),

Ehrmann & Fratzscher (2017), and Hébert & Schreger (2017). Normandin & Phaneuf (2004),

Normandin (2004), Doz & Renault (2004), and Lütkepohl & Milunovich (2016), amongst

others, have followed path-based identification, mostly in monetary economics and finance.
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While many applications come from such fields, examples can now be found in public

finance (Jahn & Weber (2016)), growth (Islam, Islam & Nguyen (2017)), trade (Lin, Wang,

& Weldemicael (2016), Feenstra & Weinstein (2017)), political economy (Rigobon & Rodrik

(2005), Khalid (2016)), environmental economics (Millimet & Roy (2016), Gong, Yang, &

Zhang (2017)), agriculture and energy (Fernandez-Perez, Frijns, & Tourani-Rad (2016)),

education (Hogan & Rigobon (2009), Klein & Vella (2009)), marketing (Zaefarian et al (2017)),

and even fertility studies (Mönkediek & Bras (2016)). Given the possibility of bias in regime-

based identification in practice, it is important to understand the role of less restrictive

alternatives like TVV-ID. On the other hand, macro models with time-varying volatility

have been estimated for some time, without exploiting its implications for identification.

A lower triangular structure on H has generally been retained due to the belief that doing

so is necessary for identification (e.g. Primiceri (2005)). This literature offers an immediate

avenue for the exploitation of my results.

The remainder of this paper proceeds as follows. Section 2.2 describes the identification

problem in detail and presents the theoretical results. Section 2.3 addresses the interpretation

of results from TVV-ID. Section 2.4 discusses estimation strategies. The performance of

both identification schemes and estimation approaches is compared in Section 2.5, based on

theory and simulation studies. The empirical illustration to Kilian (2009) follows in Section

2.6. Section 2.7 concludes. Proofs can be found in Appendix B.1; additional details on the

application of TVV-ID, of interest to practitioners, are found in Appendix B.2. Discussion of

further estimation approaches and full simulation results are available in the Supplemental

Appendix.

Notation

The following potentially unfamiliar notation is used in the paper. ⌦ represents the

Kronecker product of two matrices; � represents the element-wise product of two matrices

(i.e. Hadamard product); A(i) denotes the ith row of matrix A; A(j) denotes the jth column of

matrix A; Aij denotes the ijth element of matrix A; A(�i) denotes all columns of A except for
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the ith, and similarly for rows and elements; matdiag (A) is a vector of the diagonal elements

of the square matrix A; diag (a) is a diagonal matrix with the vector a on the diagonal; x1:t

denotes {x1, x2, . . . , xt}; Et [·] denotes a time-specific expectation, i.e. the mean value of xt

at time t, as opposed to across t, and similarly for Et,s [·] when both time t, s variables are

contained in the argument.1

2.2 Identification theory

I consider the canonical SVAR setting, relating a vector of innovations, ht, to unobserved

structural shocks, #t, by a response matrix, H. More broadly, this represents a general

decomposition problem. ht is n ⇥ 1, obtained from a reduced-form model, or directly

observed. For example, a structural vector auto-regression (SVAR) based on data Yt would

yield A (L)Yt = ht. Similarly, #t is n⇥ 1, so H is n⇥ n. Thus,

ht = H#t, t = 1, . . . , T, (2.1)

leaving H and, equivalently, #t, to be identified. This section first presents a simple

example under special assumptions to build intuition for why this poses an identification

problem and how heteroskedasticity may be a useful starting point to solve it. I then

develop a representation of higher moments of the reduced-form innovations to serve as

identifying equations. The following section establishes conditions under which these

equations have a unique solution. I discuss assumptions with respect to H that could be

considered restrictive. Finally, I outline in detail how TVV-ID relates to and extends existing

identification approaches that exploit heteroskedasticity.

1This notation is used to make explicit that stationarity is not being assumed, unless otherwise noted, and
to avoid the ambiguity (and possible non-existence) present in simply writing E [xt] in a non-stationary context.
The use of Et should not be confused with reference to the t information set; when a specific information set is
intended, I condition on it explicitly.
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2.2.1 Intuition for the use of heteroskedasticity

To build intuition, I present standard assumptions underlying Equation (2.1), and consider

how, in this framework, heteroskedasticity can identify H up to n! orderings.

Assumption 2.0. (temporary) For all t = 1, 2, . . . , T,

1. Et [#t#0t | st] = diag
�

s

2
t
�

⌘ St (st is the conditional variance of the shocks),

2. st is a fourth-order stationary strictly positive stochastic process,

3. E [St] = S
#

,

4. Shocks satisfy conditional mean independence, E [# it | #�is] = 0 for all i, all t, s = 1, 2, . . . T,

5. H is time-invariant, invertible, with a unit diagonal normalization.

Note that the fourth point substitutes conditional mean independence for the usual slightly

weaker uncorrelated shocks assumption. While the variance of shocks may change, fixing H

means that the economic impact of a unit shock remains the same. It is natural to seek to

identify H from the overall covariance of ht, E [hth
0
t] = S

h

. However, it is well-known that

these equations can only identify H up to an orthogonal rotation, F (FF0 = I). Observe

S
h

= HS
#

H0 = (HF)
�

F0S
#

F
�

(HF)0 = H⇤S⇤
#

H⇤0 , (2.2)

where H⇤ = HFDH,F and S⇤
#

= D�1
H,FF0S

#

FD�1
H,F, with DH,F the matrix that unit-normalizes

the diagonal of HF. This means that the pairs (H,S
#

) and (H⇤,S⇤
#

) are observationally

equivalent. Alternatively, note that due to the symmetry of S
h

, it offers n (n+ 1) /2 equa-

tions, but there are n2 unknowns. This is the fundamental identification problem posed by

the SVAR methodology and indeed many related models (e.g. factor models).

Variation in St may allow the researcher to overcome the limitations of (2.2). Consider a

simple two-variable example, where one structural variance follows a time-varying volatility

process and the other takes a fixed value. This admits the simplest form of the Rigobon

approach, which yields closed form solutions for H (see e.g. Nakamura & Steinsson (2018)).
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Without loss of generality, assume s

2
2t is the variance that changes, while s

2
1t ⌘ s

2
1 , constant.

Denote

s

2
t =

2

6

4

s

2
1

s

2
2t

3

7

5

, H =

2

6

4

1 H12

H21 1

3

7

5

.

The conditional variances of the reduced-form innovations are given by Et [hth
0
t | st] =

HStH0. Given two subsamples, A, B, containing the sets of time points TA, TB, Appendix

B.1 (and prior work) shows that

ETA [h1th2t]� ETB [h1th2t]

ETA

⇥

h

2
2t
⇤

� ETB
⇥

h

2
2t
⇤ =

H12D
�

s

2
2t
�

D
�

s

2
2t
� = H12. (2.3)

where the D (· ) operator represents the difference in expectation of the argument between

subsamples TA, TB. Assuming that D
�

s

2
2t
�

6= 0, H12 can thus be identified in closed form.

Fourth order stationarity is the only assumption made on the form of the stochastic process

for s2t. While the Rigobon identification scheme is motivated by a regime-based process,

identification holds even when such a form is a misspecification, provided D
�

s

2
2t
�

6= 0, and

s1 is indeed fixed. If there are in fact regimes, they need not be known or correctly specified,

as noted in Rigobon (2003). However, if the value of the s2t process is in fact constant,

D
�

s

2
2t
�

would be zero in population, and identification fails.2

Stated this way, Rigobon’s approach provides moment conditions based on means of the

variance process, which can yield identification for many processes, but, there is no reason

not to consider alternative arguments based on other moments. In each period, there is

motivation for an instrumental variables approach. Noting

h2th1t = H21#

2
1t + H12#

2
2t + #1t#2t + H12H21#1t#2t,

h

2
2t = H2

21#

2
1t + 2H21#1t#2t + #

2
2t,

it is clear that H12 would be identified if we could obtain the ratio of the H12#

2
2t and #

2
2t terms.

This is not possible as we only observe the values of ht, and not their separate components.

2In this case, if regimes are instead estimated from the values of ht, the resulting estimates of D
�

s

2
2t
�

are
not zero in population since differing regimes are driven by realized shock values, but this source of variation
results in bias, as discussed in Section 2.5.
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However, we can instrument for #

2
2t using a lagged value of h

2
2t. Note

cov
⇣

h2th1t, h2
2(t�p)

⌘

= H12cov
⇣

#

2
2t, #

2
2(t�p)

⌘

,

cov
⇣

h

2
2t, h

2
2(t�p)

⌘

= cov
⇣

#

2
2t, #

2
2(t�p)

⌘

,

by Assumption 2.0.4 and the fact that s1 is fixed. H12 can then be identified in closed form:

cov
⇣

h2th1t, h2
2(t�p)

⌘

cov
⇣

h

2
2t, h

2
2(t�p)

⌘ =
H12cov

⇣

#

2
2t, #

2
2(t�p)

⌘

cov
⇣

#

2
2t, #

2
2(t�p)

⌘ = H12. (2.4)

This is the familiar IV estimator, where the dependent variable is h2th1t, the endogenous

regressor is h

2
2t, and the instrument is h

2
2(t�p). This works because the previous value h

2
2(t�p)

is uncorrelated with all period t terms except those containing #

2
2t. The argument applies

for any lag, p. The only assumptions on the stochastic process s2t is that it is fourth-order

stationary (for expositional simplicity) and that E
⇥

#

4
2t
⇤

< •. Identification will hold in this

case provided

cov
⇣

#

2
2t, #

2
2(t�p)

⌘

6= 0

for some p.

In particular, this requirement that the pth autocovariance of h

2
2t is non-zero is satisfied by

a variety of processes for s

2
2t. If the true process is stochastic regime-switching, the condition

is met, as there is a non-zero autocovariance around the regime break dates. In a stochastic

volatility (SV) process, the condition holds provided some AR coefficient of the variance

is non-zero. In a Generalized Auto-regressive Conditional Heteroskedasticity (GARCH)

model, provided at least one of the auto-regressive parameters is non-zero, it will likewise

hold.3 The condition can be verified for other stochastic processes of interest. This is the

crux of TVV-ID: given the structure of the autocovariance of hth
0
t, comparing elements of

the autocovariance (in this simple case, via a ratio) identifies the columns of H.

This flexibility of identification – independent of misspecification – is not shared by the

existing approaches. I have made no assumptions about whether the heteroskedasticity

3The GARCH model takes the form s

2
t = µ (1� y � U) + ys

2
t�1 + U#t�1, see e.g. Bollerslev (1982).
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is conditional or unconditional (either implies a suitable autocovariance), unlike in the

Rigobon approach that presumes unconditional heteroskedasticity. As noted above, and

discussed in detail in Section 2.5, fitting regimes to apply the Rigobon approach runs the

risk of substantial bias if the variances in fact evolve continuously, and thus much of the

regime determination is driven by the draws of the disturbances. In Sentana & Fiorentini’s

(2001) work, identification is robust only to a very small set of specification errors relative

to the imposed GARCH functional form; this is illustrated in the simulation study, Section

2.5. In contrast, in this example, I have required that the stochastic process is stationary and

exhibits some degree of persistence.

Empirical analysis offers motivation for this approach. While it is not possible to

consider structural shocks directly, I analyze the autocovariance properties of innovations

in an AR(12) process for many macro time series. I consider the 128 monthly series

spanning 1959-2018 in McCracken & Ng’s FRED-MD database. For each set of innovations,

I compute the first autocovariance of h

2
t , an analog to the denominator of (2.4), and test

it against the null hypothesis of zero autocovariance. While this testing problem is very

noisy, I reject the null hypothesis of zero autocovariance for 99 of the series. Figure 2.1

presents a histogram of the implied AR(1) coefficients of the h

2
t process. It shows that the

distribution is centered well away from zero. I also perform the Variance Stability (VS) test

for heteroskedasticity, as described in Dalla, Giraitis, & Phillips (2015). It rejects the null

hypothesis of homoskedasticity at the 10% level for 118 of the series, the 5% level for 113,

and the 1% level for 103. Thus, it appears that the identifying condition is satisfied in much

empirical data.

If the denominator is non-zero for multiple p, there are various identifying equations to

choose from, (and in principle, the mean restrictions, (2.3), can be combined with (2.4)). The

identifying moments, (2.4), can easily be written in the form

cov
⇣

h2th1t, h2
2t�p

⌘

� H12cov
⇣

h

2
2t, h

2
2t�p

⌘

= 0

and stacked to furnish an overidentified method of moments problem. Alternatively, it
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Figure 2.1: Distribution of estimated AR(1) coefficients of h

2
t . Time series ht are obtained as reduced-form

innovations from AR(12) processes fitted to each of McCracken & Ng’s 128 FRED-MD monthly time series.
The figure displays the distribution of the implied AR(1) coefficients of h

2
t .

might be natural to assume that the variances follow some loose parametric form, like an

AR(1), and let this imply the whole series of autocovariances.

In the setting considered above, strong assumptions are made on dimension and the

stochastic process of st to yield an elegant closed-form solution; I now relax those restrictions

to yield a much more general result.

2.2.2 Identification via time-varying volatility

Identification via time-varying volatility applies under much weaker conditions than those

outlined to build intuition above. Again, let

ht = H#t, t = 1, 2, . . . T.

Write Ft�1 to denote #1, . . . #t�1 and s

2
1 , . . . s

2
t�1. Dropping Assumption 2.0, I now adopt

Assumption 2.1:

Assumption 2.1. For every t = 1, 2, . . . , T,

1. Et (#t | st,Ft�1) = 0 and Vart (#t | st,Ft�1) = St,

2. St = diag
�

s

2
t
�

, s2
t = st ✓ st,

3. Et
⇥

s

2
t
⇤

< •.
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In addition, I make a preliminary assumption on H:

Assumption 2.2. H is time-invariant.

By explicitly conditioning on st, these assumptions cover both SV and auto-regressive

conditional heteroskedasticity-type (ARCH) models (where st is a function of #1, . . . #t�1),

amongst others (or, more broadly, both unconditional and conditional heteroskedasticity).4

Decomposition

I focus on obtaining identifying equations for observable quantities in terms H and moments

of the underlying variance process. To do so, I work with a transformation of ht, hth
0
t, as my

basic data. I begin by writing the decomposition,

hth
0
t = HStH0 +Vt, Vt = H

⇣

#t#
0
t � St

⌘

H0,

where s

2
t is unknown. Define L to be an elimination matrix, and G a selection matrix (of

ones and zeros), see e.g. Magnus & Neudecker (1980).5 Then

zt = vech
�

hth
0
t
�

= vech
�

HStH0�+ vech (Vt)

= L (H ⌦ H) vec (St) + vt, vt = vech (Vt) (2.5)

= L (H ⌦ H)Gs

2
t + vt, (2.6)

The simplification from (2.5) to (2.6) in the first term is surprising and follows due to the

diagonality of St using Assumption 2.1.2. This feature plays a key role in properties estab-

lished later. From the definition of Vt, Assumptions 2.1.1, 2.1.3, and 2.2, Et [Vt | st,Ft�1] = 0,

so Et [vt | st,Ft�1] = 0 and

Et [zt | st,Ft�1] = L (H ⌦ H)Gs

2
t .

4ARCH takes the same form as GARCH, with the lagged variance term omitted.

5An elimination matrix L is one such that vech (A) = Lvec (A). A selection matrix G is one such that
vec (ADA0) = (A⌦ A)Gd where d = diag (D).
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This provides a signal-noise interpretation for the decomposition of the outer product hth
0
t.

It follows from Assumption 2.1.3 that I can integrate over St to obtain Et [vt | Ft�1] = 0 and

similarly that Et [|vt|] < •. Therefore vt is a martingale difference sequence.

Properties of zt

Coupled with the decomposition derived above, Assumption 2.3 expands on 2.1.3 to allow

the establishment of useful properties of zt = vech (hth
0
t).

Assumption 2.3. For every t,

1. Vart
�

s

2
t
�

< •,

2. Vart (#t#0t) < •.

Using these additional assumptions, the autocovariance of zt has a convenient form,

given by Proposition 2.1.

Proposition 2.1. Under Assumptions 2.1.1-2.1.2, 2.2, & 2.3,

Covt,s (zt, zs) = L (H ⌦ H)GMt,s (H ⌦ H)0 L0, t > s (2.7)

where

Mt,s = Et,s

h

s

2
t s

20
s

i

G0 + Et,s

h

s

2
t vec

�

#s#
0
s � Ss

�0
i

� Et
⇥

s

2
t
⇤

Es

h

s

20
s

i

G0.

This equation has the desired form: it represents an observable quantity, Covt,s (zt, zs),

as a product of H and the n⇥ n2 Mt,s composed of moments of the underlying variance

process.

Remark. If an additional restriction is imposed on the form of conditional heteroskedasticity,

further simplification is possible:

Assumption 2.4. For t > s, Et,s

h

s

2
it

⇣

#s#
0
s � Ss

⌘i

is diagonal for all i = 1, 2, . . . , n.

This means that ARCH effects to s

2
t cannot depend on any off-diagonal elements of #s#

0
s.

Assumption 2.4 is trivially satisfied for standard (non-leverage) SV models, which make
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the stronger assumption that #s is independent of st for all s and t. Further, it is satisfied by

common GARCH forms (without statistical leverage) found in the literature.6 I can adapt

Proposition 2.1 under Assumption 2.4:

Proposition 2.2. Under Assumptions 2.1.1-2.1.2, 2.2, 2.3, & 2.4, (2.7) simplifies to

Covt,s (zt, zs) = L (H ⌦ H)GM̌t,sG0 (H ⌦ H)0 L0, (2.8)

where M̌t,s = Et,s

h

s

2
t s

20
s

i

+ Et,s

h

s

2
t matdiag (#s#0s � Ss)

0
i

� Et
⇥

s

2
t
⇤

Es

h

s

20
s

i

, an n⇥ n matrix.

M̌t,s subsequently simplifies further to Covt,s
�

s

2
t , s2

s
�

if the process exhibits no con-

ditional heteroskedasticity. Significantly, the imposition of Assumption 2.4 reduces the

dimension of the nuisance matrix from n⇥ n2 to n⇥ n. This simpler problem allows slight

modifications of the main Theorems below, which are briefly noted.

To summarize, an autocovariance of the vectorization of hth
0
t, the outer product of the

residuals, can be expressed as a product of some known elimination and selection matrices,

L and G, the matrix of interest, H, and at most an n⇥ n2 nuisance matrix, Mt,s. This is

remarkably compact for what is essentially a covariance of matrices. Note that at no point is

it necessary to assume stationarity, merely that a collection of higher-order moments are

finite. All of the expectations used are well-defined for an object at a particular point in

time, even if the distribution might be different at another point in time. Since vech (hth
0
t)

has dimension
�

n2 + n
�

/2⇥ 1, a single autocovariance yields
�

n2 + n
�

/2⇥
�

n2 + n
�

/2

equations in 2n2 � n unknowns, satisfying the necessary order condition; it remains to show

that this system of equations has a unique solution.

Uniqueness

Having derived a set of equations of adequate order to identify H, it remains to show that

they yield a unique solution. I strengthen the assumptions on H from Assumption 2.2:

6For use of GARCH models in the SVAR identification literature, see e.g. Normandin & Phaneuf (2004); such
work generally restricts the matrices b,U to be diagonal. This is actually more restrictive than Assumption 2.4.
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Assumption 2.20. H is time-invariant, invertible, with a unit diagonal.7

Given Assumption 2.20, the conditions under which equation (2.7) yields a unique

solution for H are established by Theorem 2.1.

Theorem 2.1. Under Assumptions 2.1.1-2, 2.20, & 2.3, equation (2.7) holds. Then H and Mt,s are

jointly uniquely determined from (2.7) (up to labeling of shocks) provided rank (Mt,s) � 2 and Mt,s

has no scalar multiple rows.

In the case where Assumption 2.4 holds and Mt,s is n⇥ n, the scalar multiple condition

is replaced by the following: “Mt,s has no pairs of rows and columns i, j such that both rows i, j

are scalar multiples and columns i, j are scalar multiples”. This slightly weaker condition results

from the symmetry of equation (2.8).

Theorem 2.1 states that (under certain conditions) Equation (2.7) will yield a unique

solution for the relative magnitudes of elements in each column of H. The solution is unique

up to column order, given the unit-diagonal normalization. However, there are n! column

orderings. Thus, while H is meaningfully identified, it may be helpful to think of it as

set-identified. While set-identification usually refers to an uncountable set, as in Uhlig (2005),

in this case it refers to a small set of identified matrices. This is similar to the sets identified

via non-Gaussianity (Lanne & Lütkepohl (2010), amongst others), Sims’ implementation of

subsample identification (see Section 2.5), or identification in finite mixture models, and

is discussed in Chapter 14 of Kilian & Lütkepohl (2017). In some cases, the labeling of

shocks is unnecessary (as in factor models) – and identification is complete. This is not

the case for policy analysis; labeling is discussed in detail in Section 2.3.1. Compared to

existing identification schemes, a key advantage of Theorem 2.1 and TVV-ID is that it does

not presume knowledge of St, either instantaneously or over periods of time.

The conditions of Theorem 2.1 impose interpretable mild restrictions on the process s

2
t .

The rank condition is analogous to the requirement in Rigobon identification that the two

regimes do not evolve proportionally. In a SV model, the rank assumption requires that

7The unit diagonal assumption is a normalization, without loss of generality.
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the stochastic process s

2
t has at least two linearly independent dimensions. For instance,

the elements of s

2
t cannot all depend linearly on a single common factor and idiosyncratic

i.i.d. noise. Recall that, in the SVAR setting, invertibility is assumed – ht spans the space of

structural shocks #t. It seems highly unlikely that there truly is only one component to the

variances of all macroeconomic shocks to the economy. These points are illustrated in the

following example.

Example. Consider shocks to two closely-related macroeconomic variables. Much of the

movement in the variances of each shock is likely driven by a common macroeconomic

factor, mt. Suppose the SV takes the form

s

2
t =

2

6

4

1

1

3

7

5

mt + wt

where wt is a 2⇥ 1 idiosyncratic component. If there is no persistence in the idiosyncratic

components, wt, then, assuming stationarity, the autocovariance matrix of s

2
t has the form

a

2

6

4

1 1

1 1

3

7

5

(2.9)

where a is some scalar. In this case, identification is sought from

L (H ⌦ H)Ga

2

6

4

1 1

1 1

3

7

5

G0 (H ⌦ H)0 L0.

This matrix can be re-written as

vech
⇣

a1/2HI2H0
⌘

vech
⇣

a1/2HI2H0
⌘0

= a⇥ vech
�

HH0� vech
�

HH0�0

Since, as discussed above, solutions to vech (HH0) are unique only up to orthogonal rota-

tions, so too are any solutions to the expression on the right-hand-side. Note that similar

conclusions follow if the dimensions of s

2
t are related to mt by different scalars. If however,

the second element of s

2
t depends on mt through some arbitrary nonlinear function r (·),

s

2
2t = r (mt) + w2t,
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the autocovariance will not, in general, have the structure in (2.9) – the precise form depends

on the distribution of mt. In this example, the two shocks could be those to the FFR and

a long-term interest rate. The volatility processes are clearly related – the question is the

extent to which that relationship is proportional.

When n > 2, beyond the rank condition, a scalar multiple condition applies to the

rows of the matrix as a whole. This requirement on the matrix is weaker than a full-rank

assumption. Moreover, it is better thought of as a technical assumption pertaining to a

pathological case where the linear algebra arguments guaranteeing uniqueness break down.

In practice, there is little reason to think this condition will be violated; rather, it is more

likely to lead to a weak identification problem if nearly violated. For a discussion of weak

identification in TVV-ID, see Appendix B.2.2. Nevertheless, in some finance settings, see

eg. Campbell et al (2017), many volatilities are assumed to move proportionally. If such

assumptions are merely approximations to the truth, then weak identification could result.

If they are literally true, it is helpful to understand what can still be identified, which

motivates the next result.

Even if the scalar multiple condition were to fail, identification is still possible for those

columns of H unaffected, as shown by Corollary 2.1.

Corollary 2.1. Under Assumptions 2.1.1-2.1.2, 2.20, & 2.3, equation (2.7) holds. Then H(j) is

identified from (2.7) provided rank (Mt,s) � 2 and Mt,s contains no rows proportional to row j.

The result follows from the proof of Theorem 2.1. Again, the symmetric relaxation to

“no scalar multiple rows of row j or no scalar multiple columns of column j” applies if Assumption

2.4 is used.

The dimensionality and scalar multiple assumptions in Theorem 2.1 can be relaxed

further by supplementing additional equations. If, for example, the (often highly informative)

mean

Et
⇥

hth
0
t
⇤

= Et [zt] (2.10)

is considered, Theorem 2.1 can be replaced with Theorem 2.2.
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Theorem 2.2. Under Assumptions 2.1.1-2, 2.20, & 2.3, equation (2.7) holds. Then H is uniquely

determined from (2.7) and (2.10) (up to labeling of shocks) provided


Mt,s Et
⇥

s

2
t
⇤

�

has rank � 2

and no scalar multiple rows.

Again, a symmetric extension applies under Assumption 2.4. Theorem 2.2 requires that,

in order for identification to fail, a scalar multiple assumption must also relate Et
⇥

s

2
t
⇤

to

Mt,s. Similar arguments can be made, adding in further observable moments, requiring

progressively more extensive scalar multiple deficiencies for identification to break down.

Corollary 2.1 can also be extended using the logic of Theorem 2.2.

As a final theoretical result, I offer a simple corollary, for cases in which the parameters

underlying the time-varying volatility are of interest.

Corollary 2.2. If the st process is parametrized by q, and q is identified from the moments of #t,

then q can be identified from moments of ht if Theorem 2.1 applies.

Note that in some cases, additional assumptions may be required to satisfy the identi-

fiability condition of the corollary, for example, normality of the disturbances #t. A brief

discussion is offered following the proof in the Appendix.

Overidentification and Assumption 2.20

Even for n = 2, the system of equations is overidentified, with the degree of overidentifica-

tion increasing in n. This means tests exploiting overidentification can be conducted. This is

an advantage over many identification approaches in this setting, where strong assumptions

are required to yield even a just-identified model, making specification tests rare. The

meaningful modeling assumptions made are that H is invertible and fixed throughout

time. A growing literature considers issues surrounding the invertibility of H, (e.g. Stock

& Watson (2017), Plagborg-Møller (2018)). In short, if there are more than n underlying

shocks in the economy, the true H is non-invertible. However, it is almost always necessary

to assume H is invertible for identification purposes (the recent work of Chahrour & Jurado

(2017) discusses some exceptions). Thus, a test indicating misspecification, like a J�test,

likely relates to the invertibility assumption.
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The other substantive assumption made is that while TVV-ID focuses on the instability

of the variances of structural shocks, H remains fixed. While this may seem inconsistent,

there are several points to consider. First, no existing identification scheme flexibly handles

time-varying H (Carreiro, Clark & Marcellino (2018) do so under a very specific functional

form). Even simple identification based on Cholesky structure, when the true structure is

Cholesky, does not identify the mean of H if H is time-varying. Compared to other schemes

that assume time-varying volatility, such as Rigobon (2003), TVV-ID is in a better position to

consider sub-sample estimation to evaluate the stability of H over time. Since the Rigobon

approach already works with sub-samples, it becomes difficult to further subdivide in order

to isolate both the variance regimes and separate H regimes (which are likely related).

Allowing H to vary presents an interesting econometric problem, which is a prominent

part of an ongoing research agenda. However, even if H varies, provided it does so at a

slower rate than the variances, identification can still hold; H will be locally stationary over

intervals over which the variances are not.

There is also good reason to believe that the economic transmission mechanisms captured

by H do indeed move more slowly than the variances in the economy. This notion appears

in theoretical work; for example, Barro & Liao (2017) split volatility into short-run and

long-run components, which move around more slowly. If agents in the economy mainly

respond to long-run movements (due to adjustment costs, rational inattention, etc.), then

H will also be slow-moving. Regardless, should a researcher remain worried about the

assumption of a fixed H, it is natural to apply a J�test of the underlying model. Further,

Andrews (1993) develops tests for parameter instability in a GMM context, for example the

sup-Wald test, the conditions for which are satisfied for a variety of time-varying volatility

models.8

8The use of GMM to estimate TVV-ID models is discussed below. The less-familiar assumptions needed
in Andrews (1993), those of Near-Epoch Dependence (NED), can be replaced by stronger properties that hold
for both GARCH and SV processes. Lindner (2009) shows that GARCH satisfies b-mixing (and thus a-mixing
with exponential rate) and Davis & Mikosch (2009) show that SV models inherit the mixing properties of the
log-variance process. Andrews’ (1983) results show that an AR(1) variance process is a�mixing with exponential
rate. These mixing properties can be shown to imply NED; see Davidson (1994) Chapter 17 for additional
background.
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Stationarity

Note that at no point is stationarity assumed for the process s

2
t ; I rely only on the existence

of necessary moments. This is possible because, conditional on some distribution over

outcomes at an initial point, it is natural to form moments over future values of a process,

s

2
t . The moments need not be the same – Et

⇥

s

2
t
⇤

6= Es
⇥

s

2
s
⇤

for t 6= s, but both can be

well-defined. If Covt,s (zt, zs) is known for any t, s pair, the identification argument holds.

However, stationarity can play a role in estimation, where assumptions are required for

Covt,s (zt, zs) to be well-estimated.

Connection to signal processing TVV-ID has important connections to the signal process-

ing literature. There is a duality with the problem of recovering the signal, for example the

volatility of #t, from a noisy measurement, ht. In fact, this problem is studied by electri-

cal engineers, in particular in relation to medical devices such as electroencephalograms,

(see Blanco & Mulgrew (2005) or by geophysicists, in relation to earthquake detection,

as discussed by Bharadwaj, Demanet, & Fournier (2017). As a signal extraction problem,

Blanco & Mulgrew (2005) and Blanco et al (2007) have resorted to higher moments, in a

framework imposing independence of the noise across dimensions of the measurement,

based on Multivariate Independent Components Analysis (MICA). Of course, while that

assumption may be plausible in some contexts, it is not in macroeconomics, where the

noise is inherently part of the shocks themselves that are mixed to form the measurement

(the reduced-form innovation), as opposed to the noise impacting each dimension of the

already-mixed signal independently. It is for this reason that, while these authors rely on

contemporaneous fourth moments or cumulants, i.e. E
h

vec (hth
0
t) vec (hth

0
t)
0
i

, I make use of

lagged fourth moments i.e. E


vec (hth
0
t) vec

⇣

ht�ph

0
t�p

⌘0
�

.

2.2.3 Nesting the existing literature

TVV-ID holds in virtually any case where previously developed identification schemes apply.

While Proposition 4 of Sentana & Fiorentini (2001) shows that the presence of time-varying
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volatility is sufficient to identify this model, conditional on the path of variances, TVV-ID

demonstrates that knowing the values the variance takes is not necessary for identification.

Sentana & Fiorentini’s ability to apply their result is restricted by its reliance on the path

of HStH0 for t = 1, ..., T. In most applications, it is only possible to estimate the noisy

hth
0
t = H#t#

0
tH0; HStH0 is never observed directly. Thus, applying their result requires a

one-to-one mapping between
�

ht,H, s2
1
�

and s

2
2:T (this also implies the path #1:T). Then, a

matrix H can be chosen that satisfies some criterion – such as maximizing the joint likelihood

of s

2
1:T and #

2
1:T. Sentana & Fiorentini propose the only likelihood-based choice discussed

in the literature, assuming a GARCH structure for s

2
t ; that is, s

2
t evolves depending only

on its past values and past values of #t#
0
t. Thus, s

2
t is entirely predictable based on ht�1

and H, satisfying the requirement of a one-to-one mapping.9 It is concerning that our

ability to exploit an identification argument is dependent on a functional form assumption,

particularly in applications of identification via heteroskedasticity removed from finance,

where the GARCH structure is most familiar. While estimates may often be sensitive to

functional form assumptions, here identification itself is literally dependent on such an

assumption, or some other restrictive method to map
�

ht,H, s2
1
�

to s

2
2:T one-to-one. TVV-ID

clearly nests the GARCH-based identification of Sentana & Fiorentini (2001) – a GARCH(1,1)

functional form implies a matrix Mt,t�1 ⌘ M1 based on the first autocovariance of the

stationary variance process, so Theorem 2.1 can be applied.

Rigobon (2003) simplifies the insight of Sentana & Fiorentini, showing that two or more

variance regimes are sufficient to identify H. While HStH0 cannot be observed from the

data, it is essentially possible to observe HSAH0 = HE [St | t 2 A]H0, the mean over the

sub-sample A ⇢ T, by LLN, provided the set A is large and s

2
t is stationary within the

sub-sample. If there is a second such set, B, and the rows of


diag (SA) diag (SB)

�

are

not proportional, H is identified up to column order, a special case of Sentana & Fioren-

tini’s Proposition 3. Intuitively, with one regime (the whole sample) there are
�

n2 + n
�

/2

9Milunovich & Yang (2013) offer an alternative proof of identification under the GARCH assumptions based
on the Jacobian of the moment equations.
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equations in n2 unknowns. Adding a second regime yields twice as many equations, n2 + n,

with only an additional n parameters, leaving a total of n2 + n unknowns. The requirement

of linear independence ensures the rank condition holds. Additional regimes offer overi-

dentification. As a matter of revealed preference, this approach has been most popular in

the identification via heteroskedasticity literature. TVV-ID will work in almost all cases

where a regime-based approach could be used. Switching between regimes is a parametric

form of time-varying volatility, and yields a matrix of the form Mt,s, averaging over regimes

and breaks. However, Mt,s will only satisfy the technical conditions when a break occurs

between s and t. Thus, if identification is attempted using overall sample moments where

the number of breaks is much less than T, identification may fail asymptotically.

When there are clear variance regimes, Rigobon’s scheme is compelling; it is more

difficult when variance regimes must be imposed or estimated. The same is true when

it seems more plausible that variances just fluctuate continuously, despite extensions like

Lütkepohl & Netšunajev (2017) to allow for smooth transitions between fixed regimes.

External information can convincingly isolate periods of high and low volatility, as in the

original Rigobon (2003) paper, Rigobon & Sack (2004), and Lanne & Lütkepohl (2008), up to

more recent papers such as Nakamura & Steinsson (2018) and Brunnermeier et al (2017).

These studies make arguments such as “the volatility of the monetary policy shock will be

higher on monetary policy announcement days” or “the historical record indicates periods

of crisis and thus high volatility in Latin American currency markets”. Splitting the sample

on such a basis furnishes the two or more subsamples required for identification. When such

information is not available, or the variance is thought to change continuously, regimes must

be imposed or estimated, using some sort of threshold rule or Markov-switching model,

(see e.g. Lanne et al (2010)). Such estimation is most analogous to the spirit of TVV-ID –

assuming the presence of heteroskedasticity, and seeking to identify H without imposing

additional information. Examples include Rigobon & Sack (2003), Pavlova & Rigobon (2007),

and Ehrmann, Fratzscher, & Rigobon (2011). The difficulties resulting from the estimation

of regimes, which will inherently be endogenous, including the possibility of substantial
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bias, are discussed in Section 2.5. TVV-ID does not face these difficulties, as no variance

path must be estimated.

2.3 Interpretation of results

Having identified H through TVV-ID, there are myriad approaches to labeling the resulting

structural shocks, or, equivalently, the columns of H. Kilian and Lütkepohl (2017) discuss

how there may in fact be some difficulty in interpreting these as economically meaningful

shocks, given the purely statistical methods used to derive them; this step helps to develop

such interpretations. In this section, I first outline a range of labeling approaches that might

be appropriate in various contexts. Second, I offer results that show that if the labeling

procedure has certain asymptotic properties, it does not impact inference on H. Finally,

I discuss practical ways in which researchers can report their results transparently and

accentuate the robustness of their findings.

2.3.1 Labeling of shocks

Labeling can be viewed as part of the identification problem, as it is still necessary to shrink

the set of candidate H matrices to obtain an identified point. The same problem arises in the

identification schemes based on non-Gaussianity, and is discussed in some detail in Kilian

and Lütkepohl (2017). In the non-Gaussianity literature, Lanne & Lütkepohl (2010) make

restrictions on the H matrix to label monetary policy shocks and Lanne, Meitz, & Saikonnen

(2017) offer a purely statistical method of selecting the labeling, based on a pre-defined

normalization of H and an arbitrary preference for the relative of magnitude of subsequent

elements in each column. Hyvärinen et al (2010) and Gouriéroux & Monfort (2014) do

not address the issue. Ludvigson, Ma & Ng (2016) discuss “winnowing constraints” to

eliminate possible solutions for H; loosely speaking, these comprise both event constraints

(certain shock series must take values above/below certain thresholds during important

periods) and correlation constraints between external variables and the structural shocks.

Some sets of assumptions eliminate candidates from the identified set, while others select a
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best candidate. It is notable that for virtually any traditional macroeconomic identification

scheme one would otherwise be forced to use to identify a SVAR, there is a weaker analog

that can be used here to choose between the shock series furnished by TVV-ID. In reality,

each applied setting will lend itself to its own particular set of assumptions, and a researcher

ought to choose carefully based on the data to be considered, as she would otherwise be

forced to do before identifying H itself in the first place.

It is important to note that some work has considered the problem of interpreting

the shocks recovered using statistical identification methods (like identification via het-

eroskedasticity) as a more difficult problem. Kilian & Lütkepohl (2017) argue that these

shocks need not be economically meaningful. The labeling exercise outlined above does

not, however, necessarily assume the shocks are meaningful - it is possible that no shock

satisfies a theoretically-motivated labeling criterion. Nevertheless, a researcher holding the

concerns of Kilian & Lütkepohl (2017) can consider, as those authors suggest, whether a

statistically-recovered shock represents an economic shock by formally testing conventional

identifying assumptions as overidentifying restrictions. If the restrictions cannot be rejected,

the shock satisfies the theoretical properties of a conventional SVAR shock. Significantly,

while conventional restrictions are being tested at this post-estimation stage, the recovery of

shocks and responses is unrestricted and more flexible than in standard approaches. Such

exercises do, however, still generally require an initial labeling to determine a shock series

or column of H to compare to the theoretical restrictions. A second alternative is a more

informal approach, evaluating the extent to which the impulse response functions (IRFs) are

compared to those based on economic theory (or conventional models identified using such

theory), as in Brunnermeier et al (2018) or Lütkepohl & Netšunajev (2014).10 There is clearly

scope to develop more rigorous frameworks to conceptualize the shocks recovered from

statistical identification approaches like TVVID, conventional methods using heteroskedas-

ticity, and non-Gaussianity. The underlying point is that TVVID makes progress on existing

10IRFs plot the dynamic causal effect of a scaled shock on a variable of interest, holding constant all other
contemporaneous and future shocks.
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approaches by delivering the candidate shocks under weak assumptions.

Regardless of whether the shocks recovered are assumed to be meaningful, or more

skepticism is taken in presuming interpretability, labeling then plays a role either in isolating

the shock of interest directly, or furnishing appropriate shocks to be tested against structural

assumptions. A collection of possible approaches is outlined below.

• In a context where a lower-triangular assumption could otherwise be used and is

considered plausible, the columns can be ordered so as to come closest to the zero

restrictions under some norm. This lets the data dictate more realistic near-zeros

instead of assuming sharp zeros. A similar analog exists for Uhlig’s (2005) sign

restrictions, or Blanchard & Quah’s (1989) long-run restrictions.

• Imposing a restriction on a column of interest will ex ante label that column. Con-

versely, restricting all other columns has the same effect. Such assumptions can be

arbitrarily sparse - there is no need for a fully lower-triangular structure. This approach

is adopted in Lanne & Lütkepohl (2010).

• As is common in the Rigobon approach, assumptions on how the shock variances

change (perhaps in conjunction with historical episodes) can label the columns.

• A forecast error variance decomposition-type approach can label H by supposing that

within a period, the majority of unpredictable variation in a particular series is driven

by a certain type of shock.

• If there is an external instrument available for a policy shock, as described by Stock

(2008), it can be used to select the shock series that is best correlated with it, instead of

making a strict exogeneity assumption.

• Certain magnitudes of responses can be ruled out as implausible. Even very loose

magnitude restrictions can be helpful in contexts where the estimated columns have

drastic differences in relative magnitudes (a wrong normalization inflates elements

dramatically).
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• Plotting IRFs for the recovered shocks and attempting to name the shocks based on

the dynamics is also an option, as in Brunnermeier et al (2017).

A more detailed discussion, complete with examples, is presented in Appendix B.2.1.

A final approach, while not strictly an identification argument, since it references a single

observed draw rather than population moments, relies on filtered volatility paths. These can

be compared to the historical record to rule out elements of the identified set. For example,

a high volatility of inflation shocks is expected to have occurred during the 1973 oil crisis

and the Volcker period. This is essentially the “winnowing constraint” mentioned above. In

practice, as in the empirical application, this can be, at the very least, a convincing check on

another means of shock labeling. Moreover, some researchers will likely find it to be one of

the most intuitive methods of labeling the shock series. This is similar in spirit to the use of

knowledge of economic events to define regimes in the Rigobon framework. Section S.1 of

the Supplemental Appendix discusses implementation of the Least Mean Squares filter in

this context, which can furnish volatility paths under minimal parametric assumptions.

2.3.2 Inference on labeled columns

Importantly, inference techniques that are valid for an estimated Ĥ will also be valid for a

labeled column of Ĥ, denoted dH(j), under standard conditions. Note that in general, the use

of statistical measures to select a column of a matrix will impact the asymptotic distribution

of the ultimate column estimates. However, for all methods above that map a single shock to

each label, it is the case that the labeling criterion is consistent in the probability limit sense.

In this context, that means that as T ! •, the probability of selecting the correct column

based on the criterion approaches unity. Pötscher (1991) establishes asymptotic distributions

in a discrete model selection setting building on intuition dating back to at least Geweke

& Meese (1981). In the context considered here, the strong notion of consistency of the

labeling criterion makes it direct to show that a strong form of his results to hold. Thus, if

an estimator Ĥ has a known asymptotic distribution, and the labeling method is consistent,

the asymptotic distribution of dH(j) will be that of the jth column of Ĥ. In other words, the
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labeling problem can be ignored asymptotically for the purpose of inference.

2.3.3 Transparency and reporting

TVV-ID demonstrates further value by enabling transparent discussion about the impact

of economic assumptions on the estimates obtained. In particular, since more subjective

“economic” identifying assumptions are only used to label a defined set of shocks, or, equiv-

alently, to identify which column H(j) pertains to a shock of interest, it is straightforward to

specify what values would be identified under alternative assumptions. Thus, the notion of

a result being robust to identifying assumptions is very clear. In many cases, a variety of

sets of assumptions lead to precisely the same labeling and thus the same result. Showing

this can make empirical work more compelling, in that a reader ascribing to any single

member of that set of assumptions can be convinced by the result, even if she does not

agree with the validity of all such assumptions. In contrast, in much empirical work of

the nature considered here, the scope for comparison of identifying assumptions has been

limited. When such a juxtaposition is present, even if both sets of assumptions were valid,

they would only yield quantitatively identical results in a finite sample under very specific

circumstances. Further, when the subsequent results differ, it is hard to pin down exactly

what aspect of the assumptions led to those differences and precisely how this influence

operates. Here, on the other hand, as the impact of each assumption discriminates between

a small number of discrete possibilities, it is simple to discuss.

Finally, TVV-ID ought to be attractive to researchers not wanting to take a strong stand

on such economic assumptions, or wishing to leave the reader scope to decide the credibility

of the identification. TVV-ID provides the option of reporting the values of H(i) under

multiple, possibly all, column orderings. Reporting this finite, identified set is not usually

an option, but here could provide a check on the integrity of the results and illuminate the

degree to which the convenience of the findings may influence assumptions made.11

11Reporting all possible labelings is of course possible in any identification via heteroskedasticity approach,
or others where identification is up to column order. However, what sets TVV-ID apart is that extra economic
assumptions (besides the generic economic content of Assumptions 2.1, 2.20, & 2.3) have not been enforced prior
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2.4 Estimation

Having established sufficient equations to identify the structural shocks, there are many

options available to apply these results to estimate the parameters of interest. Estimation

using a GMM approach follows directly from the identifying equations. In particular, with

the addition of a stationarity assumption, Equation (2.7) can be consistently estimated, and

standard GMM results apply. However, in practice, (and in the simulation study) there may

be challenges to this approach, which are discussed in Appendix B.2.3. In this section, I

consider other approaches: I outline likelihood-based inference via Markov Chain Monte

Carlo (MCMC) and describe what I call hybrid GARCH. Further options exist, including

variants of the GARCH-based inference of Sentana & Fiorentini and methods inspired by

the infill asymptotic framework. These additional methods are described in Appendix B.2.3.

While stationarity is not needed for identification, many estimation procedures will require

the assumption for desirable asymptotic properties to hold.

2.4.1 Quasi-likelihood inference based on time-varying volatility

A quasi likelihood approach is appealing because it provides a natural way to incorporate

the identifying information of multiple autocovariances. The drawback of any likelihood-

based approach is the necessity of specifying a law of motion for the structural variances;

to some extent this may seem a return to parametric assumptions this paper set out to

avoid. However, thanks to the general identification arguments offered above, identification

is not tied to a particular functional form. A researcher can specify any functional form for

time-varying volatility provided it implies an autocovariance. In analogy to a simple IV

model, determining the validity of an instrument (identification) is a separate problem from

deciding whether to estimate via two-stage least squares or choosing a parametric model

for maximum likelihood. It is also possible to fit multiple functional forms to examine how

robust results are to such assumptions. Each functional form implies various moments for

to this labeling problem, so it is possible to leave all “economic” decisions in the hands of the reader.
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zt, exploiting the result in Theorem 2.2 showing that additional moments lessen the risk of

weak or non-identification. There is an extensive literature discussing functional forms for

time-varying volatility in the financial econometrics literature, see e.g. Shephard (1996) or

Fuh (2006). A popular general form is a simple AR(1) log SV model12. For a dimension i, it

takes the form

log
�

s

2
it
�

= µi (1� fi) + fi log
�

s

2
it�1
�

+ eit, (2.11)

where eit and ejt can have arbitrary covariance for i, j 2 1, ..., n. Provided |fi| < 1, this

provides a stationary approximation to popular models viewing log-variance as a random

walk. Such general forms for the likelihood require estimation via simulation methods like

MCMC. The AR(1) SV model is applied throughout this paper, and ultimately constitutes

the recommended implementation for TVV-ID. The reasons for this are addressed in the

simulation study of Section 2.5. For more details on quasi-likelihood estimation in this

context, see Appendix B.2.3.

2.4.2 Hybrid GARCH

A hybrid method based on the GARCH functional form has the advantage of minimizing

nuisance parameters to be estimated and not requiring intensive algorithms like MCMC,

without directly strictly imposing the GARCH structure. Calibrated GARCH parameter

values can be used to form a kernel and obtain a volatility path. Quasi-Maximum Likelihood

(QML) estimation can then be performed for H based on the implied filtered path. The

applicability of the GARCH model is discussed in Engle (2001), for example. Consider the

GARCH(1,1) functional form for t = 2, 3, . . . , T:

s

2
it = µi (1� ȳ � Ū) + ȳs

2
i,t�1 + Ū#

2
i,t�1, i = 1, 2, . . . , n, and µi, ȳ, Ū � 0, (2.12)

where a bar denotes a pre-determined calibrated parameter. The GARCH(1,1) law of motion

means that if ȳ + Ū < 1, then E
⇥

s

2
it
⇤

= µi, where the expectation is with respect to the

12Henceforth, I use the terms AR(1) log SV and AR(1) SV interchangeably to refer to the same model, with
the choice depending on the emphasis in context.
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stationary distribution. The hybrid approach deviates from standard GARCH by fixing the

values of ȳ and Ū via calibration (calibration details are discussed in Appendix B.2.5). My

focus allows µi to remain a free parameter to capture the mean variance of each series, as in

Pakel, Shephard, & Sheppard (2011); experimentation suggests doing so greatly improves

performance. For estimation, the initial value, s

2
1 must be fixed; a default in most statistical

packages is to set s

2
1 = µ. Appendix B.1 develops the asymptotic properties of this estimator,

showing standard QML results apply.

The underlying standard set of parameters used to calibrate ȳ and Ū may vary based

on the application and especially frequency considered – whether highly volatile financial

variables or slow-moving macro variables. For the purposes of the simulation study, I

calculate such a standard set of parameters based on the monthly 128-variable McCracked

& Ng FRED-MD database. The following simulation study shows that hybrid GARCH

estimation performs well.

2.5 Performance of estimators

To evaluate the practical potential of TVV-ID, it is important to differentiate its performance

from that of the alternatives. First, I present a theoretical argument highlighting difficulties

encumbering the Rigobon approach when regime breaks must be estimated. Second,

I present simulation results across a range of estimators. In doing so, I examine the

performance of a variety of popular regime-estimation approaches in simulation; the results

are highly varied. Then I compare the performance of TVV-ID (under multiple estimation

approaches) to various applications of the Rigobon scheme and Sentana & Fiorentini’s

GARCH identification. I do so across several data-generating processes (DGPs), and with

varying degrees of time variation in volatility. In general, TVV-ID performs favorably, and,

in particular, the likelihood-based estimators are superior.
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Table 2.1: The presence of off-diagonal elements

E [#1t#2t | t 2 T] E [#1t#2t | t 2 A] E [#1t#2t | t 2 B]

H = I2 -0.001 -0.002 0.000

H =
�

[1, 1]0 , [1, 1]0
�

-0.001 0.414 -0.415
The table computes the conditional expectations noted via simulation. The variance matrix is I2 for 500,000
observations and

⇣

[1, 0]0 , [0, 2]0
⌘

for 500,000. The data is split into subsamples based on the trace of hth
0
t. A

is the subset of observations with trace above the median; B is A’s complement.

2.5.1 The breakdown of conditional diagonality

When regime breaks must be estimated based on the data, estimates obtained via the

Rigobon method face an important source of bias. It is standard in the SVAR context to

assume that E [#t#0t] is diagonal; the Rigobon scheme requires in addition that E [#t#0t | t 2 A]

is diagonal for a subsample, A ⇢ T, used for identification. There are two potential forces

driving any norm of H#t#
0
tH0 to be “high-valued” or “low-valued” – in A or not in A. On

the one hand, a period of high volatility increases the norm. On the other, certain values

of #t#
0
t will be more conducive to a high norm (the precise values will especially depend

on H and also on s

2
t ). Thus, conditional on being in a certain data-dependent sub-sample,

some draws of #t#
0
t will be more likely than others, and this equally applies to off-diagonal

elements of #t#
0
t. Thus, E [#t#0t | t 2 A] will not, in general, be diagonal. Put differently, the

estimated regimes are not exogenous to #t as they are calculated based on ht.

A simple example illustrates this fact. For this purpose, compare the generic H = I2 to

H =
�

[1, 1]0 , [1, 1]0
�

. Let the “low variance” regime be I2 and the high
�

[1, 0]0 , [0, 2]0
�

; shocks

are normally distributed. Now, compute the trace of H#t#
0
tH0 for each observation and

define sub-sample A as those draws whose trace is above the overall median, and B below.

I compute the expectations numerically using 500,000 draws for each regime. Table 2.1

reports the conditional expectations. With H as the identity, the off-diagonal elements are

indistinguishable from zero, but with non-zero off-diagonal elements in H, the orthogonality

clearly breaks down, as described above.

A lack of orthogonality within the sub-samples biases estimates of H. Consider the
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2-dimensional case. When orthogonality holds, E [#1t#2t | t 2 A] = 0, so

s

2
h11,A = E

⇥

#

2
1t | t 2 A

⇤

+ H2
12E

⇥

#

2
2t | t 2 A

⇤

= c1 + H2
12c2.

Without orthogonality,

s

2
h11,A = E

⇥

#

2
1t | t 2 A

⇤

+ H2
12E

⇥

#

2
2t | t 2 A

⇤

+ 2H12E [#1t#2t | t 2 A]

= c1 + H2
12c2 + H12c3,

which includes an additional unknown, c3. It is clear that assuming c3 = 0, as the literature

does, biases estimates. The problem is compounded for higher dimensions, introducing

additional confounding parameters. Simply speaking, the Rigobon argument, which yields

just-identification with two regimes, is now under-identified if c3 must be determined.

This issue is most clearly illustrated when one considers the alternative sub-sample

identification argument (and its estimation analog) offered by Sims (2014). If SA = HSAH0

where SA ⌘ E [St | t 2 A] and similarly for B, then

SAS�1
B = HSAS�1

B H�1.

If SAS�1
B is diagonal, then those diagonal elements are the eigenvalues of the matrix on the

right hand side, and the columns of H are the corresponding right eigenvectors (uniquely

so if the eigenvalues are distinct). However, if SA,SB, and thus SAS�1
B are not diagonal,

then the diagonal elements are not the eigenvalues of the matrix, and the columns of H are

not the eigenvectors. Therefore, diagonality conditional on membership in a sub-sample is

crucial for estimates to be valid.

This problem is likely to manifest if the true variance process exhibits continuous

variation. In particular, estimated “high” regimes will mix individual short periods with

high variances with surrounding periods of low variance, but with draws of #t conducive

to large hth
0
t; the converse is also true. The mixing of variance regimes is not a problem

in itself (as shown in Rigobon (2003)), but the inclusion of periods on the basis of certain

draws of #t is. This is potentially a problem in data with frequent variance changes, where
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the end observations of each regime, marginal based on variance value, are largely assigned

based on #t . In smaller samples, these end observations may make a sizable contribution to

the subsample expectations.

The researcher faces a trade-off in choosing regimes - either explicitly, or implicitly via

the likelihood of a Markov switching model. As the length of the window over which the

norm of hth
0
t is computed tends to infinity, provided some heteroskedasticity is present,

the off-diagonal elements will converge to zero. However, as the length of the sub-samples

goes to infinity, provided stationarity holds, the covariance matrix of each subsample will

converge to the same value. A weak identification problem emerges – if the covariances are

identical across sub-samples, the original problem of identification only up to orthogonal

rotations returns. In much macroeconomic data, from an estimation point of view, it remains

unlikely that sample sizes are large enough to avoid the issue of non-diagonality within the

sub-samples. A potential solution is accepting the presence of off-diagonal terms and using

additional regimes to identify the extra parameters outlined above. However, in the current

literature, these issues are unaddressed; further work should investigate the extent to which

existing results are robust to this issue.

2.5.2 Simulations

I begin by describing the DGPs used across simulations. My first simulation study explores

the bias of Rigobon identification based on rolling window variance regimes. The second

study compares TVV-ID to existing identification schemes, under a variety of estimation

approaches.

Data generating processes I consider a range of models of heteroskedasticity prevalent

in the literature. In particular, I consider a generic AR(1) SV model, a GARCH(1,1) model,

and a Markov switching model, intended to mirror the regime-based heteroskedasticity

of Rigobon. The model used for calibration is a bivariate SVAR(12) where the regressors

are the first factor of the McCracken & Ng data (excluding the FFR), and the FFR. H is
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Table 2.2: Calibration of volatility processes for simulations

AR(1)

µ f E [ete0t] details

(17.49,�42.11)0 (0.90, 0.96)0


0.106 0.074
0.074 0.128

�

T = 100, 200, 400
weak i.d.: E [ete0t] /10

GARCH(1,1)

µ y U details

(7.29, 0.46)0 (0.704, 0.764)0 (0.169, 0.226)0
T = 200

weak i.d.: U/1.5

Markov Switching

Ptrans Vlow Vhigh details


0.971 0.029
0.092 0.908

�



4.12 0
0 0.11

� 

15.91 0
0 2.27

�

T = 200

Calibration of the volatility processes used in the simulation studies. Values of estimated using a bivariate
VAR(12) based on the first factor of the McCracken & Ng FRED-MD database (excluding the FFR) and the
FFR. H was first estimated using the QML AR(1) approach and the other structural parameters were estimated
based on these structural shock series. The “weak” versions of the AR(1) and GARCH (1,1) are scaled to offer
substantively less identifying variation, as discussed in Section S.3 of the Supplemental Appendix.

estimated using the QML AR(1) SV model, and given by

H =

2

6

4

1 0.298

0.333 1

3

7

5

.

This H is then used to obtain time-series for #t from which the structural parameters are

estimated for the other DGPs. Calibration details are in Table 2.2.13 Shocks are normally

distributed (as are innovations to the log SV process).14

The basic sample length is T = 200. This is shorter than the approximately 600 and

400 observations in the McCracken & Ng FRED-MD dataset and the empirical application

respectively, because these sample sizes are somewhat long relative to many macroeconomic

13For the calibration, the estimated GARCH and ARCH parameters were scaled by 0.99 for the second
structural shock to avoid non-stationarity to machine precision.

14Unreported additional simulations show that using heavy-tailed shocks (implying misspecification for the
likelihood estimators) does not significant harm estimates. In general, it actually improves performance for
estimators that implicitly fit the variance of hth

0
t, which now contains additional identifying information due to

non-Gaussianity.
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datasets. The shorter sample puts the methods through a sterner test in terms of strength of

identification. Simulations are conducted with 5,000 replications. Labeling of the columns of

H proceeds via an infeasible method of comparing the L2 norm of the resulting H matrices

to the true matrix. This is infeasible because, in practice, the true H is unknown.

Study 1: Estimating regimes I apply a range of norms, window lengths, and threshold

rules motivated by those used in the empirical literature to assess the performance of

the Rigobon methodology. For norms, I consider both the trace of hth
0
t, and the diagonal

element expected to be most impacted by heteroskedasticity, as in Rigobon & Sack (2003).

For windows, given that the calibration is to monthly data, I consider single-period, 7-period,

and 13-period symmetric windows. For thresholds, I consider both the median, which

maintains precision in the estimation of both subsample covariances, and one standard

deviation above the mean, as in Rigobon & Sack (2003). I analyze both the Markov

switching DGP, as it is the leading case for the Rigobon scheme, and the AR(1) SV DGP, as

representative of a volatility model with continuous variation. Estimation proceeds using

the Sims methodology discussed in Section 2.5.1.

For both DGPs, many tuning parameters result in moderate to severe bias. For the

Markov-switching DGP, the identification scheme should perform relatively well, since there

truly are windows of high and low variance. Results for “oracle” estimation, where the true

break dates are known, are accurate to Monte Carlo error. Histograms for all estimators

are available in Figures S.3-S.5 of the Supplemental Appendix. Table 2.3 shows severe bias

results when the regime determination is based on only the contemporaneous values of

h

0
tht, although RMSE is moderate. Note that without bias of the type discussed above, even

these estimators should be consistent, like the oracle. Bias falls with the length of the rolling

window, with lower RMSE for the 13-period window than 7-period. Performance for the

SV DGP is similar; results are available in Table S.1 of the Supplemental Appendix. Here,

longer windows yield estimates quite close to the true values. That longer windows better

identify the true parameters accords with theory; the off-diagonal bias will be minimized,

since it is unlikely to have a long sequence of similarly conducive draws of #t driving the
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Table 2.3: Mean estimates for Rigobon estimator: Markov-switching DGP

window 1-period 7-period 13-period oracle

norm threshold H21 H12 RMSE H21 H12 RMSE H21 H12 RMSE H21 H12

trace
median 0.078 -0.24 3.79 0.016 0.419 4.93 0.023 0.357 4.42

0.033 0.277
mean+ 1 s.d. 0.064 -0.156 5.91 0.006 0.451 6.81 0.006 0.453 6.57

h̄

2
1

median 0.061 -0.032 1.91 0.009 0.441 6.10 0.018 0.392 5.22

mean+ 1 s.d. 0.067 -0.139 4.20 0.009 0.427 7.12 0.011 0.403 6.83

Mean estimates for Rigobon-type estimators for the empirically-calibrated Markov-switching DGP, T = 200,
5,000 draws. The window indicates the length of the rolling window over which variances were computed to
form subsamples. The norm indicates the method used to evaluate the magnitude of the variance over each
window. The threshold indicates the value a window had to surpass for its central observation to be considered
“high variance”. Estimation via the Sims (2014) method. Labeling proceeds via an infeasible method matching
H estimate to the true H to minimize L2 norm. Since the RMSE must account for error in multiple parameter
estimates, the MSE is computed for each, and then normalized by the square of the true parameter, before the
root of the sum is taken.

regime determination. Results appear most sensitive to window length, with the threshold

and norm having smaller effects. However, these results suggest that even if the researcher

has a strong belief that the underlying heteroskedasticity is dramatic (as it is here - see

Section S.3 of the Supplemental Appendix), care must be taken in estimating regimes, as

there is potential for substantial bias.

Study 2: Comparison of estimators Three identification schemes are compared in this

simulation study: the Rigobon approach, Sentana & Fiorentini’s GARCH-based identifi-

cation, and TVV-ID. Table 2.4 summarizes these estimators. The first implementation of

Rigobon uses sub-samples defined based on a 13-period rolling window of trace (hth
0
t), with

the regime cut-off being the median. This combination was chosen as it performed quite

well in the Study 1. Second, it is implemented with the two sub-samples corresponding to

simply the first and second halves of the sample. This should avoid the bias outlined above,

but may be susceptible to weak identification. Third, I estimate a Markov switching model

via maximum likelihood. The standard implementation of Sentana & Fiorentini’s (2001)

scheme uses maximum likelihood on GARCH(1,1) variance processes. TVV-ID is imple-

mented in three ways. First, an approximation to quasi-maximum likelihood is estimated
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Table 2.4: Estimators considered in simulations

Identification
scheme Estimator Summary

Rigobon
Sub-sample 13-month moving ave. trace, median threshold
T/2 split subsample split at T/2

Markov switching Maximum likelihood on Markov switching model

Sentana & Fiorentini GARCH Independent GARCH(1,1) processes, maximum likelihood

TVV-ID
Quasi-likelihood AR(1) log SV with correlated innovations (MCMC)

GMM 2-step GMM using mean and first autocovariance of hth
0
t

Hybrid GARCH(1,1) with calibrated GARCH and ARCH parameters

The estimators applied are split into three categories based on the identification approach exploited. The key
features of each estimator are described in the summary column.

via Hamiltonian MCMC with flat priors and the model of equation (2.11), allowing for

correlated innovations across dimensions. The point estimate is the median of the MCMC

draws. GMM is applied using the mean and first autocovariance of hth
0
t; the standard

two-stage procedure is used for weighting. Finally, I estimate the hybrid approach where the

GARCH parameters are calibrated as ȳ = 0.6048, Ū = 0.2476 (estimated based on 128 macro

time series, see Appendix B.2.5), with the remaining estimation, including each process’s

mean, via QML.

Seven DGPs are considered. The three central specifications are a Markov switching

process, a GARCH(1,1), and an AR(1) log SV, all with T = 200. I augment this with variants

of the GARCH(1,1) and AR(1) SV. For GARCH(1,1), I add a version with “weak variation

in the volatility; for the AR(1) SV, I consider T = 100, 400 and a version with T = 200 and

“weak” variation in the volatility. The “weak” calibrations are chosen to scale down the

ARCH parameters by a factor of 1.5 for GARCH(1,1) and the innovation variances by a

factor of 10 for the AR(1) 15. These values are admittedly arbitrary, but were chosen after

comparing sample variance paths under different calibrations to obtain paths that exhibited

modest fluctuation in the neighborhood of the process mean. Representative sample paths

are given in Section S.3 of the Supplemental Appendix. As before, labeling is conducted

15Note that for both the AR(1) SV and GARCH(1,1), this also implies a change E
⇥

s

2
t
⇤

.
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using the infeasible method based on the L2 norm. This procedure allows the results to

focus on the challenge of estimating H, as opposed to that of labeling the shocks thereafter.

The details are presented in Table 2.2.

The mean values obtained from each estimator, the RMSE, and rejection rates of the

associated standard errors are reported in Table 2.5. Histograms for all DGPs are available

in Figures S.6-S.12 of the Supplemental Appendix. Estimates are in general better for H21

than H12, which can be attributed to the larger autoregressive parameter f2 = 0.96 for the

second shock series. All estimators exhibit bias for certain DGPs (particularly in small

samples), but for the most part, this is driven by a few outliers; the histograms demonstrate

that the distributions are meaningfully centered around the true parameter values, with few

exceptions. Given this, the RMSE is a useful tool in comparing the estimators, in giving a

measure of their dispersion around the true parameter values.

Across DGPs, the QML implementation of the AR(1) SV model performs best. It does

exhibit some bias due to outliers for smaller sample sizes, but even when misspecified,

its RMSE is only slightly worse than those of the correctly specified estimators. The once

case where it breaks down, with substantial bias, is for H12 in the weak GARCH DGP,

where it is both misspecified and faced with weak identification, but there it still maintains

an RMSE not too far behind the leading well-specified GARCH estimator. Its robustness

to misspecification - that, even when misspecified - it can compete with well-specified

estimators, is not shared by any other estimator. The rejection rates are actually undersized,

offering conservative inference.16

The hybrid GARCH estimator and Markov switching estimators offer the next best

performance. Frequently, they actually have a lower bias than the AR(1) SV due to fewer

outliers, but their RMSEs are systematically higher. Their performance varies with the

degree of misspecification and sample size, as expected, and both break down in the

16One exception is for H12 in the AR(1) 400 DGP. This is likely because with a longer sample size the sampling
variation is quite low, while given the unsupervised nature of the simulation study, some of the chains may
not converge, or cycle between column orderings, inflating the rejection rate. This will not be a problem when
MCMC is supervised as in usual practice.
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Table 2.5: Mean estimates and rejection rates: study 2

QL AR(1) GMM Hybrid GARCH Sub-sample
(rolling)

Sub-sample
(T/2)

Markov
switching

mean a mean a mean a mean a mean a mean a mean a

Markov
switching,
T = 200

H21 0.038 1.2 0.018 33.1 0.024 9.6 0.025 48.5 0.023 0.0 0.014 0.1 0.034 4.4

H12 0.327 13.1 0.352 36.5 0.325 11.3 0.346 46.8 0.357 0.0 0.378 0.2 0.273 5.0

RMSE 2.39 - 6.36 - 5.34 - 4.74 - 4.42 - 6.62 - 2.19 -

GARCH(1,1),
T = 200,

H21 0.037 1.1 0.030 13.4 0.031 4.3 0.033 4.7 0.028 0.0 0.029 3.4 0.031 11.6

H12 0.394 5.2 0.335 18.7 0.329 5.3 0.295 4.6 0.304 0.0 0.360 3.2 0.331 11.2

RMSE 2.75 - 5.82 - 2.47 - 2.58 - 6.62 - 6.88 - 5.31 -

GARCH(1,1),
T = 200,
weak

H21 0.041 0.5 0.024 49.8 0.023 24.5 0.032 4.9 0.033 0.0 0.022 0.1 0.026 9.5

H12 1.186 15.8 0.775 51.8 0.979 24.4 0.266 5.7 0.114 0.0 0.829 0.2 0.635 8.8

RMSE 7.26 - 12.13 - 8.27 - 6.92 - 7.99 - 13.3 - 11.15 -

AR(1),
T = 100

H21 0.048 0.8 0.017 42.9 0.027 9.2 0.026 22.4 0.020 0.0 0.023 0.5 0.023 11.7

H12 0.441 2.2 0.585 46.0 0.347 10.2 0.364 21.5 0.445 0.0 0.387 0.3 0.438 10.4

RMSE 4.30 - 8.92 - 6.67 - 6.37 - 8.28 - 7.42 - 7.26 -

AR(1),
T = 200

H21 0.041 0.9 0.023 37.2 0.030 6.9 0.031 23.6 0.021 0.0 0.024 0.4 0.030 5.8

H12 0.370 3.0 0.376 40.1 0.322 7.7 0.306 22.3 0.369 0.0 0.365 0.2 0.306 5.1

RMSE 2.54 - 7.14 - 4.31 - 3.92 - 6.91 - 6.30 - 5.16 -

AR(1),
T = 400

H21 0.034 1.3 0.028 27.8 0.033 4.3 0.061 62.2 0.023 0.0 0.024 0.3 0.0343 4.7

H12 0.300 11.4 0.314 31.4 0.287 4.9 0.756 51.7 0.308 0.0 0.369 0.3 0.285 4.9

RMSE 1.34 - 5.60 - 2.52 - 8.50 - 6.23 - 5.72 - 3.25 -

AR(1),
T = 200,
weak

H21 0.063 0.2 0.014 42.7 0.0187 47.6 0.019 8.6 0.032 0.0 0.018 0.0 0.019 15.4

H12 0.44 3.2 0.535 43.0 0.503 48.6 0.500 10.0 0.155 0.0 0.470 0.0 0.465 14.3

RMSE 4.85 - 8.96 - 8.36 - 7.78 - 7.17 - 8.41 - 8.04 -

Mean estimates for the full range of estimators for the specified DGPs. Labeling proceeds via an infeasible
method matching H estimates to the true H to minimize L2 norm. Rejection rates, a, are presented for a
nominally-sized 5% test for each draw. For the MCMC methods, this is based on the covariance matrix
calculated from chains. For GMM, the approach is the standard asymptotic variance estimator. For the
subsample method, the approach is a wild bootstrap. For GARCH, the Fisher information is used. For the
hybrid, the QML variance is used. For Markov Switching, a parametric bootstrap is used. Since the RMSE
must account for error in multiple parameter estimates, the MSE is computed for each, and then normalized by
the square of the true parameter, before the root of the sum is taken.
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presence of weak identification. The hybrid GARCH has some difficulty in fitting the “weak”

GARCH DGP as it is calibrated to have a very different ARCH parameter. The standard

errors for both estimators offer minimal size distortions.

The GARCH estimator generally is comparable to the hybrid GARCH and Markov

switching approaches. However, it breaks down badly for the AR(1) with T = 400. This

is because the empirical calibration dictates GARCH parameters that are very close to

non-stationarity. As a result, with a longer draw of data, the dynamics sometimes appear

explosive from a GARCH-fitting perspective, negatively impacting the estimates.17 As

opposed to being an artifact of the calibration, this should be seen as a strike against GARCH

since these results follow from an empirical calibration based on commonly-used data. In

some cases, estimates of the GARCH and ARCH parameters on the explosive edge of the

parameter space lead to excess mass of H around zero. These are examples of problematic

misspecification resulting from assuming GARCH as in Sentana & Fiorentini’s approach;

GARCH(1,1) struggles to accommodate a stationary DGP (f2 = 0.96 is quite reasonable) of a

different functional form. The rejection rates, based on the Fisher Information, are accurate

when well-specified, but as expected, break down when misspecified.

GMM has difficulty with small sample sizes and weak identification. This makes sense,

as there are fewer explicitly-estimated moments compared to the implicitly incorporated

moments of the likelihood-based approaches. Thus, when there is difficulty precisely

estimating and decomposing the higher moments of the shocks, identification is impacted.

For AR(1) SV T = 200 though, the performance is very good. The standard errors also

improve with sample size as the asymptotics “kick in”. For larger sample sizes, GMM can

offer a real alternative that requires no parametric assumptions.

The rolling window Rigobon estimator is generally reliable, which, given that the

window length and threshold were chosen based on Study 1 to perform well in this data is

unsurprising. A naïve implementation would perform very differently. When identification

17The start values for the GARCH parameters in the optimization are based on the median of 1000 sample
paths of T drawn from the DGP. These start values, some of which are very large for T = 400, thus only impact
the optimization commensurately with how they impact the data being passed to the algorithm.

76



is strong, the bias is actually very low. However, the breakdown is dramatic for weak

identification, which makes sense, as in this context the realized shock values dominate

the regime selection, causing non-diagonality bias. Even when well specified (the Markov

switching DGP), it is not competitive with the other estimators in terms of RMSE; the RMSE

is high in general. The same remarks apply to the T/2 split estimator. The wild bootstrap

used for both is severely undersized.

2.6 Empirical illustration: estimating oil price shocks

Kilian (2009) contributes to a substantial literature examining the effects of oil price fluctua-

tions on the macroeconomy. In particular, Kilian (2009) examines how the effects may vary

depending on the cause of the price change. He estimates a 3-variable SVAR (oil production

growth, real economic activity, real oil price) to obtain structural shock series, each of which

represents a possible cause of oil price fluctuations. Based on his structural assumptions,

these are an oil supply shock, an aggregate demand shock, and an oil-specific demand

shock. Examining the impact of these structural shocks on GDP and inflation illustrates that

oil price movements have different effects on the real economy depending on the source of

the price movement - which type of shock caused it.

This problem is a natural candidate for identification via time-varying volatility. It has

in fact already been evaluated in a similar context by Lütkepohl & Netšunajev (2014) who

assess the robustness of results using identification via heteroskedasticity with a Markov

switching implementation. Moreover, as discussed in that paper, and in Zhu (2017), there is

evidence that oil markets exhibit time-varying volatility. Further, the recursive identification

assumptions previously exploited, while plausible, are not ex ante obviously true in a “hard

zero” sense. TVV-ID allows me to finally perform such tests of identifying assumptions and

more broadly to assess the robustness of results (in terms of ultimate impulse responses)

to a structural response matrix that is not lower triangular. The ability to test conventional

identification assumptions on the H matrix is a key avenue for application of TVV-ID in

applied work.
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Explicitly, Kilian’s (2009) model takes the form
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where the residual ht is obtained from a 24-lag VAR of the percent change in global crude

oil production, an index of real economic activity, and the real price of oil. Note that I

have used a different normalization (unit diagonal of H as opposed to identity structural

shock covariance) to remain consistent with the theoretical portion of the present paper,

and because an identity covariance normalization (of a specific period) is not useful in the

TVVID argument based on autocovariance. The data is monthly, spanning 1973:2-2007:12.

The identifying assumptions are

1. Oil production does not respond to either aggregate or oil demand shocks within the

month

2. Real economic activity does not respond to oil demand shocks within the month

These assumptions have also been adopted in Kilian & Park (2009).

I adopt Kilian’s (2009) VAR specification, using replication code available from the

AEA website, up to the estimation of the reduced form residuals. I deviate in terms of

assuming time variation in the structural shock variances and estimating the H matrix

using several forms of TVV-ID, instead of simply taking a Cholesky decomposition. Note

that for identification purposes, I need not take a stand on whether the time variation is

conditional or unconditional. I consider both the AR(1) stochastic volatility implementation,

and the fully non-parametric 2-step GMM approach. Recall from the simulation study that

the AR(1) stochastic volatility implementation, while an unconditional heteroskedasticity

model, performs fairly well even in the presence of conditional heteroskedasticity, and that

the GMM implementation is completely agnostic to the type of heteroskedasticity. For

contrast, I also present results from a Rigobon (2003) estimator using the same 13-period

rolling window and threshold rule as in the simulation study. Lütkepohl & Netšunajev
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Table 2.6: Estimates of H in three-variable oil market SVAR

AR(1) SV GMM Markov switching Kilian

H
1 0.37 0.02 1 -0.14 -0.36 1 -0.09 0.42 1 0 0

-0.01 1 0.03 0.01 1 0.03 -0.00 1 0.14 0.00 1 0
-0.01 0.04 1 0.02 0.09 1 -0.06 -0.20 1 -0.02 0.12 1

null Chol. col. 2 col. 3 Chol. col. 2 col. 3 Chol. col. 2 col. 3
– – –

p�val. 0.31 0.72 0.21 0.94 0.97 0.83 0.95 0.90 0.85

The first block presents estimates for the H matrix based on the various estimators. The lower block reports
p�values for tests of Cholesky structure collectively, and then by column. The AR(1) SV method implements
an AR(1) model for log-variance using MCMC. Standard errors are based on the sampling variation of the
chains. The GMM approach uses 2-stage GMM. The Rigobon method employs a 13-month rolling window
with the median trace as the regime threshold; standard errors use a wild bootstrap. The Kilian matrix is a
Cholesky decomposition, with unit normalized diagonal.

(2014) conduct essentially the same exercise with a Markov switching model, so I do not

pursue that here.18 Table 2.6 presents the H matrices computed using each of these three

approaches, with Kilian’s (2009) result for comparison. Note that I employ the unit-diagonal

normalization, while Kilian (2009) uses the unit-variance normalization.

Columns are labeled to provide the closest match to Kilian’s (2009) results. Equivalently,

labeling based on ruling out implausible magnitudes of responses leads to the same per-

mutations of columns, due to the large differences in relative magnitude of the entries in

each column. At first glance, it appears that the matrices obtained without restrictions differ

from Kilian’s (2009) due to non-zero point estimates in the upper-triangular portion.

However, I can now test the recursive assumptions that Kilian (2009) uses to obtain

structural responses, as they are overidentifying restrictions when the model is identified

using TVVID. Proposition 2.3 presents the test formally.

Proposition 2.3. Under Assumptions 2.1.1-2.1.2, 2.20, & 2.3,

1. Conventional identifying assumptions on the H matrix of the form LH = l (where L is p⇥ n

and l p⇥ 1) are overidentifying restrictions,

18They do, however, consider a VAR(3) as opposed to the VAR(24), referring to several information criteria
supporting a more parsimonious specification.
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2. For an asymptotically normally distributed estimator Ĥ with mean H and asymptotic variance

var
�

Ĥ
�

, these overidentifying restrictions can be tested using the Wald test statistic

JL =
�

LĤ � l

�0 ⇥Lvar
�

Ĥ
�

L0⇤�1 �LĤ � l

�

,

where JL
d! c

2
p under the null hypothesis LH = l.

The first point follows from Theorem 2.1. The test statistic and its limiting distribution

follow from the properties of a standard Wald test. Accordingly, I perform a simple joint

Wald test for the three overidentifying zero restrictions, and report separate test results for

the restrictions on each column of H. The asymptotic variance for the AR(1) SV estimator is

based on the sampling variation from the MCMC and for the Rigobon estimator, a recursive

wild bootstrap.19 For both AR(1) SV and GMM, the recursive assumptions cannot be rejected

column-by-column or collectively. This should be particularly convincing in the face of the

size distortions found in the simulation study for the GMM standard errors in samples of

this size. The results using the Rigobon estimator also cannot reject the Cholesky structure,

though this is unsurprising given how undersized the bootstrap approach was found to be

in simulation. Thus, I cannot reject the validity of Kilian’s (2009) lower triangular structure.

These results accord with those of Lütkepohl & Netšunajev (2014), based on identification

via heteroskedasticity using a Markov switching model; they are also unable to reject the

overidentifying restrictions of a lower triangular structure. Comparing the implied paths

of the structural shocks shows very similar results across both identification schemes and

estimators.

The AR(1) SV implementation allows me to recover implied paths for the shock variances.

Figure 2.2 plots these paths, standardized to display on the same axes. The oil supply shock

variance is in blue, the aggregate demand in red, and the oil-specific demand in gold. The

general dynamics of these accord with the labeling of the shocks and economic intuition.

19Appendix B.1 discusses the use of QML-type standard errors for MCMC as proposed by Müller (2013).
Note that the simple standard errors based on the sampling distribution were found to be conservative in the
simulation study. The Müller (2013) errors were also computed here for robustness and found to be even more
conservative than those reported, so do not change the conclusions.
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Figure 2.2: Estimated variance paths for the three structural shocks obtained from the AR(1) SV method,
normalized to present on the same axes. The blue line represents the variance of the oil supply shock, red
aggregate demand, and gold oil-specific demand.

Oil supply shocks are at their most volatile during the first part of the sample, and become

somewhat more stable in the latter period. Aggregate demand shock volatility behaves quite

similarly to that of oil supply shocks.20 Oil demand shock volatility rises throughout the

sample, punctuated by periodic spikes. For a comprehensive discussion of events affecting

oil markets during this period, see e.g. Barsky & Kilian (2002, 2004)

Besides testing the impact of the recursive ordering assumptions on the H matrix itself,

it is important to assess their impact on the impulse response functions. Figure 2.3 reports

the IRFs under the four identification approaches. Kilian’s (2009) responses are in gold,

AR(1) SV in blue, GMM in red, and Rigobon in purple. Generally speaking, the paths are all

very similar; this should not be surprising, considering the role of reduced form parameters

in dictating the IRFs. The largest deviations occur for the Rigobon estimates; potential issues

with this methodology have already been discussed at length. Figure 2.3 replicates Kilian’s

(2009) Figure 3 under the AR(1) SV implementation of TVV-ID (blue), with Kilian’s results

for comparison (gold, dashed), and 1- and 2-standard deviation confidence intervals. The

procedure for the confidence intervals is discussed in Appendix B.2.4. The only possible

case for rejecting Kilian’s (2009) responses is at early horizons, when the mild bias caused

20Note that the similar paths are not a major issue for identification since identification is based on a
combination of both autocovariance, mean and other implied moments in this implementation, which do not
collectively exhibit collinearity. On the other hand, such data would challenge Sentana & Fiorentini’s (2001)
identification approach, which requires linear independence of the variance paths.
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Figure 2.3: Comparison of IRFs to oil price shocks for each of the four estimators, replicating the IRFs from
Kilian (2009) Figure 3. The blue lines correspond to AR(1) SV, red to GMM, purple to Rigobon, and gold to
Kilian. Shocks are one standard deviation, which is calculated separately for each path based on the structural
shocks implied from the respective unit-diagonal H matrices.

by imposing recursive assumptions is at its highest. This is also impacted in level shifts

by the fact that a “one standard deviation shock” has a different size in each of the two

implementations.

Kilian’s (2009) analysis culminates with the response of GDP and inflation to each type

of oil shock, making the argument that the macroeconomic impact of oil price fluctuations

depends on the type of shock causing them. I replicate these responses (Kilian (2009) Figure

5) under TVV-ID in Figure 2.5, with TVV-ID in blue and Kilian (2009) in gold, dashed.

Like the impulse responses of the three series internal to the SVAR, these are again very

similar to those in the original paper. The economic conclusions remain unchanged: oil

supply disruptions may have a small negative impact on GDP, but little impact on inflation;

aggregate demand shocks have a small stimulatory effect at first, before higher prices have

a recessionary impact; oil demand shocks orthogonal to macroeconomic fundamentals are

contractionary and inflationary. This empirical illustration validates and indeed strengthens

the results of Kilian (2009) by establishing that they are robust to alternative identification

82



Figure 2.4: IRFs are constructed using the estimates based on the AR(1) SV process, replicating the IRFs
from Kilian (2009) Figure 3. 1- and 2- standard deviation confidence intervals are also plotted. The point
estimate is in blue, the confidence intervals in red, and the Kilian (2009) path in gold, dashed. The standard
errors combine Kilian’s (2009) wild bootstrap for the reduced form IRFs with the covariance of the H estimates
(based on sampling distribution), as described in Appendix B.2.4.

assumptions, in particular relaxing sharp recursive assumptions on the H matrix, and

replacing them with estimated zeros. However, the fact that estimates of the H matrix can be

obtained that match existing results (with structural assumptions used only to interpret the

shocks) should not be discounted. The potential to test existing identification assumptions

as overidentifying restrictions is valuable. All identification assumptions are not created

equal, and in other contexts the Cholesky structure is likely to be rejected with the help of

TVV-ID.

2.7 Conclusion

This paper develops a general framework under which latent shocks can be identified via

time-varying volatility. The previous literature offers identification arguments based only on

parametric models of the variance process. In particular, I show that when regime dates are
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Figure 2.5: The IRFs plot the impact of the three oil price shocks on US real GDP and inflation at quarterly
horizons, replicating the IRFs from Kilian (2009) Figure 5. Estimates are based on the AR(1) SV estimator,
with 1- and 2- standard deviations confidence intervals. The point estimate is in blue, the confidence intervals
in red, and the Kilian (2009) path in gold, dashed. The standard errors follow Kilian’s (2009) block bootstrap.

estimated, Rigobon’s (2003) subsample methodology can suffer from substantial bias. In this

context, I offer an identification argument that makes minimal assumptions on the variances

as a stochastic process. This extends results like those in Sentana & Fiorentini (2001) by

freeing the researcher from needing to assume a particular functional form (or, indeed, any

functional form). Then, economic information usually used to identify the model need only

be used to label the shocks. A variety of estimation methods are proposed. Simulation

evidence shows that quasi-likelihood methods based on an auto-regressive log-variance

process work well even when the true process has a different form.

An empirical illustration based on Kilian’s (2009) study of the effects of oil price-driving

shocks on the macroeconomy illustrates a key usage of TVV-ID. By estimating the H matrix,

relying only on the presence of time-varying volatility, I am able to directly test the Cholesky

structure frequently deployed in this literature. I show that TVV-ID produces very similar

results to those in the original paper, and tightly estimates zeros instead of assuming them.

In this case, I am able to validate Kilian’s (2009) results by demonstrating their robustness to

identifying assumptions. However, in other contexts, this will not be the case, and TVV-ID

can help to put into sharp relief those assumptions on the H matrix that ought be deemed
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unreliable.
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Chapter 3

Robust Inference in Models Identified

via Heteroskedasticity

3.1 Introduction

Macroeconomic shocks, like those in the structural vector auto-regressions (SVARs) of Sims

(1980), are ubiquitous in economic models across fields, where observed innovations are

related to unobserved (structural) shocks by a linear combination matrix. A variety of

identification schemes have been applied to map such innovations to structural shocks. In

recent years, the literature has turned away from imposing identifying assumptions on the

linear combination matrix between shocks and innovations, realizing such assumptions are

too closely related to the structural relationships of interest. Instead, focus has turned to

how assumptions on the structural shocks can contribute to identification. First proposed by

Rigobon (2003), identification via heteroskedasticity uses the presence of multiple regimes for

the unconditional variance to identify the structural parameters of interest. Reduced-form

second moments are products of those parameters and second moments of the structural

shocks. Identification via heteroskedasticity supposes that the variance regimes can be

discerned (either using prior information or estimation), and sometimes that only a subset

of variances change. It is reasonable to worry that in small samples, or in data measured



with noise, even if there is much time variation, the differences across variance regimes may

not be marked. Such failure of the identifying assumptions can result in weak identification,

as noted by Magnusson & Mavroeidis (2014), Nakamura & Steinsson (2018), and Hébert &

Schreger (2017). Unfortunately, there do not currently exist general methods for assessing

the strength of identification or conducting robust inference in this setting.

This paper draws on the extensive weak identification literature to provide a comprehen-

sive treatment of the weak identification problem potentially present in models identified

via heteroskedasticity. First, I provide a theoretical exposition of how such a system of

VAR residuals may exhibit weak identification properties, drawing an analogy to classical

weak-IV to build intuition. I develop a fully general model, allowing for n variables where

multiple (or all) variances may change. A Monte Carlo study displays the extent to which

asymptotic distributions are affected for an empirically-motivated calibration. Limiting

representations are established for S�statistics and K�statistics for the full parameter vector.

Despite recent progress by Han & McCloskey (2018), robust inference for subsets of the

parameter vector in nonlinear models is challenging. The norm is to rely on highly conser-

vative projection methods (for a discussion of such approaches, and possible refinements,

see Dufour (1997), Robins (2004), Dufour & Taoumouti (2005), Chaudhuri (2008), Chaudhuri

et al (2010), Chaudhuri & Zivot (2011), McCloskey (2016)). I derive conditions under which

valid tests can instead be conducted using smaller critical values commensurate to the di-

mension of the parameter of interest. Conducting such inference on subsets of the parameter

vector is crucial for applied work. Monte Carlo analysis confirms that standard Wald tests

exhibit dramatic size distortions, while the robust methods perform well. The power of

the subset approach proposed is substantially better than that of the existing projection

methods, and can be competitive with Wald inference. Next, tests of identification are

offered; bias-based critical values for a first-stage F�test are suggested from Montiel Olea

& Pflueger (2013) for an common-in-practice simple case, and a fully-general size-based

method is proposed from Andrews (2017).

I also offer a new approach to inference on the final object of interest in many macroeco-
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nomic applications, impulse response functions (IRFs). IRFs are transformations of both

reduced-form and structural parameters. Point-wise confidence sets can be constructed

using a simple test-inversion approach, with non-conservative critical values. This parallels

the recent work of Montiel Olea, Stock, & Watson (2016), who offer such a method in the

external instruments setting; however, their method exploits linearities not present in the

identification via heteroskedasticity context except in the simplest case. As such, the method

proposed here is more general, and, I believe, the first to apply in this context. I provide a

computationally convenient approach to constructing such confidence sets.

Throughout, the paper considers an empirical application to the data of Nakamura &

Steinsson (2018). They study the impact of forward guidance on treasury futures yields,

using a variety of bivariate simultaneous equations models. They use identification via

heteroskedasticity as a comparison to their main identification strategy. Two policy series

are considered to track the latent monetary policy shocks: one-day changes in 2-year

treasury yields and 30-minute changes in a “policy news” series constructed using principle

components. They find suggestive evidence of weak identification for the one-day changes

when they construct robust confidence sets using a bootstrap approach to an AR-type

statistic. In applying the techniques developed here, I confirm the authors’ suspicions, with

the one-day changes in the yield not passing any of the proposed tests of identification. On

the other hand, the 30-minute policy shocks satisfy the tests at most levels. In addition,

Monte Carlo work calibrated from the data shows dramatic size-distortions resulting from

using test statistics employing strong-identification asymptotics.

In light of these findings, scrutiny must be applied to the proliferation of applied papers

now using the approach. While many applications come from monetary economics and

international finance, examples now exist in public finance (Jahn & Weber (2016)), growth

(Islam et al (2017)), trade (Lin et al (2016), Feenstra & Weinstein (2017)), political economy

(Rigobon & Rodrik (2005) Khalid (2016)), environmental economics (Millimet & Roy (2016)

Gong et al (2017)), agriculture and energy (Fernandez-Perez et al (2016)), education (Hogan

& Rigobon (2009), Klein & Vella (2009)), marketing (Zaefarian et al (2017)), and even fertility
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studies (Mönkediek & Bras (2016)). Within the macrofinance core of the literature, notable

papers include Rigobon & Sack (2003, 2004), Craine & Martin (2008), Eichengreen & Panizza

(2016), Ehrmann & Fratzscher (2016), and Hébert & Schreger (2017). An entirely separate

strand of literature focuses on the method of Lewbel (2012), which is based on Rigobon’s

(2003) approach; such analysis is also subject to these weak identification issues, but further

work remains to extend the present results to Lewbel’s setting.

The paper proceeds as follows. Section 3.2 formally presents the identification via

heteroskedasticity approach, and provides intuition behind the weak identification problem

and when it may arise, supported by simulation evidence. Section 3.3 proposes methods

for weak identification robust inference, both for the full parameter vector and a subset of

parameters, and compares them to alternative methods in a Monte Carlo study. Section

3.4 offers two tests of identification. Section 3.5 develops a method to construct robust

confidence sets for IRFs in non-linear identification schemes. Section 3.6 presents the

empirical application. Section 3.7 concludes. Proofs can be found in Appendix C.1.

Notation

Mij denotes the ijth element of matrix M

M(j) denotes the jth column of matrix M

M(i) denotes the ith row of matrix M

vech (M)denotes the unique vectorization of matrix M

Ai denotes the matrix of coefficients corresponding to lag i of the lag

polynomial A (L)

⌦ denotes the Kronecker product
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3.2 A weak identification problem

3.2.1 The standard setting

Identification via heteroskedasticity offers a simple simple solution to the underidentification

problem of SVAR-type models. Consider an n�dimensional system of equations of the form

ht = H#t,

where ht are innovations, #t structural shocks with a diagonal covariance matrix, and H is

an invertible n⇥ n matrix. Often ht results from a reduced-form VAR of the form

A (L)Yt = ht,

which has the structural representation

C (L)Yt = #t,

where C (L) = H�1A (L). Under standard assumptions, (correct specification, ergodic

stationarity, and predetermined regressors) the lag coefficients of A (L), and thus moments

of the reduced form residuals ht, can be estimated consistently by OLS, see e.g. Hayashi

(2000), pg. 109. The challenge is to recover H, or, equivalently, #t, from ht. In practice, this

requires decomposing the reduced form covariance into H and the structural covariance:

S
h

= HS
#

H0,

where S
#

is the diagonal covariance of the orthogonal shocks, #t. Unfortunately, S
h

furnishes

only n2+n
2 equations in n2 unknowns (n2 � n in the normalized H, n in S

#

), so the system is

unidentified without further assumptions or information.

Identification via heteroskedasticity assumes multiple variance regimes for the structural

shocks, #t, and likewise for ht. The presence of these variance regimes generates additional

moment equations, as discussed below. I begin with some mostly standard assumptions:

Assumption 3.1. For all t = 1, 2, . . . , T and regimes Rj, j = 1, 2, . . . ,NR, NR � 2
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1. H is fixed over time, invertible, and has a unit-diagonal,

2. E
⇥

#t | t 2 Rj,Ft�1
⇤

= 0, E
⇥

#t#
0
t | t 2 Rj,Ft�1

⇤

= S
#,j,

3. S
#,j is diagonal for all j = 1, 2, . . . ,NR.

where the filtration Ft�1 = {#1, #2, . . . , #t�1}. The unit diagonal normalization presumes

the impact of a unit realization of structural shock i on the reduced form innovation to the

ith series to be one. Assumption 3.1.2 is a special case of covariance stationarity within each

regime. The addition of the filtration in the conditioning is less familiar, but satisfies the

conditions for a martingale central limit theorem (used to derive asymptotic distributions

below) without requiring full independence of the shocks over time, which is often assumed

in applied work.1

The identification approach proceeds as follows. By Assumption 3.1, the reduced-form

covariance is

S
h,j = HS

#,jH0 for j = 1, . . . ,NR. (3.1)

Given two periods, (3.1) yields 2⇥ n(n+1)
2 = n2 + n equations, with n2 � n+ 2⇥ n = n2 + n

unknowns. The system is just meets the order condition (the number of equations equals

the number of parameters); in a strongly-identified model, these equations have a unique

solution, and the system is identified (see Rigobon (2003) or Sims (2014) for these arguments).

For simplicity of exposition, I focus on the two variance regime, just-identified, case

throughout this paper. I maintain generality in the statement of assumptions, but specialize

proofs and theorems to the two regime case. This is without loss loss of generality – the

results can be extended to settings with more regimes, like that considered in Rigobon &

Sack (2003). In particular, note that if a system of equations demonstrates weak identification

1Instead, weaker conditions like m�dependence can be substituted, and a central limit theorem for
m�dependent sequences can be used. However, such deviations may also necessitate the use of long run
variance estimators for each regime, adding further complexity.
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for two regimes, further sub-dividing the regimes is unlikely to resolve the issue.2 A typical

framework for identification via heteroskedasticity contrasts “event” observations and

“control” observations, arguing that on the event days, when, for example, news is released,

affected structural shocks are likely to be more volatile than on a typical day.3 One of the

most common applications is typified by Nakamura & Steinsson (2018), studying monetary

policy, where the event observations are returns on announcement days, and the control

observations are returns on other days. On days when monetary policy announcements are

made, relevant returns should exhibit more dramatic movements than on a typical day. In

keeping with this dominant application, I replace the sets of dates, Rj, with P,C ⇢ T, (P for

policy, high variance, C for control, low variance) and Tp = |P| and similarly for C.

I now introduce a set of regularity assumptions to facilitate the derivation of asymptotic

properties.

Assumption 3.2. Assume

1. The ht process is ergodic stationary within regimes,

2. E
h

vech (hth
0
t) vech (hth

0
t)
0 | t 2 Rj

i

< • for all j = 1, 2, . . . ,NR,

3. Tj/T = O (1) as T ! •.

The first two points allow for the application of a martingale central limit theorem within

each regime. The first point strengthens the covariance stationarity assumed within regimes

in Assumption 3.1.2. The second is a standard moment existence condition. The third

guarantees that the sample size within each regime increases at the same rate as the overall

sample size.

The system of equations in (3.1) lends itself to estimation via GMM. Assumption 3.1.2

and (3.1) imply E
⇥

h

0
tht | t 2 Tj

⇤

= S
h,j, which, within a regime j, suggests the natural

2The extension of the theoretical results of this paper to accommodate additional regimes, up to NR, is
quite straightforward. Most extend trivially. When a “no scalar multiple” condition or similar is required for
a theorem to apply, it is then taken with respect to a matrix containing NR columns for the variance regimes,
instead of 2.

3When regimes and breaks must instead be estimated, there can be substantial bias in the estimation, as
discussed in Chapter 2.
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moment equations

m
�

ht,H,S
#,j
�

= vech
�

S
h,j � HS

#,jH0� , (3.2)

where date t is in regime j. Define the vector q 2 Q as the unique elements of H, S
#,C, and

S
#,P. I make the standard assumption on Q:

Assumption 3.3. Q is compact.

Then, stacking the moment equations, (3.2), from each regime, the resulting moment

function is

ft (q) =

2

6

4

1 [t 2 TC] (vech (hth
0
t)� vech (HS

#,CH0))

1 [t 2 TP] (vech (hth
0
t)� vech (HS

#,PH0))

3

7

5

(3.3)

Clearly, E [ft (q0)] = 0 at q0, the true parameter value. The question of whether this is true

for q0 uniquely, a usual GMM assumption, is, of course, the concern of this paper. The

standard GMM objective function is defined as

ST
�

q; q̃
�

=

"

T�1/2
T

Â
t=1

ft (q)

#0

WT
�

q̃

�

"

T�1/2
T

Â
t=1

ft (q)

#

. (3.4)

where q̃ is the parameter vector based on which the weighting matrix, WT (·), is computed.

Expressing identification via heteroskedasticity as a GMM problem is not novel; Rigobon

(2003), Rigobon & Sack (2003, 2004), and Craine & Martin (2008) all use a related approach.

Under Assumptions 3.1-3.3, Equation (3.4), and a martingale central limit theorem (see

e.g. Billingsley (1961)), if strong identification holds, standard GMM asymptotic results

apply. For the purposes of this paper, I focus on a Continuous Updating Estimator with

the efficient weighting matrix (on which most weak identification results are based). This

implies q̃ = q and WT (q) = WT (q)
�1, WT (q) = E

⇥

ft (q) ft (q)
0⇤.

3.2.2 Identification in the simple case

The discussion above, and much of the literature, assumes a rank condition to hold, so

that there is a unique solution to the identifying equations, but that need not be the case.

Consider a 2�variable system where only the variance of one structural shock (say the

93



second) changes, a common model in the literature (adopted in Nakamura & Steinsson

(2018), for example). This is henceforth referred to as “the simple case”. Economically, it

corresponds to the intuition that the monetary policy shocks may be more volatile on FOMC

announcement days, but other shocks should not be. Then, writing out the equations for

each regime under Assumption 3.1 and denoting the elements of the various covariance

matrices Sas s

2
i,j,

S

h,C =

0

B

@

s

2
h1,C s

h1h2,C

s

h1h2,C s

2
h2,C

1

C

A

= H

0

B

@

s

2
#1

0

0 s

2
#2,C

1

C

A

H0, (3.5)

S

h,P =

0

B

@

s

2
h1,P s

h1h2,P

s

h1h2,P s

2
h2,P

1

C

A

= H

0

B

@

s

2
#1

0

0 s

2
#2,P

1

C

A

H0,

where s

2
#1,P = s

2
#1,C ⌘ s

2
#1 by assumption. H12 is the parameter of interest. This off-diagonal

element measures the impact of a unit structural shock (say a policy shock) on another

variable in the system. For instance, in Nakamura & Steinsson (2018), this represents the

impact of policy news on instantaneous treasury forwards, which they argue proxy for

market expectations of monetary policy. In empirical work, the policy shock is often the

one exhibiting heteroskedasticity, and the researcher is interested in its impact on the other

series (the “dependent” variable). In this setting, H12 can be identified in closed form from

(3.5) :

s

h1h2,P � s

h1h2,C

s

2
h2,P � s

2
h2,C

=
H12

⇣

s

2
#2,P � s

2
#2,C

⌘

⇣

s

2
#2,P � s

2
#2,C

⌘ =
H12D

�

s

2
#2

�

D
�

s

2
#2

� = H12,

where the D (·) operator takes the difference in the argument between regimes P and C.

This is in fact just one of three possible closed-form expressions for H12 (as the problem is

over-identified)4.

Due to an observation in Rigobon & Sack (2004), this can be characterized as an IV

4The following development of weak identification applies equally to either of the alternative identifying
equations.
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problem:

Ĥ12 =
D
�

ŝ

h1h2

�

D
⇣

ŝ

2
h2

⌘ =
T
TP Ât2P h1th2t � T

TC Ât2C h1th2t
T
TP Ât2P h

2
2t � T

TC Ât2C h

2
2t

=
ÂT

t=1 h1tZt

ÂT
t=1 h2tZt

, (3.6)

where

Zt =



1 (t 2 TP)⇥
T
TP

� 1 (t 2 TC)⇥
T
TC

�

h1t.

If Zt is strongly correlated with the residuals, by Assumption 3.2, Ĥ12 is consistent for H12 by

the Ergodic Theorem (e.g. Karlin & Taylor (1975)). Like in the familiar weak IV setting, when

the instrument is not strongly correlated with the residuals, weak identification arises. In

this simple setting, this is the case if the change in the second shock’s variance is quite small,

such that it can be modeled as local-to-zero, so D
�

s

2
#2

�

= d
#

/T1/2. Then the covariance

changes of the reduced form residuals are also local to zero:

D
⇣

s

2
h2

⌘

= d
#

/T1/2

D
�

s

h1h2

�

= H12d#

/T1/2.

It is worth noting that this approach does not presume that s

2
#2
is fixed over time, which

would be counterintuitive in many macrofinancial settings. Rather, I am modeling the

difference in variances between the two regimes as local to zero; there may still be considerable

variation within regimes. However, the difference between regimes can be small either due to

misspecification of the regimes, or considerable noise (as, I argue later, when low frequency

data is used for regimes based on high frequency events). In this case, the estimator (3.6)

has a distribution familiar in the weak identification context, using Assumption 3.2 and a

martingale central limit theorem:
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Ĥ12 =

1p
T

T
TP Ât2P h1th2t � 1p

T
T
TC Ât2C h1th2t

1p
T

T
TP Ât2P h

2
2t � 1p

T
T
TC Ât2C h

2
2t

d! z12,P + H12d#

� z12,C
z2,P + d

#

� z2,C
where

0

B

B

B

B

B

B

B

@

z12,P

z12,C

z2,P

z2,C

1

C

C

C

C

C

C

C

A

⇠ N

0

B

B

B

B

B

B

B

@

0

B

B

B

B

B

B

B

@

s

h1h2,C

s

h1h2,C

s

2
h2,C

s

2
h2,C

1

C

C

C

C

C

C

C

A

,V1

1

C

C

C

C

C

C

C

A

=
z12 + H12d#

z2 + d
#

where z =

0

B

@

z12

z2

1

C

A

⇠ N (0,V2) .

This is the canonical weak instruments setting (see, for example, Stock’s (2008) NBER

methods lecture for a review). The estimator is not consistent for H12, nor is it asymptotically

normally distributed, rather depending on the ratio of two correlated normals. As a result,

standard asymptotic results, and thus inference approaches, break down.5

3.2.3 General case

The intuition developed above transfers to the general n� variable setting, where certain

dynamics in the variance changes can result in weak identification. I begin by characterizing

the conditions for the system of identifying equations, (3.1), to have a unique solution.

Sentana & Fiorentini (2001) primarily consider models of conditional heteroskedasticity,

but their identification results are easily adapted for the present unconditional setting.

In particular, they provide a condition for H to be globally identified in the presence of

time-varying volatility, a simplified analog to which I present below. =

Proposition 3.1. Under Assumption 3.1, H is globally identified from S
h,C and S

h,P up to column

order provided the rows of


S
#,C S

#,P

�

are not proportional.

5As an aside, it is important to note that in the case where H12 is close to zero, weak identification may also
when H12 is estimated in closed form using the analogy to linear IV. Hébert & Schreger (2017) argue for the use
of one of the three possible closed form identifying equations as the others have a zero denominator under
their null hypothesis (H12 = 0), since H12 appears in the denominator. For tests of the null H12 = 0, this is
particularly a concern, as the system is unidentified under the null.
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Proposition 3.1 characterizes settings in which Equation (3.1) has a unique solution, the

model is identified. Under an additional assumption, distinguishing the columns of H or

the shocks, point identification holds, instead of identification up to column order. An

example, adopted hence, is Assumption 3.4:

Assumption 3.4. The shock of interest experiences the largest relative change in variance across

regimes.

This is one of a large class of assumptions that allow the researcher to impose at least a

partial order on the columns of H. This assumption was implicit in the simple case above.

For a more detailed discussion of this labeling problem in a related setting, see Chapter

2. Kilian & Lütkepohl (2017) discuss the problem of interpreting the shocks arising from

schemes like those using heteroskedasticity. They express concern that the shocks obtained

are atheoretic; these concerns should be taken seriously by practitioners.

Proposition 3.1 implies that weak identification can arise if two (or more) variances

change by a similar factor. This nests the scenario illustrated in the simple case above, where

one variance change was local-to-zero and the other change is precisely zero. To ground

this setting, consider a case where, following a macroeconomic announcement, two shocks,

including the shock of interest, experience shocks with about g times the usual volatility.

For example, if a central bank expresses assessments of uncertainty in announcements, in

conjunction with policy rate changes, both the monetary policy shock and a shock to the

term premium are likely to exhibit higher volatility on announcement days. Alternatively,

the Great Moderation is thought to have seen not just a reduction in volatility for policy

shocks, but all shocks, so a subsample based on that time period could also match this

device. This general pathology of proportional changes is modeled as a local-to-unity

relationship in the ratio of relative changes of two variances,

s

2
#i,P

/s

2
#i,C

s

2
# j,P

/s

2
# j,C

= 1+
dp
T
,
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where d is finite. Without loss of generality, let NR = 2 and denote s

2
#1,P

/s

2
#1,C

= g, so

s

2
#2,P

= gs

2
#2,C

✓

1+
dp
T

◆

. (3.7)

This covers the near-zero issue of the simple case when g = 1, and motivates Proposition

3.2.

Proposition 3.2. Adopting the modeling device in (3.7) and Assumption 3.1, H is asymptotically

unidentified.

Intuitively, under the local-to-unity modeling device, the non-proportionality require-

ment of Proposition 3.1 fails, resulting in an unidentified system, as stated in Proposition

3.2. As identification breaks down asymptotically, H cannot be consistently estimated (Stock

& Wright (2000)). Similarly, standard asymptotic approximations used for inference also

fail. Dufour (1997) (Section 4) demonstrates the dramatic impact that such deficiencies can

have on testing problems. He shows that the size of Wald tests tends to unity as such a

system tends towards non-identification. In this setting, it is straightforward to confirm,

fixing d, that the size of a Wald test on the full parameter vector is unity asymptotically. In

fact, the results of the Monte Carlo simulations in Table 3.2 illustrate this well, establishing

the severity of the problems caused by weak identification in this setting.

3.2.4 Simulation evidence

Distribution of estimators

Monte Carlo evidence illustrates the scope of the problem in empirically-calibrated data.

Indeed, the distributions of estimates under weak identification are far from those assumed

under standard asymptotics. I calibrate the central Monte Carlo specification from estimates

obtained based on the 2-year nominal forward, one-day window 2-year nominal yield

specification of Nakamura & Steinsson (2018), discussed in more detail in the empirical

application. In particular,
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Table 3.1: Monte Carlo Specifications

very weak identification data strong identification

small sample T = 400, d = d̂/10 T = 400, d = d̂ T = 400, d = 10⇥ d̂

data T = 800, d = d̂/10 T = 800, d = d̂ T = 800, d = 10⇥ d̂

large sample T = 1600, d = d̂/10 T = 1600, d = d̂ T = 1600, d = 10⇥ d̂

Each cell represents a calibration of the Monte Carlo exercise. The sample split allocates ceil
� 760
834T

�

of the
observations to the control period, in keeping with the data sample studied in the empirical application.

d̂ =
ŝ

2
#1P

/ŝ

2
#1C

ŝ

2
#2P/ŝ

2
#2C

� 1 is the estimated measure of identification from the empirical data.

H =

2

6

4

1 �0.31

0.70 1

3

7

5

,S
#,C =

2

6

4

0.0039 0

0 0.0001

3

7

5

,S
#,P =

2

6

4

0.0071 0

0 0.0005

3

7

5

, (3.8)

with the forward ordered first and yield second (so under the unit normalization, the

second shock is the policy shock). Define d ⌘
s

2
#1,P

/s

2
#1,C

s

2
#2,P

/s

2
#2,C

� 1. I calculate the implied empirical

d̂ =
ŝ

2
#1,P

/ŝ

2
#1,C

ŝ

2
#2,P

/ŝ

2
#2,C

� 1 as a measure of identification, which is varied in the simulations by altering

the variance of the monetary policy shock on policy days. The specifications considered are

described in Table 3.1. T = 800 is taken as the central sample-length, with TC = ceil
⇣

760
834T

⌘

, in

keeping with the empirical application. All other parameters are held constant. Estimation

proceeds via the Sims (2014) method, with inference based on efficient GMM using those

estimates.6

Figure 3.1 presents histograms of the t�statistic on the parameter of interest, H12, for

10,000 draws. It is clear that the estimates are not normally distributed for low degrees

of identification, heuristically proxied by d ⇥
p
T. However, for the “strong identification”

specifications, the distribution is closer to a t�distribution.

To further illustrate the implications of this problem in a macroeconomic context, I

consider how weak identification propagates to the IRFs. I impose a reduced form VAR(1)

6Given that the problem is just-identified, the weighting matrix is irrelevant to point estimates. Therefore,
estimation can be equivalently conducted without resorting to numerical optimization via the eigenvector
method developed by Sims (2014). Given these point estimates, inference can be conducted by using the efficient
GMM moment function.
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Figure 3.1: Distribution of t�statistics for estimates of H12 in simulation. Calculations are based on 10,000
Monte Carlo draws, using the sample length in the left margin and the degree of identification in the bottom
margin. Extreme outliers are truncated to allow comparison on the same axes. Calibration details are given
in equation (3.8). Point estimation proceeds via Sims’ (2014) eigenvector method, with inference using these
values for efficient GMM.

specification estimated in the empirical application:

Â1 =

0

B

@

�0.1002 �0.1580

0.1498 0.1830

1

C

A

.

I apply the “true” value of the reduced form coefficients, A1, to the estimated Ĥ matrices,

as, in most settings, A1 will be estimated consistently, and contribute relatively little to

the variation in distribution of the IRFs. For clarity of illustration, I calculate and plot the

IRFs for only 200 draws, so the paths are actually distinguishable. Figure 3.2 presents the

results. These should be concerning to macroeconomists - under weak identification, the

distribution of the IRFs is highly diffuse - there should be little confidence in an estimated

path from any single observed draw when weak identification is a concern. Even the sign of

the responses is ambiguous.
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Figure 3.2: IRF paths for a unit shock for 200 Monte Carlo estimates of Ĥ12 under varying degrees of
identification, taking A1 as given. Sample length is given in the left margin and the degree of identification in
the bottom margin. Calibration details are given in equation (3.8). The horizontal axis is calibrated to days.
Point estimation of H proceeds via Sims’ (2014) eigenvector method.

3.3 Weak identification robust inference

3.3.1 Asymptotic distribution of test statistics

Existing results for the asymptotic properties of weakly identified GMM apply directly in

this context. The asymptotic distribution of GMM estimators, robust to weak identification,

was established in Stock, Wright, & Yogo (1997) and Stock & Wright (2000). Instead of

providing an asymptotic distribution for the parameter estimates, as in strongly identified

GMM problems, they show that ST (q0) follows a Chi-square distribution. Kleibergen (2005)

provides a refined statistic, which is asymptotically efficient, additionally making use of the

estimated Jacobian.

The present paper proceeds using this Kleibergen “K�statistic”, as defined in Kleibergen

(2005). In the two-variance regime just-identified setting, the K�statistic collapses to

the simpler S�statistic. Note that while there exist test statistics that may exhibit more
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desirable properties than the K�statistic (for example Andrews’ (2016) Conditional Linear

Combination tests), they are mainly convex combinations of the K� and J�statistics,

differing in the weight on the J�statistic. In the leading just-identified case, the J�statistic,

testing overidentifying restrictions, is irrelevant. Moreover, the conditions required for the

validity of these additional tests are generally less direct to verify. However, researchers

interested in overidentified systems should consider such refinements.

Full vector inference

I begin by considering the problem of inference on the full parameter vector, q. Define

f̄t (q) = ft (q)� E (ft (q)) ,

qt (q) = vec
✓

∂ft (q)
∂q

0

◆

,

q̄t (q) = qt (q)� E (qt (q)) ,

as in Kleibergen (2005), with ft replacing his ft. Lemma 3.1 provides asymptotic distributions

for f̄t (q0) and q̄t (q0).

Lemma 3.1. Under Assumptions 3.1 & 3.2,

yT (q0) =
1p
T

T

Â
t=1

0

B

@

f̄t (q0)

q̄t (q0)

1

C

A

d!

0

B

@

y

f

y

q0

1

C

A

where y =

0

B

@

y

f

y

q0

1

C

A

is a 2
�

n2 + n
�

-dimensional normally distributed random variable with mean
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where fT (q) = Â ft (q) and qT (q) = Â qt (q).

Lemma 3.2 provides additional properties needed for the use of the estimated Jacobian

in the K�statistic.
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Lemma 3.2. Under Assumptions 3.1 & 3.2, the moment covariance matrix estimator V̂ (q0) satisfies

V̂ (q0)
p! V (q0)

and
∂vec

�

V̂
ff

(q0)
�

∂q

0
p!

∂vec
�

V
ff

(q0)
�

∂q

0

These two lemmas, proven in the Appendix, mirror those of Kleibergen (2005), and

similarly yield Theorem 1 of that paper:

Theorem 3.1. If Lemmas 3.1 and 3.2 hold,

K (q0)
d! c

2
n2+n.

The result follows from Kleibergen (2005), Theorem 1. This offers an asymptotic distri-

bution for the K�statistic as defined above under the enumerated assumptions.

Monte Carlo: full vector

Monte Carlo evidence shows that tests based on these identification-robust asymptotics

perform far better than Wald tests. The distributions of t�statistics in the previous section

suggests that strong identification asymptotics may break down, exemplified by Dufour’s

(1997) unit-size result for the Wald test. To investigate this, Monte Carlo simulations are run

using the calibrations of equation (3.8) and Table 3.1. For each sample size and degree of

identification, 10,000 draws were taken, and Wald statistics and S/K�statistics calculated

to test the null hypothesis of the true parameter vector (a six-restriction test). These

are compared to the appropriate limiting distribution 5% critical values (c2
6 (0.95)). The

resulting rejection rates are presented in Table 3.2.7The Wald tests exhibit extremely large size

distortions, in alignment with Dufour’s asymptotic unit size result, which improve with the

strength of identification. For a given d, increasing T increases the strength of identification.

The S/K�tests, however, are not systematically affected by the degree of identification, as

7S�tests are not considered here since the system is just-identified, and thus the J�statistic is deterministi-
cally equal to zero, so the S and K statistics are equivalent to rounding error.
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Table 3.2: Size of tests on the full parameter vector

d̂/10 d̂ d̂ ⇥ 10

Wald S/K Wald S/K Wald S/K

T = 400 94.6 14.0 75.9 14.7 33.6 13.9
T = 800 94.3 10.4 70.4 10.2 24.1 10.2
T = 1600 93.5 7.7 63.3 8.3 16.2 7.7

Rejection rate of the true parameter vector based on 10,000 Monte Carlo draws. Calibration details are given
in Equation (3.8). Estimation via the Sims (2014) method, with inference using efficient CUE GMM.

expected of robust tests. Their size distortion does decrease with sample size, which is

indicative of the respective asymptotics “kicking in”, not a lack of robustness. It appears

that performance of Wald-based inference approaches an acceptable level only for variance

changes orders of magnitude larger than those observed empirically in macroeconomic

contexts.

Subset inference

A key challenge in the weak identification literature is inference on a subset of the parameter

vector. Kleibergen (2005) offers a further refinement over Theorem 3.1, providing a limiting

distribution for estimates of a sub-vector of parameters, provided the concentrated Jacobian,

based on the parameters excluded from the subset, has full rank. Previous work with

identification via heteroskedasticity has skirted the problem of subset inference besides in

the simple case, leaving interested practitioners, should they worry about weak identification,

to rely on projection methods based on a full-vector test statistic, like the S�statistic, and

the result of Theorem 3.1 (see Dufour (1997), Dufour & Taoumouti (2005), Chaudhuri (2008),

Chaudhuri et al (2010), and Chaudhuri & Zivot (2011) for approaches to projection methods

and possible refinements therein). I characterize the circumstances in which the present

setting will satisfy Kleibergen’s rank condition, allowing the direct application of the subset

K�statistic, and less conservative critical values.

To apply Kleibergen’s (2005) results, I partition q into the parameter(s) of interest, b, and

the remainder, a, and make the following assumption:
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Assumption 3.5. Conditional on b, a is strongly identified (globally).

Kleibergen (2005) makes the weaker assumption of conditional local identification,

operationalized as the requirement that the Jacobian with respect to a,

J
a

(a, b) = lim
T!•

E

(

1
T

T

Â
t=1

"

✓

∂ft (a, b)
∂a

0

◆

�

�

�

�

a,b

#)

, (3.9)

has rank equal to the dimension of a. His theorem, under this weaker assumption, implies

Theorem 3.2.

Theorem 3.2. If Lemmas 3.1 and 3.2 hold, then under Assumption 3.5,

K (b0)
d! zpint ,

where zpint is a c

2 random variable with pint degrees of freedom, and pint is the dimension of b.

The result follows from Kleibergen (2005), Theorem 2 in a similar manner to Theorem

3.1.Theorem 3.2 establishes that the subset K�statistic on the parameters of interest is

asymptotically distributed Chi-square with degrees of freedom equal to the number of

parameters of interest instead of the length of the full parameter vector. I henceforth refer to

this as a “plug-in” statistic due to the approach taken with the nuisance parameters in the

calculation of the statistic. The subset result, due to Kleigbergen (2005), extends Stock &

Wright’s (2000) result for the concentrated S�statistic, which holds only when b is the full

set of weakly identified parameters.

I now characterize systems of equations identified via heteroskedasticity that satisfy

Assumption 3.5. I restrict discussion to the cases where b is a single element of H or a single

column of H. In policy analysis, the object of interest is generally either the immediate

impact of one shock on one variable, or an IRF, for which a full column of H is required.

Sentana & Fiorentini (2001) generalize the full identification result described in Proposition

3.1 to partial identification. I reformulate their result in Proposition 3.3. First, define r̃ (M)

as the “proportional row space” of matrix M. That is, it is the maximal set of rows in M
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such that none are proportional.8

Proposition 3.3. Under Assumption 3.1, for H partitioned HI
...HW (and similarly s

2
#I,j

...s2
#W,j),

HI is identified from the covariance matrices provided no row in the upper block of the matrix
2

6

4

s

2
#I,C s

2
#I,P

r̃
✓

s

2
#W,C s

2
#W,P

�◆

3

7

5

is proportional to another row.

This is a reformulation of Sentana & Fiorentini (2001), Proposition 4 for the present

setting, and follows directly from the proof of Proposition 3.1. This result makes some

progress with respect to Assumption 3.5. It offers partial identification when variance

pathologies exist. However, in terms of robust inference, it shows only that if all elements

in HW were fixed, the remainder would be identified, satisfying Assumption 3.5. This is

similar to Theorem 3 of Stock & Wright (2000). Given that the point of subset inference is to

be able to choose a limited collection of parameters of interest and perform inference on

them, having to fix all weakly identified parameters is not necessarily helpful. Armed with

the fact that attention can be limited to cases where the subset of interest is a single element

or a single column, I extend the identification result of Proposition 3.3 from HI to all of H

in Theorem 3.3.

Theorem 3.3. Under Assumption 3.1, for H partitioned HI
...HW (and similarly s

2
#I,j

...s2
#W,j), where

HW contains at most two columns, H is identified from the covariance matrices provided no row in

the upper block of the matrix

2

6

4

s

2
#I,C s

2
#I,P

r̃
✓

s

2
#W,C s

2
#W,P

�◆

3

7

5

is proportional to another row if

1. A single element Hlk is fixed and Hkm 6= Hlm/Hlk for H(k),H(m) 2 HW, or

2. The full column H(k) 2 HW is fixed.

This result is more useful in a subset testing context than Proposition 3.3, under which

Assumption 3.5 cannot be met unless all affected columns of H are conditioned upon. By

8Contrast to the typical definition of the row space, which is further limited to not include bases that are
any type of linear combination of the others.
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explicitly incorporating the information to be used in the null hypothesis of the subset test

(the fixing of Hlk or H(k)), I obtain conditional strong identification for the remainder of

HW by Theorem 3.3. A system of equations satisfying the conditions of Theorem 3.3 meets

Assumption 3.5, and the subset K�statistic is valid.

To ground this in the weak identification setting, recall the local-to-unity device used in

Section 3.2.3. Using this approach, I characterize weak identification settings for which the

subset K�statistic is valid.

Condition 3.1. If there are two variances whose changes differ on order O
⇣

1/
p
T
⌘

, and one is

that of the shock of interest, then Assumption 3.5 is satisfied asymptotically.

While this result constitutes an improvement on the previous possibilities for subset

inference, it warrants three important remarks.

Remark 3.1. The shock of interest must be one of those affected by the variance pathology.

Given how identification via heteroskedasticity is usually applied, where focus is on changes

in the variance of the shock of interest, this is not out of line with common practice.

Remark 3.2. Given how few variances are permitted to be affected by these pathologies, a

researcher should err towards minimizing the number of series in the system of equations

subject to the constraint that the reduced form innovations span the structural shocks

(invertibility).

Remark 3.3. In settings with three or more variables, if only one is thought to exhibit

substantial variance changes across the samples, as is often the case, then the subset

K�statistic cannot be used. This is due to the fact that the series of interest is not one of

the at most two affected by proportionality. In this case, robust inference would require

the assumption of zero-changes in the other series, and then estimation and inference can

proceed using the closed-form methods of the simple case.

Monte Carlo: subset

Repeating the Monte Carlo assessment of size-distortion for subset tests demonstrates scope

for improvement over standard procedures. I compare four testing approaches: the Wald
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Table 3.3: Size of tests on a subset of the parameter vector

d̂/10 d̂ 10⇥ d̂

t Sproj
Splugin/
Kplugin

t Sproj
Splugin/
Kplugin

t Sproj
Splugin/
Kplugin

T = 400 53.7 0.0 4.4 16.8 0.0 4.6 8.5 0.0 4.8
T = 800 48.3 0.0 4.7 12.8 0.0 5.1 6.6 0.0 4.6
T = 1600 40.4 0.0 4.9 9.7 0.1 4.9 5.4 0.0 4.8

Rejection rate of the true parameter value for H12 based on 10,000 Monte Carlo draws. The Sproj results are
not identically zero, but round to 0.0. Calibration details are given in Equation (3.8). Estimation via the Sims
(2014) method (for point estimates) and efficient CUE GMM.

test, the projected S�test based on Theorem 3.1, and the newly proposed plug-in S/K�test,

based on Theorem 3.2. The results are displayed in Table 3.3. The projected S�test represents

the best available option for inference in this general setting, absent the results of Theorem

3.3. First, as with Wald tests on the full parameter vector, the standard t�test is substantially

oversized, though the distortion is not as large as for the full vector. As identification gets

stronger, the distortions shrink. The S�test based on projection methods is substantially

undersized, rejecting extremely rarely; the rejection rate is effectively zero in simulation.

However, the plug-in method using the S/K�statistics is consistently well-sized, regardless

of the degree of identification, or sample size.

In contrast to the subset test justified by Theorem 3.3, the “Fieller’s Method” strategy

employed in Nakamura & Steinsson (2018) faces the same downsides as the standard

projection tests. These weak identification robust confidence intervals use a bootstrap

version of Fieller’s Method, which draws from Staiger, Stock, & Watson (1997), which

asymptotically, coincides with an S�statistic. Under the assumption of a single variance

change, the test statistic for H12 is

w (H12) = D
�

s

h1,h2
�

� H12D
⇣

s

2
h2

⌘

The 95% confidence interval then consists of the range of values of H12 between the 2.5% and

97.5% quantile of w (H12) based on bootstrap draws. This approach can only be immediately

applied to the simple case where one structural variance changes; as such, it is not suited
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to the exercise of Table 3.3, or the fully general model allowing multiple variance changes.

Extending the method to more general models would require an argument to w (·) of several

parameters to be specified by the researcher, and returns the standard projection problem.

In other words, the use of a bootstrap approach for constructing an S�type statistic does not

alter its limitations for subset inference. The bootstrap procedure might offer finite-sample

improvements over the projection S�test.

3.3.2 Power improvements in subset testing

The power improvements offered by subset tests using smaller critical values are demon-

strated in Monte Carlo simulation. To do so, the previous simulation approach is modified.

I fix T = 800, but still consider a range of strengths of identification. I now test the null

hypothesis of H12 = �0.31 against a sequence of local alternatives, which are used to

generate the data. Figure 3.3 computes power curves based on these simulations. Note

that these are not size-adjusted; this is necessary to demonstrate the relative advantage

of using the plug-in approaches over the projection approach. Since both are based on

an identical S or K�statistic, their results only differ via the critical values used. For the

weakest identification calibration, the power of the Wald test unsurprisingly dominates

that of the robust tests, but is still very low for alternatives far left of the null. This is

potentially related to the thick right tails of the distribution of estimates observed in Figure

3.1. The plug-in test is more powerful than the projection test, as expected. For the empirical

calibration, the results are similar, except that plug-in test surpasses the Wald test with

power tending to unity for alternatives left of the null, and approaches the Wald test for

alternatives to the far right. It also diverges dramatically from the projection test. For the

strong identification calibration, the Wald and and plug-in tests are very similar, displaying

the behavior expected in this context. The projection test is dominated, but does approach

the others for more distant alternatives. For the two weaker identifications especially, there

is surprising behavior between H12 = 1 and 2. Figure 3.5 suggests a possible explanation.

Under this particular calibration, the minimum eigenvalue of the moment covariance matrix
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approaches zero for this range. This matrix is assumed to be positive definite and must

be inverted to calculate the robust test statistics. The variance of Ĥ12 also approaches zero

around H12 = 1.4, where there is a kink in the Wald power curves. As these values get closer

to zero, it is natural that the rejection rate of tests based on the inverse of the objects increase.

Importantly, these should be viewed as calibration-specific artifacts, and not indicative of

general power properties of the tests in this context. Figure 3.4 repeats the above exercise,

but now plots size-adjusted power instead of power for the Wald test and S/K�test (the

projection vs. plug-in distinction is mute since size-adjusted power of both tests is identical

mechanically). Across the board, this increases performance of the robust test compared

to the Wald test, even surpassing it for some distant alternatives in weak calibrations. It

is clear that there is sometimes power loss due to using robust inference, particularly for

alternatives close to the null, but this must be weighed against the substantial size distortion

of the Wald tests. For some alternatives, the plug-in tests actually dominate the Wald test.

The plugin tests offer a substantial improvement over projection tests, and except in the

weakest calibration, any power loss is modest. Recall that in some contexts, there will also

be scope to use more powerful tests statistics for robust subset inference (for example, the

conditional linear combination test of Andrews (2016)).

3.4 Tests of weak Identification

Tests for weak identification pose a challenge in general GMM settings. It is straightforward

to reparametrize the GMM framework to afford tests of identification (i.e. d = 0); however,

the suitable null is rather the presence of weak identification (d close enough to 0 to cause

problems in estimation), which is difficult to operationalize. The simple case coincides with

just-identified linear IV with a single endogenous regressor, and a rule of thumb based on

bias is provided based on Montiel Olea & Pflueger (2013), in the spirit of Staiger & Stock

(1997) and Stock & Yogo (2005). For the general case, I recommend the approach of Andrews

(2017). Lütkepohl & Milunovich (2016) do offer tests of identification in systems identified

via heteroskedasticity, but their work mainly considers GARCH-type models and makes
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Figure 3.3: Power properties of the proposed inference methods. The curves are formed from estimates of
rejection rates of the null hypothesis (H12 = �0.31) against a sequence of local alternatives (x�axis) based on
1000 Monte Carlo draws. Solid blue is Wald, dashed red is S/K� plugin, and dash-dot gold is S projection.
The far right spikes in the robust methods is discussed in the text and Figure 3.5. Calibration details are given
in Equation (3.8). Estimation via Sims (2014) method (point estimates) and efficient CUE GMM.

distributional assumptions to allow maximum likelihood methods.

3.4.1 Single-variance change rule of thumb

The analogy to the just-identified linear IV case with a single endogenous regressor is

no doubt an appealing feature of simpler systems of equations, and has been employed

repeatedly in the literature. With that simplicity comes a familiar test. However, it must

be noted that using this model fails to utilize all of the available moment conditions, and

may pose misspecification problems if the assumption that other variances do not change

is faulty (as discussed in the empirical application). Given the apparent preference for the

simplified model in applied work, I discuss it anyway. This setting suggests utilizing the

approach of Staiger & Stock (1997) and Stock & Yogo (2005), which yields the oft-cited
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Figure 3.4: Size-adjusted ower properties of the proposed inference methods. The curves are formed from
estimates of rejection rates of the null hypothesis (H12 = �0.31) against a sequence of local alternatives
(x�axis) based on 1000 Monte Carlo draws. The size-adjusted critical values are based on quantiles from
10,000 Monte Carlo draws. Solid blue is Wald, dashed red is S/K� plugin, and dash-dot gold is S projection.
The far right spikes in the robust methods is discussed in the text and Figure 3.5. Calibration details are given
in Equation (3.8). Estimation via Sims (2014) method (point estimates) and efficient CUE GMM.

Figure 3.5: Numerically calculated values for the minimum eigenvalue of the moment covariance matrix and
the variance (standard GMM) of the estimator of Ĥ12 computed for various values of H12 and d, T = 100, 000,
and 100 samples. The asymptote of the minimum eigenvalue of the moment covariance matrix, which is
assumed to be positive definite and must be inverted, may explain the unexpected behavior of the robust tests
between values of H12 of 1 and 2. The asymptote of the variance to zero around a local alternative of 1.4
contributes to the kink in the Wald rejection rate visible in the power curves, Figures 3.3 and 3.4.
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“F > 10” rule of thumb. The first-stage F�statistic is based on the first stage regression,

h2t = PZt + nt

= P


1 (t 2 TP)⇥
1
TP

� 1 (t 2 TC)⇥
1
TC

�

h2t + zt

Stock & Yogo (2005) derive expressions for the worst-case asymptotic bias (relative to OLS)

and size for a given degree of identification governed by P, but assume homoskedasticity.

Fortunately, Montiel Olea & Pflueger (2013) develop a test that is valid under the presence of

arbitrary heteroskedasticity, autocorrelation, or clustering. They use a “scaled F�statistic”,

which, in this simplest setting, reduces to the standard F�statistic. They compare the Nagar

bias of a TSLS estimator to a “worst case” benchmark. The Nagar bias approximates the

distribution of the TSLS estimator under weak identification using a second-order Taylor

approximation and computes the bias of that distribution. The benchmark coincides with

the OLS comparison of Staiger & Stock (1997) and Stock & Yogo (2005) under those papers’

distributional assumptions. Table 3.4 presents the critical values for the first-stage weak

instruments test based on TSLS bias for the 5% significance level from Montiel Olea &

Pflueger (2013), analogous to Table 5.1 in Stock & Yogo (2005). Additional simulations,

not reported here, based on an identification via heteroskedasticity-specific DGP, produced

critical values within Monte Carlo error of those of Montiel Olea & Pflueger. The size

exercise of Stock & Yogo (2005) is not pursued as this setting makes it impossible to perform

their controlled comparison since the worst-case size depends on the covariance between

first and second stage residuals. This covariance depends mechanically on the degree

of identification, resulting in non-monotonicity in the relationship between the degree

of identification and worst-case size, rendering any threshold rule inappropriate. The

generally-adopted threshold of F > 10 corresponds to the critical value for relative bias of

10%, which here translates to a new rule of thumb of F > 23, which can easily be adopted

in future work in this simple setting.
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Table 3.4: Critical values for first-stage F�test based on TSLS bias

Bias 0.05 0.1 0.2 0.3

Critical Value 37.42 23.11 15.06 12.05

Critical values for the first-stage F�statistic from Montiel Olea & Pflueger (2013); estimates deliver bias less
than or equal to that listed in 95% of samples.

3.4.2 Method for the general case

In the general case, more complex methods are required. Tests of the null of non-

identification are straightforward, as noted in Wright (2001), but testing of weak iden-

tification in general GMM has long been a problem. However, Andrews (2017) offers a

two-step strategy, which can be adopted here. The necessary assumptions for its applica-

tion are discussed and verified in the Appendix. Briefly, given a user-specified maximum

allowable size distortion, x, a preliminary robust confidence set is constructed to have

asymptotic coverage 1� n � x, regardless of identification. Then, 1� n non-robust and

robust confidence sets are constructed. If the preliminary confidence set is contained by the

non-robust confidence set, the non-robust confidence set is adopted (strong identification);

otherwise, the robust set should be used (weak identification). Asymptotically, the probabil-

ity of making the correct determination converges to unity. These confidence sets can be

constructed using K�statistics and Wald tests as elsewhere in this paper; Andrews, however,

considers a linear combination of the K� and S�statistics due to favorable power properties.

The interested reader should review the original paper for a more thorough discussion of

the test’s properties and the choice of statistics to be used in its construction. Determination

of the strength of identification can be conducted with respect to the full parameter vector

or a subset of parameters of interest. Both tests are applied in the empirical application.

3.5 Robust inference on impulse responses

The ability to perform robust inference on H also enables inference on another object of

interest, the impulse response function (IRF). H is not the ultimate object of interest in
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many applications of identification via heteroskedasticity. Indeed, much macroeconomic

policy analysis relies on the IRFs generated by SVARs. These are formed via non-linear

combinations of the lag coefficients that comprise A (L) and H. The literature on this topic

is nascent. Montiel Olea, Stock & Watson (2016) develop a method that exploits the linearity

of the external instruments problem to offer an elegant solution in that context. Chevillon,

Mavroeidis, & Zhan (2016) consider the case of long-run restrictions and offer a projection-

based method that also accounts for cointegration issues they face. Neither of those methods

can be employed for identification via heteroskedasticity. What follows is a general method

that can be used across SVAR identification schemes with simple modifications, although

it cannot immediately address the cointegration issues faced by Chevillon, Mavroeidis, &

Zhan (2016).

Using a test-inversion approach, it is possible to compute confidence sets for IRFs. A

structural impulse response function at horizon h is computed as

L0 = H,

Lh =

"

h

Â
v=1

Lh�vAv

#

h = 1, 2, . . . , (3.10)

where Av denotes the lag coefficient matrix corresponding to the vth lag. The response of

the lth variable to a unit shock to k can be read off as the lk element of this object. It is

helpful to define the related object, Bh given by

B0 = I,

Bh =
h

Â
v=1

Bh�vAv h = 1, 2, . . . ,

such that Lh = BhH. Thus, Bh = Bh (A (L)), entirely a function of the lag coefficients. An

element of interest in Lh, Lh
lk, is the product of the lth row of Bh and the kth column of H. I

now present conditions under which the remainder of Lh is strongly identified conditional

on Lh
lk. First consider an analog to the partial identification result of Proposition 3.3:

Proposition 3.4. Under Assumption 3.1, if Bh is invertible, for Lh partitioned Lh
I
...Lh

W (and
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similarly s

2
#I,j

...s2
#W,j), Lh

I is identified to scale from the covariance matrices provided no row in the

upper block of the matrix
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�◆
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is proportional to another row.

This follows the same argument as Proposition 3.3, simply replacing H with BhH, with

invertibility of the product guaranteed by invertibility of Bh and H. It says that IRFs to

shocks with non-proportional variance processes are strongly identified. I now present a

stronger result.

Theorem 3.4. Under Assumption 3.1, for Lh partitioned Lh
I
...Lh

W, where Lh
W contains two columns

(and similarly s

2
#I,j

...s2
#W,j), Lh is identified up to scale from the covariance matrices provided

1. Bh is invertible,

2. No row in the upper block of the matrix

2

6

4

s

2
#I,C s

2
#I,P

r̃
✓

s

2
#W,C s

2
#W,P

�◆

3

7

5

is proportional to another

row,

3. A single element Lh
lk is fixed and Lh

km 6= Lh
lm/Lh

lk for Lh(k),Lh(m) 2 Lh
W.

This is an extension of Theorem 3.3, again simply replacing H with Lh = BhH. Identifi-

cation up to scale may be unfamiliar for IRFs, but recall that IRFs to each shock are always

implicitly scaled by the normalization of the corresponding column of H. Theorem 3.4

implies that, fixing an element of interest in Lh, subject to the same remarks made following

Theorem 3.3, an analog to Assumption 3.5 can be satisfied, and inference may proceed using

c

2
1 critical values, as shown in Theorem 3.2. This presents a standard test inversion problem.

However, it is worth discussing how this result can be applied computationally efficiently

in practice. The following discussion assumes Theorem 3.4 applies. Recall that, asymptoti-

cally, moments identifying reduced form VAR coefficients (A (L)) and those identifying H

have block-diagonal covariance, see e.g. Lütkepohl (2006). This fact will be useful, but some

work is required first. Define a moment equation f stackt
�

A,Lh,SC,SP
�

such that it stacks

the moments yielding the reduced form VAR coefficients, f At (A), and those pertaining to
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Lh, fL
t :

f stackt =

0

B

@

f At

fL
t

1

C

A

, fL
t

⇣

A,Lh,SC,SP

⌘

= vech

0

B

@

1 [t 2 TC]
⇣

Bh
hth

0
tBh0 � LhSCLh0

⌘

1 [t 2 TP]
⇣

Bh
hth

0
tBh0 � LhSPLh0

⌘

1

C

A

.

Conditional on some Lh
lk, the remainder of the parameters can be strongly identified from

these moments by Theorem 3.4. Robust inference for Lh
lk can then proceed using c

2
1 critical

values and the efficiently-weighted GMM objective function based on f stackt (·). However, it

will be helpful to separate f At and fL
t , which are currently connected via Bh (A). Note that

fL
t can be rewritten as

vech

0

B

@

1 [t 2 TC]
⇣

Bh
hth

0
tBh0 � BhHSCH0Bh0

⌘

1 [t 2 TP]
⇣

Bh
hth

0
tBh0 � BhHSPH0Bh0

⌘

1

C

A

= vech

0

B

@

Bh1 [t 2 TC] (hth
0
t � HSCH0) Bh0

Bh1 [t 2 TP] (hth
0
t � HSPH0) Bh0

1

C

A

,

since the system is just identified and all moments are scaled by Bh. Because the efficient

weighting matrix will be used, Bh can be ignored, as it is applied as a constant matrix and

will drop out once the moments are re-weighted by the inverse of the moment covariance.

In particular, for

f Ht (H,SC,SP) = vech

0

B

@

1 [t 2 TC] (hth
0
t � HSCH0)

1 [t 2 TP] (hth
0
t � HSPH0)

1

C

A

,

W f H (H,SC,SP)
�1/2 f Ht (H,SC,SP) = W fL

⇣

A,Lh,SC,SP

⌘�1/2
fL
t

⇣

A,Lh,SC,SP

⌘

, (3.11)
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where W f H (·) and W fL (·) are the corresponding moment covariances.9 For

f blockt (A,H,SC,SP) =

2

6

4

f At (A)

W f H (H,SC,SP)
�1/2 f Ht (H,SC,SP)

3

7

5

,

denote the corresponding objective function as SblockT (A,H,SC,SP). Then

SstackT

⇣

A,Lh,SC,SP

⌘

= SblockT (A,H,SC,SP) ,

where Lh = Bh (A)H.10 By transforming the moment functions to separate the reduced-

form and structural parameters, as is the case in f blockt (·), the asymptotic block diagonality

of the covariance matrix of such moments can now be exploited. Asymptotically, using the

fact that the covariance of


f At (·) f Ht (·)
�0

is block diagonal, SblockT can be decomposed as

SblockT (A,H,SC,SP) = SA
T (A) + SH

T (H,SC,SP) .

Finally, combining results, this implies

SA
T (A) + SH

T (H,SC,SP) = SstackT

⇣

A,Lh,SC,SP

⌘

, (3.12)

asymptotically.

9This point is intuitive, but the derivation is somewhat complicated. Let Le,n be an elimination matrix
such that Le,nvec (M) = vech (M) for an n⇥ n symmetric matrix M and Ls,n be a selection matrix such that
Ls,nvech (M) = vec (M). Observe

Le,nvec
⇣

BhMBh0
⌘

= Le,n
⇣

Bh ⌦ Bh
⌘

vec (M) = Le,n
⇣

Bh ⌦ Bh
⌘

Ls,nvech (M) .

Then

WB = E


Le,n
⇣

Bh ⌦ Bh
⌘

Ls,nvech (M) vech (M)0 L0s,n
⇣

Bh ⌦ Bh
⌘0

L0e,n

�

= Le,n
⇣

Bh ⌦ Bh
⌘

Ls,nWML0s,n
⇣

Bh ⌦ Bh
⌘0

L0e,n.

Using this as the efficient weighting matrix,

W�1/2
B Le,n

⇣

Bh ⌦ Bh
⌘

Ls,nvech (M) = W�1/2
M L�1

s,n

⇣

Bh ⌦ Bh
⌘�1

L�1
e,n Le,n

⇣

Bh ⌦ Bh
⌘

Ls,nvech (M)

= W�1/2
M vech (M) .

This delivers the equality in (3.11).

10This mapping is unique since both Bh and H have been assumed to be invertible.
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Armed with this decomposition, it is relatively straightforward to construct a confidence

set for Lh
lk. From (3.12), l = Lh

lk can be in a 1� n confidence set from the right hand side if

and only if there is a pair A,H in the 1� n joint confidence set from the left hand side such

that
⇥

Bh (A)H
⇤

lk = l. Thus, computing the values of l implied by the values of A and

H in the 1� n confidence joint confidence set implies a 1� n set for Lh
lk. As noted above,

concentrated S�statistics for Lh
lk based on SstackT can be compared to c

2
1 critical values; such

values can thus also be used for the sum of the left hand side. A confidence set can thus be

constructed as follows:

1. Construct the 1� n auxiliary robust set for A using the c

2
1 (1� n) critical value using

SA
T (A).

2. Construct the 1� n auxiliary concentrated robust set for H(k), using the c

2
1 (1� n)

critical value using SH
T

⇣

H(k)
⌘

, even if there is more than one free parameter in H(k).11

3. For each element Ã(i1) of the first set, and each element H̃(i2) of the second, compute

the implied value l̃

(i1,i2) using
⇥

Bh (A)H
⇤

lk = l.

4. If SA
T

⇣

Ã(i1)
⌘

+ SH
T

⇣

H̃(i2)
⌘

 c

2
1 (1� n) , then l̃

(i1,i2) is in the 1� n confidence set for

Lh
lk.

The resulting set need not be connected, a common feature in weak identification settings.

The test will be dominated by the confidence set for H(k), over which greater uncertainty

almost always rests. The critical values used have 1 degree of freedom, equivalent to the

power of the method of Montiel Olea, Stock, & Watson (2016). These values differ from those

of Chevillon, Mavroeidis, & Zhan (2016) due to their need to accommodate cointegration

issues.

11Steps 1 and 2, constructing preliminary confidence sets, are not strictly necessary, but rather allow the
researcher to construct relevant sub-grids to focus the search for combinations of A,H likely to be within the
joint confidence set, before working in a higher-dimensional space for possible values of Lh

lk. It is also important
to note that the auxiliary sets computed are not in general valid confidence sets for A or H(k), since the critical
values used are only valid for the linear combination of those parameters.

119



3.6 Empirical application

To demonstrate the use of these results in practice and the extent to which weak identification

can impact applied work, I re-examine the data of Nakamura & Steinsson (2018).12 They

analyze the impact of policy shocks on instantaneous nominal and real treasury forwards

of varying maturities. They argue that the response of these forwards captures forward

guidance effects. They perform Rigobon-style analysis as a robustness check on their main

results. Their approach uses a bivariate model with one-day changes in a forward rate as

the “dependent” variable, and a second series that serves as a policy instrument. They

consider two such instruments: one is the one-day change in nominal 2-year treasury yields,

and the other is the 30-minute change in a “policy news” series, which they construct from

several macro variables using Principle Components Analysis.13 The shocks identified as

corresponding to the policy instrument series are taken as the monetary policy shocks. They

adopt weak identification robust techniques, and express concern about weak identification

problems for specifications using daily changes for the policy series; they believe that the

30-min changes behave as a strong instrument. In the Rigobon-style analysis, they use

announcement days (Tuesdays or Wednesdays) as the high-variance regime, and a sample

of other Tuesdays and Wednesdays as the control period, or “low variance” sample. For

more detail on the dataset, consult the original paper. For comparison, I also examine a

specification using the authors’ constructed 30-minute window “policy news shocks”.

The data considered here is restricted to a subset of that considered by Nakamura &

Steinsson. The dataset was reconstructed using data on 2-year nominal yields and 2-year

nominal and real forward rates; it spans 2004 to 2014, as in Table 2 of the original paper.

Note that Nakamura & Steinsson (2018) analyze 5- and 10-year forwards in addition, but

only the shortest maturity is selected for the current exercise. Their analysis takes observed

changes in the interest rates to be reduced form residuals. This means that for the purpose

12I am very grateful to Emi Nakamura and Jòn Steinsson for making their policy news series available to me.

13They actually consider an additional instrument, one-day changes in the “policy news” series, but that is
omitted here to permit a simple comparison between the two included policy measures.
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of applying an IRF methodology, modifications must be made, as discussed below.

3.6.1 Specification & identification

Nakamura & Steinsson (2018) assume only the variance of policy shocks to change on

announcement days. This places the analysis in the simple two-variable, one shock setting,

with analogy to just-identified linear IV with a single endogenous regressor. However,

this paper proposes a generalized estimation framework, making use of all moments, and

allowing for the possibility that the variances of both structural shocks might change.

Economically, it might be the case that only the variance of the policy shock should change,

but if that is the case, the restriction need not be imposed mechanically, as the estimation

will bear it out.

Table 3.5 reports estimates for this unrestricted model. For the 30 min policy news shock,

the results are extremely close to those reported by Nakamura & Steinsson for their restricted

model; compare 1.07 to 1.10 and 0.97 to 0.96. This suggests that for a policy shock series that

incorporates several dimensions of policy news and is calculated over a short window, the

single variance change assumption is innocuous. The fact that the policy shock variances are

estimated to be essentially the same regardless of the dependent variable suggests that they

are well-identified, and the estimates are not impacted by noise in the dependent variable.

Using one-day changes in the nominal yield as the policy series gives varied results. At

first glance, the point estimates for the real forward are in keeping with the high frequency

results and those of Nakamura & Steinsson. However, the negative pass-through to nominal

forwards is starkly at odds with the other results, and theory. The strongly positive value for

H21 – the pass through of the second shock the policy instrument series – also differs from

the near-zero estimates in the original paper (and here for the policy news series).14 The

stronger (single variance change) assumptions of Nakamura & Steinsson may be helping to

rule out solutions like this in small samples. These discrepancies strengthen suspicions of

weak identification, and motivate a closer examination.

14Without labeling the second shock, it is not possible to economically interpret this coefficient.
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To assess these concerns more rigorously, I apply the proposed tests of identification;

they bear out the authors’ suspicions. Because this model can be cast in the two variable, one

variance change, just-identified IV setting, as it is by Nakamura & Steinsson, the first-stage

F�statistic critical values can be used, as if the researcher intended to estimate that restricted

model. These results are reported in the first panel of Table 3.6. For the one-day nominal

yield policy series, the first-stage F�statistic is low compared to all of the critical values

computed in Table 3.4, and thus there is indeed evidence of weak identification based on

this bias metric. For the 30 minute policy news shock, the first stage F�statistic is large and

surpasses all critical values. Applying the general 2-step size-based test without making an

assumption on variance changes, reported in the second panel, shows similar results. The

one-day nominal yield policy variable gives weak identification for each level of acceptable

distortion, for both dependent variables. For the 30 min policy news shock, there is some

evidence of weak identification at the 5 and 10% distortion thresholds for both dependent

variables. However, for these distortions, it is only the far right end of the highly asymmetric

robust confidence intervals which is not contained within the strong identification set. These

results comport well with intuition, the histograms in Figure 3.1 (with the large right tails),

Nakamura & Steinsson’s findings, and the discussion of estimates above.

3.6.2 Performance of tests

The simulation evidence presented previously offers insight into the performance of tests

in this empirical context. Nakamura & Steinsson’s AR-type test for H12 yields very wide

confidence sets for the Rigobon procedure. Table 3.5 produces presents similar results.

For the daily data, the robust confidence intervals are much wider than the standard

confidence intervals. However, they are substantially asymmetric, so do not always contain

the standard confidence interval. For the 30-minute window policy news shocks, the

confidence intervals are relatively comparable with the standard ones, and the estimates of
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Table 3.5: Estimates of H for Nakamura & Steinsson data

dep. var.,
policy inst.

Nominal fwd.,
one-day yield

Real fwd.,
one-day yield

Nominal fwd.,
30-min news

Real fwd.,
30-min news

H21
stnd. CI
robust CI

0.70
[0.52, 0.89]

[�42.25, 0.79]

�0.0077
[�0.14, 0.12]
[�0.51, 0.49]

0.0081
[�0.00, 0.02]
[�0.01, 0.02]

0.0029
[�0.00, 0.01]
[�0.00, 0.91]

H12
stnd. CI
robust CI

�0.31
[�5.12, 4.50]
[�48.95, 1.50]

0.95
[�0.60, 1.3]
[�59.05, 2.36]

1.07⇤⇤

[0.14, 2.01]
[0.25, 3.49]

0.97⇤⇤⇤

[0.41, 1.53]
[0.50, 2.46]

s

2
s,C 0.0039 0.0059 0.0039 0.0058

s

2
i,C 0.0001 0.0021 2.1⇥ 10�5 2.2⇥ 10�5

s

2
s,P 0.0071 0.0029 0.0062 0.0078

s

2
i,P 0.0005 0.0040 0.0008 0.0008

GMM estimates allowing for changes in all variances. The “dependent variable” is the one-day change in
either the nominal or real 2-year instantaneous forward rate on treasuries. The policy instrument is either
one-day changes in the 2-year nominal treasury yield or 30-minute changes in Nakamura & Steinsson’s policy
news series. The standard confidence interval is based on a t�statistic. The robust confidence interval is based
on the plug-in S/K test proposed in the text. Stars indicate significance from zero at the 5 or 1% levels based
on the more conservative of the two tests.

H12 remain statistically significant at the 5% or 1% level; conclusions are not altered.15 For

H21, I obtain (reasonably) precisely estimated zeros. These two results replicate Nakamura

& Steinsson’s findings for the restricted model, using both standard and robust inference

techniques. Coupled with the dramatic size distortions found in the simulation studies,

these results imply that, empirically, there may be substantial need to adopt robust testing

procedures. While the simulation study suggests there may be power loss compared to

non-robust methods, the tests proposed are more powerful than those resulting from any

projection-type argument, and successfully reject the standard null hypothesis of H12 = 0

comfortably.

15Under strong identification, they should be asymptotically equivalent, but even if the model is strongly
identified, this need not be true in finite samples.
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Table 3.6: Tests of Identification for Nakamura & Steinsson data

First-stage F (bias) Andrews 2-step (size)

F 0.2 0.1 0.05 0.2 0.15 0.1 0.05

Real, one-day shock 8.15 ⇥ ⇥ ⇥ ⇥ ⇥ ⇥ ⇥
Nominal, one-day shock ⇥ ⇥ ⇥ ⇥
Nominal, 30-min shock 6891.94 X X X X X ⇥ ⇥
Real, 30-min shock X X ⇥ ⇥

The first panel tests each shock series using the first-stage F�statistic bias-based critical values in Table 3.4.
The second panel conducts the Andrews 2-step size test for each specification. The acceptable distortions are
those greater than or equal to the maximum threshold, Andrews’ gmin, the value at which the 1� a � gmin
robust set is just contained by the strong identification set.

3.6.3 Application to IRFs

The application to monetary policy shocks provides an opportunity to assess the perfor-

mance of the proposed method for computing IRF confidence sets and to demonstrate any

discrepancy with conventional techniques in the presence of weak identification. However,

the precise setting considered by Nakamura & Steinsson follows an event study approach,

and thus does not directly permit the computation of an IRF, as it considers disjoint series

of days. For the purpose of this exercise, I adopt a new framework in the spirit of that paper.

Instead of considering a sample of control and event days, I consider the full time series

for the daily yield on 2-year nominal treasuries and daily yield on 2-year nominal treasury

forwards of all trading days between January 2000 and November 2015. I then estimate a

VAR(1) on this data.

yt =

0

B

@

st

it

1

C

A

= A1yt�1 + ht

Now, instead of being raw one-day changes in the variables, the residuals are the components

of those time series not predictable by the previous day’s data. Estimation yields

Â1 =

0

B

@

�0.1002 �0.1580

0.1498 0.1830

1

C

A

.
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The point estimates are computed using GMM. Note that, unsurprisingly, given the presence

of weak identification, the estimated value of H is dramatically different to that on the

main dataset. Now, the value of Ĥ12 is 0.1151. The test-inversion procedure proposed is

then applied. The block diagonal structure of the moment covariance is exploited to form

separate preliminary confidence sets for A1 and H. Combining the gridded values and

computing the S�statistic yields a set of response points that cannot be rejected by the test

at the 95% level. For comparison, two other confidence sets are displayed. The first is a

standard Wald 95% confidence set using GMM, the multivariate delta method, and standard

c

2 critical values. The second is a 95% confidence set computed using a conventional block

bootstrapping procedure with block length equal to sixty days.

Figure 3.6 presents the results. The confidence sets get exponentially narrower at further

horizons, in keeping with standard behavior of VAR IRFs, as the Bh component in Lh

tends towards a very precisely-estimated zero. The bootstrap set captures the degree of

uncertainty to some extent, but not the sharp asymmetry of the robust set. The Wald set is

dramatically under-sized. These results show that inference based on non-robust confidence

sets is likely to be misleading and exhibit substantial size distortions. The proposed method

for computing robust confidence sets appears to be advisable when a researcher is concerned

that the data may suffer from weak identification. In this example, using the standard

confidence sets would be highly misleading as to the precision of the result. As noted above,

this method will carry over to weak identification issues present in other SVAR identification

schemes by merely changing the moment equations for H accordingly. In an economic sense,

when identification may be weak, non-robust inference makes overstating the significance

of a policy impact likely.

3.7 Conclusion

This paper provides a comprehensive framework for practitioners to estimate and conduct

inference on models identified via heteroskedasticity, in particular SVARs. It presents a

conception of how weak identification may arise in this context and models the deficiency
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Figure 3.6: Confidence sets for the response (in b.p.) of 2-year nominal instantaneous forward rates on
Treasuries to a 1 b.p. monetary policy shock. The sets are constructed pointwise.The robust set is in blue. A
Wald 95% confidence set is plotted (red), along with a bootstrap confidence interval (gold) following a block
bootstrap. The collapse of the confidence sets towards zero with the point estimate is due to the precision with
which the near-zero Ah

1 values are estimated.

through which that weak identification arises. Simulations demonstrate that such identifica-

tion issues significantly impact the performance of standard inference techniques, leading

to substantial size distortions. The problem is presented in a standard GMM framework,

and asymptotic distributions for test statistics are derived.

I establish the validity of non-conservative subset inference based on a K�type statistic,

which does not suffer from the size distortions of strong identification Wald-type inference

and is more powerful than projection methods. Given the lack of results for subset inference

in general nonlinear models, the model-specific approach taken here can form an outline

for others considering different models. I further propose methods to test for the presence

of weak identification. The final theoretical contribution is to present a general method to

construct confidence sets for impulse response functions in the presence of weak identifica-

tion. This technique has applications beyond the present paper, throughout identification

126



schemes for SVARs that may be at risk for weak identification.

These contributions are put through their paces on a subset of the data analyzed using

the heteroskedasticity approach by Nakamura & Steinsson (2018). This exercise exposes the

extent to which the judicious choice of a policy shock series can impact results; choosing a

longer window and series encompassing less information yields weaker identification and

may lead to misspecification. It suggests that for many of the ad hoc macroeconomic shock

series that applied papers may use, standard inference may be threatened by identification

problems. Under this weak identification, the new methods provide superior size control in

a variety of contexts. Comparison of the new technique for computing robust confidence

sets for IRFs to Wald and bootstrap techniques highlights substantial size distortions present

in standard techniques when identification is weak.

Weak identification is a concern that should be taken seriously by those using het-

eroskedasticity assumptions to identify simultaneous equations models. This approach has

considerable traction across many fields of economics. The empirical exercise demonstrates

its presence in relevant data as well as the need for the general, more flexible estimation

framework proposed. Fortunately, with the proposed testing procedures, the need for robust

inference should not be a deterrent to practitioners.

127



References

Abramowitz, M. and I. A. Stegun (1965): Handbook of Mathematical Functions, New York:
Dover.

Ackerberg, D. A., J. Geweke, and J. Hahn (2009): “Comments on "Convergence Properties
of the Likelihood of Computed Dynamic Models",” Econometrica, 77, 2009–2017.

Andrews, D. W. K. (1983): “First Order Autoregresssive Processes and Strong Mixing,”
manuscript.

——— (1991): “Heteroskedasticity and Autocorrelation Consistent Covariance Matrix Esti-
mation,” Econometrica, 59, 817–858.

——— (1993): “Tests for Parameter Instability and Structural Change With Unknown
Change Point,” Econometrica, 61, 821–856.

Andrews, I. (2016): “Conditional Linear Combination Tests for Weakly Identified Models,”
Econometrica, 84, 2155–2182.

——— (2017a): “Valid Two-Step Identification-Robust Confidence Sets for GMM,” Review of
Economics and Statistics (forthcoming), 1–27.

——— (2017b): “Valid Two-Step Identification-Robust Confidence Sets for GMM,” Review of
Economics and Statistics (forthcoming).

Andrews, I. and A. Mikusheva (2014): “Weak Identification in Maximum Likelihood: a
Question of Information,” American Economic Review: Papers and Proceedings, 104, 195–199.

——— (2015): “Maximum Likelihood Inference in Weakly Identified Dynamic Stochastic
General Equilibrium Models,” Quantitative Economics, 6, 123–152.

Barndorff-Nielsen, O. E. and N. Shephard (2002): “Econometric Analysis of Realized
Volatility and its Use in Estimating Stochastic Volatility Models,” Journal of the Royal
Statistical Society, 253–280.

Barro, R. J. . and G. Liao (2017): “Options-Pricing Formula with Disaster Risk,” manuscript.

Barsky, R. and L. Kilian (2002): “Do we really know that oil caused the great stagflation?
A monetary alternative,” in NBER Macroeconomics Annual 2001, Volume 16, Chicago:
University of Chicago Press, 734, 137–183.

128



Barsky, R. B. and L. Kilian (2004): “Oil and the Macroeconomy Since the 1970s,” Journal of
Economic Perspectives, 18, 115–134.

Benedikt M. Pötscher (1991): “Effects of Model Selection on Inference,” Econometric Theory,
7, 163–185.

Bharadwaj, P., L. Demanet, and A. Fournier (2017): “Deblending Random Seismic
Sources via Independent Component Analysis,” manuscript.

Billingsley, P. (1961): “Statistical Methods in Markov Chains,” The Annals of Mathematical
Statistics, 32, 12–40.

Blanchard, O. and D. Quah (1989): “The Dynamic Effects of Aggregate Demand and
Supply Disturbances,” American Economic Review, 79, 655–673.

Blanco, D. and B. Mulgrew (2005): “ICA in Signals with Multiplicative Noise,” IEEE
Transactions on Signal Processing, 53, 2648–2657.

Blanco, D., B. Mulgrew, D. Ruiz, and M. Carrion (2007): “Independent Component
Analysis in Signals with Multiplicative Noise Using Fourth-Order Statistics,” Signal
Processing, 87, 1917–1932.

Bollerslev, T. (1986): “Generalized Autoregressive Conditional Heteroskedasticity,” Journal
of Econometrics, 31, 307–327.

Bollerslev, T. and J. M. Wooldridge (1992): “Quasi-Maximum Likelihood Estimation and
Inference in Dynamic Models with Time-Varying Covariances,” Econometric Reviews, 11,
143–172.

Brillinger, D. R. (1975): Time Series: Data Analysis and Theory, New York: Holt, Rinehart
and Winston.

Brown, R. G. and P. Y. Hwang (1996): Introduction to Random Signals and Applied Kalman
Filtering, New York: John Wiley and Sons, 3 ed.

Brunnermeier, M., D. Palia, K. A. Sastry, and C. A. Sims (2017): “Feedbacks: Financial
Markets and Economic Activity,” manuscript, 1–50.

Campbell, J. Y., S. Giglio, C. Polk, and R. Turley (2017): “An Intertemporal CAPM with
Stochastic Volatility,” Journal of Financial Economics (forthcoming).

Carriero, A., T. E. Clark, and M. Marcellino (2017): “Endogenous Uncertainty?”
manuscript.

Chaudhuri, S. (2008): “Projection-type Score Tests for Subsets of Parameters,” Ph.D. thesis,
University of Washington.

Chaudhuri, S., T. Richardson, J. Robins, and E. Zivot (2010): “A New Projection-type
Split-Sample Score Test in Linear Instrumental Variables Regression,” Econometric Theory,
26, 1820–1837.

129



Chaudhuri, S. and E. Zivot (2011): “A New Method of Projection-based Inference in GMM
with Weakly Identified Nuisance Parameters,” Journal of Econometrics, 164, 239–251.

Craine, R. and V. L. Martin (2008): “International Monetary Policy Surprise Spillovers,”
Journal of International Economics, 75, 180–196.

Cressie, N. A. C. (1993): Statistics for Spatial Data, New York: Wiley.

Dahlhaus, R. (2012): “Locally Stationary Processes,” in Time Series Analysis: Methods and
Applications, Vol. 30, ed. by T. Subba Rao, S. Subba Rao, and C. R. Rao, Oxford: Elsevier,
chap. 13, 351–414.

Dalla, V., L. Giraitis, and P. C. Phillips (2015): “Testing Mean Stability of Heteroskedastic
Time Series,” manuscript.

Davidson, J. (1994): Stochastic Limit Theory: An Introduction for Econometricians, Oxford:
Oxford University Press.

Davis, R. A. and T. Mikosch (2009): “Extremes of Stochastic Volatility Models,” in Handbook
of Financial Time Series, ed. by T. Mikosch, J.-P. Kreiß, R. A. Davis, and T. G. Andersen,
Berlin: Springer, 355–364.

den Haan, W. J. and A. T. Levin (1994): “Vector Autoregressive Covariance Matrix Estima-
tion,” UC San Diego and Federal Reserve Board of Governors Mimeo.

——— (1997): “A Practitioner’s Guide to Robust Covariance Matrix Estimation,” in Handbook
of Statistics, ed. by G. S. Maddala and C. R. Rao, Amsterdam: Elsevier, vol. 15, chap. 12,
291–341.

Diebold, F. X. and J. A. Lopez (1995): “Modeling Volatillity Dynamics,” inMacroeconometrics:
Developments, Tensions and Prospects, ed. by K. D. Hoover, New York: Springer, 427–472.

Douc, R., E. Moulines, and David S. Stoffer (2014): Nonlinear Time Series: Theory, Methods
and Applications with R Examples, Boca Raton: CRC Press.

Doz, C., E. Renault, R. Chabot, and G. Thornton (2004): “Conditionally Heteroskedastic
Factor Models: Identification and Instrumental Variables Estimation,” manuscript.

Dufour, J. M. (1997): “Some Impossibility Theorems in Econometrics With Applications to
Structural and Dynamic Models,” Econometrica, 65, 1365–1387.

——— (2003): “Identification, Weak Instruments, and Statistical Inference in Econometrics,”
Canadian Journal of Economics/Revue Canadienne d‘Economique, 36, 767–808.

Dufour, J. M. and J. Jasiak (2001): “Finite Sample Limited Information Inference Methods
for Structural Equations and Models With Generated Regressors,” International Economic
Review, 42, 815–844.

Dufour, J. M. and M. Taamouti (2005): “Projection-Based Statistical Inference in Linear
Structural Models with Possibly Weak Instruments,” Econometrica, 73, 1351–1365.

130



Ehrmann, M. and M. Fratzscher (2017): “Euro Area Government Bonds - Fragmentation
and Contagion During the Sovereign Debt Crisis,” Journal of International Money and
Finance, 70, 26–44.

Ehrmann, M., M. Fratzscher, and R. Rigobon (2010): “Stocks, Bonds, Money Mar-
kets and Exchange Rates: Measuring International Financial Transmission,” Finance and
Development, 47, 36–37.

Eichengreen, B. and U. Panizza (2016): “A Surplus of Ambition: Can Europe Rely on
Large Primary Surpluses to Solve its Debt Problem?” Economic Policy, 31, 5–49.

Engle, R. (2001): “GARCH 101: The Use of ARCH/GARCH Models in Applied Economet-
rics,” The Journal of Economic Perspectives, 15, 157–168.

Feenstra, R. C. and D. E. Weinstein (2017): “Globalization, Markups, and US Welfare,”
Journal of Political Economy, 125, 1040–1074.

Fernandez-Perez, A., B. Frijns, and A. Tourani-Rad (2016): “Contemporaneous In-
teractions among Fuel, Biofuel and Agricultural Commodities,” Energy Economics, 58,
1–10.

Fernandez-Villaverde, J. and J. F. Rubio-Ramirez (2007): “Estimating Macroeconomic
Model: A Likelihood Approach,” Review of Economic Studies, 74, .1059–1087.

Fernandez-Villaverde, J., J. F. Rubio-Ramirez, and M. S. Santos (2006): “Convergence
Properties of the Likelihood of Computed Dynamic Models,” Econometrica, 74, 93–119.

Fieller, E. C. (1954): “Some Problems in Interval Estimation,” Journal of the Royal Statistical
Society, 16, 175–185.

Flury, T. and N. Shephard (2011): “Bayesian Inference Based Only on Simulated Likelihood
: Particle Filter Analysis of Dynamic Economic Models,” Econometric Theory, 27, 933–956.

Foster, D. P. and D. B. Nelson (1996): “Continuous Record Asymptotics for Rolling Sample
Variance Estimators,” Econometrica, 64, 139–174.

Fuh, C.-D. (2006): “Efficient Likelihood Estimation in State Space Models,” Annals of
Statistics, 34, 2026–2068.

Geweke, J. and R. Meese (1981): “Estimating Regression Models of Finite but Unknown
Order,” International Economic Review, 22, 55–70.

Gonçalves, S. and T. J. Vogelsang (2011): “Block Bootstrap HAC Robust Tests: The
Sophisticiation of the Naive Bootstrap,” Econometric Theory, 27, 745–791.

Gong, X., S. Yang, and M. Zhang (2017): “Not Only Health: Environmental Pollution
Disasters and Political Trust,” Sustainability, 9, 1–28.

Gouriéroux, C. and A. Monfort (2014): “Revisiting Identification and Estimation in
Structural VARMA Models,” manuscript.

131



Grenander, U. and M. Rosenblatt (1957): Statistical Analysis of Stationary Time Series, New
York: Wiley.

Guggenberger, P., F. Kleibergen, S. Mavroeidis, and L. Chen (2012): “On the Asymptotic
Sizes of Subset Anderson-Rubin and Lagrange Multiplier Tests in Linear Instrumental
Variables Regression,” Econometrica, 80, 2649–2666.

Hamilton, J. D. (2003): “What is an oil shock?” Journal of Econometrics, 113, 363–398.

Han, S. and A. McCloskey (2018): “Estimation and Inference with a (Nearly) Singular
Jacobian,” manuscript.

Hastie, T., R. Tibshirani, and J. Friedman (2009): The Elements of Statistical Learning, New
York: Springer.

Hayashi, F. (2000): Econometrics, Princeton, NJ: Princeton University Press.

Hébert, B. and J. Schreger (2017): “The Costs of Sovereign Default: Evidence from
Argentina,” American Economic Review (forthcoming), 107, 3119–3145.

Hilmer, C. E. and M. J. Hilmer (2014): Practical Econometrics: Data Collection, Analysis, and
Application, New York: McGraw-Hill, 1 ed.

Hogan, V. and R. Rigobon (2009): “Using Unobserved Supply Shocks to Estimate the
Returns to Education,” manuscript.

Hwang, J. and Y. Sun (2017): “Simple, Robust and Accurate F and t Tests in Cointegrated
Systems,” Forthcoming, Econometric Theory.

Hyvärinen, A., K. Zhang, S. Shimizu, and H. P. O. (2010): “Estimation of a Structural
Vector Autoregression Model Using Non-Gaussianity,” Journal of Machine Learning Research,
11, 1709–1731.

Ibragimov, R. and U. K. Müller (2010): “t-Statistic Based Correlation and Heterogeneity
Robust Inference,” Journal of Business & Economic Statistics, 28, 453–468.

Islam, A., F. Islam, and C. Nguyen (2017): “Skilled Immigration, Innovation, and the
Wages of Native-Born Americans,” Industrial Relations, 56, 459–488.

Jacod, J. and P. Protter (2012): Discretization of Processes, New York: Springer.

Jahn, E. and E. Weber (2016): “Identifying the Substitution Effect of Temporary Agency
Employment,” Macroeconomic Dynamics, 20, 1264–1281.

Jansson, M. (2004): “The Error in Rejection Probability of Simple Autocorrelation Robust
Tests,” Econometrica, 72, 937–946.

Kandelaki, N. P. and V. V. Sazanov (1964): “On a Central Limit Theorem for Random
Elements with Values in Hilbert Space,” Theory of Probability and its Applications, 9, 38–46.

Karlin, S. and H. M. Taylor (1975): A First Course in Stochastic Processes, San Diego:
Elsevier.

132



Khalid, U. (2016): “The Effect of Trade and Political Institutions on Economic Institutions,”
Journal of International Trade and Economic Development, 26, 89–110.

Kiefer, N. M. and T. J. Vogelsang (2002): “Heteroskedasticity-Autocorrelation Robust
Standard Errors Using the Bartlett Kernel Without Truncation,” Econometrica, 70, 2093–
2095.

——— (2005): “A New Asymptotic Theory for Heteroskedasticity-Autocorrelation Robust
Tests,” Econometric Theory, 21, 1130–1164.

Kiefer, N. M., T. J. Vogelsang, and H. Bunzel (2000): “Simple Robust Testing of Regression
Hypotheses,” Econometrica, 69, 695–714.

Kilian, L. (1998): “Small-sample Confidence Intervals for Impulse Response Functions,”
Review of Economics and Statistics, 80, 218–230.

——— (2008a): “A Comparison of the Effects of Exogenous Oil Supply Shocks on Output
and Inflation in the G7 Countries,” Journal of the European Economic Association, 6, 78–121.

——— (2008b): “Exogenous Oil Supply Shocks: How Big Are They and How Much Do
They Matter for the U.S. Economy?” Review of Economics and Statistics, 90, 216–240.

——— (2008c): “The Economic Effects of Energy Price Shocks,” Journal of Economic Literature,
46, 871–909.

——— (2009): “Not All Oil Price Shocks Are Alike : Disentangling Supply Shocks in the
Crude Oil Market,” The American Economic Review, 99, 1053–1069.

Kilian, L. and H. Lütkepohl (2017): Structural Vector Autoregressive Analysis, Cambridge:
Cambridge University Press.

Kilian, L. and C. Park (2009): “The Impact of Oil Price Shocks on the U.S. Stock Market,”
International Economic Review, 50, 1267–1287.

Kilian, L. and C. Vega (2011): “Do Energy Prices Respond to U.S. Macroeconomic News? A
Test of the Hypothesis of Predetermined Energy Prices,” Review of Economics and Statistics,
93, 660–671.

Kim, S., N. Shephard, and S. Chib (1998): “Stochastic Volatility: Likelihood Inference and
Comparison with ARCH Models,” The Review of Economic Studies, 65, 361–393.

Kleibergen, F. (2005): “Testing Parameters in GMM Without Assuming that they Are
Identified,” Econometrica, 73, 1103–1123.

Klein, R. and F. Vella (2009): “Estimating the Return to Endogenous Schooling Decisions
via Conditional Second Moments,” Journal of Human Resources, 44, 1047–1065.

Lanne, M. and H. Lütkepohl (2008): “Identifying Monetary Policy Shocks via Changes in
Volatility,” Journal of Money, Credit and Banking, 40, 1131–1149.

——— (2010): “Structural Vector Autoregressions with Nonnormal Residuals,” Journal of
Business and Economic Statistics, 28, 159–168.

133



Lanne, M., H. Lütkepohl, and K. Maciejowska (2010): “Structural Vector Autoregressions
with Markov Switching,” Journal of Economic Dynamics and Control, 34, 121–131.

Lanne, M., M. Meitz, and P. Saikkonen (2017): “Identification and Estimation of Non-
Gaussian Structural Vector Autoregressions,” Journal of Econometrics, 196, 288–304.

Lazarus, E., D. J. Lewis, J. H. Stock, and M. W. Watson (2018): “HAR Inference: Recom-
mendations for Practice,” manuscript.

Lee, S.-W. and B. E. Hansen (1994): “Asymptotic Theory for the GARCH(1,1) Quasi-
Maximum Likelihood Estimator,” Econometric Theory, 10, 29–52.

Lewbel, A. (2012): “Using Heteroscedasticity to Identify and Estimate Mismeasured and
Endogenous Regressor Models,” Journal of Business & Economic Statistics, 30, 67–80.

Lin, F., E. O. Weldemicael, and X. Wang (2016): “Export Sophistication Increases Income
in Sub-Saharan Africa: Evidence from 1981-2000,” Empirical Economics, 52, 1627–1649.

Lindner, A. M. (2009): “Stationarity, Mixing, Distributional Properties and Moments of
GARCH(p,q)-Processes,” in Handbook of Financial Time Series, ed. by T. Mikosch, J.-P. Kreiß,
R. A. Davis, and T. G. Andersen, Berlin: Springer, 43–69.

Ludvigson, S. C., S. Ng, and S. Ma (2018): “Uncertainty and Business Cycles: Exogenous
Impulse or Endogenous Response?” manuscript.

Lütkepohl, H. (2006): New Introduction to Multiple Time Series Analysis, Berlin: Springer.

Lütkepohl, H. and G. Milunovich (2016): “Testing for Identification in SVAR-GARCH
Models,” Journal of Economic Dynamics and Control, 73, 241–258.

Lütkepohl, H. and A. Netšunajev (2017): “Structural Vector Autoregressions with Smooth
Transition in Variances: The interaction between US monetary policy and the stock
market,” Journal of Economic Dynamics and Control, 84, 43–57.

Magnus, J. R. and H. Neudecker (1980): “The Elimination Matrix: Some Lemmas and
Applications,” SIAM Journal on Algebraic Discrete Methods, 1, 422–449.

Magnusson, L. M. and S. Mavroeidis (2014): “Identification using Stability Restrictions,”
Econometrica, 82, 1799–1851.

McCloskey, A. (2017): “Bonferroni-Based Size-Correction for Nonstandard Testing Prob-
lems,” Journal of Econometrics, 200, 17–35.

Millimet, D. L. and J. Roy (2016): “Empirical Tests of the Pollution Haven Hypothesis when
Environmental Regulation Is Endogenous,” Journal of Applied Econometrics, 31, 652–677.

Milunovich, G. and M. Yang (2013): “On Identifying Structural VAR Models via ARCH
Effects,” Journal of Time Series Econometrics, 5, 117–131.

Moessner, R. and W. R. Nelson (2008): “Central Bank Policy Rate Guidance and Financial
Market Functioning,” International Journal of Central Banking, 4, 204–226.

134



Mönkediek, B. and H. A. Bras (2016): “The Interplay of Family Systems, Social Net-
works and Fertility in Europe Cohorts Born Between 1920 and 1960,” Economic History of
Developing Regions, 31, 136–166.

Montiel Olea, J. L., J. H. Stock, and M. W. Watson (2018): “Inference in Structural VARs
with External Instruments,” Quarterly Journal of Economics, forthcomin.

Müller, U. K. (2007): “A Theory of Robust Long-Run Variance Estimation,” Journal of
Econometrics, 141, 1331–1352.

——— (2012): “Measuring Prior Sensitivity and Prior Informativeness in Large Bayesian
Models,” Journal of Monetary Economics, 59, 581–597.

——— (2013): “Risk of Bayesian Inference in Misspecified Models, and the Sandwich
Covariance Matrix,” Econometrica, 81, 1805–1849.

——— (2014): “HAC Corrections for Strongly Autocorrelated Time Series,” Journal of
Business & Economic Statistics, 32, 311–322.

Müller, U. K. and M. W. Watson (2008): “Testing Models of Low-Frequency Variability,”
Econometrica, 76, 979–1016.

Nakamura, E. and J. Steinsson (2017): “High Frequency Identification of Monetary
Non-Neutrality: The Information Effect,” Quarterly Journal of Economics (forthcoming).

——— (2018): “High Frequency Identification of Monetary Non-Neutrality: The Information
Effect,” Quarterly Journal of Economics (forthcoming).

Netšunajev, A. and H. Lütkepohl (2014): “Disentangling Demand and Supply Shocks in
the Crude Oil Market: How to Check Sign Restrictions in Structural VARs,” Journal of
Applied Econometrics, 29, 479–496.

Newey, W. K. and K. D. West (1987): “A Simple, Positive Semi-Definite, Heteroskedasticity
and Autocorrelation Consistent Covariance Matrix,” Econometrica, 55, 703–708.

Normandin, M. and L. Phaneuf (2004): “Monetary Policy Shocks: Testing Identification
Conditions under Time-Varying Conditional Volatility,” Journal of Monetary Economics, 51,
1217–1243.

Oppenheim, A. V. and G. C. Verghese (2010): “Signals, Systems, and Inference,” manuscript.

Pakel, C., N. Shephard, and K. Sheppard (2011): “Nuisance Parameters, Composite
Likelihoods and a Panel of Garch Models,” Statistica Sinica, 21, 307–329.

Parzen, E. (1957): “On Consistent Estimates of the Spectrum of a Stationary Time Series,”
Annals of Mathematical Statistics, 28, 329–348.

Pavlova, A. and R. Rigobon (2007): “Asset Prices and Exchange Rates,” The Review of
Financial Studies, 20, 1139–1180.

Phillips, P. C. B. (2005): “HAC Estimation by Automated Regression,” Econometric Theory,
21, 116–142.

135



Phillips, P. C. B. andH. R. Moon (1999): “Linear Regression Limit Theory for Nonstationary
Panel Data,” Econometrica, 67, 1057–1111.

Phillips, P. C. B., Y. Sun, and S. Jin (2006): “Spectral Density Estimation and Robust
Hypothesis Testing using Steep Origin Kernels without Truncation,” International Economic
Review, 47, 837–894.

Plagborg-Møller, M. (2017): “Bayesian Inference on Structural Impulse Response Func-
tions,” manuscript.

Politis, D. N. (2011): “Higher-Order Accurate, Positive Semidefinite Estimation of Large-
Sample Covariance and Spectral Density Matrices,” Econometric Theory, 27, 703–744.

Priestley, M. B. (1981): Spectral Analysis and Time Series, London: Academic Press.

Primiceri, G. E. (2005): “Time Varying Structural Vector Autoregressions,” Review of
Economic Studies, 72, 821–852.

Ramey, V. A. (2016): “Macroeconomic Shocks and Their Propagation,” in Handbook of
Macroeconomics, ed. by J. B. Taylor and H. Uhlig, Elsevier, vol. 2A, 71–162.

Rigobon, R. (2003): “Identification through Heteroskedasticity,” The Review of Economics and
Statistics, 85, 777–792.

Rigobon, R. and D. Rodrik (2005): “Rule of Law, Democracy, Openness, and Income,”
Economics of Transition, 13, 533–564.

Rigobon, R. and B. Sack (2003): “Measuring the Reaction of Monetary Policy to the Stock
Market,” Quarterly Journal of Economics, 118, 639–669.

——— (2004): “The Impact of Monetary Policy on Asset Prices,” Journal of Monetary
Economics, 51, 1553–1575.

Rothenberg, T. J. (1984): “Approximating the Distributions of Econometric Estimators and
Test Statistics,” in Handbook of Econometrics, ed. by Z. Griliches and M. D. Intriligator,
Amsterdam: Elsevier, vol. 2, chap. 15, 881–935.

Sentana, E. and G. Fiorentini (2001): “Identification, Estimation and Testing of Condition-
ally Heteroskedastic Factor Models,” Journal of Econometrics, 102, 143–164.

Shephard, N. (1996): “Statistical Aspects of ARCH and Stochastic Volatility,” in Time
Series Models: in Econometrics, Finance and Other Fields, ed. by D. Cox, D. Hinkley, and
O. Barndorff-Nielsen, New York: Chapman & Hall, 1–68.

Silverman, B. W. (1990): Density Estimation for Statistics and Data Analysis, London: Chapman
and Hall.

Sims, C. (1980a): “Macroeconomics and Reality,” Econometrica, 48, 1–48.

——— (1980b): “Macroeconomics and Reality,” Econometrica, 48, 1–48.

136



——— (2014): “Using Financial Data in Macroeconomic Models,” in Nonlinearities in Macroe-
conomics and Finance in the Light of Crises, Frankfurt: ECB.

Song, W. T. and B. W. Schmeiser (1993): “Variance of the Sample Mean: Properties and
Graphs of Quadratic-Form Estimators,” Operations Research, 41, 501–517.

Staiger, D. and J. Stock (1997): “Instrumental Variables Regression with Weak Instruments,”
Econometrica, 65, 557–586.

Staiger, D., J. H. Stock, and M. W. Watson (1997): “How Precise Are Estimates of the
Natural Rate of Unemployment?” in Reducing Inflation: Motivation and Strategy, ed. by
C. Romer and D. Romer, University of Chicago Press, January, 195–246.

Stock, J. H. and M. W. Watson (2008): “Heteroskedasticity-Robust Standard Errors for
Fixed Effects Panel Data Regression,” Econometrica, 76, 155–174.

——— (2016): “Dynamic Factor Models, Factor-Augmented Vector Autoregressions, and
Structural Vector Autoregressions in Macroeconomics,” in Handbook of Macroeconomics, ed.
by J. B. Taylor and H. Uhlig, Amsterdam: Elsevier, vol. 2A, chap. 8, 415–525.

——— (2017): “Identification and Estimation of Dynamic Causal Effects in Macroeconomics,”
manuscript.

Stock, J. H. and J. H. Wright (2000): “GMM with Weak Identification,” Econometrica, 68,
1055–1096.

Stock, J. H., J. H. Wright, and M. Yogo (2002): “A Survey of Weak Instruments and Weak
Identification in Generalize Method of Moments,” Journal of Business & Economic Statistics,
20, 518–529.

Stock, J. H. and M. Yogo (2005): “Testing for Weak Instruments in Linear IV Regression,”
in Identification and Inference in Econometric Models: Essays in Honor of Thomas Rothenberg,
ed. by D. W. K. Andrews and J. H. Stock, 80–108.

Stoica, P. and R. L. Moses (2005): Spectral Analysis of Signals, Upper Saddle River, NJ:
Prentice-Hall.

Sun, Y. (2011): “Robust Trend Inference with Series Variance Estimator and Testing-Optimal
Smoothing Parameter,” Journal of Econometrics, 164, 345–366.

——— (2013): “A Heteroskedasticity and Autocorrelation Robust F Test Using an Orthonor-
mal Series Variance Estimator,” Econometrics Journal, 16, 1–26.

——— (2014): “Let’s Fix It: Fixed-b Asymptotics versus Small-b Asymptotics in Het-
eroskedasticity and Autocorrelation Robust Inference,” Journal of Econometrics, 178, 659–
677.

Sun, Y. and D. M. Kaplan (2011): “Fixed-Smoothing Asymptotics and Accurate F Ap-
proximation Using Vector Autoregressive Covariance Matrix Estimator,” UC San Diego
Mimeo.

137



Sun, Y., P. C. B. Phillips, and S. Jin (2008): “Optimal Bandwidth Selection in
Heteroskedasticity–Autocorrelation Robust Testing,” Econometrica, 76, 175–194.

Thomson, D. J. (1982): “Spectrum Estimation and Harmonic Analysis,” Proceedings of the
IEEE, 70, 1055–1096.

Trefethen, L. N. and D. Bau (1997): Numerical Linear Algebra, Philadelphia: Society for
Industrial and Applied Mathematics.

Uhlig, H. (2005): “What Are the Effects of Monetary Policy on Output? Results from an
Agnostic Identification Procedure,” Journal of Monetary Economics, 52, 381–419.

Velasco, C. and P. M. Robinson (2001): “Edgeworth Expansions for Spectral Density
Estimates,” Econometric Theory, 17, 497–539.

White, H. (1982): “Maximum Likelihood Estimation of Misspecified Models,” Econometrica,
50, 1–25.

Wright, J. H. (2001): “Detecting Lack of Identification in GMM,” manuscript.

Zaefarian, G., V. Kadile, S. C. Henneberg, and A. Leischnig (2017): “Endogeneity Bias
in Marketing Research: Problem, Causes and Remedies,” Industrial Marketing Management,
65, 39–46.

Zhang, X. and X. Shao (2013): “Fixed-Smoothing Asymptotics for Time Series,” Annals of
Statistics, 41, 1329–1349.

Zhu, B. (2017): “Forecasting the real price of oil under alternative specifications of constant
and time-varying volatility,” CAMA Working Papers, 71.

138



Appendix A

Appendix to Chapter 1

A.1 Proofs

Proof of Theorem 1.1.

Proof. We take points (i) and (ii) in turn.

(i) This part of the theorem extends Theorem 1(i) of Phillips (2005) and Theorem 2(a) of

Sun (2011), among others, to the case of a general orthonormal series estimator. We note that

rather than taking sequential limits to prove this result as done in the heuristic derivation of

the implied mean kernel in Section 1.2, we must obtain results in which the relevant limits

have been taken jointly according to the sequence in Assumption 1.4.

First, using the same steps as for equation (1.18), we can write,
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where the O (1/T) term in the second line arises due to the approximation of ẑt with zt
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under Assumption 1.1 (see, for example, the proof of Theorem 2 in Sun (2011)). Thus,
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For the last non-approximation-error term,
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by Assumptions 1.1(b) and 1.4, so that we may focus on the first summation. (Here, q = 1

or 2, and a more rigorous definition for this value will be provided below following (1.28).)

Following the proof of Theorem 1(i) in Phillips (2005), we may then write
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where LT < T is a positive integer sequence chosen such that
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where d is as in Assumption 1.1(b). Similar to the steps taken in (A.3), we have that
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for some constant C, by Assumptions 1.1(b) and 1.3, and where the fact that L�(q+d)
T =

o
�

(B/T)q
�

follows from the sequence (A.5).

We may accordingly focus attention on the terms in (A.4) for which |u|  LT, and can
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thus write that equation as
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We now consider the value in square brackets in the first term in this equation (or in

(A.2)). This value is similar to, but defined slightly differently than, the implied mean kernel

in (1.20); accordingly, define
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Using a mean-value expansion, we have, for some values ht,u 2 (t, t� u),
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where Â1tu|T+utT fj
� t
T
�2 refers to the sum over either the indices 1  t  u (if u > 0 )
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or the indices T + u  t  T (if u < 0). Note that for the last term in (A.9),
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for some constant C, where the first inequality uses that f
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= O
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B3� by Assumption

1.3 and the second line uses Assumption 1.1(b) and (A.5). We accordingly do not consider

this term in (A.9) when evaluating (A.7), given that this introduces an error only of order

o
�

(B/T)q
�

.

Now considering the term Â1tu|T+utT fj
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�2 in ()A.9, for any value of u such that

|u| < LT, we have,
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where the second line conducts a Taylor expansion of fj (·) around 0 and 1, respectively, in

the two sums, and the last line uses that |u|  LT = o
�

T1/2�, by (A.5) and Assumption 1.4.

We now consider the second term in (A.9). Assume for now that u > 0. We first note

that,
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and further that,
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where the second line uses that
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some constant C by Assumption 1.3, and further uses Assumptions 1.1(b) and 4. The same

logic applies for u < 0. We need not worry about u = 0, since this value is fixed; these calcu-

lations are simply meant to show that approximating the sum 1
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where [·] is the greatest lesser integer function, and the approximations in the second and

third equalities hold by Assumption 1.3 and (A.5).

For the third term in (A.9), by similar steps as in (A.12)–(A.13), we can approximate the
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Combining all the results above, we can thus write (A.7) as,
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Integrating the second term by parts,
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We can use this to write the first two terms in (A.15) as follows, for each value j
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Thus (A.15) becomes,
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which further uses that O (1/T) = o
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from (A.5). Thus,
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Equation (1.32) in the theorem follows from these expressions. These expressions and their

relation to equations (A.7)–(A.8), along with the definition of the generalized derivative in

(1.28), make clear that in the limit, we have k̃OS(1) (0) = lim
B!•

1
B2

B
Â
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fj(0)
2+fj(1)

2

2 , k̃OS(2) (0) =
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2 , where k̃ is as in (A.8). We note further that in a neighborhood

around v = 0 and with |u|  LT, it must be the case in the limit that k̃OS(v)� kOS(v) ! 0

given the definitions in (1.20) and (A.8), so that these definitions hold as well for k.

Further, as in Priestley (1981, p. 460), it is apparent from the definition of the generalized

derivative that if 0 < kOS(1) (0) < •, then 1�kOS(v)
v2 ! • as v ! 0, so that q = 1. If

not, note that as after equation (1.11), the frequency-domain weight function KT (w) for a

kernel estimator must be nonnegative in order to guarantee positive semidefiniteness of the

LRV estimate. Priestley (1981, p. 568) provides a proof that this implies that the Parzen

characteristic exponent of the kernel (or, in the current case, implied mean kernel) must

be no greater than q = 2, so that in our case q = 2 if kOS(1) (0) = 0. Assumption 1.3 then

guarantees the finiteness of kOS(q) (0).

Finally, as noted in Remark 6, while the above proof proceeded under the small-b

sequence in Assumption 1.4, we can also show that using the heuristic sequential-limit

definition of the implied mean kernel in Section 1.2 in fact yields the same result as in the

theorem, despite not being formally justified under the assumed sequence. To see this, first
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note that the condition that k (0) = 1 in Assumption 1.2 gives that k(1) (0) = �k0 (0) for any

kernel or implied mean kernel. Then using equation (1.21) and differentiating with respect

to v for v > 0,

dkOS
j
�

B�1v
�

dv
⌘ kOS0

j

⇣

B�1v
⌘

= B�1

"

kj
�

B�1v
�

1� B�1v
�

fj
�

B�1v
�

fj (0)
1� B�1v

� 1
1� B�1v

Z 1

v
fj (s) f

0
j

⇣

s� B�1v
⌘

ds

#

(A.20)
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where the final expression uses kj (0) =
R 1
0 fj (s)

2 ds = 1 and integrates by parts, as in

(A.16). (The same expression for kj0 (0) obtains starting from the expression for k (v) , v  0.)

Plugging this into (1.21) and taking the limit as B ! • yields the same result as stated in

the theorem for q = 1 estimators.
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so that

kOS00
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and again the same expression obtains starting from v  0. It follows from (1.21) that

kOS00 (0) = 1
B ÂB

j=1 kOS00
j (0), and substituting (A.23) into this final expression and taking

B ! • yields the same result as stated in the theorem for q = 2 estimators.

To complete the heuristic re-derivation of the result in the theorem under the sequential
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limit, using the implied mean kernel representation for EŴOS in equation (1.20), we can

follow Priestley (1981, p. 459) and write
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For the last term,
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by Assumptions 1.1(b) and 1.4. For the second term, given a bounded implied mean kernel

(as in Assumption 1.3), similar steps to those taken for the last term give that
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Finally, considering the first term in the bias expression, we can write
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where the second equality holds from the definition SB = T, from Parzen (1957) Theorem

5B or Priestley (1981, p. 459) under the assumed sequence, and s(q)z (0) is the qth generalized

derivative of the spectral density at frequency zero. This completes the heuristic re-derivation

of the more formal proof above for the result in Theorem 1.1(i), and note that in this case

we did not require differentiability of the basis functions in order to obtain this result (so

that the heuristic derivation applies to the SS basis functions, as will be confirmed more

formally below in the derivation for Remark 6).

(ii) For orthonormal series estimators with basis functions meeting Assumption 1.3,
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inspection of the proof of Theorem 2 in Sun (2014) or Theorem 4.1 in Sun (2013) shows

that the higher-order size distortion is equal to G0
m (ca

m) c

a

mtr
�

AW�1� /m, where A =

limT!• EŴ � W as B ! • such that B/T ! 0. Theorem 1.1(i) then gives that A =
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. (While this expression has not been shown

formally for the SS series estimator, it is shown below in the derivation of Remark 6, which

does not use this theorem in the case of the SS estimator.) Using B = 1/b then yields

equation (1.30). Note that in the scalar case of p,m = 1, we have that this higher-order size

distortion (in both the kernel and orthonormal series case) is proportional to |s00z (0) /sz (0)|,

so that all results below hold uniformly over all stochastic processes satisfying Assumption

1.1 with |s00z (0) /sz (0)|  k for finite k.

For equation (1.31), the above steps carry through for the bias term, and the variance

term follows from Theorem 1.5 and the proof of Theorem 2 in Sun (2011), with n = B as in

equation (1.25). The remainder terms follow from this theorem as well.

For kernel estimators, given Assumptions 1.1 and 1.2, equation (1.30) follows from Sun

(2014) equation (16), along with the approximation mF↵
• (m,b)�c

a

m
c

a

m
= O (b) as b ! 0 given

on page 665, where F↵
• (m, b) is the fixed-b asymptotic distribution for kernel estimators.

Equation follows directly from the proof of Sun (2014) Theorem 5 for the case of the Gaussian

location model.

Proof of Theorem 1.2.

Proof. We can define the size-adjusted critical value as ca

m,T (b) = ca

m (b) + d

a

m,T (b), where

ca

m (b) is the fixed-b critical value as in equation (1.30) and d

a

m,T (b) is defined implicitly by

Pr0
h

F⇤T > ca

m,T (b)
i

= a + o (b) + o
⇣

(bT)�q
⌘

. Taking a Taylor expansion of the null rejection

rate around ca

m (b),

Pr
0

⇥

F⇤T > ca

m,T (b)
⇤

= a + G0
m (ca

m) c

a

mw

(q)k(q) (0) (bT)�q � d

a

m,T (b)G
0
m (ca

m)
h

1+O (b) +O
⇣

(bT)�q
⌘i

+ o (b) + o
⇣

(bT)�q
⌘

+
�

d

a

m,T (b)
�

, (A.28)
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where the fact that

0
Pr
0

⇥

F⇤T > ca

m,T (b)
⇤

= �G0
m (ca

m)
h

1+O (b) +O
⇣

(bT)�q
⌘i

+ o (b) + o
⇣

(bT)�q
⌘

,

follows from Sun (2014) Theorem 2 and p. 665. Using this and Pr0
h

F⇤T > ca

m,T (b)
i

= a +

o (b)+ o
⇣

(bT)�q
⌘

by definition, we can solve for d

a

m,T (b) as d

a

m,T (b) = k(q) (0) (bT)�q
c

a

mw

(q),

from which (1.33) follows directly.

Then taking a similar Taylor expansion, size-adjusted power is

Pr
d

⇥

F⇤T > ca

m,T (b)
⇤

=
⇥

1� Gm,d2 (c
a

m)
⇤

+ G0
m,d2 (c

a

m) c

a

mw

(q)k(q) (0) (bT)�q � 1
2

d

2G0
(m+2),d2 (c

a

m) c

a

mn

�1

� d

a

m,T (b)G
0
m,d2 (c

a

m)
h

1+O (b) +O
⇣

(bT)�q
⌘i

+ o (b) + o
⇣

(bT)�q
⌘

+ o
�

d

a

m,T (b)
�

,

(A.29)

which analogously uses Sun (2014) Theorem 5. We have d

a

m,T (b)G
0
m,d2 (c

a

m) = k(q) (0) (bT)�q

⇥ G0
m,d2 (c

a

m) c

a

mw

(q) from the solution for d

a

m,T (b) above. Thus the second and fourth terms

in (A.29) cancel, and using this along with d

a

m,T (b) = O
⇣

(bT)�q
⌘

yields the size-adjusted

power relation given in equation (1.34).

Proof of Theorem 1.3.

Proof. This follows directly from equations (1.30) and (1.31). Fix a sequence b1 for test F1.

Given equivalent values of q for tests F1 and F2, equation (1.30) gives that we must set

b2 =
✓

k(q)2 (0)

k(q)1 (0)

◆1/q
b1 in order to obtain equivalent higher-order size. We thus have that

G0
m,d2 (c

a

m) c

a

mw

(q)k(q)2 (0) (b2T)�q = G0
m,d2 (c

a

m) c

a

mw

(q)k(q)1 (0) (b1T)
�q , (A.30)

so that the corresponding second terms in the power expression (1.31) for F⇤1 and F⇤2 are

equivalent. Using this along with equation (1.31) yields the desired relation.
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Proof of Corollary 1.1.

Proof. Using equation (1.30) and the definition of the size distortion DS, that size distortion

can be written as follows:

DS = G0
m (ca

m) c

a

mw

(q)k(q) (0) (bT)�q + o (b) + o
⇣

(bT)�q
⌘

. (A.31)

For kernel tests, using the definition of the size-adjusted power loss DP (d) and the fact

that n =
⇣

b
R •
�• k2 (x) dx

⌘�1
, we also have,

DP (d) =
1
2

d

2G0
(m+2),d2 (c

a

m) c

a

mb
Z •

�•
k2 (x) dx+ o (b) + o

⇣

(bT)�q
⌘

. (A.32)

We can see that the leading terms in (A.31) and (A.32) are of equivalent asymptotic order

if and only if b is of equivalent asymptotic order as (bT)�q, requiring that O
⇣

b�(q+1)
⌘

=

O (Tq), or equivalently that b ⇠ CT� q
q+1 for some constant C 2 R>0, as stated.

Further, given that O (b) = O
⇣

(bT)�q
⌘

under this sequence, the o (b) remainder term in

(A.31) is also o
⇣

(bT)�q
⌘

, confirming that the leading term in (A.31) is in fact the first term.

The same applies to the remainder terms in (A.32). These same steps apply for orthonormal

series tests as well.

Proof of Theorem 1.4.

Proof. We take parts (i)-(iii) in turn.

(i) Under the assumed sequence, we can rewrite the size distortion in (A.31) as

|DS|1/q =
�

G0
m (ca

m) c

a

m
�1/q

�

�

�

w

(q)
�

�

�

1/q⇣
k(q) (0)

⌘1/q
(bT)�1[1+ o (1)]1/q

=
�

G0
m (ca

m) c

a

m
�1/q

�

�

�

w

(q)
�

�

�

1/q⇣
k(q) (0)

⌘1/q
(bT)�1 + o

⇣

(bT)�1
⌘

, (A.33)

where the first equality uses the argument in the last paragraph of the proof of Corollary 1.1,

and the second equality uses that |1+ o (1)|1/q  |1+ o (1)| for q  2. This can be rewritten

further as
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T|DS|1/q =
�

G0
m (ca

m) c

a

m
�1/q

�

�

�

w

(q)
�

�

�

1/q⇣
k(q) (0)

⌘1/q
b�1 + o (1/b) . (A.34)

Similarly, rewrite (A.32) (for kernel tests) as

DP (d) =
1
2

d

2G0
(m+2),d2 (c

a

m) c

a

mb
Z •

�•
k2 (x) dx+ o (b) . (A.35)

Multiplying (A.34) and (A.35), and defining am,a,q (d) = 1
2d

2G0
(m+2),d2 (c

a

m) c

a

m ⇥

(G0
m (ca

m) c

a

m)
1/q, we obtain

TDP (d) |DS|1/q = am,a,q (d)



⇣

k(d) (0)
⌘1/q Z •

�•
k2 (x) dx

�

�

�

�

w

(q)
�

�

�

1/q
+ o (1) , (A.36)

as stated. Identical steps for orthonormal series tests (using n = 1/b in that case) then yield

the tradeoff given in equation (1.40).

(ii) For kernel tests, we can express the maximum size-adjusted power loss Dmax
P using

its definition in (1.38) and equation (A.32) as,

Dmax
P = sup

d

⇢

1
2

d

2G0
(m+2),d2 (c

a

m) c

a

m

�

b
Z •

�•
k2 (x) dx+ o (b) , (A.37)

since d does not enter into the term b
R •
�• k2 (x) dx. Thus following the same steps as in

part (i) above, multiplying (A.34) and (A.37) yields equation (1.41). Identical steps for

orthonormal series tests using the frontier in part (i) then yield equation (1.42).

(iii) Again using equation (1.30) and the same steps as in parts (i)-(ii), we can express
p

|DS| for any test (q = 1 or q = 2) as,

q

|DS| =
�

G0
m (ca

m) c

a

m
�1/w

�

�

�

w

(q)
�

�

�

1/2⇣
k(q) (0)

⌘1/2
((bT) �q/2 + o

⇣

(bT)�q/2
⌘

. (A.38)

Multiplying this by (A.37), under the assumed sequence for b,

Dmax
P

q

|DS| = ām,a,2

✓

q

k(q) (0)
Z •

�•
k2 (x) dx

◆

�

�

�

w

(2)
�

�

�

1/2
T�1 (bT)1�q/2 + o(b3/2). (A.39)
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We can observe from this equation that Dmax
P
p

|DS| tends to zero at a slower rate for

q = 1 than for q = 2 given that bT ! •, and that this finding would hold as well in

the orthonormal-series case (in which the expression would be identical but without the

constant
R •
�• k2 (x) dx). Thus comparing arbitrary kernel or orthonormal series tests with

q = 1 and q = 2, for any two sets of values k(q) (0) and
�

�

�

w

(q)
�

�

�

, it must be that 9b̄, T such

that 8b < b̄, T > T, the q = 2 test dominates the size/power tradeoff of the q = 1 test (i.e.,

Dmax,q=2
P

r

�

�

�

Dq=2
S

�

�

�

< Dmax,q=1
P

r

�

�

�

Dq=1
S

�

�

�

). This proves the stated result.

Proof of Theorem 1.5.

Proof. We take parts (i) and (ii) in turn.

(i) As in the proof of Theorem 1.1(i) above, we can confine our analysis to kernels (or

implied mean kernels) with q  2, and given that q = 2 kernels dominate q = 1 kernels

from Theorem 1.4(iii), we focus on the q = 2 case.

We first consider kernel estimators. From Theorem 1.4, the lower envelope of the

size/power frontier is achieved for any data-generating process by minimizing
q

k(2) (0)
R •
�• k2 (x) dx. As in Priestley (1981, pp. 569-70), this is equivalent to minimizing

n

R •
�• w

2Kj (w) dw

o1/2 n
R •
�• K2

j (w) dw

o

, where Kj is the frequency-domain weight function

corresponding to k. And for psd kernels, this minimum is in fact achieved exactly by the QS

estimator, as proven in Priestley (1981, p. 571). Thus the QS estimator’s size/size-adjusted

power tradeoff defines the frontier for kernel tests.

Equation (1.45) (whose derivation does not use this theorem) then shows that the QS

tradeoff dominates the tradeoff for EWP, which defines the frontier for orthonormal series

tests, as shown in part (ii) of this theorem below. Thus we can conclude that the QS tradeoff

defines the frontier for both kernel and orthonormal series HAR tests, as stated.

For the QS kernel,
q

k(2) (0)
R •
�• k2 (x) dx = 3p

p
10/25, since Priestley (1981) gives that

k(2) (0) = p

2/10 (Table 7.1) and
R •
�• k2 (x) dx = 6/5 (Table 6.1). Combining this with (1.41)

yields (1.43) up to higher-order terms. Numerically calculating ām,a,q = sup
d

am,a,q (d) for

q = 2 and a = .05 yields ām,a,q3p

p
10/25 ⇡ 0.3368 for m = 1, ām,a,q3p

p
10/25 ⇡ 0.6460 for
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m = 2, and ām,a,q3p

p
10/25 ⇡ 0.9491 for m = 3, as stated.

(ii) As in equations (1.22) and (1.25) (and discussed after (1.25)), only orthonormal

series estimators yield fixed-b asymptotic distributions that are exact t (or exact F in the

multivariate case). (As discussed after equation (1.23), the EWP estimator is unique among

WP/SC estimators in having a fixed-b asymptotic distribution that allows for exact t- or

F-based inference, but it too has an orthonormal series representation using the Fourier basis

functions.) Thus we aim to achieve the size/size-adjusted power frontier, or equivalently

to maximize higher-order power given equivalent higher-order size, among orthonormal

series tests.

We can again confine the analysis to the q = 2 case. To fix higher-order size at a

common value across all orthonormal series estimators, we can arbitrarily fix a value (or

sequence) BEWP = 1/bEWP for the EWP test. Theorem 1.3 then gives that the higher-

order power gap between any alternative estimator alt (with q = 2) and EWP is given

by 1
2d

2G0
(m+2),d2 (c

a

m) c

a

m

⇣

B�1
alt � B�1

EWP

⌘

, which follows from n = B for orthonormal series

estimators in equation (1.25). Thus having BEWP � Balt for all alternatives with q = 2 such

that EWP and alt have equivalent higher-order size is necessary and sufficient to prove the

result that the exact t or F frontier is achieved by the EWP test. From equation (1.30), having

equivalent higher-order size requires setting

Balt =

s

kEWP(2) (0)
kalt(2) (0)

BEWP. (A.40)

Thus in order for BEWP � Balt for all alternatives, it must be the case that kEWP(2) (0) is

the minimum second generalized derivative value for the limiting implied mean kernel

across all orthonormal series satisfying Assumption 1.3. (This is also apparent from the

form of the tradeoff in (1.42).) From Theorem 1.1(i), a sufficient condition for this result

can be obtained by showing that for any given value of B along the sequence, kEWP(2) (0)

minimizes
�

�

�

B�1 ÂB
j=1 k00j (0)

�

�

�

, where k00j (0) = B�2 R 1
0 fj (s) f

00
j (s) ds, across orthonormal series

estimators.
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Given that the Fourier basis functions span L2 [0, 1], we can write any basis function as

fj (s) =
•

Â
l=1

ajle�i2pls (A.41)

where the ajl values are as-yet undetermined projection coefficients. We know that for any

orthonormal series,

1 =
Z 1

0

�

�

fj (s)
�

�

2 ds

= Â
l

Â
l0
ajlajl0

Z 1

0
e�i2plsei2pl0s

= Â
l
a2jl , (A.42)

and similarly

0 =
Z 1

0
fj (s) fj0 6=j (s)ds = Â

l
ajl aj0 6=j,l . (A.43)

We then wish to minimize
�

�

�

�

�

1
B3

B

Â
j=1

Z 1

0
fj (s) f

00
j (s)ds

�

�

�

�

�

=

�

�

�

�

�

1
B3

B

Â
j=1

Â
l

Â
l0
ajlajl04p

2l2
Z 1

0
e�i2plsei2pls

�

�

�

�

�

=
4p

2

B3

B

Â
j=1

Â
l
a2jl l

2 (A.44)

subject to the two constraints (A.42) and (A.43). But given the constraints, this is trivially

solved by setting ajj = 1, aj,l 6=j = 0; that is, looking at the representation in (A.41), fj (s) =

e�i2p js, so that we have in fact selected the Fourier basis functions themselves. Further,

given that, as above, all orthonormal series in L2 [0, 1] are spanned by the Fourier basis

functions, there is no such basis function for which k(2) (0) = 0, which is a restatement of

the Priestley (1981, p. 568) result discussed in the proof of Theorem 1.1(i) (i.e., that the

Parzen characteristic exponent of a psd kernel or implied mean kernel must be no greater

than q = 2). We conclude that the EWP test achieves the frontier for size/size-adjusted

power among tests with exact t- and F- asymptotic fixed-b distributions.

Priestley (1981) Table 7.1 gives that k(2) (0) = p

2/6 for the Daniell kernel, which is

equivalent to the EWP estimator; see also the derivation for the second part of Remark
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6 below. (Note further that
R •
�• k2 (x) dx = 1 for that kernel from Priestley, 1981, Table

6.1, as should be expected given that
R •
�• k2 (x) dx does not enter into the expression

for the orthonormal series size/power tradeoff despite the fact that the EWP estimator

can be expressed as a kernel estimator.) Thus we have that
q

k(2) (0) = p/
p
6 for the

EWP estimator. Combining this with (1.42) yields (1.44) up to higher-order terms. Again

using numerical calculations for ām,a,q = sup
d

am,a,q (d) for q = 2 and a = .05, we obtain

ām,a,qp/
p
6 ⇡ 0.3623 for m = 1, ām,a,qp/

p
6 ⇡ 0.6950 for m = 2, and ām,a,qp/

p
6 ⇡ 1.0211

for m = 3, as stated.

Derivation of Equation (1.45):

As in the proof of Theorem 1.5, fix a sequence B = 1/bEWP. To obtain equivalent higher-order

size using the QS test, equation (1.30) gives that we must set

bQS =

s

kQS(2) (0)
kEWP(2) (0)

bEWP =

s

p

2/10
p

2/6
B�1 =

r

3
5
B�1 (A.45)

where the k(2) (0) values for the two tests are as in the proof of Theorem 1.5. That proof

also uses that
R •
�• k2 (x) dx = 6

5 for QS, so that given equivalent higher-order size, we have

n

�1
EWP � n

�1
QS = B�1 � 6

5

q

3
5B

�1. Plugging this into the higher-order power difference in

equation (1.35) (Theorem 1.3) yields the desired result.

Derivations for Remark 8:

a. For the Legendre basis, let the shifted (to [0, 1]) but non-normalized jth Legendre

polynomial be pj (s). Then
R 1
0 pj (s) pk (s) ds = 1

2k+11 {j = k} (Abramowitz and Stegum

(1965)), so that the jth normalized shifted Legendre polynomial is jj (s) = pj (s)
p

2j+ 1.

Because pj (0) = (�1)j and pj (1) = 1, we have jj (0) =
p

2j+ 1 (�1)j , jj (1) =
p

2j+ 1.

Thus from Theorem 1.1(i), abusing notation slightly, we have kLeg(1)j (0) = 1
B2

1
22 (2j+ 1) =

2j+1
B2 for each j, and thus kLeg(1)B (0) = B�2

B
Â
j=1

(2j+ 1) = (B+ 2) /B ! 1 as B ! •, as stated.

As in Theorem 1.1(i), this also implies that q = 1 for the Legendre polynomials.

For SS, we can calculate EŴSS directly (without appealing to Theorem 1.1(i)) to observe
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that the SS implied mean kernel is similar to the Bartlett kernel on a subsample of T/ (B+ 1)

observations. First, note that x̄i � x̄ ⌘ 1
Ti Ât2Ti xt �

1
T ÂT

t=1 xt (where, abusing notation, Ti de-

notes both the number of observations in subsample i and the subsample that t indexes) can

be written as x̄i � x̄ = 1
T ÂT

t=1 ((B+ 1) 1 {t 2 Ti}� 1) xt = B+1
T ÂT

t=1
�

1 {t 2 Ti}� 1
B+1
�

xt.

Thus summing over subsamples and squaring, we have,

1
B

B+1

Â
i=1

(x̄i � x̄)2

=
1
B

B+1

Â
i=1

✓

B+ 1
T

◆2 T

Â
t=1

T

Â
s=1

✓

1 {t 2 Ti}�
1

B+ 1

◆✓

1 {s 2 Ti}�
1

B+ 1

◆

xtxs. (A.46)

Taking the expectation of this value and performing the same change of variables as in

(1.19),

E
1
B

B+1

Â
i=1

(x̄i � x̄)2 =
B+ 1
B

1
T/ (B+ 1)

T�1

Â
u=�(T�1)

✓

1�
�

�

�

�

u
T/ (B+ 1)

�

�

�

�

◆

1
⇢

|u|  T
B+ 1

�

� 1
B+ 1

⇣

1�
�

�

�

u
T

�

�

�

⌘

�

Gu

=
B+ 1
T

T�1

Â
u=�(T�1)

✓

B+ 1
B

� B+ 1
B

�

�

�

�

u
T/ (B+ 1)

�

�

�

�

◆

1
⇢

|u|  T
B+ 1

�

� 1
B
+

1
B

�

�

�

u
T

�

�

�

�

Gu. (A.47)

Converting E 1
B ÂB+1

i=1 (x̄i � x̄)2 to EŴSS requires multiplying by T/ (B+ 1) given the form

of the statistic given in (1.16) as compared to the usual t-statistic in (1.4). Thus in this

case defining S such that T = S (B+ 1) given that there are B+ 1 subsamples and setting

v = u/S, we can write the SS implied mean kernel (i.e., the expression in brackets in (A.47))

as

kSSB (v) =
✓

B+ 1
B

� B+ 1
B

|v|
◆

1 {|v|  1}� 1
B
+

1
B (B+ 1)

|v| . (A.48)

Thus using the definition of the generalized first derivative in (1.28), we have kSS(1)B (0) =

B+1
B � 1

B(B+1) = B+2
B+1 ! 1 as B ! •. Because kSS(1)B (0) 6= 0, q = 1 for the SS estimator.

Further, comparing EŴSS with W using (A.47) makes apparent that the stated result in the

proof of Theorem 1.1(ii) above holds for the SS estimator as well.
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For the Bartlett/Newey-West test, Priestley (1981) Table 7.1 gives that k(1) (0) = 1 and

q = 1, while Table 6.1 gives that
R •
�• k2 (x) dx = 2/3, so that k(1) (0)

R •
�• k2 (x) dx = 2/3 for

the Bartlett test, as stated.

b. For the Fourier basis functions, we have f

00
2j�1 (s) = �4

p
2p

2 j2 cos (2p js) and f

00
2j (s) =

�4
p
2p

2 j2 sin (2p js). Thus
R 1
0 f2j�1 (s) f

00
2j�1 (s) ds = �4p

2 j2 . Summing over j and using

Theorem 1.1(i), we have

kEWP(2)
B (0) = �1

2
1
B

B/2

Â
j=1

1
B2 2

�

�4p

2 j2
�

=
p

2

6
(B+ 1) (B+ 2)

B2 !B!•
p

2

6
. (A.49)

Similarly for cosine basis functions, using their limiting implied mean kernel form, we

have f

00
j (s) = �

p
2p

2 j2 cos (2p js) and
R 1
0 fj (s) f

00
j (s) ds = �p

2 j2. Summing over j yields,

kcos(2)B (0) = �1
2
1
B

B

Â
j=1

1
B2 2

�

�p

2 j2
�

=
p

2

6
(B+ 1) (B+ 1/2)

B2 !B!•
p

2

6
. (A.50)

Results (A.49) and (A.50) and Theorem 1.1(i) further imply that q = 2 for the Fourier and

cosine estimators.

A.2 Supplemental Figures

This supplement provides additional figures and Monte Carlo results.

Figure A.1 plots the implied mean kernel for the Fourier, cosine, Legendre, and SS

basis functions for B = 8 and T = 200. The Fourier transforms of these implied mean

kernels, that is, the frequency-domain implied mean kernel, are plotted in Figure A.2 at

the frequencies 2p j/T, j = 1, . . . , 32. The EWP (Fourier) estimator is the only one of these

four that has an exact kernel representation, and its frequency-domain kernel is the familiar

flat (Daniell) kernel that gives equal weight to the first B/2 periodogram ordinates. The

remaining three implied mean kernels in the frequency domain also concentrate their mass

at low frequencies.

Figure A.3 shows the power difference, as a function of the standardized local alterna-
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Figure A.1: Implied mean kernel of basis function estimators with B = 8, time domain: Fourier/EWP (dark
blue, solid), cosine (light blue, dash), Legendre (red, dot), and split-sample (teal, dash-dot).

Figure A.2: Implied mean kernel of basis function estimators with B = 8, frequency domain: Fourier/EWP
(dark blue, solid), cosine (light blue, dash), Legendre (red, dot), and split-sample (teal, dash-dot). The frequency
domain kernel is normalized to 1 at w = 0 and computed over the periodogram ordinates (so the horizontal
axis value j corresponds to 2p j/T, etc.).
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tive d, between the EWP and QS test, for B = 8 for EWP and b for QS chosen so that the

two tests have the same size-adjusted power. This curve is computed using the expression

in Theorem 1.3 and Remark 6.

Figure A.3: Small-b approximation to power loss for EWP test, compared to QS test, for different values of B
in the EWP test and with b for the QS test chosen so that the EWP and QS test have the same higher-order
size when evaluated using fixed-b critical values. The figure plots the final expression in (1.45) as a function of
d. Gaussian location model, m = 1, 5% significance level.

Figure A.4 shows additional Monte Carlo results for different values of T for 6 tests: QS,

EWP, Cos (type II cosine basis function), NW, Legendre basis function, and SS.

Figure A.5 shows the spectral density for the ARMA(2,1) process. The parameters are

calibrated so that w

(2) = 4 and with a spectral density approximately symmetric around

p/2, with a minimum at p/2 (the coefficients are r1 = 0.048, r2 = 0.248, q = �0.064).

Figure A.6 shows results for the ARMA(2,1) disturbances, m = 1.

Figures A.7 and A.8 show additional results for m = 2.

Figure A.9 shows results in the location model, feasible higher-order corrected critical

values, ARMA(2,1) errors.
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Figure A.4: Location model, AR(1), m = 1, r = 0.5. Theoretical size distortion/power loss trade-off curves
for each estimator with Monte Carlo results for T ranging from 50 to 1600.
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Figure A.5: Spectral density of calibrated ARMA(2,1), w

(2) = 4

Figure A.6: Location model, ARMA(2,1), m = 1, T = 200. Theoretical size distortion/power loss trade-off
curves for QS, Newey-West, and EWP estimators with Monte Carlo results. ARMA(2,1) parameters fixed
such that w

(2) = 4, equivalent to AR(1) with a = 0.5 (parameter values as in Figure A.5).
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Figure A.7: Location model, AR(1), m = 2, r = .5 and .7, T = 200. Theoretical size distortion/power loss
trade-off curves for each estimator and Monte Carlo results (dots).
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Figure A.8: Stochastic regressor, AR(1), m = 2, r = 0.5, T = 200. Theoretical size distortion/power loss
trade-off curves for QS, Newey-West, and EWP estimators with Monte Carlo results. Note: curves are for the
Gaussian location model.

Figure A.9: Theoretical (lines) and Monte Carlo (symbols) size distortion/power loss curves for the EWP
estimator using feasible higher-order adjusted critical values: Location model, m = 1, ARMA(2,1), parameter
values as in Figure A.5, T = 200.
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Appendix B

Appendix to Chapter 2

B.1 Proofs

Derivation of the simple Rigobon estimator

The conditional variances of the reduced-form innovations are given by Et [hth
0
t | st] =

HStH0, or

Et
⇥

h

2
1t | st

⇤

= s

2
1 + H2

12s

2
2t

Et [h1th2t | st] = H12s

2
2t + H21s

2
1

Et
⇥

h

2
2t | st

⇤

= s

2
2t + H2

21s

2
1 .

Divide the data into disjoint subsamples, TA and TB. In the Rigobon context, these represent

high and low volatility regimes. For a random variable xt, define

ETA [xt] ⌘
1

#TA
Â
s2TA

xs,

the mean over the subsample TA, where #TA = Âs2TA
1. Thus,

ETA

⇥

h

2
1t | st

⇤

= s

2
1 + H2

12ETA

⇥

s

2
2t
⇤

ETA [h1th2t | st] = H12ETA

⇥

s

2
2t
⇤

+ H21s

2
1

ETA

⇥

h

2
2t | st

⇤

= ETA

⇥

s

2
2t
⇤

+ H2
21s

2
1 ,
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and similarly for TB. Now, consider how the expectations change between subsamples. Let

D|st (·) ⌘ ETA [· | st]� ETB [· | st] ,

so

D|st
�

h

2
1t
�

=H2
12D|st

�

s

2
2t
�

D|st (h1th2t) =H12D|st
�

s

2
2t
�

D|st
�

h

2
2t
�

=D|st
�

s

2
2t
�

.

Finally, define

D (·) ⌘ E
h

D|s2
t
(·)
i

,

an unconditional expectation over st. Therefore,

D
�

h

2
1t
�

= H2
12D

�

s

2
2t
�

= ETA

⇥

h

2
1t
⇤

� ETB
⇥

h

2
1t
⇤

D (h1th2t) = H12D
�

s

2
2t
�

= ETA [h1th2t]� ETB [h1th2t]

D
�

h

2
2t
�

= D
�

s

2
2t
�

= ETA

⇥

h

2
2t
⇤

� ETB
⇥

h

2
2t
⇤

.

This provides simple expressions for the difference across subsamples of the unconditional

expectation of hth
0
t. Assuming that D

�

s

2
2t
�

6= 0, H12 can be identified in closed form:

ETA [h1th2t]� ETB [h1th2t]

ETA

⇥

h

2
2t
⇤

� ETB
⇥

h

2
2t
⇤ =

H12D
�

s

2
2t
�

D
�

s

2
2t
� = H12.

Derivation of Proposition 2.1

Proof. I start with

Et,s [zt | st,Ft�1] = L (H ⌦ H)Gs

2
t .

Since vt was shown to be a martingale difference sequence and Vart (vt) < • (Assumption

2.3.2),

Covt,s (vt, vs) = 0, s 6= t.
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This also implies that in the signal-noise decomposition, Equation (2.6), vt is white noise.

Using this fact, Assumption 2.2, Assumptions 2.3.1-2, and the decomposition of zt above, it

is immediate that, for s 6= t,

Et,s
�

ztz
0
s
�

= L (H ⌦ H)GEt,s

h

s

2
t s

20
s

i

G0 (H ⌦ H)0 L0

+ L (H ⌦ H)GEt,s
⇥

s

2
t v

0
s
⇤

+ Et,s

h

vts20
s

i

G0 (H ⌦ H)0 L0. (B.1)

By the law of iterated expectations, Assumption 2.1.1 implies that

Et,s
⇥

St | s

2
s
⇤

= Et,s
⇥

#t#
0
t | s

2
s
⇤

, t � s.

This, in turn, by the law of iterated expectations, implies that

Et,s

h

vec
�

#t#
0
t � St

�

s

20
s

i

= 0, t � s.

Thus, setting t > s, the third term in (B.1) vanishes, leaving

Et,s
�

ztz
0
s
�

= L (H ⌦ H)GEt,s

h

s

2
t s

20
s

i

G0 (H ⌦ H)0 L0 + L (H ⌦ H)GEt,s
⇥

s

2
t v

0
s
⇤

. (B.2)

Finally, I can rewrite (B.2) as

L (H ⌦ H)
⇣

GEt,s

h

s

2
t s

20
s

i

G0 + GEt,s
⇥

s

2
t vec

�

#s#
0
s � Ss

�⇤

⌘

(H ⌦ H)0 L0

= L (H ⌦ H)GM̃t,s (H ⌦ H)0 L0

where M̃t,s = Et,s

h

s

2
t s

20
s

i

G0 + Et,s

h

s

2
t vec (#s#0s � Ss)

0
i

. M̃t,s is an n⇥ n2 matrix. Proposition

2.1 then follows directly.

Derivation of Proposition 2.2

Proof. It is necessary to show that given Assumption 2.4, Et,s

h

s

2
t vec (#s#0s � Ss)

0
i

= Et,s
⇥

s

2
t u0s
⇤

⇥ G0 where us = matdiag (#s#0s � Ss). Assumption 2.4 states that Et,s

h

s

2
it

⇣

#s#
0
s � Ss

⌘i

is di-

agonal for all i = 1, 2, . . . , n. Therefore, Et,s

h

s

2
t vec (#s#0s � Ss)

0
i

has columns of zeros except

for those pertaining to a diagonal element of (#s#0s � Ss)
0, i.e. for j = 1, 2, . . . , n, column
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j+ (j� 1) n is equal to Et,s

h

s

2
t

⇣

#

2
js � s

2
js

⌘i

. Now by the definition of G, AG0 takes the jth

column of the n⇥ n matrix A , j = 1, 2, . . . , n, and places it in column j+ (j� 1) n of a matrix

of zeros. Therefore, if the jth column of A is equal to Et,s

h

s

2
t

⇣

#

2
js � s

2
js

⌘i

for all j = 1, 2, . . . , n,

then AG0 = Et,s

h

s

2
t vec (#s#0s � Ss)

0
i

. This is true if A = Et,s
⇥

s

2
t diag (#s#0s � Ss)

⇤

= Et,s
⇥

s

2
t u0s
⇤

.

Thus Et,s

h

s

2
t vec (#s#0s � Ss)

0
i

= Et,s
⇥

s

2
t u0s
⇤

G0 as desired. Proposition 2.2 follows from re-

writing the two terms of (B.1) in this way, and summing to yield M̌t,s.

Proof of Theorem 2.1

I begin by proving two lemmas for properties of the singular value decomposition (SVD).

Definition B.1. Define

1. U1DUU0
2 = V, a reduced SVD, V n1 ⇥ n2, DU d⇥ d,

2. Ci is a full rank matrix, mi ⇥ ni,mi � ni,

3. F = C1VC0
2, non-defective.

Lemma B.1. There exists a matrix G1 such that CU1G1 is an orthogonal matrix of singular vectors

from a SVD of F.

Proof. Define Q1R1 = CU1, a reduced QR decomposition, and similarly for CU2. Then

F = Q1R1DUR0
2Q

0
2. R1 is d⇥ d and full rank since, given CU1 is full rank d, it has no zeros

on the diagonal (Trefethen & Bau (1997), Exercise 7.5). Now define W1DRW 0
2 = R1DUR0

2,

another SVD; then F = (Q1W1)DR (W 0
2Q

0
2) is a reduced SVD (it is easily shown DR are

singular values of F, and the corresponding vectors are clearly orthogonal). Thus write

Q1R1

⇣

R�1
1 W1

⌘

= Q1W1 so G1 = R�1
1 W1, which is guaranteed to exist.

Definition B.2. Define

S1DSS02 = F, a reduced SVD

Lemma B.2. The SVD of F is unique up to rotations characterized by F = S1T1DST2S02 where Ti is

orthogonal
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Proof. The singular values, DS, are unique, singular vectors corresponding to non-repeated

values are unique up to sign, and the space of vectors corresponding to k repeated singular

values corresponds to linear combinations of any k such vectors. Thus F = (S1T1)DS (T2S02)

characterizes any reduced SVD as Ti can incorporate any such sign changes or linear

combinations. Since SiTi must be orthogonal, T0
i S

0
iSiTi = Id. Then since Si is orthogonal,

T0
i Ti = Id, so Ti is orthogonal.

Definition B.3. Define

1. In particular, C1 = (H ⌦ H)G, n2 ⇥ n with rank n,

2. G is a selection matrix such that vec (ADA0) = (A⌦ A)G diag (D),

3. Ŝ1 = C1U1G1T1, an arbitrary reduced SVD of F,

4. V is n⇥ n2 and has no scalar multiple rows,

5. rank (V) � 2.

Proposition B.1. H is uniquely determined from the equations F = C1VC0
2 provided V has

no scalar multiple rows.

Proof. U1 is n⇥ d. Note CU1 =
h

vec
⇣

Hdiag
⇣

U(1)
1

⌘

H0
⌘

, . . . , vec
⇣

Hdiag
⇣

U(d)
1

⌘

H0
⌘i

, where

d � 2. By the scalar multiples condition on V, for any column j of H, there exists at least

one pair k, l such that U(l)
1,j /U

(l)
1,i 6= U(k)

1,j /U
(k)
1,i for all i = 1, 2, ..., d, i 6= j. By an argu-

ment due to Sims (2014), H(j) is unique up to scale and sign as the right eigenvector of

Hdiag
⇣

U(l)
1

⌘

H0
⇣

Hdiag
⇣

U(k)
1

⌘

H0
⌘�1

corresponding to the jth eigenvalue. The same argu-

ment applies to CŨ1 where Ũ1 = U1G1T1, provided Ũ1 has no scalar multiple rows. To

establish this, take any two rows in U1 that are not scalar multiples; multiplying by full-rank

G1 cannot decrease their rank (so they do not become scalar multiples). The same holds true

for multiplication by the orthogonal T1. Thus H remains the unique solution to CŨ1.

Proposition B.1 is re-written in economic terms to yield Theorem 2.1.
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Proof of Corollary 2.1

Proof. Corollary 2.1 follows directly from Proposition B.1 above for any column j for which

a pair k, l exists such that U(l)
1,j /U

(l)
1,i 6= U(k)

1,j /U
(k)
1,i for all i = 1, 2, ..., d.

Proof of Theorem 2.2

Proof. Theorem 2.2 is based on the argument underlying Proposition B.1. Note that the

vectorization of Et [zt] is given by vech (HEt [St]H0), an additional equation of the form

found in CU1. Define U1,MDMU0
2,M = Mt,s and M̂ =



U1,M Et
⇥

s

2
t
⇤

�

. Then there is an

additional column over which to find a k, l pair for j such that M̂(l)
j /M̂(l)

i 6= M̂(k)
j /M̂(k)

i

for all i = 1, 2, ..., d i 6= j. The condition on Mt,s ( V in Proposition 3) guaranteeing this is

augmented to require no scalar multiple rows in


Mt,s Et
⇥

s

2
t
⇤

�

. Note that this logic can

be extended to adding additional autocovariances, etc., in each case making the length of

the rows that must not be scalar multiples longer and thus decreasing the plausibility of the

condition failing.

Proof of Corollary 2.2

Proof. The result is immediate given that, if H is identified, a moment of #t, g (#t), is

identified as g
�

H�1
ht
�

. By the condition of the corollary, these moments are sufficient to

identify the parameters q.

Remark. The condition of the corollary is not particularly restrictive. If conditional het-

eroskedasticity is not present, obtaining moments is further simplified as autocovariances of

zt do not depend on past shock values, so

Covt,s
�

s

2
t , s

2
s
�

= Es



vec
⇣

H�1
hth

0
t
�

H0��1
⌘

vec
⇣

H�1
hsh

0
s
�

H0��1
⌘0
�

.

Depending on the functional form, a normality (or similar) assumption on #t may be required

to back out the variance of zt, although obtaining the variance may not be necessary for

identification of the underlying parameters. GARCH parameters are known to be identified
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from moments of #t. It is a matter of algebra to show that the same is true for other

processes, such as the AR(1) log SV process. For example, under the assumption of

stationarity and normal innovations, properties of the lognormal distribution dictate that

the autoregressive parameter, and thus the innovation variance, is identified from the first

and second autocovariance of s

2
t , dimension by dimension. From there, it is possible to back

out means and innovation covariances using additional moments.

Asymptotic properties of the hybrid GARCH estimator

The form of the hybrid GARCH estimator is described in (2.12). I now establish the

asymptotic properties of this estimator. Define the filtration Ft�1 =
�

s

2
1 , #1, #2, . . . , #t�1

 

,

F0 = s

2
1 = µ. Stacking (2.12) gives

s

2
t = s

2
t (µ,Ft�1) , t = 1, 2, . . . , T,

where µ = (µ1, . . . µn)
0. Using a QML approach, µ can be estimated simultaneously with

the free elements of H. I consider the working densities corresponding to

#t | Ft�1 ⇠ N
�

0,HSt (µ,Ft�1)H0� , t = 1, 2, . . . T, (B.3)

recalling ht = H#t and St (µ,Ft�1) = diag
�

s

2
t (µ,Ft�1)

�

. It is straightforward to maximize

the joint quasi-likelihood for t = 1, 2, . . . , T with respect to µ and H. In order to obtain

the asymptotic properties of this procedure, I turn to the QML literature, following White

(1982). For a discussion of GARCH estimation via QML, see Bollerslev & Wooldridge (1992);

Normandin & Phaneuf (2004) consider the present problem, where multiple series are

related by H, using maximum likelihood.

Define q as µ, plus the non-diagonal elements of H, with q 2 Q. Let the true joint distri-

bution of ht be G over W with Radon-Nikodym density g (ht | Ft�1; q). Denote the model

joint density, the multivariate normal density implied by (B.3), as f (ht | Ft�1; q). Define

LT (q) =
1
T ÂT

t=1 EG [log f (ht | Ft�1; q)], where EG [·] denotes the unconditional expectation

with respect to G. It is well known that maximizing LT (q) with respect to q is equivalent to
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minimizing the Kullback-Leibler distance with respect to q. Denote q

⇤ as the unique maxi-

mizer of LT (q). The sample counterpart of LT (q) is L̄T (ht; q) = 1
T ÂT

t=1 log ft (ht | Ft�1; q)

with maximizer q̃T.

Consistency: To establish the consistency of q̃T for q

⇤ as T ! •, I make the following

assumptions.

Assumption B.1.

1. Q is compact,

2. EG (log g (ht)) < •,

3. 0 < s

2
1 < •,

4. ȳ � 0,Ū � 0, ȳ + Ū < 1.

Assumption B.1.3-4 imply that the path of s

2
t is strictly bounded away from zero and

is finite with probability one. This means that f is measurable in ht for all q 2 Q in

addition to being continuous in q for all ht 2 W. Further, EG | ft (ht | Ft�1; q)| < • for all t =

2, 3, . . . , T since sup
ht|ht�1

| f (ht | Ft�1; q)| < •. Together with Assumption B.1.2, this last

fact guarantees that the Kullback-Leibler distance is well-defined. Identification of a unique

q

⇤ 2 Q that minimizes the Kullback-Leibler distance is established by the main theorems of

this paper. This completes the necessary conditions to apply Theorem 2.2 of White (1982),

which yields a strong consistency result:

q̃T
a.s.! q

⇤

This shows that the QML estimator is a strongly consistent estimator for the minimizer of

the Kullback-Leibler distance.

Asymptotic normality: To characterize the asymptotic distribution of q̃T, I impose further

assumptions on q

⇤:
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Assumption B.2.

1. q

⇤ is a regular point of D (q) = EG
⇥

r2 log f (ht | Ft�1; q)
⇤

,

2. B (q) = EG

h

r log f (ht | Ft�1; q)r log f (ht | Ft�1; q)
0
i

is invertible.

The definition of f as a multivariate normal (with Assumption B.1.2-3) satisfies the

further properties assumed in White (1982): r log f (ht | Ft�1; q) is a measurable function

of ht for each q 2 Q; continuously differentiable in q for each ht 2 W, the sample space;

and |D (q)| and |B (q)| are integrable with respect to G for all ht and q 2 Q. Then, under

Assumption B.2, White (1982) Theorem 3.2 gives

p
T
�

q̃T � q

⇤� d! N (0,C (q⇤)) ,

CT
�

q̃T
� a.s.! C (q⇤) element by element,

where C (q⇤) = D (q⇤)�1 B (q⇤)D (q⇤)�1. This offers asymptotic normality of the estimator

at the Kullback-Leibler minimizing value q

⇤. The natural sample counterparts can be used

for inference. In the case that there exists a q0 such that ft (ht | Ft�1; q0) = gt (ht | Ft�1) for

all t = 1, 2, . . . , T, then C (q⇤) simplifies to the Cramér-Rao lower bound, C (q0) = �D (q0)
�1.

B.2 Considerations for application

B.2.1 Labeling

In the text, I provide a sketch of possible labeling assumptions for the structural shocks, or,

equivalently, identified columns of the H matrix. I develop them in more detail here, with

examples. First, consider assumptions that map at most one shock to a label. Note that if a

researcher intends to label all shocks, not just a single policy shock of interest, some of these

assumptions may map one shock to multiple labels. Examples are framed in the setting of a

standard three-variable monetary policy VAR.

1. Stock (2008) introduces the “external instruments” framework. He shows that, for an

instrument Zt, if E
⇥

Zt# jt
⇤

= 0 for j 6= i, and non-zero for j = i, the ith column of H is
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identified. To label the shock series, rather than Stock’s sharp exogeneity assumption,

it is possible to use the weaker assumption that Zt is better predicted by the shock

series of interest than any of the others. Thus, for the simple regression Zt = bi# it + nt,

assume
var(Ẑi

t)
var(Zt)

>
var
⇣

Ẑj
t

⌘

var(Zt)
where Ẑi

t = b̂i# it, or vice versa. For example, “the monetary

policy shock should better explain innovations to the price of interest rate futures than

the unemployment or inflation shock.”

2. Similar to external instruments, zeroth (or higher) order forecast error variance de-

composition (FEVD) can be used if a researcher thinks that the shock of interest is

a stronger driver of an internal regressor than any of the others. For example, “if

monetary policy decisions are rarely dominated by simultaneous movements in macro

variables, a greater share of variation in the residual of the interest rate series should

be predicted by the monetary policy shock than the unemployment or inflation shocks

at a contemporaneous horizon.”

3. In a Rigobon sub-sample setting, or indeed that considered by Sims (2014), it is

generally assumed that a certain series exhibits a larger variance change from the

low-volatility sub-sample to the high-volatility sub-sample. Similarly, a researcher

can rank various moments of the shock series volatilities. It is important to first

normalize these series, as their scale will vary depending on the ordering (and thus

normalization) in H. For example, “the volatility process of the monetary policy shock

has higher variance than the unemployment or inflation shocks due to slowly changing

structural factors impacting the latter variables.”

4. Restricting one or more elements of the column of interest, H(i), yields identification

as it is then clear that the shock series corresponding to the restricted column of

the matrix is the relevant one. For example, “the contemporaneous response of

the unemployment rate to the monetary policy shock is zero (or has some fixed

relationship to other coefficients).” Note that while this carries the flavor of Cholesky

decomposition, it is weaker, as it requires only one assumption on the column of
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interest.

5. Conversely, imposing assumptions on all other columns of H, denoted H(�i), means

that the shock corresponding to the unrestricted column is that of interest. For

example, “apply a partial-Cholesky decomposition imposing no relative ordering

between unemployment and inflation but ordering the interest rate last.” This is

similar to the “Slow-R-Fast” scheme.

If such assumptions are deemed too stringent, a weaker class of assumptions may yield a

mapping of multiple shocks to a single label. Assumptions thus limiting the identified set

include the following:

1. In a weaker version of 3, a partial ordering of higher moments can perform a similar

role. For example, “the variance of the unemployment shock should be lower than that

of the monetary policy shock,” or “the volatility of the unemployment shock should

have lower variance over the business cycle than that of the interest rate shock.”

2. If there is information similar to that in 5, but inadequate to impose restrictions

on all columns of H(�i), it is still possible to limit the identified set. For example,

“unemployment does not respond contemporaneously to the interest rate shock, but

there are no restrictions on inflation or the interest rate.” This still leaves two columns

that could correspond to the interest rate.

3. The researcher may think that the response of a variable to its own named shock

should be larger than the response of any other variable to that shock. Significantly,

similar reasoning applies to Impulse Response Functions (IRFs), which can be directly

computed and compared from the candidate H matrices and used in the labeling

procedure. Alternatively, some other ordering could be imposed on these objects. For

example, “the monetary policy shock must have a larger impact on the interest rate

residual than on any other series.” Note, that this sometimes maps multiple columns

to a single label, particularly if the units of the data are not comparable/normalized.
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4. Imposing sign restrictions on H(i) or rows of H (or, again, more intuitively, IRFs) can

also rule out shock labelings deemed to be unreasonable. This is much the same

as the sign restrictions identification literature pioneered by Uhlig (2005), only here

it is a final step towards point identification, not the sole basis for identifying an

uncountable set of candidate H matrices. For example, one could assume relatively

liberally, that “the instantaneous response of inflation to the interest rate shock is

positive for unemployment and negative for inflation,” which might hold true for

multiple identified shock series.

5. It is often appealing to impose magnitude restrictions on H(i) or rows of H (or, again,

more intuitively, IRFs). Generally, certain scales of response are simply unrealistic.

Since in practice there are often very small responses of some residuals to some

shocks, any ordering that normalizes by such an element in a given column yields

unrealistically large responses for other variables. For example, a researcher could

assume something like “the instantaneous response of unemployment to a unit interest

rate shock has magnitude less than 5 standard deviations.”

6. Finally, the Sims (1980) and Blanchard & Quah (1989) logic for short-run and long-

run restrictions can be extended. If no candidate ordering of columns match these

assumptions exactly, the researcher can choose the columns whose implications are

closest to the assumptions under some norm. For example, “after 16 quarters, the

cumulative response of inflation to a unit monetary policy shock is zero.”

B.2.2 Weak Identification

Any discussion of identification must be tempered by the possibility of weak identification

when estimation may be based on small samples. While there is now a clear understanding

of the problems posed by weak identification, beginning with Stock & Wright (2000), there

remains much work to be done to develop methods in more complex settings in terms

of both testing for identification and conducting robust inference. For example, Andrews

(2017) presents possible the first comprehensive approach suited to GMM.
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It is important to note potential sources of weak identification in this setting. Naturally,

near-zero variation in the volatilities destroys the identifying variation that this scheme

seeks to exploit. This is the leading case of weak identification. Similarly, if the variation

in volatilities is small relative to that of the i.i.d. disturbances each period, identification

will be difficult in small samples. The other threat is from the “scalar multiples” problem

highlighted in Theorems 2.1 and 2.2. While this seems unlikely to hold in population, it

may be the case that the differences are negligible and hard to estimate in small samples. If

two shocks’ variances follow a common persistent factor (with some transient noise), the

autocovariance matrix would have two rows very close to proportional to each other. This

would lead to a breakdown of the identifying argument.

It is easy enough to test whether these pathologies exist using conventional methods.

For example, it is possible to test the null hypothesis that the autocovariance matrix of s

2
t

is equal to zero at an arbitrary level of significance, or that its rows are related by scalar

multiples. However, the challenge in this literature has been to assess what the appropriate

critical values are in each setting for such tests. What is the mapping between the size of a

test on such parameters and the bias of the estimates of interest, or the size distortion of

tests on those parameters? This is what Stock & Yogo (2002) accomplish for IV, but it is

generally an open question.

The methodological frontier can be assessed by estimation approach. Andrews (2017)

provides a 2-step method to assess the strength of identification in a GMM setting. Essen-

tially, this involves computing a robust confidence set and a strong identification confidence

set, and comparing them. Conventional weak identification analysis is based on the CUE

estimator, largely because this permits the use of convenient c

2 critical values. However,

given the recency of Andrews’ work, no studies have yet applied it in a numerically chal-

lenging high-dimensional setting. As discussed in Section B.2.3, the CUE estimator is

frequently unstable in this highly non-linear context, with the weighting matrix frequently

near-singular. Since the construction of a robust set generally requires repeated optimization

over a fine grid, this is a substantial problem. Methods to compute alternative critical values
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based on GMM estimators using other alternative, simpler weighting matrices can mitigate

these problems. However, further work is required to establish the conditions under which

conclusions based on such alternative tests can be extrapolated back to estimators using

more complex weighting matrices. As an econometric problem in its own right, this is

outside the scope of the current paper. Because the difficulty in applying the Andrews

methods arises in the construction of the robust set, it also rules out robust inference on

estimated parameters for the time being.

In the maximum likelihood context, Andrews & Mikusheva (2015) offer a method to

assess strength of identification via the deviation of two alternative estimates of the Fisher

information. However, the current setting is again more complicated than those considered

in that paper. Moreover, instead of actual maximum likelihood, here it is approximated via

MCMC. This means that the theoretical results of Andrews & Mikusheva (2015) cannot be

trivially extended.

Work is even more nascent in the Bayesian context for assessing the strength of identifi-

cation. The most relevant work is Müller (2012), but again, this provides less insight into

the MCMC methods I must adopt.

In sum, weak identification tests and robust inference remain an unsolved problem

in this setting. This is regrettable, as in proposing a new method of identification, it is

important to assess the strength of the identifying variation it exploits in practice. With

future work, this will hopefully become possible. For now, results are carefully compared

across estimation strategies in an effort to gauge, in the absence of strong identification, to

what extent minor functional form assumptions or particular estimation approaches shape

the findings. Encouragingly, evidence from the simulation study, calibrated to the empirical

application, suggests that identification is strong, even in a shorter sample (and, to some

extent, even when the identifying variation is highly reduced).
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B.2.3 Practical points on estimation methods

Quasi-likelihood based inference

As noted in the text, simulation evidence recommends the use of quasi-likelihood based

inference in this setting. The drawback of any likelihood-based approach is the necessity

of specifying a law of motion for the structural variance. Unfortunately, since the variance

path is unobserved, evaluating the likelihood is a problem requiring difficult integration in

each time period over all possible past values of s

2
t . Based on the chosen likelihood function,

numerical integration allows the model to be estimated via Markov Chain Monte Carlo

(MCMC).1

For the purposes of this paper, Hamiltonian MCMC is adopted, implemented via the

MatlabStan package. The Stan software offers interfaces for virtually all commonly-used

statistical packages, and is highly recommended for applied work. An advantage of Stan’s

Hamiltonian MCMC is that it chooses the tuning parameters of the MCMC adaptively

during the warm-up period, increasing the odds of obtaining well-behaved chains. This

means that the researcher need only supply Stan with a file describing the model and

parameters to be estimated and the data. Sample files for the models used in this paper will

be made available on my website.

A researcher should, in general, consider multiple chains to avoid local minima (since

each chain is random, they take different paths). However, different chains may converge to

different parameter values that are observationally equivalent, but correspond to different

labelings of the columns of H, or alternate between labelings during the chain. It is thus

essential to inspect the chains and label the shock series estimated by each chain separately

before combining the chains to compute overall estimates, to avoid averaging over different

labelings of the columns of H. Some experimentation is necessary, depending on the

1Maximum likelihood can be well approximated by MCMC methods, as discussed in Flury & Shephard
(2011). This is the case when MCMC has flat priors on the parameters and the posterior is concentrated around
its mode. Convergence results for this methodology can be found in e.g. Fernandez-Villaverde, Rubio-Ramirez,
& Santos (2006), Fernandez-Villaverde & Rubio-Ramirez (2007), Ackerberg, Geweke, & Hahn (2009), and Douc,
Moulines, & Stoffer (2014) (Sections 2-3), amongst others.
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dimension and distribution of data, to determine how many iterations are needed for both

warmup and convergence to the stationary distribution. The main results in my empirical

application are based on five chains of 10,000 iterations, each with a 2500-iteration warm-up.

If the researcher has priors over the model parameters, these can be incorporated to perform

fully Bayesian inference on the parameters of interest. These can easily be appended to a

Stan model file. As with any Bayesian estimation problem, care must be taken to choose

priors with suitable properties.2

These methods have the advantage of directly computing a distribution of values for the

filtered volatility path, which is a potentially interesting object in itself. For example, plotting

the paths of the volatility of monetary policy shocks and inflation over time can suggest

whether periods of economic turmoil were driven by dramatic movements in inflation

or systematically precarious policy-making, in a way that the previous custom of simply

looking at implied realized shocks (with constant volatility) cannot. The downside is the

additional burden on the researcher to specify a functional form.

The asymptotic properties of MCMC estimation remain difficult to derive in more

complicated models. As such, I unaware of any derived for models having the complexity

displayed here (although they have for univariate SV models). General discussion of such

asymptotic theory can be found in Douc, Moulines & Stoffer (2014), Sections 2-3, Fernandez-

Villaverde, Rubio-Ramirez, & Santos (2006), and Fernandez-Villaverde & Rubio-Ramirez

(2007).

Müller (2013) offers an analog to QML inference in the posterior sampling context. If

the model is misspecified, posterior sampling will be from a likelihood with a different

shape to the true density. In this case, a sandwich estimator can be employed, which weakly

improves both frequentist and Bayesian risk. Müller’s SM/T can be estimated with the

sampling covariance from the MCMC. The score can be evaluated based on draws of s

2
1:T

2In contexts where some off-diagonal elements of the H matrix are thought to be small, a moderately
strong prior has the additional advantage of making it more likely that multiple chains result in the same
shock ordering. This occurs because an ordering placing a relatively small element on the diagonal (which is
normalized to unity) will inflate the off-diagonal elements of that column, which is discouraged by the prior.
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obtained conditional on the estimated parameters, as recommended for high-dimensional

parameter models in Section 6 of his paper. The long-run covariance of the score can then

be estimated using a HAC estimator, like the equal-weighted-periodogram advocated in

Chapter 1. Standard errors following this approach were constructed but not reported for

the empirical illustration; naturally, they are more conservative, and those computed simply

from the sampling distribution of the MCMC procedure already fail to reject the Cholesky

structural assumptions.

GMM

While GMM (or minimum distance) seems a natural choice to implement TVV-ID, its merits

must be carefully weighed. It has the advantage of being entirely non-parametric. It can

be applied without making any further assumptions on the process s

2
t ; the matrix Mt,s

is simply estimated as a nuisance matrix. GMM in this context can be built around an

autocovariance (likely the first) which, as argued above, absent some specific deficiencies,

is sufficient to provide identification. However, estimation can be improved by exploiting

additional moments. For instance, the mean of zt, the covariance Et [hth
0
t], contains much

information, even if that information alone could not identify H.3 Also recall that additional

moments reduce the possibility of weak or non-identification, as discussed in Theorem

2.2. For standard GMM asymptotic results to apply, the s

2
t process must additionally be

second-order stationary.

GMM presents a difficult high-dimensional optimization problem. For example, a stan-

dard 3�dimensional VAR leaves 27 parameters to estimate provided a single autocovariance

and the mean of zt are used (as is the case in simulations and unreported applications

in this paper). The parameter space can be reduced by making additional assumptions

on the volatility processes, but a key virtue of TVV-ID (and a GMM implementation in

particular) is avoiding such assumptions. Given the high dimension of this problem and

3The same is true of the variance of zt if a non-Gaussianity assumption is imposed, in keeping with
Gouriéroux & Monfort (2014).
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the degree of non-linearity, the optimization can be numerically challenging with many

highly pronounced local minima (as opposed to a flat objective function). Regardless of

the optimization routine used, it is difficult to be certain a minimum is global, and re-

sults are highly dependent on start-values. This is particularly true given the numerical

instability introduced with attractive forms of weighted GMM, for example the efficient

continuously updated estimator (CUE). This estimator frequently involves the inversion of a

nearly singular matrix on each iteration. If care is not taken, minimization can result in a

negative value of the objective function by virtue of a non-positive definite weighting matrix.

These numerical issues are the least appealing feature of GMM estimation in this setting.

Nevertheless, the simulation study in Section 2.5 shows that GMM can perform quite well

for larger sample sizes. Given the appeal of this completely non-parametric approach, it

should be considered in such settings.

Unlike in many other identification schemes common in SVARs, TVV-ID is highly

overidentified; as such, it is possible to conduct standard misspecification tests on various

aspects of the model. For example, a J�test could be used to detect instability in H. Another

advantage of GMM is that it admits established parameter stability tests, like the sup-Wald

etc. tests of Andrews (1993).

GARCH

With my new results demonstrating identification for any functional form (that implies an

autocovariance), it is worth reconsidering the role GARCH can play. Since identification is

no longer reliant on GARCH assumptions in the knife-edge sense of Sentana & Fiorentini

(2001), GARCH can be evaluated in terms of how well it describes the data (see e.g. Diebold

& Lopez (1995), Kim, Shephard, & Chib (1998), or Barndorff-Nielsen & Shephard (2002)

for a comparison of functional forms) and its performance in simulation. Second, since it

is now possible to identify and estimate a model using multiple functional forms (via the

likelihood approaches discussed above), it is possible to directly evaluate whether assuming

a restrictive form like GARCH has a significant impact on the results obtained. In practice,
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the GARCH model is easily estimated in this context using maximum likelihood as in

Normandin & Phaneuf (2014), and others. Under the standard GARCH assumptions on

parameters and distributions, the usual maximum likelihood asymptotics apply; this is

also a trivial extension of the QML discussion in Section 2.4.2. In simulation, the GARCH

estimator performs worse than the hybrid GARCH method in some settings. Primarily,

this is due to excess mass around zero in the distribution of the estimator and difficulty

handling (stationary) DGPs whose GARCH approximation may appear non-stationary. It is

likely that this results from the estimation routine being driven to local minima at the upper

bound of the parameter space (the explosive region), forcing H estimates to zero. Hybrid

GARCH does not suffer from this weakness due to the selection of those parameters via

calibration.

B.2.4 Standard errors

Each of the estimation approaches proposed in the text comes with its own method to

compute standard errors for the H matrix and other parameters. However, in general, the

innovations on which this analysis is based have to be computed based on data, as in a VAR.

Given this fact, it is worthwhile discussing the construction of standard errors.

For SVARs, it is a familiar result that the asymptotic covariance matrix of moments

for the autoregressive coefficients and the covariance decomposition (the estimation of

the H matrix) has a block diagonal structure, see e.g. Lütkepohl (2006). This extends to

reduced-form IRF coefficients, which also have a block diagonal structure with respect to

the covariance decomposition block. This follows from a delta method argument, since the

reduced-form IRF coefficients are functions of just the autoregressive coefficients. As this

can greatly simplify the computation of standard errors, it is important to verify that this

result still holds for identification arguments based on higher moments, as employed here.

First, consider GMM (with the assumption of fourth-order stationarity of st for expositional

simplicity). The off-diagonal blocks take the form
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where the last equality follows from the fact that hu is uncorrelated across time, and thus,

asymptotically, has zero covariance with the autocovariance of hth
0
t. In other words, the lower

block is a minimum distance problem, and, in expectation, the value of any population

moments are uninformative for hu beyond its mean-zero property: E
⇥

hu | hth
0
t,Yu�j

⇤

=

0, j = 1, 2, . . . , J.

This remains the case if the second stage – the covariance decomposition – is obtained

via a log-likelihood instead of moments, provided ht is symmetrically distributed. It is

required that

E

"

vec
⇣

htY0
t�j

⌘

∂ log f (ht | q)0

∂q

#

= 0

for all t = 1, 2, . . . , T and lags j = 1, 2, . . . , J, where f (ht | q) is a likelihood. If f (ht | q)

depends on ht only through even moments of ht (as in a multivariate normal), and so

ht is symmetrically distributed, then the result follows from E
⇥

ht | hsh
0
s,Yt�j

⇤

= 0, j =

1, 2, . . . , J for all t, s, and similar conditions if the distribution involves higher moments. The

same holds if the log-likelihood f (ht | q) is replaced by a log-posterior f (q | ht) with the

same forms of dependence on ht. The block-diagonal structure is then carried forward into

any IRF variance-covariance matrix.

MCMC draws from an approximation to the posterior f (q | ht). As argued above, in the

exact maximization of the posterior, the covariance of the structural parameter estimates with

the reduced-form parameter estimates is block diagonal. If MCMC is carefully constructed

so as to yield a good approximation to the posterior, then the covariance of the MCMC

draws of q with the reduced-form parameters will also be approximately zero. The IRF
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covariance can be constructed using the delta method from a block diagonal matrix formed

from the covariance of the reduced-form VAR coefficients, and the covariance obtained for

H via MCMC.

B.2.5 GARCH parameters

In order to implement the hybrid GARCH estimation approach, it is necessary to have a set

of standard GARCH parameters appropriate to the setting at hand. Note that these values

will likely depend on the type of variables considered and in particular the frequency of the

observations. As with any persistent process, more frequent observations will exhibit much

stronger autocovariance than more distant ones. For this paper, values were calculated

based on the 128 monthly macro variables from 1959 to 2018 included in McCracken &

Ng’s FRED-MD database. As the literature applying GARCH in these settings tends to

model each structural variance as an independent GARCH(1,1) process, with no relation

across variables, estimation occurred separately for each of the 128 series, standardized

for comparison. While I am interested in fitting a GARCH(1,1) to structural shocks, these

are not observed. Instead, I calculate the residuals from an AR(12) process. Since these

are simply linear combinations of underlying structural shocks, it is assumed that the

GARCH parameters estimated will be representative of any GARCH dynamics displayed

in innovations to macro variables more generally. Table B.1 displays the mean parameter

values obtained across the series fitting into each of the sub-groups used by McCracken &

Ng – first overall estimates, then each economic category. Note that for 22 of the series, the

model could not successfully be fitted due to missing data. The sub-division of estimates

provided can be helpful to economists who are working with data corresponding to a

particular category. For the purposes of this paper’s simulation study, the overall estimates

are the most relevant, as analysis proceeds on economy-wide factors. In addition, Figure B.1

displays the distribution of estimated parameters for the overall dataset.
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Table B.1: Estimates of GARCH(1,1) parameters for macroeconomic data

Category n µ (1� y � U) y U

Overall 106 0.1097 0.6048 0.2476

Output and income 16 0.2870 0.3638 0.3207

Labor market 28 0.1251 0.5542 0.2683

Housing 4 0.0391 0.4243 0.1989

Consumption, orders, and inventories 4 0.3036 0.4034 0.1572

Money and credit 10 0.0989 0.5484 0.3470

Interest and exchange rates 21 0.0033 0.8028 0.1941

Prices 39 0.0253 0.7690 0.2017

Stock market 3 0.0600 0.8002 0.1435

Mean GARCH(1,1) parameters calibrated from AR(12) innovations from 128 monthly macro time series from
McCracken & Ng FRED-MD database. The time series used are the residuals from an AR(12) estimated
variable-by-variable on standardized data.

Figure B.1: Distribution of GARCH(1,1) parameters calibrated from AR(13) innovations 120 monthly macro
time series. Categories follow those used in BBE. The time series used are the residuals from an AR(13)
estimated variable-by-variable.
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B.3 Supplemental Appendix

Additional materials, including discussion of filtering algorithms, infill asymptotic ap-

proaches, and full simulation results, can be found at

https://scholar.harvard.edu/files/daniellewis/files/TVVID_SA.pdf
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Appendix C

Appendix to Chapter 3

C.1 Proofs

Proof of Proposition 3.1

Proof. This analog to the result of Sentana & Fiorentini (2001) Proposition 3 follows di-

rectly from an argument due to Sims (2014). The columns of H are the right eigenvectors

of S
h,CS�1

h,P, corresponding to eigenvalues given by S
#,CS�1

#,P. Eigenvectors correspond-

ing to unique eigenvalues are uniquely determined, up to normalization. If no rows of


diag (S
#,C) diag (S

#,P)

�

are proportional, then there are no repeated elements in S
#,CS�1

#,P ,

so no repeated eigenvalues, and H is uniquely determined from S
h,C and S

h,P. This is

a slight modification of the result of Sentana and Fiorentini, who require the stronger

condition of linear independence of the rows of


diag (S
#,C) diag (S

#,P)

�

.

Proof of Proposition 3.2

Proof. I model the variance deficiency as

s

2
#i,P

/s

2
#i,C

s

2
# j,P

/s

2
# j,C

= 1+
dp
T
.
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Under this device, the ith row of


diag (S
#,C) diag (S

#,P)

�

is equal to



s

2
#i ,C s

2
# j,P

s

2
#i ,C

s

2
# j ,C

⇣

1+ d/T1/2
⌘

�

.

In the limit, for finite d, this equals


s

2
#i ,C s

2
# j,P

s

2
#i ,C

s

2
# j ,C

�

. However, this expression is
s

2
#iC

s

2
# jC

times

the jth row,


s

2
# j,C s

2
# j,P

�

, so the condition of Proposition 3.1 is violated, and only the

column space of H(i) and H(j) is identified.

Proof of Lemma 3.1

Proof. First, note that each block of f̄t (q0) = ft (q0) forms a martingale difference sequence

with respect to Ft�1 = {h1, h2, . . . , ht�1}. This follows from observing that the jth block of

ft (q0), denoted f

j
t (q0), takes the form

1
⇥

t  Rj
⇤ �

vech
�

hth
0
t
�

� vech
�

HS
#,jH0��

Then

E
h

f

j
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i
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⇤

� vech
�

HS
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= S
h,j � vech

�

HS
#,jH0� = 0

by Assumption 3.1. Finally, E |ft (q)| < • by Assumption 3.2.2, so f

j
t (q0) is a martingale

difference sequence. This means that, stacking the blocks, ft (q) is a martingale difference

sequence. By Billingsley’s (1961) Ergodic Stationary Martingale Differences CLT, given

Assumption 3.2.1,
1p
T

T

Â
t=1

f̄t (q0)
d! N

�

0, E
⇥

f̄t (q0) f̄t (q0)
0⇤� .

188



Note that

E
⇥

ft (q) ft (q)
0⇤ = lim

T!•

1
T

T

Â
t=1

var (ft (q))

= lim
T!•

var

"

1p
T

T

Â
t=1

(ft (q))

#

= V
ff

(q)

as required, where the second-last equality follows from the fact that cov (ft (q) , fs (q)) =

0, t 6= s by Assumption 3.1.2 (using a similar argument to establishing the MDS property

above).

By definition, q̄t (·) = 0 deterministically; note that ∂ft(q)
∂q

0 = �
∂

⇣

vech(S
hC)

0
,vech(S

hP)
0⌘0

∂q

0 =

E
h

∂ft(q)
∂q

0

i

since it contains only parameters and no data (the moment equations are separable

in data and parameters). This is true for any q 2 Q; q need not equal q0. Thus y

q

is a

degenerate random variable. It remains to show that V (q) is positive semi-definite. Since

all but the top left block, V
ff

(q), will be zeros, it suffices to show that V
ff

(q) is positive

semi-definite. This follows as V
ff

(q0) has the form E [ff

0].

Proof of Lemma 3.2

Proof. By the Ergodic Theorem (e.g. Karlin & Taylor (1975), Theorem 9.5.5) and Assumption

3.2, the natural covariance estimator is consistent, 1
T Â ft (q0) ft (q0)

0 p! E
⇥

ft (q0) ft (q0)
0⇤.

Then

V (q0) = lim
T!•

var


1p
T

fT (q0)

�

= lim
T!•

1
T

T

Â
t=1

var (ft (q0)) ,

by the same assumptions, which simplifies to E
⇥

ft (q0) ft (q0)
0⇤ since cov (ft (q) , fs (q)) =

0, t 6= s by Assumption 3.1.2. Since qt is deterministic, this establishes the first part of the

Lemma.

For the second part, note that ∂V̂ff(q0)
∂q

0 =
∂[ 1T ÂT

t=1 ft(q0)ft(q0)
0]

∂q

0 = 1
T ÂT

t=1

h

∂ft(q0)
∂q

0 ft (q0)
0
i

.
∂ft(q0)

∂q

0 is a matrix of zeros, ones, and continuous functions of elements of q; it is entirely de-

terministic. Similarly, ∂Vff(q0)
∂q

0 = E
h

∂ft(q0)
∂q

0 ft (q0)
0
i

= ∂ft(q0)
∂q

0 E
⇥

ft (q0)
0⇤, and since E

⇥

ft (q0)
0⇤

is consistently estimated, so too is ∂V
ff

(q0)

∂q

0 by Slutsky’s Theorem.
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Proof of Theorem 3.1

Proof. The result follows directly from Kleibergen (2005). Lemmas 3.1 and 3.2 establish

Assumptions 1 and 2 from that paper, which are used to prove Theorem 1 therein. Note

that Lemma 3.1 and part of Lemma 3.2 also establish the required conditions of Stock &

Wright (2001) Theorem 2 (their Assumption A and the consistency of the covariance matrix

for the weighting matrix) so

ST (q0)
d! c

2
n2+n

as an immediate corollary.

Proof of Theorem 3.3

Proof. The proof follows from extending the argument of Proposition 4 in Sentana &

Fiorentini (2001). They show that for a similarly partitioned H, the columns of HI are

identified. However, the columns of HW are identified only up to an orthogonal rotation

Q, QQ0 = Q0Q = I. HW represents the portion of H pertaining to proportional variance

processes, and as such cannot contain just a single column. If HW contains two columns, then

Q is 2⇥ 2. Consider first a single fixed element of H(k), the subject of the null hypothesis

for the subset test. Without loss of generality, let it be H2k = x. This yields the system of

equations
2

6

6

6

6

6

6

6

4

1 H1m

x 1
...

...

Hnk Hnm

3

7

7

7

7

7

7

7

5

2

6

4

Q11 Q12

Q21 Q22

3

7

5

=

2

6

6

6

6

6

6

6

4

1 H̃1m

x 1
...

...

H̃nk H̃nm

3

7

7

7

7

7

7

7

5

. (C.1)

Placing H(k) and H(m) as the first and second columns, with the associated unit normaliza-

tion, is without loss of generality, as identification is only up to scale of each column. Since

Q is orthogonal, fixing column order, Q2
11 +Q2

21 = 1. Given this and the equation

xQ11 +Q21 = x,
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Q11 and Q21 can be solved for where the sign is pinned down by the unit normalization. This

yields two solutions for Q11 and Q21: {Q11 = 1,Q21 = 0} and
n

Q11 =
x2�1
x2+1 ,Q21 =

2x
x2+1

o

.

However, using an additional equation implied by (C.1), Q11 + H1mQ21 = 1, rules out the

second solution unless H1m = 1/x. Generalizing away from the case where H(k) and H(m)

are the first two columns yields the first condition of the theorem, Hkm 6= Hlm/Hlk. With

Q11 and Q21 thus pinned down, the other column of Q is unique, and thus the entirety of H

is identified.

This argument extends to the case where the entirety of H(k) is fixed. Now, however, the

solution is unique unless Hlm/H2m = Hlk/H2k for all l, in which case column m is a scalar

multiple of column k, making H non-invertible, which is false by Assumption 3.1.1. Thus,

the solution when a full column of H is specified is unique.

The restriction that HW contain at most two columns is necessary to yield conditional

identification without any assumptions on the variances. If three columns pertaining to

proportional variance processes were included, and column k’s value conditioned upon, the

remaining columns could not be distinguished.

Proof of Theorem 3.4

Proof. This follows from the proof of Theorem 3.3. The condition that Bh is full rank

guarantees that, like H, Lh is full-rank, which is needed to yield Proposition 3.4, embedded

in the theorem. Then, H can simply be replaced in the proof of Theorem 3.3 with Lh.

Note that this requires a unit normalization of Lh, which is unfamiliar. However, Lh is

always normalized, at least implicitly, by any normalization applied to H. Thus, the unit

normalization is without loss of generality. Any identification results must similarly hold

under a different normalization, where Lh is rescaled back to the conventional BhH, where

H has a unit diagonal.
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Verification of Andrews (2017) Assumptions

Andrews’ (2017) framework for weak identification relies on the necessary conditions for his

Theorem 1 being satisfied. For GMM, this requires conditions on both the robust confidence

sets constructed and the non-robust confidence sets, as laid out in his Assumptions 2-6.

Assumption 2 coincides with Lemma 3.1. Assumption 3 largely coincides with Lemma

3.2, requiring the consistent estimation of V (q). It also requires consistent estimation of

the weighting matrix, which, given the focus on efficient CUE GMM in the present paper,

also follows from Lemma 3.2. Assumption 4 requires, for any draw of data, the existence

of normalizing matrices for both the Jacobian and orthogonalized Jacobian evaluated at

q0 such that when normalized they converge to full-rank matrices. Since the Jacobian is

deterministic, it is identical to the orthogonalized Jacobian. Under strong identification, the

identity matrix serves as such a normalizing matrix; it is trivial to construct a matrix with

judiciously placed O
�

T1/2� elements under the weak identification device considered here.

Unsurprisingly, if the system is unidentified, no such matrices exist.

Assumption 5 states four conditions underlying the performance of Wald tests under

strong identification. First, given the separability of ft (q) in data and parameters, fT (q)

converges uniformly over Q since the sample second moments converge uniformly. Uniform

boundedness follows similarly. The third condition requires that the estimated weighting

matrix converges uniformly over Q, which follows since W (q) is continuous in q and

measurable, Q is compact, and E
h

vech (htht) vech (htht)
0i

< • by Assumption 3.2.2. Since

efficient CUE GMM is considered here, positive definiteness of W (q) follows from the

positive definiteness of V
ff

(q), which is established in the final point of Assumption 6

below. Finally, its maximal eigenvalue is bounded by Assumption 3.2.2 and the minimal

eigenvalue is bounded away from zero since W (q) is positive definite. The second and

fourth conditions are identification requirements, ensuring the population objective is small

if and only if it is evaluated in neighbourhood of the true parameter value; these are satisfied

if the system meets the requirements for strong identification.

Assumption 6 imposes five conditions guaranteeing asymptotic normality of q̂ under
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strong identification. First, it requires that q0 be in the interior of Q. Second, it requires

fT (q) and Ŵ (q) be continuously differentiable; the first part holds as the Jacobian is a

deterministic matrix of ones, zeros, and products of elements of q, and the second part holds

since ∂Ŵ(q)
∂q

0 = 2 ∂ft(q)
∂q

0
1
TfT (q)

0 and 1
TfT (q) is continuous in q. The third set of conditions, on

the Jacobian, are satisfied trivially since it is deterministic and of full rank under strong

identification. sup
q2B(q0)

�

�

�

∂Ŵ(q)
∂q

0

�

�

�

= Op (1) (stochastic boundedness) holds since 1
TfT (q)

consists of linear combinations of estimated second moments of the data (which have finite

second moments by Assumption 3.2.2) and multiplicative functions of q (which are finite for

q in a ball around q0). For the fifth condition, since the moment function is continuous in q

and the asymptotic variance is a continuous function of the moment function, the asymptotic

variance is continuous in q. Thus, the covariance estimator is uniformly consistent on a ball

around q0. Since, for all q, V
ff

(q) = E
⇥

ft (q) ft (q)
0⇤ , an outer product, and ft are linearly

independent under strong identification, V
ff

(q) is positive definite on a ball around q0.
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