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Essays on Ratings of Teachers and Teacher Applicants 

 

Abstract 

Over the past decade, states and districts across the country have reformed their teacher 

evaluation systems to systematically collect ratings of teacher performance using standards-

based observation protocols. Furthermore, many districts have implemented efforts to improve 

teacher selection through the use of tools that summarize information available at the time of 

application into ratings of teacher applicants. Additional research is needed to provide greater 

insights into the information captured by ratings of teachers and teacher applicants. In the first 

paper, I investigate the role of race and gender dynamics between teachers and administrators in 

the setting of classroom observations. I find that teachers, on average, experience small positive 

effects from sharing race or gender with their raters on their observation scores. These effects 

have important implications for the estimated size of the Black-White and male-female 

observation score gaps. In the second paper, I examine the predictive validity of a commercial 

screening tool that was designed to improve teacher selection. I find that the tool’s ratings have 

some capacity to predict teacher performance, but they are not necessarily a substitute for the 

more elaborate and promising screening processes that are conducted by human resources 

officials in some districts. In the third paper, I examine whether teachers’ observation scores 

contain information about the extent to which teachers’ impacts on student test scores persist in 

the longer term. I find some evidence to suggest that, in English Language Arts, observation 

scores may contain information that explains variation in the persistence of teacher value-added 
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to test scores. However, further research is needed to provide better insights into the relationship 

between classroom observation scores and the persistence of teacher effects. 

  



 v 

 

Table of Contents 

 

Abstract ......................................................................................................................................... iii 

Acknowledgements ...................................................................................................................... ix 

Introduction ................................................................................................................................... 1 

Chapter 1. A Classroom Observer Like Me: The Effect of Demographic Congruence 

Between Teachers and Raters on Observation Scores .............................................................. 3 

Abstract ....................................................................................................................................... 3 
1.1 Introduction ........................................................................................................................... 5 
1.2 Background ........................................................................................................................... 9 

1.2.1 Classroom Observation Scores ...................................................................................... 9 
1.2.2 Demographic Congruence ........................................................................................... 13 

1.3 Data and Measures .............................................................................................................. 14 
1.3.1 Data and Sample .......................................................................................................... 14 
1.3.2 Teacher Evaluation and Classroom Observation Ratings........................................... 17 
1.3.3 Scores by Subgroup...................................................................................................... 20 

1.4 Empirical Strategy .............................................................................................................. 26 
1.4.1 Demographic Congruence ........................................................................................... 26 
1.4.2 Estimating Changes in Race and Gender Gaps ........................................................... 28 
1.4.3 Exploring Potential Mediators .................................................................................... 30 

1.5 Results ................................................................................................................................. 31 
1.5.1 Demographic Matches ................................................................................................. 31 
1.5.2 Implications for Gaps .................................................................................................. 38 
1.5.3 Exploring Potential Mediators .................................................................................... 39 
1.5.4 Heterogeneity ............................................................................................................... 42 
1.5.5 Robustness and Limitations ......................................................................................... 44 

1.6 Conclusion .......................................................................................................................... 49 

Chapter 2. Can a “Big Data” Commercial Screening Tool Help Select Better Teachers? .. 53 

Abstract ..................................................................................................................................... 53 
2.1 Introduction ......................................................................................................................... 55 
2.2 Background ......................................................................................................................... 57 
2.3 WCPSS Context and Data .................................................................................................. 60 

2.3.1 Teachers’ standard evaluation scores ......................................................................... 63 
2.3.2 Value-added to Math and ELA test scores ................................................................... 64 

2.4 Empirical Strategy .............................................................................................................. 66 
2.4.1 The relationship between TeacherFit scores and teacher outcomes ........................... 66 
2.4.2 The relationship between TeacherFit scores and value-added to student outcomes... 67 
2.4.3 Sample selection........................................................................................................... 68 

2.5 Results ................................................................................................................................. 70 



 vi 

2.5.1 Teacher outcomes ........................................................................................................ 70 
2.5.2 Value-added to student outcomes ................................................................................ 73 
2.5.3 Selection-corrected estimates ...................................................................................... 75 

2.6 Conclusion and Discussion ................................................................................................. 77 

Chapter 3. Teacher Observation Scores, Persistence of Teacher Effects, and Student 

Achievement ................................................................................................................................ 80 

Abstract ..................................................................................................................................... 80 
3.1 Introduction ......................................................................................................................... 81 
3.2 Relevant Literature and Hypotheses ................................................................................... 83 

3.2.1 Persistence of Teacher Effects ..................................................................................... 83 
3.2.2 Classroom Observation Scores and Value-Added Measures ...................................... 87 
3.2.3 Hypotheses ................................................................................................................... 89 

3.3 Data ..................................................................................................................................... 90 
3.3.1 Teacher Effects Sample ................................................................................................ 90 
3.3.2 Observation Score & Persistence of Teacher Effects Sample ..................................... 91 

3.4 Methods............................................................................................................................... 94 
3.4.1 Estimating teacher value-added .................................................................................. 94 
3.4.2 Calculating a Composite Observation Score ............................................................... 95 
3.4.3 Examining the role of observation scores and the persistence of teacher effects ....... 97 

3.5. Results .............................................................................................................................. 100 
3.6 Conclusion ........................................................................................................................ 102 

Conclusion ................................................................................................................................. 104 

Appendix A ................................................................................................................................ 106 

A.1. Value-added to Math and ELA test scores...................................................................... 106 

References .................................................................................................................................. 108 

  

  



 vii 

 

 

List of Tables 

 

 

 

1.1 Descriptive Statistics for Analytic Sample ............................................................................. 16 
1.2 Scores by Teacher Subgroup .................................................................................................. 22 
1.3 Gaps in Observation Scores .................................................................................................... 24 
1.4 Demographic Congruence ...................................................................................................... 32 
1.5 Changes in Gaps ..................................................................................................................... 39 
1.6 Exploring Mediators ............................................................................................................... 40 
1.7 Demographic Congruence for Sub-populations ...................................................................... 43 
1.8 Sorting within Teachers Over Time ........................................................................................ 45 
1.9 Differential Sorting ................................................................................................................. 47 
1.10 Sorting in Matches Across Observation Rounds .................................................................. 48 
2.1 Summary Statistics of Scores for the New Teacher Applicant Pool ...................................... 62 
2.2 Summary Statistics of Newly Hired Teachers ........................................................................ 64 
2.3 Relationship between TeacherFit Scores and Teacher Outcomes .......................................... 71 
2.4 Relationship between TeacherFit Scores and Teacher Impacts on Student Outcomes .......... 72 
2.5 First-stage Probit Estimates .................................................................................................... 75 
2.6 Sample Selection Corrected Estimates ................................................................................... 76 
3.1 Summary Statistics for Teacher Effects Sample ..................................................................... 91 
3.2 Summary Statistics for Observation Score & Persistence Sample ......................................... 93 
3.3 Descriptive Statistics of Observation Scores in Sample ......................................................... 96 
3.4 Estimates of Persistence in year t+1 (2SLS) ......................................................................... 101 
A.1 Element Rating Missingness Rates by Evaluation Cycle .................................................... 107 

 

  



 viii 

 

 

List of Figures 

 

 

 

1.1 Excerpt from Rubric for Evaluating North Carolina Teachers ............................................... 19 
2.1 Distributions of TeacherFit Sum Scores ................................................................................. 63 

  



 ix 

 

Acknowledgements 

 

First, I thank my dissertation committee: Martin West, David Deming, and Eric Taylor. I 

am so grateful for all the guidance, feedback, and support you have provided throughout my 

doctoral studies. I also thank Matthew Kraft for his mentorship, encouragement, and valuable 

feedback. Thank you to seminar and conference participants at the Harvard Graduate School of 

Education, the Inequality and Social Policy Proseminar at the Harvard Kennedy School, AEFP, 

and APPAM for helpful comments and suggestions. 

I am incredibly grateful to my data partners in state and local education agencies for 

providing access to the data used in the dissertation. Special thanks to all the wonderful 

individuals at the Center for Education Policy Research at Harvard University who have 

provided much support and encouragement over the years. 

I am also grateful for generous financial support. The research reported here was 

supported, in part, by the Institute of Education Sciences, U.S. Department of Education, through 

grant R305B150010 to Harvard University. The opinions expressed are those of the authors and 

do not represent the views of the Institute or the U.S. Department of Education. Additional 

support came from the Multidisciplinary Program in Inequality and Social Policy at the Harvard 

Kennedy School. 

Finally, I thank my family and friends for all their love and support. I am especially 

grateful to Andrew for being by my side throughout this journey. Your encouragement, patience, 

and ability to bring on the laughter have made all the difference. 

 



 1 

 

 

Introduction 

 

Over the past decade, states and districts across the country have reformed their teacher 

evaluation systems to systematically collect ratings of teacher performance using standards-

based observation protocols (Steinberg & Donaldson, 2016). Furthermore, many districts have 

implemented efforts to improve teacher selection through the use of tools that summarize 

information available at the time of application into ratings of teacher applicants (e.g., Bruno & 

Strunk, 2018; Goldhaber et al., 2017; Jacob et al., 2018). To inform the proper use of ratings of 

teachers and teacher applicants, additional research is needed to: identify the types of 

information contained in such ratings, whether and how ratings are influenced by circumstances 

that are beyond teachers’ control, and whether and how they can be used to improve the teacher 

pipeline. To contribute to this body of research, I present three quantitative papers that examine 

the ratings of teachers and teacher applicants. 

In the first paper, I investigate race and gender dynamics between teachers and 

administrators in the setting of classroom observations. Specifically, I estimate the effects of 

demographic congruence between teachers and their raters/administrators on teachers’ classroom 

observation scores. In other words, do teachers benefit, in terms of receiving higher observation 

scores, when they share race or gender with their raters? I also examine whether any 

demographic congruence effects are mediated by the sharing of other attributes, such as 

education history or teaching assignment history. In the district I study, teachers receive multiple 

rounds of classroom observations each school year, and they may be observed by different 
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raters/administrators across observation rounds. I exploit the data generated by this classroom 

observation scheme to identify demographic interactions, estimating models that include both 

teacher-year fixed effects and observer-round-year fixed effects. 

 In the second paper (joint with Matthew Lenard), I examine the predictive validity of a 

commercial screening tool that was designed to improve teacher selection. In the district I study, 

teacher applicants take an assessment when they complete their online teacher job applications, 

and their responses on the assessment are used to generate applicant ratings. I examine the extent 

to which these ratings are predictive of teacher outcomes, as well as teacher impacts on student 

outcomes. To alleviate concerns of bias from sample selection, I estimate sample selection-

corrected models. As an instrument, I use a function of the school size growth among the set of 

schools to which teacher applicants submit job applications. I find that sample-selection 

corrected estimates are very similar to our estimates without corrections, alleviating concerns of 

large bias from sample selection. 

In the third paper, I examine whether teachers’ observation scores contain information 

about the extent to which teachers’ impacts on student test scores persist in the longer term. This 

analysis explores the hypothesis that teachers’ observation scores may capture aspects of 

teaching that contribute to students’ long-term knowledge but may not be captured by test score 

value-added measures. 

 Together, these papers contribute to a growing understanding of the types of information 

captured by ratings of teachers and teacher applicants, thereby informing efforts that wish to use 

such ratings to improve the teacher pipeline. 
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Chapter 1 

 

A Classroom Observer Like Me: The Effect of Demographic Congruence Between 

Teachers and Raters on Observation Scores 

 

Abstract 

State education agencies and school districts across the country are prioritizing the goal of 

diversifying the teacher workforce. To further understand the challenges of diversifying the 

teacher pipeline, the roles and characteristics of school-based administrators – as well as race and 

gender dynamics between administrators and teachers – should receive particular attention, as 

administrators commonly serve as key decision-makers in the processes of hiring, developing, 

evaluating, and retaining teachers. In this paper, I use longitudinal data from a large district in 

the southeastern United States to examine the effects of demographic congruence between 

teachers and observers/administrators on teachers’ observation scores. In the district I study, 

teachers receive multiple rounds of classroom observations each school year, and teachers may 

be observed by different raters across rounds. I exploit the data generated by this classroom 

observation scheme to identify demographic interactions, estimating models that include both 

teacher-year fixed effects and observer-round-year fixed effects. I find that teachers, on average, 

experience small positive effects on their scores from sharing race or gender with their observer. 

The results raise fairness concerns for teachers whose demographics are not reflected by any of 
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their raters, and they implore those who use observation scores in decision-making to carefully 

consider the circumstances and context under which the scores were generated. 
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1.1 Introduction 

State education agencies and school districts across the country are prioritizing the goal 

of diversifying the teacher workforce to better reflect the diversity of the student population. 

Policymakers’ interest in efforts to recruit, hire, develop, and retain underrepresented teachers 

are growing alongside the accumulation of rigorous empirical evidence that documents both 

short- and long-term benefits to students who are assigned to demographically similar teachers 

(Dee, 2004; Egalite et al., 2015; Gershenson et al., 2018; Lindsay & Hart, 2017; see Goldhaber et 

al., 2019 for a concise overview). However, states and districts face many significant challenges 

in their efforts to close the diversity gap (Goe & Roth, 2019; Putman et al., 2016; Redding & 

Baker, 2019). 

To further understand the challenges of diversifying the teacher pipeline, the roles and 

characteristics of school-based administrators should receive particular attention, as school-based 

administrators commonly act as key decision-makers in the processes of hiring, developing, 

evaluating, and retaining teachers. Moreover, a growing body of research suggests that 

administrators’ demographic characteristics – and the demographic congruence between 

principals and teachers – may play an important role in teacher outcomes, such as teacher hiring, 

turnover, and job satisfaction (Bartanen & Grissom, 2019; Grissom & Keiser, 2011; Husain et 

al., 2018).  

In this study, I investigate the roles of race and gender dynamics between school-based 

administrators and teachers in the context of teachers’ classroom observations. Over the past 

decade, U.S. states and districts have come to rely on teacher evaluations – and in particular, 

classroom observations conducted by administrators – as a key lever for teacher accountability. 

Across states and districts implementing post-NCLB teacher evaluation systems, classroom 
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observations are the most frequently used measure of teachers’ on-the-job performance, and they 

typically represent the highest weighted component of a teacher’s summative evaluation rating 

(Steinberg & Donaldson, 2016).  

As ratings from teacher evaluation systems have become more widely available, a 

growing body of research has documented substantial gaps in teachers’ scores by race and 

gender, and gaps appear to persist even after accounting for other measures of teacher quality, 

such as value-added to test scores (Drake et al., 2019; Grissom & Bartanen, 2020; Jacob & 

Walsh, 2011; Jiang & Sporte, 2016). Researchers have begun to examine potential drivers of 

race and gender gaps in ratings, such as the composition of the students in the classroom during 

the observation (Campbell & Ronfeldt, 2018; Steinberg & Garrett, 2016). In addition, recent 

research has provided some evidence to suggest that the complex environments in which 

administrators work, as well as human relationships, may influence how administrators rate and 

evaluate teachers in high-stakes contexts (Cohen & Goldhaber, 2016; Grissom & Loeb, 2017; 

Kraft & Gilmour, 2017; Qi et al., 2018). Taken together with recent work on the importance of 

administrator demographics, this raises concerns about whether and to what extent 

administrators’ and teachers’ demographic characteristics influence classroom observation 

scores. 

Two recent studies highlight the role of demographic congruence between raters and 

teachers in the context of the classroom observations and observation-related feedback. Kraft and 

Christian (2019), using data from Boston, document benefits from having a same-race 

administrator on teachers’ perceptions of feedback quality. In a study that is similar in topic to 

this one, Grissom and Bartanen (2020) use data from Tennessee to examine potential sources of 

bias in teacher observation ratings that influence scores along race and gender lines. Among 
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other contributions, they find that teachers receive higher scores from having a same-race rater, 

but they do not find any benefit in scores from having a same-gender rater. 

In this study, I contribute to this literature by using longitudinal data from a large district 

in North Carolina to examine the relationship between teacher demographics, the demographics 

of the classroom observer (typically a school administrator), and observation scores. I ask: (1) 

Do teachers receive higher (or lower) classroom observation scores as a result of sharing race or 

gender with their observers?  (2) Are the effects of demographic congruence mediated by the 

sharing of other attributes, such as education history or teaching assignment history? 

To address these research questions, I exploit the data generated by the district’s 

classroom observation scheme: teachers receive multiple rounds of classroom observations each 

school year, and they may be observed by different raters across observation rounds. To identify 

demographic interactions, I estimate models that include both teacher-by-year fixed effects and 

observer-by-round-by-year fixed effects. The inclusion of teacher-by-year fixed effects implies 

that the identifying variation comes from teacher-years in which the teacher is observed by at 

least one rater who shares the demographic characteristic of interest and at least one rater who 

does not. By including observer-by-round-by-year fixed effects, I account for observed and 

unobserved differences in rater characteristics across raters, observation rounds, and time. The 

availability and inclusion of these particular sets of fixed effects address additional potential 

threats to validity as compared to the fixed effects strategies typically available and used in prior 

research (e.g., school fixed effects; school fixed effects plus teacher fixed effects; school-by-year 

fixed effects plus rater fixed effects). 

I find that teachers, on average, experience small positive effects on their scores from 

sharing race (0.03 SD) or gender (0.02 SD) with their observer. These dynamics have important 
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implications for the estimated size of the Black-White and male-female observation score gaps, 

where White and female teachers score higher than their Black and male peers. Specifically, I 

find that the observation score gap between Black and White teachers is smaller by 0.06 SD 

when Black observers rate teachers, as compared to when White observers rate teachers. 

Similarly, the male-female gap is smaller by 0.05 SD when male observers rate teachers, as 

compared to when female observers rate teachers. These magnitudes are non-trivial; 0.06 SD and 

0.05 SD represent roughly one-third of the unconditional Black-White score gap and one-quarter 

of the unconditional male-female gap, respectively. 

I also find that the race and gender congruence effects are not mediated by the sharing of 

other available attributes, such as whether the teacher and observer ever taught the same teaching 

assignment, whether they have attended the same university, or the number of years they have 

worked in the same school. These race and gender dynamics between teachers and their raters 

appear to exist separately from the attributes I examine. 

One possible explanation for detecting positive effects of race and gender congruence is 

that teachers, who upon seeing that their observers are demographically similar, feel at ease and 

therefore perform better during their classroom observations. Their improved performance is 

then reflected in their observation ratings. An alternative explanation is that observers’ 

perceptions of instructional quality are influenced by teachers’ demographic characteristics and 

are then reflected in their ratings. Unfortunately, my data do not allow me to distinguish between 

these explanations; I am unable to speak to whether any observers – or which observers, if any – 

are biased in their ratings. However, even though the underlying mechanisms are unknown, the 

results raise fairness concerns for teachers whose demographics are not reflected by any of their 

administrators. 
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More broadly, the results provide further evidence of the importance of race and gender 

matches between administrators and teachers. These race and gender dynamics that operate in 

the context of administrators’ subjective observation ratings are potentially relevant in the 

context of other stages of the teacher pipeline, in which administrators also rely on subjective 

judgments for decision-making. These results prompt further investigation into the roles of 

administrator and teacher demographics in teacher interviewing, hiring, contract renewals, and 

recommendations for promotions to leadership positions. 

The rest of the paper is organized as follows: Section 1.2 provides background from prior 

research. Section 1.3 describes the data and measures. Section 1.4 describes the empirical 

strategy, and Section 1.5 presents results. Section 1.6 concludes. 

 

1.2 Background 

1.2.1 Classroom Observation Scores 

 Classroom observations using standards-based observation protocols (e.g., Charlotte 

Danielson's Framework for Teaching, 1996) have become the cornerstone of post-NCLB teacher 

evaluation systems (Steinberg & Donaldson, 2016). Using scores from formal classroom 

observations as a measure of teacher performance poses many advantages. Prior work provides 

evidence on the predictive validity of classroom observation instruments (e.g., Kane, McCaffrey, 

Miller, & Staiger, 2013), and unlike test score value-added measures (VAM) which can only be 

calculated for teachers in tested grades and subjects, classroom observation scores can be made 

available for all teachers. Furthermore, prior evidence indicates that evaluation systems with 

observations and individualized performance feedback can improve teacher performance (Taylor 

& Tyler, 2012). And so, in theory, classroom observations serve not only the purpose of 
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gathering evidence for teacher evaluation, but also the purpose of developing teachers’ 

instructional skills via a cycle of observation and feedback.  

 However, as standards-based classroom observations for teacher accountability have 

become more widespread, a growing body of research has documented gaps in scores by race 

and gender, raising questions about the sources of the gaps and whether specific subgroups are 

disadvantaged in the implementation of the classroom observation process (Cohen & Goldhaber, 

2016). Using data from Chicago Public Schools, Jacob & Walsh (2011) find that principals rate 

White female teachers higher than other teachers, and Black and Hispanic male teachers receive 

the lowest ratings. Jiang and Sporte (2016), using data from Chicago’s new teacher evaluation 

system, also find that minority teachers and males receive lower observation scores, despite a 

lack of significant differences in value-added scores by race. They do however, find small 

differences in value-added scores by gender.  

 Drake, Auletto, and Cowen (2019) examine the characteristics of Michigan teachers who 

receive low summative ratings, of which classroom observations are one component. They find 

that teachers of color and male teachers were more likely to receive low ratings than same-school 

peers, even after accounting for value-added measures. Most recently, Grissom and Bartanen 

(2020) document Black-White and male-female observation score gaps in Tennessee, where 

Black teachers and male teachers score lower than their White and female counterparts. They 

find that within-school race and gender gaps persist even after accounting for differences in 

teacher characteristics, subject/grade assignments, and value-added to test scores.  

These evaluation and observation score gaps, which are unexplained by observable 

teacher characteristics or measures of teachers’ contributions to test scores, raise concerns that 

classroom observation ratings are influenced by aspects of teachers’ context that are outside of 
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their control. Two recent studies using experimental evidence from the Measures of Effective 

Teaching (MET) Project focus on the role of classroom composition. Steinberg and Garrett 

(2016) find that students’ incoming academic performance is positively related to observation 

ratings, and Campbell and Ronfeldt (2018) find that teachers with higher proportions of Black, 

Hispanic, male, and low-performing students receive lower observation ratings even after 

controlling for classroom-specific value-added measures. While the results of these studies 

cannot rule out the possibility that the differences in ratings are driven by actual differences in 

instructional quality across classrooms, they provide evidence consistent with the explanation 

that classroom observers may be biased by the classroom context in their ratings. 

It is important to note that the evidence from the MET project is based on ratings from a 

research study where: a) stakes for teachers were low (i.e., outside of a teacher accountability 

context), b) trained/certified raters were external to the teachers’ school settings, and c) the raters 

scored videotaped lessons. The influence of classroom characteristics may be different under 

what has become a more typical classroom observation context, in which same-school 

administrators conduct live observations of teachers in the high-stakes context of a teacher 

evaluation system. 

Despite the prevalence of using classroom observations to assess teachers, important 

questions remain about who ought to be conducting observations, best practices for training 

observers, and what influences the scoring behavior of the observers (Cohen & Goldhaber, 

2016), though recent work begins to provide evidence on administrator scoring behavior. From 

the MET project, in its low stakes context, Ho and Kane (2013) find that administrators rate their 

own (i.e., same school) teachers higher on classroom observations than administrators from other 

schools, but their rankings were similar to outside-administrators’ rankings.  
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However, administrators’ scoring behavior may be altered in a high-stakes context. 

Grissom and Loeb (2017) use data from low-stakes structured interviews and data from high-

stakes summative teacher evaluations in Miami to show that principals are much more likely to 

give low ratings in a low-stakes context; many teachers who receive low ratings in the low-

stakes context receive high ratings in the high-stakes context. Kraft & Gilmour (2017), looking 

across states, similarly find that very few teachers receive low ratings in evaluation systems. The 

authors provide evidence from semi-structured interviews suggesting that administrators may 

face challenges and incentives that deter them from giving low ratings in high stakes evaluations.  

In mixed-methods research based in Los Angeles, Qi and colleagues (2018) examine 

administrators’ rating strategies and approaches over the course of a “practice year” (i.e., low-

stakes) and the following “implementation year” (i.e., high-stakes) of using an observation 

protocol. They found that administrators drew more often from their personal views of teaching 

(i.e., criteria not supported by the rubric) in the high-stakes implementation year, which is also 

contrasted from the “low-stakes” practice year by the longer time lapse since the rater-training. 

They also found that adminsitrators more often drew from a perspective of lesson improvement 

in the implementation year. The authors write:  

The move from a low-stakes practice rating context to a high-stakes endeavor … was 

accompanied by a shift in reasoning that was more oriented toward observations as a way 

to help teachers improve. In doing so, the dynamics of the social context and human 

relationships were increasingly reflected in rater cognition. An administrator’s rating 

decision may be shaped by (perhaps subconscious) predictions about the emotional or 

motivational effect of a particular rating he or she is about to assign. (Qi et al., 2018, 

p.14)  

 

These studies demonstrate that the complex environments in which administrators work can 

influence observation ratings, and they motivate investigation into other possible factors that 

influence administrators’ ratings of teachers in high-stakes context.   
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1.2.2 Demographic Congruence 

A growing body of research suggests that administrators’ demographic characteristics, as 

well as the demographic congruence between teachers and administrators, play an important role 

in teacher outcomes and the demographic composition of the teachers in the school. Using 

nationally representative data from the Schools and Staffing Survey (SASS) and the Teacher 

Follow-up Survey (TFS), Grissom and Keiser (2011) investigate the effect of race congruence 

between teachers and principals on teacher satisfaction and teacher turnover using propensity 

score matching models and school fixed effects models. They find that teachers with same race 

principals are more likely to stay in their schools and report higher job satisfaction.  

Recent studies using state administrative data also corroborate the potential importance of 

demographic characteristics. Husain, Matsa, and Miller (2018), using school and teacher fixed 

effects models with a 40-year panel of data from New York State, find that male teachers are 

more likely to exit their schools under female principals than under male principals. Bartanen & 

Grissom (2019), using data from Missouri and Tennessee, find that principals are more likely to 

hire same-race teachers, a result that is partially explained by principals hiring from within their 

networks of transfer teachers. The authors also find that teachers with race-congruent principals 

are less likely to exit their schools.  

 While these studies highlight the role of demographic characteristics in hiring, retention, 

and job satisfaction, recent working papers by Kraft and Christian (2019) and Grissom and 

Bartanen (2020) also highlight the importance of teacher and rater demographic characteristics 

within the context of the classroom observation and feedback cycle. In the context of Boston 

Public Schools’ new teacher evaluation system and the district’s effort to improve feedback 



 14 

quality, Kraft and Christian (2019) administered independent district-wide surveys and examined 

teachers’ perceptions of the evaluation feedback they receive. They find that teachers of color 

who are evaluated by same-race administrators report receiving higher-quality feedback. 

Furthermore, they find that the positive relationship between race congruence and perceived 

feedback quality is partially explained by teachers’ perceptions of their sense of mutual respect, 

trust, and enjoyment in working with their evaluators.  

 In a study that is closely related in topic to this one, Grissom and Bartanen (2020) 

examine potential sources of race and gender biases in high-stakes teacher evaluations using data 

from Tennessee. Using models that include teacher and teacher-assignment controls, rater fixed 

effects, and school-by-year fixed effects, they find that teachers benefit, in terms of receiving 

higher observation ratings, when they share race with their observers (0.03 SD). However, they 

do not find effects of gender matching on observation ratings. Taken all together, these studies 

put forth the potential importance of race/gender dynamics and teacher-administrator 

relationships for the teacher observation and evaluation process. 

 

1.3 Data and Measures 

1.3.1 Data and Sample 

 I use administrative data from a large district in North Carolina in school years 2013-14 

to 2017-18. During these years, the state required all teachers who are licensed by the North 

Carolina Department of Instruction to be annually evaluated using the North Carolina Teacher 

Evaluation Process (NCTEP), which includes 2 to 3 classroom observations that are typically 

conducted by school administrators. My data includes information from each classroom 

observation, as well as an identifier for the observer. My data also contains teacher and 
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administrator personnel records, which include demographics, job classification, job location, 

years of teaching experience, and teacher-student links. 

 My data contain 114,000 classroom observations in 45,792 teacher-years from 13,753 

unique teachers. I exclude 3.87% of the classroom observations that are conducted by non-

administrators or individuals outside of the teacher’s school. I also restrict to the sample of 

individuals for whom I have 2 or 3 observations, further reducing the sample to 108,203 

classroom observations. Lastly, as I am attempting to explore the role of demographic 

characteristics, I restrict my analytic sample to the two race subgroups for which I have a 

substantial sample size: Black and White teachers who are observed by Black and White 

administrators. This produces an analytic sample of 93,975 classroom observations in 38,262 

teacher-years from 12,490 unique teachers. These observations were conducted by 2,319 

observer-years from 672 unique observers. 

 Columns 1-4 of Table 1.1 provide summary characteristics for my analytic sample. 

Thirteen percent of my sample identify as Black, and 81 percent are female. Teachers, on 

average, have 12.3 years of teaching experience and are observed 2.5 times within a school year. 

Among the classroom observers, 29 percent identify as Black and 60 percent are female. Thirty-

four percent are school principals and 65 percent are assistant principals. On average, an 

observer conducts 44 classroom observations in a school year. (Columns 5-8 and 9-12 provide 

the summary characteristics for the subset of teachers that contribute to the identifying variation  

for the race and gender congruence effects, respectively. The sources of identifying variation will 

be discussed further in the Section 1.4.) 
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1.3.2 Teacher Evaluation and Classroom Observation Ratings1 

In NCTEP, each teacher is assigned to one of the three evaluation cycle types and 

required to be formally or informally observed 2 or 3 times per school year. Formal observations 

are intended to last 45 minutes or an entire class period, while informal observations are intended 

to last at least 20 minutes. The three cycle types are:  

• Comprehensive Evaluation Cycle – teachers are required to receive three formal 

observations. 

• Standard Evaluation Cycle – teachers are required to have one formal observation and 

two additional observations that can be formal or informal. 

• Abbreviated Evaluation Cycle – teachers are required to have two formal or informal 

observations. 

Teachers with fewer than three years of consecutive employment must be evaluated using the 

Comprehensive Cycle, while those with three or more years of consecutive employment can be 

evaluated using any of the three cycles.  

 During classroom observations, the observer, who is typically a principal or assistant 

principal, evaluates teachers on the Rubric for Evaluating North Carolina Teachers, which was 

developed to align with the North Carolina Professional Teaching Standards. The rubric includes 

5 standards:2 

• Standard I: Teachers Demonstrate Leadership 

 
1 Information on the NCTEP was gathered from the manual North Carolina Teacher Evaluation Process (North 

Carolina State Board of Education, 2015). 

2 Teachers undergoing the Abbreviated Evaluation Cycle are evaluated on only Standards I and IV during their 

classroom observations. 
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• Standard II: Teachers Establish a Respectful Environment for a Diverse Population of 

Students 

• Standard III: Teachers Know the Content they Teach 

• Standard IV: Teachers Facilitate Learning for their Students 

• Standard V: Teachers Reflect on their Practice 

Each standard has between 3 and 8 performance elements, along with descriptors, that are used 

to evaluate teachers. Figure 1.1 provides an excerpt of the rubric. The descriptors are classified 

under four categories (from lowest to highest): Developing, Proficient, Accomplished, and 

Distinguished. During a classroom observation, the rater checks the descriptors that they 

observe. If none of the descriptors are observed, then the teacher receives a rating “Not 

Demonstrated” on the element.  

 In the NCTEP, individual classroom observations do not receive official ratings or scores. 

Rather, the information from each classroom observation is compiled to form a teacher’s end-of-

year summary evaluation. After completing a teacher’s set of classroom observations, the 

principal is directed to compile the checks on the descriptors from each classroom observation to 

obtain the summary rating on each element for the teacher’s end-of-year summary evaluation. 

The teacher receives a summary rating (of Not Demonstrated, Developing, Proficient, 

Accomplished, or Distinguished) that matches the highest rating under which all the descriptors 

were observed at least once across all the classroom observation.3 Since individual classroom 

observations do not receive official ratings, I assign ratings for each element on the rubric by 1)  

 
3 For example, take a teacher who receives checks for all the descriptors under Element IVa, as shown in Figure 1, 

except the following descriptor in the Distinguished column: “Encourages and guides colleagues to adapt instruction 

to align with students’ developmental levels”. This teacher receives a rating of “Accomplished” because it is the 

highest rating category under which she was observed to have met all of the descriptors. 
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Figure 1.1. Excerpt from Rubric for Evaluating North Carolina Teachers from North Carolina 

Teacher Evaluation Process. Source: North Carolina State Board of Education (2015).  

 

examining the descriptors that were checked off as being present during the classroom 

observation and 2) assigning the highest rating under which all the descriptors are checked, 

similar to the procedure described above.4 

 
4 Results are quite similar if I: a) assign the highest rating under which any descriptors are checked; or b) assign the 

highest rating under which at least half of the descriptors are checked. 
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The rubric includes 25 elements across the five standards, but in practice, observers 

generally do not check off descriptors for all of the 25 elements, leaving parts of the rubric 

incomplete. I present the rates of missingness by element in Appendix Table A.1. Only 7 of the 

25 elements are filled in with checks for descriptors at least 90% of the time, and I use only the 

ratings on these 7 elements to construct scores for each classroom observation.5 To construct the 

observation scores, I fit a Graded Response Model (GRM) on the ratings for these 7 elements. 

GRMs model are in the family of Item Response Theory (IRT) models that are commonly used 

in educational and psychological assessment. They are developed for ordered categorical items, 

such as the 5-category scale on the Rubric for Evaluating North Carolina Teachers. I estimate: 

Pr(𝑌𝑞𝑖 ≥ 𝑚 | 𝑎𝑞 , 𝑏𝑞 , 𝜃𝑖) =
exp(𝑎𝑞(𝜃𝑖−𝑏𝑞𝑚))

1+exp(𝑎𝑞(𝜃𝑖−𝑏𝑞𝑚))
, (1) 

where 𝑌𝑞𝑖 is the rating that the observer gave teacher 𝑖 on element 𝑞; 𝑚 refers to the categories of 

scores (e.g., on a 5-point Likert scale, 𝑚 = 1, … , 5); 𝑎𝑞 is the discrimination parameter for 

element 𝑞, 𝜃𝑖 is the latent non-cognitive construct, and 𝑏𝑞𝑚 is the difficulty parameter for 

response category 𝑚 on element 𝑞. I fit a GRM separately for “Abbreviated” observations and 

“Standard/Comprehensive” observations, and I obtain scores 𝜃𝑖 for each teacher 𝑖 for each 

classroom observation. I then standardize the scores within year and observation type (i.e. 

Abbreviated vs. Standard/Comprehensive) to have a mean of 0 and unit standard deviation. 

  

1.3.3 Scores by Subgroup 

 
5 The 7 elements with non-missing rates of 90+% are: 1A: Teachers lead in their classrooms; 4A: Teachers know the 

ways in which learning takes place, and they know the appropriate levels of intellectual, physical, social, and 

emotional development of their students; 4B: Teachers plan instruction appropriate for their students; 4C: Teachers 

use a variety of instructional methods; 4E: Teachers help students develop critical thinking and problem-solving 

skills; 4G: Teachers communicate effectively; and 4H: Teachers use a variety of methods to assess what each 

student has learned. 
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 Table 1.2 provides the mean and standard deviations of teachers’ observation scores by 

subgroup. The mean observation score across my sample is 0.013. Consistent with prior research 

(e.g., Campbell & Ronfeldt, 2018, Drake et al., 2019, Jacob & Walsh, 2011, Jiang & Sporte, 

2016), I find large raw gaps in ratings by race and gender, where Black teachers and male 

teachers receive lower scores than their counterparts. As shown in column 2, the Black-White 

gap is about 0.18 SD (Black rating mean = -0.14 SD; White rating mean = 0.04 SD), whereas the 

male-female gap is about 0.20 SD (male rating mean = -0.15 SD; female rating mean = 0.05 

SD).6 To further examine the extent of race and gender gaps in classroom observation scores, I 

estimate the following model: 

𝑦𝑖𝑗𝑘𝑡 = 𝛼0 + 𝛼1𝐵𝑙𝑎𝑐𝑘𝑖 + 𝛼2𝑀𝑎𝑙𝑒𝑖 + 𝑍𝑖𝑗𝑘𝑡𝜂 + 𝑋𝑖𝑘𝑡𝜔 + 𝛾𝑘𝑠𝑡 + 𝜖 (2) 

where 𝑦𝑖𝑗𝑘𝑡 is the observation score belonging to teacher 𝑖, rated by observer 𝑗, in observation 

round 𝑘 in school year 𝑡. I define an observation round 𝑘 as the combination of the observation 

number and whether the observation is part of an Abbreviated Evaluation Cycle, which results in 

5 possible observation rounds: Abbreviated Observation No. 1; Abbreviated Observation No. 2; 

Standard/Comprehensive No. 1; Standard/Comprehensive No. 2; Standard/Comprehensive No. 

3. (In my data, I have clear indicators of whether an observation is conducted as part of an 

Abbreviated Evaluation Cycle, but I do not have clear indicators to distinguish between 

observations that are conducted as part of Comprehensive or Standard Evaluation Cycles.) 

 
6 As shown in Column 5, the Black-White gap among the teachers who contribute to the identifying variation used 

to estimate the effect of race congruence also has a magnitude of 0.18. However, these teachers have lower scores 

(Black rating mean = -0.26 SD, White rating mean = -0.08 SD). Column 6 shows that the male-female gap among 

the teachers who contribute to the identifying variation used to estimate the effect of gender congruence is also quite 

similar to that in the analytic sample at 0.19. Here, too, the teachers in this subsample have lower scores (male rating 

mean = -0.24 SD, female rating mean = -0.05 SD). 
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 𝑍𝑖𝑗𝑘𝑡 is a vector of observation-level covariates: a quartic function for the time length in 

minutes, indicators for the starting hour, and indicators for the month in which the observation is 

conducted. 𝑋𝑖𝑘𝑡 are teacher-level covariates, including a function of years of teacher experience, 

indicators for teaching assignment (e.g., first grade, middle school science, high school ELA, 

etc.), and characteristics of teacher 𝑖’s linked students in school year 𝑡. The student 

characteristics include the share of students in each race group, the share of students who are 

male, limited English proficient (LEP), have a special education status, have a math gifted status, 

have an ELA gifted status, and mean prior test scores for students in grades 4 and up. 

𝛾𝑘𝑠𝑡 represents fixed effects for the school-by-observation round-by-year. By including 

these fixed effects, teacher 𝑗’s score from round 𝑘 is compared with the round 𝑘 observation 

scores belonging to the other teachers in the same school during the same school year. 

𝐵𝑙𝑎𝑐𝑘𝑖 and 𝑀𝑎𝑙𝑒𝑖 are indicators for whether teacher 𝑖 identifies as Black and male, 

respectively. Here, the coefficient 𝛼1 represents the scores of Black teachers relative to White 

teachers, and 𝛼2 represents the scores of male teachers relative to female teachers. These 

coefficients provide the magnitudes of the gaps that are unexplained by the teacher 

characteristics and school-by-observation round-by-year fixed effects included in the model. 

 Table 1.3 presents the results from estimating Equation 2. Column 1 shows that the 

Black-White gap is -0.12 SD and the female-male gap is -0.16 SD after controlling for 

observation characteristics, as well as fixed effects for the school-round-year. Even after 

including additional controls for teacher experience, assignment, and linked student 

characteristics, the gaps remain similarly sized (column 2).  

Next, I explore whether differences in teachers’ contributions to test scores can explain 

some of the remaining gaps in classroom observation scores. To do so, for math and ELA 
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teachers in tested grades, I include teacher 𝑖’s test score value-added measure from time 𝑡 in the 

right-hand side of Equation 2. (See Appendix A for value-added model details.) Columns 3-4 

and 5-6 limit the sample to include teachers with math and ELA value-added estimates, 

respectively. Evidence from prior research suggests that the distribution of performance 

measures for teachers in high-stakes grades/subjects may be different from that in low-stakes 

grades/subjects, as administrators make strategic staffing decisions in response to accountability 

pressures (Chingos & West, 2011; Grissom et al., 2017). Columns 3 and 5, which include the 

same covariates as column 2, indeed highlight a compositional change. Within these samples, the 

estimated Black-White gaps are smaller (0.08 SD in math sample and 0.08 SD in ELA sample) 

and no longer statistically significant. The male-female gap in these samples, however, are still 

large and statistically significant: 0.20 SD and 0.21 SD in the math and ELA value-added 

samples, respectively.  

Using the same sample of observations as columns 3 and 5, columns 4 and 6 present the 

coefficients on 𝐵𝑙𝑎𝑐𝑘𝑖 and 𝑀𝑎𝑙𝑒𝑖 after accounting for teacher quality as measured by value-

added to test scores. The point estimates of the race and gender gaps decrease slightly in the 

math value-added sample, but generally, the estimates remain fairly stable even after this 

inclusion of value-added measures. At least in these limited samples, the results provide 

evidence that differences in teachers’ estimated contributions to test scores do not account for the 

gaps in classroom observation scores. Value-added may be limited in that it captures 

contributions to test scores, but not necessarily other important aspects of teacher quality; and so, 

the gaps in observation scores may reflect genuine differences in teacher quality that are not 

captured by differences in value-added measures. Nevertheless, such results, here and in prior 
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research, raise concerns about possible factors that lead to gaps in observation scores but are not 

related to teacher quality. 

 

1.4 Empirical Strategy 

In this paper, I ask:  

(1) Do teachers receive higher (or lower) classroom observation scores as a result of sharing 

race or gender with their observers?  

(2) Are the effects of demographic congruence mediated by the sharing of other attributes, 

such as education history or teaching assignment history? 

 

1.4.1 Demographic Congruence 

 To examine the impact of sharing demographic and other characteristics with a classroom 

observer on observation scores, I estimate a model with two-way fixed effects: 

𝑦𝑖𝑗𝑘𝑡 =  𝛽0 + 𝛽1𝑀𝑎𝑡𝑐ℎ_𝐶𝑖𝑗𝑘𝑡 + 𝑍𝑖𝑗𝑘𝑡𝜏 + 𝛿𝑖𝑡 + 𝜋𝑗𝑘𝑡 + 𝑢𝑖𝑗𝑘𝑡 (3) 

Here, 𝑀𝑎𝑡𝑐ℎ_𝐶𝑖𝑗𝑘𝑡 is an indicator that equals 1 if teacher 𝑖 and observer 𝑗 share the same 

characteristic of interest 𝐶. 𝑍𝑖𝑗𝑘𝑡 are controls for the characteristics of the classroom observation; 

these are the same as those in Equation 2.  

𝛿𝑖𝑡 represents teacher-by-year fixed effects, which control for unobserved teacher quality 

and other teacher characteristics that are invariant within year 𝑡. By including 𝛿𝑖𝑡, I control for 

the possibility that better or worse teachers – or teachers in their better or worse school years – 

are systematically sorting to classroom observers who share their characteristics. With the 

inclusion of 𝛿𝑖𝑡, I am comparing a teacher’s observation score to the other observation scores she 

received in the same school year 𝑡. This implies that the identifying variation comes from 
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teacher-years in which the teacher is observed by at least one rater who shares the characteristic 

of interest and at least one rater who does not. Columns 5-8 and 9-12 of Table 1.1 provide 

descriptive characteristics of teachers and observers who contribute to the identifying variation 

used to estimate the effect of race and gender congruence effects, respectively. Columns 4-9 of 

Table 1.2 also provide mean scores for these teachers. 

 𝜋𝑗𝑘𝑡 represents observer-by-round-by-year fixed effects. Including 𝜋𝑗𝑘𝑡 controls for 

observer characteristics, as well as shocks, that are common across all the classroom 

observations conducted by observer 𝑗 in round 𝑘 in school year 𝑡. For example, individual 

observers may vary in their average difficulty or harshness as raters, and individual raters’ 

difficulty may even vary across school years and/or observation rounds. By including this set of 

fixed effects, I account for such unobserved and observed differences in rater characteristics 

across raters, rounds, and time. Standard errors are two-way clustered at the teacher-level and 

observer-level. 

𝛽1 represents the average effect of a teacher and the classroom observer sharing the 

characteristic 𝐶. That is, for teacher 𝑖 and observer 𝑗 who share the characteristic 𝐶, 𝛽1 is the 

estimated difference in the score that teacher 𝑖 receives from observer 𝑗 as a result of sharing that 

characteristic. Absent the sharing of characteristic 𝐶, teacher 𝑖 is predicted to have received the 

same score minus 𝛽1 from observer 𝑗. It is important to note that the observer-round-year fixed 

effects absorb the “main effect” of observer race or observer gender (e.g., if female raters on 

average have higher standards for all the teachers they observe). I prefer to include this set of 

observer-round-year fixed effects because doing so separates the “main effect” of observers from 

the race or gender interaction effects of interest. For example, when the characteristic of interest 

𝐶 is race, 𝛽1 is a weighted average of the interaction effect for Black teachers observed by Black 
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raters and the interaction effect for White teachers observed by White raters. Any main effect of 

having a Black rater or White rater is not included in 𝛽1 when observer-round-year fixed effects 

are included. 

To interpret 𝛽1 as the average effect of race or gender congruence between teachers and 

their raters, the identifying assumption is that, among the observations that a teacher receives in 

the same school year, selection into having an observer who shares the characteristic 𝐶 is 

uncorrelated with unobserved determinants of observation scores. The coefficient 𝛽1 could be 

biased if systematic sorting to demographically similar raters occurs within teacher-years. For 

example, if teachers who are feeling particularly motivated during the window for an observation 

round sort systematically to raters with the matching characteristic of interest for that round’s 

observation, my result will be biased. In this example, the extra motivation acts as an omitted 

variable. 

 

1.4.2 Estimating Changes in Race and Gender Gaps 

To examine how race and gender gaps change when administrators, who belong to the 

underperforming group, conduct classroom observations, I use an alternative specification of 

Equation (3). This strategy is similar to that used by Fairlie, Hoffmann, and Oreopoulos (2014) 

who examine performance gaps between underrepresented minority and white community 

college students when taught by underrepresented minority instructors. Specifically, to examine 

race gaps, I fit: 

𝑦𝑖𝑗𝑘𝑡 =  𝜆0 + 𝜆1𝐵𝑙𝑎𝑐𝑘𝑀𝑎𝑡𝑐ℎ𝑖𝑗 + +𝑍𝑖𝑗𝑘𝑡𝜁 + 𝛿𝑖𝑡
𝑔

+ 𝜋𝑗𝑘𝑡
𝑔

+ 𝑒𝑖𝑗𝑘𝑡,  (4) 

where 𝐵𝑙𝑎𝑐𝑘𝑀𝑎𝑡𝑐ℎ𝑖𝑗 is an indicator variable that equals 1 if both teacher 𝑖 and observer 𝑗 

identify as Black. Just as above, 𝑍𝑖𝑗𝑘𝑡 is a vector of classroom observation characteristics. 𝛿𝑖𝑡
𝑔

 and 
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𝜋𝑗𝑘𝑡
𝑔

 refer to teacher-by-year and observer-by-round-by-year fixed effects, respectively.7 The 

coefficient 𝜆1 provides an estimate of the change in Black teachers’ scores (relative to White 

teachers’ scores) when the observer is also Black, as compared to Black teachers’ relative scores 

when the observer is White. In other words, 𝜆1 provides an estimate of whether the Black-White 

gap in observation scores is larger or smaller when observations are conducted by Black 

observers, as compared to White observers. 𝜆1 is positive if Black teachers’ relative scores are 

higher when observed by a Black administrator, relative to that when observed by a White 

administrator. In the context of the existing gap, a positive value of 𝜆1 would indicate that the 

gap between Black and White teachers is smaller under Black observers. 

 To examine where the male-female gap in observation scores is larger or smaller under 

male observers, as compared to female observers, I replace the variable 𝐵𝑙𝑎𝑐𝑘𝑀𝑎𝑡𝑐ℎ𝑖𝑗 with 

𝑀𝑎𝑙𝑒𝑀𝑎𝑡𝑐ℎ𝑖𝑗  in equation 4. Analogously, 𝑀𝑎𝑙𝑒𝑀𝑎𝑡𝑐ℎ𝑖𝑗  equals 1 if both teacher 𝑖 and observer 

𝑗 are males, and the coefficient on 𝑀𝑎𝑙𝑒𝑀𝑎𝑡𝑐ℎ𝑖𝑗  is positive if male teachers’ relative scores are 

higher when observed by male administrators. 

Here, 𝜆1 could be biased if there exists some factor that: (1) coincides with being rated by 

a Black (male) observer; (2) relates to the conditional outcomes, and (3) exists for Black (male) 

 
7 The inputs in the specification shown in Equation (4) are identical to those in my preferred specification Equation 

(3), except I include 𝐵𝑙𝑎𝑐𝑘𝑀𝑎𝑡𝑐ℎ𝑖𝑗 instead of 𝑀𝑎𝑡𝑐ℎ_𝐶𝑖𝑗𝑘𝑡. Estimating the alternative specification shown in 

Equation (4) essentially allows me to take a difference-in-differences approach to estimate changes in gaps (Fairlie 

et al., 2014). To clearly illustrate that this is the case, consider the following model: 

𝑦𝑖𝑗𝑘𝑡 = 𝜅0 + 𝜅1𝐵𝑙𝑎𝑐𝑘𝑇𝑒𝑎𝑐ℎ𝑒𝑟𝑖 + 𝜅2𝐵𝑙𝑎𝑐𝑘𝑂𝑏𝑠𝑒𝑟𝑣𝑒𝑟𝑗 + 𝜅3(𝐵𝑙𝑎𝑐𝑘𝑇𝑒𝑎𝑐ℎ𝑒𝑟𝑖  × 𝐵𝑙𝑎𝑐𝑘𝑂𝑏𝑠𝑒𝑟𝑣𝑒𝑟𝑗) + 𝑍𝑖𝑗𝑘𝑡𝜁 + 𝑒𝑖𝑗𝑘𝑡 , 

where 𝐵𝑙𝑎𝑐𝑘𝑇𝑒𝑎𝑐ℎ𝑒𝑟𝑖 and 𝐵𝑙𝑎𝑐𝑘𝑂𝑏𝑠𝑒𝑟𝑣𝑒𝑟𝑗 are equal to one if teacher 𝑖 and observer 𝑗 identify as Black, 

respectively. 𝜅3 is essentially a difference-in-differences estimate; it provides the estimate of the change in Black 

teachers’ relative scores from having a Black observer, as compared to Black teachers’ relative scores when rated by 

a White observer. After including teacher-by-year fixed effects and observer-by-round-by-year fixed effects, as well 

as removing variables that are multicollinear with either set of fixed effects, I arrive at the specification shown in 

Equation (4). As Equation (4) is simply an alternative specification of Equation (3), the results from estimating 

Equation (4) can essentially be backed out of the results from estimating Equation (3). 
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teachers but not other teachers. One such threat stems from differential sorting, which occurs if, 

for example, highly motivated Black (male) teachers sort to Black (male) classroom observers, 

while highly motivated White (female) teachers do not. 

 

1.4.3 Exploring Potential Mediators 

The second part of my analysis explores additional characteristics of the relationships 

between teachers and their observers that could mediate the effects of demographic congruence 

estimated above. The extent to which teachers experience gains in observation scores from 

demographic congruence with their observers could be mediated by other characteristics of the 

relationships between teachers and observers. For example, one could image there exists 

systematic sorting of female and male teachers to different subjects/content areas. If so, the 

effects of gender congruence could be mediated by having an observer who shares the same 

subject-specific content knowledge as the teacher. 

 To investigate potential mediators of the effects of demographic congruence, I use district 

administrative data with staff assignments going back to 2003 to generate variables that capture 

commonalities between teachers and their observers. To assess: 

• the role of sharing content knowledge and experience teaching the same content, I create 

an indicator that equals 1 if the observer 𝑗 has ever taught the same teaching assignment 

as that of teacher 𝑖 at the time of the observation; 

• the role of attending the same university, I create an indicator that equals 1 if teacher 𝑖 

and observer 𝑗 both have degrees from the same university. 

• the role of attending a university in the same state, I create an indicator that equals 1 if 

teacher 𝑖 and observer 𝑗 both have degrees from universities in the same state.  
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To attempt to measure the impact of having existing relationships with a classroom observer, I 

also create variables that measure the degree of familiarity that teacher 𝑖 and observer 𝑗 have 

with one another. Specifically, I examine: 

• the discrete number of school years in which teacher 𝑖 and observer 𝑗 have worked in the 

same school. 

• the discrete number of school years in which teacher 𝑖 and observer 𝑗 have had the same 

teaching assignment while working in the same school. This measures familiarity from 

working on the same grade-level or content team. 

I then re-estimate equation 3 with the inclusion of these generated variables in the right-

hand side. Changes, or lack there of, in the coefficients on the indicators for race or gender 

congruence provide evidence of the extent to which these measures of commonalities or 

familiarity act as mediators. 

 

1.5 Results 

1.5.1 Demographic Matches 

 Race congruence. Table 1.4 presents the estimates of the effects of demographic 

matching between teachers and their observers. I first focus on the results for having a same-race 

classroom observer (Panel A) before turning to results for the effect of having a same-gender 

classroom observer (Panel B). In columns 1-2, I present results using a specification that includes 

teacher-year fixed effects, controls for the characteristics of the observation, as well as school-

round-year fixed effects, which control for shocks that are common across all the classroom 

observations in the same school, same round, and same school year. Here, unlike my preferred 

specification as described in Equation 3, observer-round-year fixed effects are not included. That 
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is, I do not control for observer characteristics in columns 1-2.8 As shown in column 1, using 

within teacher-year variation, I find that teachers who are observed by race congruent teachers, 

on average, have 0.08 SD higher scores (Panel A). 

This result is from a specification that pools across Black and White teachers. To 

investigate potential differences in the estimate by teacher subgroup, I estimate the effects for 

each subgroup using interactions with indicators for race. In column 2, I find that the point 

estimate for Black teachers is -0.07 SD and not statistically significant, while the point estimate 

for White teachers is 0.11 SD. If one were to take the point estimates at face value, the negative 

point estimate for Black teachers and positive point estimate for White teachers would suggest 

that: among teachers who contribute to the identifying variation (i.e., teachers who are observed 

by both Black and White observers in the same school year), both Black and White teachers, on 

average, receive higher scores when they are rated by White observers.  

 However, these estimates are from specifications that do not account for observer 

characteristics. That is, these apparent effects could reflect observer characteristics that happen to 

vary with race and may not be reflective of racial dynamics between teachers and their raters. It 

is possible that on average, the Black (White) raters of teachers who contribute to the identifying 

variation have higher (lower) standards as raters, and their difficulty as raters could potentially 

be explained by other characteristics or experiences. In columns 3-4, I re-estimate the 

specification used in columns 1-2, now including controls for the observer position (i.e., 

principal vs. assistant principal) and a quadratic function of years of administrator experience. 

The results are very similar, which indicates that these particular rater characteristics do not drive 

 
8 The estimates in columns 1-2 conflate the raters’ “main effects” (i.e., the effects of individual raters that are 

applicable to all teachers) with the effects of race or gender interactions. 
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the results. Nevertheless, there may be additional unobserved rater characteristics or experiences 

that happen to vary with race and explain the apparent effects. For example, one could imagine 

that the classroom observers in this sample experienced differences in their rater training 

sessions that influenced their difficulty as raters, and those differences happen to correlate with 

race. For this reason, my preferred specification controls for these unobserved rater 

characteristics. 

 In column 5, I estimate my preferred specification as shown in Equation 3, which 

includes observer-round-year fixed effects instead of school-round-year fixed effects. In doing 

so, I now control for unobserved rater characteristics, in addition to other shocks, that are 

common across all the classroom observations conducted by same rater in the same school, 

round, and school year. As previously mentioned, the observer-round-year fixed effects absorb 

any “main effects” of observer race (e.g., if Black (White) raters, for whatever reason, have 

higher (lower) standards for all the teachers they observe), thereby leaving the coefficient of 

interest to reflect race interaction effects. After including this set of fixed effects, the estimated 

effect of having a race congruent observer is 0.03 SD. As a point of comparison, this magnitude 

is about 10% of the estimated average within-teacher returns to experience after one year of 

teaching.9 

 In this pooled specification, this estimated effect is a weighted average of the interaction 

effect for Black teachers observed by Black raters and the interaction effect for White teachers 

 
9 The average within-teacher returns to experience after one year of teaching (relative to the novice year) is 0.316. 

To obtain this estimate, I model observation scores as a function of experience, teacher fixed effects, and teaching 

assignment-by-year fixed effects. The function of experience includes individual indicator variables for year 1-10, 

and indicators for 11-15, 16-20, 21-25, and 26+ years of experience. 
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observed by White raters. To investigate potential differences in the extent to which 

demographic subgroups benefit from sharing characteristics with their observers, I must modify 

the preferred specification, as I cannot simultaneously include teacher-year fixed effects, 

observer-round-year fixed effects, and interactions for race congruence by subgroup.10 In this 

modification, I once again exclude observer-round-year fixed effects, and I re-include observer 

position and experience controls, as well as school-round-year fixed effects (as in the 

specification in columns 3-4). However, I now also attempt to control directly for individual rater 

difficulty (as opposed to controlling for rater difficulty using fixed effects), by creating a 

measure of “prior difficulty” as a rater. The “prior difficulty” measure is a leave-teacher-out 

(jackknife) mean, such that for each observer 𝑗 assigned to rate teacher 𝑖, I calculate the mean 

observation score that observer 𝑗 gave to all other teachers, except teacher 𝑖, in the prior year 𝑡 −

1. I use this prior-year jackknife mean score as a proxy for how difficult observer 𝑗 is as a rater, 

and I include a quadratic function of this rater difficulty measure in the right-hand side of the 

equation. 

 Since 2013-14 is my first year of observation score data, I am unable to calculate a “prior 

difficulty” measure for observers in that year, so I exclude observations from 2013-14 in this 

investigation. In column 6, I first fit the same preferred model as column 5 using observations 

from 2014-15 to 2017-18 to show that the estimates of the effect of race congruence is similar in 

this subsample. 

 
10 Equation 3 includes both: 1) teacher-year fixed effects, which absorb the interaction for one of the teacher 

subgroup (e.g., White teachers); 2) observer-round-year fixed effects, which absorb the interaction for one of the 

observer groups (e.g., White observers). Including both sets of fixed effects would imply that only one of four 

possible interactions (i.e., 1. White teacher/White observer; 2. Black teacher/White observer; 3. Black teacher/White 

observer; 4. Black teacher/Black observer) could be identified. 
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In column 7, I modify the model as described above, removing observer-round-year fixed 

effects, and instead include: the function of the rater’s “prior difficulty”, rater characteristics, and 

school-round-year fixed effects. The estimated effect of race matching remains stable at 0.04 SD, 

providing some reassurance that the included control variables are fairly reasonable substitutes 

for the removed set of fixed effects in this model. In column 8, I then disaggregate the estimated 

effect of race congruence for Black and White teachers. The point estimates for Black and White 

teachers are quite similar (0.039 SD and 0.038 SD, respectively). This provides some suggestive 

evidence that, conditional on the included observer characteristics, each subset of teachers 

benefits from being rated by a same-race classroom observer, and the magnitude of the benefit is 

comparable. However, I note that the estimate for Black teachers is not statistically significant 

given the smaller share of Black teachers, and the estimate for White teachers is only marginally 

significant.  

Gender congruence. Panel B repeats the same exercises shown in Panel A to examine 

the effects of having a same-gender classroom observer, and the pattern of results is similar to 

that seen in the Panel A results. As shown in column 1, using within teacher-year variation, I find 

that teachers who are observed by same-gender teachers are rated higher by 0.06 SD. Once I 

disaggregate this estimate using interactions with gender indicators, I find that the point estimate 

for male teachers is -0.02 SD, while the point estimate for female teachers is 0.08 SD (column 

2). If one were to once again take the point estimates at face value, the negative estimate of the 

effect of gender congruence for males and the positive estimated effect for females would 

suggest that both males and females receive higher scores when rated by female observers (at 

least among those teachers who have both male and female observers in the same school year).  
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These estimates are consistent after including controls for observer position and 

experience (columns 3-4). However, just as above, the apparent effects of having a gender 

congruent rater could reflect other unobserved rater characteristics that vary with gender, rather 

than gender interaction effects between teachers and their raters. To account for unobserved rater 

characteristics, in addition to common shocks across the observations conducted by same rater in 

the same school, round, and school year, I include observer-round-year fixed effects in column 5. 

The “main effects” of observer gender (e.g., if male (female) raters have higher (lower) standards 

for all teachers) are now absorbed by this set of fixed effects, and the average estimated effect of 

sharing gender with the observer is 0.02 SD. For comparison, this magnitude is about 8% of the 

average within-teacher returns to experience after one year of teaching. 

Using the same procedure as that described above, I now attempt to investigate whether 

the effect of gender congruence is similar for male and female teachers with the subsample of 

observations from 2014-15 to 2017-18. Column 6 shows that the pooled estimated effect from 

my preferred specification is similar in this subsample, while column 7 presents the pooled result 

after including a function of raters’ “prior difficulty” and other controls in place of observer-

round-year fixed effects. With the specification modification, the estimate remains positive, but 

it is smaller (i.e., a decrease from 0.022 to 0.015) and no longer statistically significant.  

When I disaggregate the estimated impact by gender (column 8), the estimates are small 

and positive for both males (0.021 SD) and females (0.009 SD), but they are not statistically 

significant. It is possible that male and female teachers may similarly benefit from having a 

same-gender classroom observer, but these subgroup estimates are imprecise and should be taken 

with caution. 
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 It is important to note that using this data, I am unable to determine the mechanisms for 

any effects of demographic congruence on observation scores. One possible explanation for 

detecting positive effects of race and gender congruence is that teachers, who upon seeing that 

their observers are demographically similar, feel at ease and therefore perform better during their 

classroom observations. Their improved performance is then reflected in their observation 

ratings. An alternative explanation is that observers’ perceptions of instructional quality are 

influenced by teachers’ demographic characteristics and are then reflected in their ratings. 

Without being able to further understand the mechanisms, I am unable to take any stance on 

whether any observers are biased in their ratings, and I cannot speak to which observers, if any, 

are more accurate/unbiased in their scoring of teachers. 

 

1.5.2 Implications for Gaps 

 I now examine the implications of the effect of race and gender congruence for the 

magnitude of the Black-White and male-female observation gaps. I estimate equation 4, and 

Table 1.5 presents the results. The coefficient in column 1 indicates that the observation score 

gap between Black and White teachers is smaller by 0.06 SD when teachers are rated by Black 

observers. The size of the decrease, 0.06 SD, is nontrivial, as it is roughly one-third of the 

magnitude of the unconditional Black-White gap in observation scores. Similarly, the result in 

column 2 suggests that the male-female score gap is smaller by 0.05 SD when teachers are rated 

by male observers. This magnitude is roughly a quarter of the size of the unconditional female-

male gap. Taken together, the results suggest that the magnitudes of the performance gaps vary 

across the demographics of observers, in part, due to race and gender interactions between 

teachers and classroom observers. 
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1.5.3 Exploring Potential Mediators 

 Table 1.6 presents the results of the exploration of additional relationship characteristics 

that could mediate the effects of demographic congruence. Using my preferred specification as 

shown in Equation 3, column 1 presents estimates from separate regressions. I find that the 

extent of familiarity between teachers and observers from years of working in the same school is 

positively and significantly related to observation scores. The other teacher-observer relationship 

characteristics are not significantly related to teachers’ observation scores.  

(1) (2)

Black Match 0.061*

(0.024)

Male Match 0.047*

(0.020)

Teacher-year FE Y Y

Observation controls Y Y

Observer-round-year FE Y Y

Teacher-years 38,262 38,262

Observer-years 2,319 2,319

Observations 93,975 93,975

Notes: + p<0.10  * p<0.05  ** p<0.01  *** 

p<0.001. Two-way clustered standard errors 

(teacher-level and observer-level) are in 

parentheses. Estimated model is in equation 4. 

Observation controls include indicators for 

observation month, indicators for starting hour, 

and a quadratic function of the time length.

Table 1.5. Changes in Gaps

Observation Score
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Next, each column among columns 2-6 represents a separate regression. Here, I present 

the coefficients on the demographic congruence indicators after the inclusion of a potential 

mediator. The estimates of the effects of demographic congruence remain largely the same. 

Lastly, column 7 presents estimates from a single regression in which all of the potential 

mediator variables are included. Even after the inclusion of all of the additional teacher-observer 

relationship characteristics, the magnitudes of the coefficients on race and gender congruence 

remain statistically significant and stable at 0.03 and 0.02 SD, respectively. These results 

indicate that the teacher–observer relationship characteristics included in this analysis are not 

primary mediators of the estimated effects of demographic congruence. The race and gender 

dynamics between teachers and their raters appear to exist separately from the relationship 

characteristics included here. 

However, it is important to emphasize that this analysis is limited by the teacher–observer 

relationship characteristics that I could generate using my available administrative data. There 

are many other relationship-based explanations for the effects of demographic congruence that 

are worth exploring. For example, one could imagine there exists racial homophily among school 

staff such that staff members are better friends with other staff members of the same race. If so, 

the effects of race congruence could be mediated by the strength of the friendship between 

teachers and observers who share the same race. Unfortunately, I’m unable to generate a measure 

of friendship strength, or other in-depth measures of relationships, between teachers and 

observers. To further investigate explanations for the effects of demographic congruence, future 

research could use surveys or interviews to capture richer measures of relationship 

characteristics. 
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1.5.4 Heterogeneity 

 To further understand the role of demographic congruence, I attempt to examine whether 

the effects vary by additional teacher characteristics, and I present the results in Table 1.7. In the 

odd-numbered columns, I present results from estimating Equation 3 with separate indicators for 

race congruence and gender congruence in the right-hand side of the equation, restricting the 

sample to teachers with non-missing information on the characteristic of interest. In the even-

numbered columns, I adapt the specification so that the each of the indicators for race and gender 

congruence are interacted with indicators for high and low values of the characteristic of interest. 

 In columns 1 and 2, I examine whether the effects of demographic congruence are similar 

for teachers with at least 12 years (high) and fewer than 12 years (low) of experience. Column 2 

shows that less experienced teachers and highly experienced teachers have similarly positive 

point estimates for the effect of race congruence (0.03 SD vs 0.04 SD), as well as similarly 

positive point estimates for the effect of gender congruence (0.03 SD vs. 0.02 SD).11 

 In columns 3 and 4, I examine whether the effects of demographic congruence are similar 

for teachers with above-average and below-average prior evaluation scores. Here, I restrict the 

sample to teachers with non-missing summative evaluation scores from the prior school year.12 

Column 3 shows that the average estimated effects of race and gender congruence are 0.04 SD 

and 0.03 SD, respectively, across this sample. These results are fairly similar to those for the full 

 
11 The p-value on the null hypothesis that the race (gender) congruence coefficients for less and highly experienced 

teachers are equal is 0.61 (0.70). 

12 In the North Carolina Teacher Evaluation Process, teachers are required to be reviewed annually by their 

principals (or a similar designated evaluator). To construct each teacher’s summative evaluation score, I use the 

predicted scores from a Graded Response Model (GRM) fit on the ratings that teachers receive on each element of 

their end-of-year summary rating forms from the North Carolina evaluation regime. I then standardized the 

estimated scores within-year to have a mean of 0 and a standard deviation of 1. 
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analytic sample. Column 4 provides suggestive evidence of heterogeneity by prior evaluation 

scores. The point estimates indicate that the estimated effects of race congruence are larger for 

teachers with above-average prior evaluation scores (0.06 SD vs. 0.02 SD). The same can be said 

for the effects of gender congruence; the estimated effects also appear larger for teachers with 

above average prior evaluation scores (0.05 SD vs. 0.02 SD). I lack the precision to be able to 

(1) (2) (3) (4)

Race Match 0.031* 0.036*

(0.012) (0.014)

Gender Match 0.023* 0.030*

(0.010) (0.012)

Race Match X Low 0.026+ 0.024

(0.014) (0.015)

Race Match X High 0.036* 0.060*

(0.017) (0.024)

Gender Match X Low 0.025* 0.020

(0.012) (0.014)

Gender Match X High 0.019 0.045*

(0.014) (0.018)

Observation controls Y Y Y Y

Teacher-year FE Y Y Y Y

Observer-round-year FE Y Y Y Y

Teacher-years 38181 38181 26313 26313

Observer-years 2317 2317 1873 1873

Observations 93775 93775 63408 63408

Notes: + p<0.10  * p<0.05  ** p<0.01  *** p<0.001.  Two-way clustered standard errors 

(teacher-level and observer-level) are in parentheses. Observation controls include indicators 

for observation month, indicators for starting hour, and a quadratic function of the time 

length.

Table 1.7: Demographic Congruence for Sub-populations

Prior Evaluation Score

Outcome: Observation Score    

Years of Experience
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state that these estimates are statistically different from one another, but the point estimates 

suggest that there could be meaningful differences by teacher subgroup.13 One undeniably 

speculative explanation for such a finding is that raters, while checking off performance 

descriptors, could be more willing to give the benefit of the doubt to demographically similar 

teachers whom they know to have prior teaching success. 

 

1.5.5 Robustness and Limitations 

 Sorting of teachers to observers. While the preferred specification addresses many 

potential threats to validity, some concerns remain. The preferred specification includes teacher-

year fixed effects, which controls for sorting that arises if the teacher-years in which there are 

demographic congruences between teachers and raters are systematically different from the 

teacher-years without demographic congruences. However, as mentioned above, there may be 

unobserved determinants that vary within a teacher-year and lead teachers to seek out 

demographically similar observers for a given classroom observation. To shed light on whether 

individual teachers appear to systematically sort to demographically congruent observers over 

time, I estimate the following model at the teacher-year level: 

𝑃𝑒𝑟𝑐𝑒𝑛𝑡𝑀𝑎𝑡𝑐ℎ_𝐶𝑖𝑡 =  𝜔0 +  𝜔1𝑋𝑖𝑡 + 𝜎𝑖 + 𝜏𝑡 + 𝑒 (5) 

Here, 𝑃𝑒𝑟𝑐𝑒𝑛𝑡𝑀𝑎𝑡𝑐ℎ_𝐶𝑖𝑡 is the percent of teacher 𝑖’s classroom observations in year 𝑡 in which 

teacher 𝑖 demographically shares characteristic 𝐶 with her observer. This is a function of teacher 

𝑖’s covariate 𝑋𝑖𝑡, teacher fixed effects (𝜎𝑖), and school fixed effects (𝜏𝑡). The coefficient 𝜔1 

provides evidence as to whether within-teacher variation in their time-varying covariates 𝑋𝑖𝑡 

 
13 The p-value on the null hypothesis that the race (gender) congruence coefficients for above- and below-average 

prior scoring teachers are equal is 0.17 (0.20). 
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predicts the extent to which teachers demographically match with their observers. I examine the 

following covariates, which may be related to classroom observation performance: prior 

summary evaluation scores, years of experience, and tenure status. 

 

 

 Table 1.8 presents results from estimating Equation 5. Column 1 (2) presents results 

where the outcome is the percent of classroom observations with a race (gender) congruent 

observer, where each estimated coefficient is from a separate regression. None of the estimates 

are statistically significant at traditional levels, which indicates a lack of evidence for within-

teacher sorting to demographically congruent observers on these covariates. While this doesn’t 

rule out the possibility that teachers may be sorting on unobservable characteristics (e.g., 

motivation) that vary within a teacher-year, some of the concern is alleviated by the lack of 

evidence of within-teacher sorting on the examined covariates across years.  

% Match Race % Match Gender

(1) (2)

Prior Std. Summary Evaluation Score -0.260 -0.491

(0.312) (0.332)

Yrs. of Experience 0.553 -0.288

(0.765) (0.611)

Teacher has tenure -5.808 -2.747

(3.885) (3.477)

Teacher FE Y Y

N (teacher-years) 35,568 35,568

Notes: Clustered standard errors (at teacher-level) are in parentheses. Estimates are 

not statistically significant at traditional levels. In columns 1-2, each coefficient 

separated by a solid line is estimated from a separate regression.

Table 1.8: Sorting within Teachers Over Time
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 Next, I examine whether there is evidence of differential sorting of teachers into 

observer-round-years, such that teachers who match in race or gender with their observer are 

relatively stronger teachers as compared to other non-matching teachers rated by the same 

observer in the same round. To do so, I estimate: 

 𝑋𝑖𝑡 =  𝜛0 + 𝜛1𝑀𝑎𝑡𝑐ℎ_𝐶𝑖𝑗𝑘𝑡 + Π𝑗𝑘𝑡 + Ω (6) 

Here, teacher 𝑖’s characteristic 𝑋 is a function of an indicator that equals 1 if teacher 𝑖 and 

observer 𝑗 share the same characteristic of interest 𝐶 (𝑀𝑎𝑡𝑐ℎ_𝐶𝑖𝑗𝑘𝑡) and observer-round-year 

fixed effects (Π𝑗𝑘𝑡). The estimates of 𝜛1 provide evidence as to whether, within observer-round-

year, individuals who demographically match their raters, on average, have characteristics that 

are predictive of stronger performance as teachers: higher prior summary evaluation scores, more 

years of experience, or tenure status. 

 Table 1.9 presents the results from estimating Equation 6. In each of the three columns, 

each coefficient separated by a solid line is estimated from a separate regression. None of the 

estimates are statistically significant at traditional levels. This indicates a lack of evidence for the 

sorting of teachers to demographically congruent raters on prior summary evaluation scores, 

years of experience, or tenure status within observer-round-years. 

 Lastly, I examine whether teachers are more likely to share demographic characteristics 

with their raters in any given round. If teachers are indeed improving over the course of the year 

and sharing demographics with their raters are more likely to occur in the later observation 

rounds, my estimates could be biased upwards. To examine this threat to validity, I estimate: 

𝑂𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑅𝑜𝑢𝑛𝑑_𝑅 =  𝜚0 + 𝜚1𝑀𝑎𝑡𝑐ℎ_𝐶𝑖𝑗𝑘𝑡 + Δ𝑖𝑡 + Σ (7) 

Here, an indicator for whether the classroom observation is a round 𝑅 observation is a function 

of an indicator that equals 1 if teacher 𝑖 and observer 𝑗 share the same characteristic of interest 𝐶 
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 (𝑀𝑎𝑡𝑐ℎ_𝐶𝑖𝑗𝑘𝑡) and teacher-year fixed effects (Δ𝑖𝑡). 𝜚1 provides evidence as to whether teachers 

are more likely to demographically match their raters in observation round 𝑅 as compared to 

themselves in other rounds in the same school year. 

Table 1.10 presents results from estimating Equation 7. In each of the three columns, 

where the outcomes are indicators for observation rounds 1 through 3, respectively, each 

coefficient separated by a solid line is estimated from a separate regression. None of the 

estimates are statistically significant at traditional levels. This provides evidence against sorting 

of teachers to demographically similar raters in any given observation round.  

 Classroom observation covariates. All the models that were estimated included some 

controls for the characteristics of the classroom observation, such as the month, the starting hour, 

and the length of the observation. However, I lack the data and information to create additional 

control variables for the specific course being taught and the characteristics of the students sitting 

in the classroom during the observation. Teachers, particularly in middle and high school, often 

Prior Std. Summary 

Evaluation Score
Yrs. of Experience Teacher has Tenure

(1) (2) (3)

Race Match 0.007 -0.005 -0.004

(0.019) (0.175) (0.008)

Gender Match 0.017 0.211 0.006

(0.016) (0.141) (0.006)

Observer-round-year FE Y Y Y

N (teacher-years) 63,461 93,778 93,975

Table 1.9: Differential Sorting into Observer-round-years

Notes: Two-way clustered standard errors (teacher-level and observer-level) are in parentheses. 

Estimates are not statistically significant at traditional levels. In columns 1-3, each coefficient 

separated by a solid line is estimated from a separate regression.
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teach multiple courses with different sets of students, and student characteristics may look fairly 

different across an individual teacher’s courses. As discussed above, previous research indicates 

that the background characteristics and prior test scores of students may influence classroom 

observation scores (Campbell & Ronfeldt, 2018; Steinberg & Garrett, 2016). My results could be 

biased if: (a) the characteristics of students in a classroom indeed influence observation ratings, 

and (b) demographically congruent raters, for whatever reason, are more likely that non-

matching raters to observe teachers with their higher performing classrooms.  

As a robustness check, I attempt to assess whether my results hold in a subsample of my 

data where teachers are most likely to be observed teaching the same set of students across all 

the observations they receive in the same school year: elementary school teachers who are 

assigned to specific grade levels (i.e., teachers who are likely in self-contained classrooms). The 

main results for the effects of race congruence look qualitatively similar in the elementary 

subsample, though I lose statistical significance given a smaller sample (results available upon 

request). This provides some reassurance that the main race congruence results are not driven by 

some assignment mechanism where same-race observers are more likely to conduct their 

Observation 1 Observation 2 Observation 3

(1) (2) (3)

Race Match 0.012 -0.020 0.008

(0.011) (0.014) (0.010)

Gender Match 0.014 -0.004 -0.010

(0.010) (0.011) (0.008)

TeacherXyear FE Y Y Y

N (teacher-years) 93,975 93,975 93,975

Notes: Two-way clustered standard errors (teacher-level and observer-level) are in parentheses. 

Estimates are not statistically significant at traditional levels. In columns 1-3, each coefficient 

separated by a solid line is estimated from a separate regression.

Table 1.10: Sorting in Matches Across Observation Rounds
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observations with teachers’ most advantaged students sitting in the classroom. I can speak less to 

the estimates for gender congruence, which are very noisy given a relatively small population of 

male elementary teachers. Males make up only 6.3% of the elementary subsample of teacher-

years. 

 External validity. The context of this study poses some potential challenges to the 

generalizability of this study. Importantly, the result for the effect of race (gender) congruence is 

identified using teachers who are observed by both Black and White (male and female) 

administrators in the same school year. If the teachers and administrators who sort to schools 

with variation in the administrator demographics are different from those who sort to schools 

without variation in administrator demographics, the results here may not generalize. 

Additionally, in this context, the classroom observers are school administrators who work 

in the same school as the teachers they observe. It is also unclear whether these results would 

generalize to evaluation systems in which classroom observations are conducted by individuals 

who work outside of the teachers’ schools. Furthermore, in this study, the race congruence 

analysis focuses on Black and White teachers with Black and White classroom observers, as the 

district has only two adequately sized race groups for analysis. It is unclear the degree to which 

these results would generalize to other districts with large shares of teachers belonging to other 

race groups.  

 

1.6 Conclusion 

 In this paper, I examine how the classroom observation context influences teachers’ 

observation scores. I find that teachers, on average, experience small positive effects on their 

observation scores from sharing race or gender with their observer. While the estimated average 
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effect sizes for race and gender congruence are fairly small (0.03 SD and 0.02 SD, respectively), 

these dynamics have implications for the estimated size of the Black-White and male-female 

observation score gaps. Specifically, I examine how race and gender gaps change when 

administrators, who belong to the lower performing group, conduct classroom observations. I 

find that the observation score gap between Black and White teachers is smaller by 0.06 SD 

when Black observers rate teachers, and the male-female gap is smaller by 0.05 SD when male 

observers rate teachers. These magnitudes are non-trivial; as a benchmark, 0.06 SD and 0.05 SD 

represent roughly one-third of the unconditional Black-White score gap and one-quarter of the 

unconditional male-female gap, respectively. As with prior research that has documented the 

effects of demographic congruence, the mechanisms at work are unclear. Additional research is 

needed, perhaps in the form of field experiments designed to test possible mechanisms. 

I also explore whether other characteristics of the relationships between teachers and their 

observers mediate the estimated effects of race and gender congruence. Specifically, I examine: 

whether the teacher and observer ever taught the same teaching assignment, whether they have 

attended the same university, whether they have attended university in the same state, the 

number of years they’ve worked in the same school, and the number of years they’ve worked on 

the same grade-level or content team. While I do find that the extent of professional familiarity 

between teachers and observers (as measured by years of working in the same school) is 

significantly related to observation scores, I do not find that any of my included relationship 

measures mediate the race and gender congruence effects. Of course, the measures I created 

using administrative data are limited, and the quality of personal or professional relationships 

could be important mediators for race and gender congruence effects. Future research could 
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investigate the potential mediating role of relationships using richer measures of the quality of 

the relationship between teachers and observers/administrators. 

Even though the underlying mechanisms are unclear, the results speak to the extant 

research that suggests that observation scores can be influenced by factors that are beyond 

teachers’ control. This raises fairness concerns for teachers whose demographics are not 

reflected by any of their administrators. However, as also pointed out by Campbell & Ronfeldt 

(2018), such results do not imply that states and districts should discontinue classroom 

observations. Rather, the results implore those who use observation scores and evaluation scores 

to carefully consider the circumstances and context under which the scores were generated when 

making decisions. For example, administrators may consider a teacher’s history of observation 

scores when deliberating over whether to renew her contract. Similarly, administrators, 

superintendents, or other district officials may consider observation scores when examining the 

short list of teachers who are being considered for promotion to leadership or specialist positions. 

The results from this study suggest that these decision makers should perhaps consider the extent 

to which teachers may have benefitted from demographic congruence or lacked such benefits. 

Future studies might explore best practices for how leaders can account for factors that are 

beyond teachers’ control in the decision-making process. 

Furthermore, the results in this study do not imply that teachers should necessarily be 

assigned to demographically congruent observers by default, as teachers’ instructional practice 

could benefit from other types of strategic assignment to observers (e.g., Papay, Taylor, Tyler, 

Laski, forthcoming). Rather, the results prompt future research to: 1) investigate what are the 

elements of these demographically congruent pairings that could help improve the observation 
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and feedback process and 2) uncover how best to support and promote the development of 

teachers who may not have these benefits.  

More broadly, the results in this study contribute to the growing literature on the role of 

teacher and administrator demographics  (Bartanen & Grissom, 2019; Grissom & Bartanen, 

2020; Grissom & Keiser, 2011; Husain et al., 2018; Kraft & Christian, 2019), and they prompt 

further investigation into the importance of race and gender dynamics throughout the teacher 

pipeline. The race and gender dynamics that operate in the context of administrators’ subjective 

observation ratings are potentially relevant in the context of other stages of the pipeline. For 

example, one could imagine that similar race and gender dynamics could be at play when 

administrators observe and evaluate teacher applicants’ demonstration lessons during the teacher 

hiring process. Future research ought to further examine the potential roles of race and gender 

congruence between administrators and teachers (or teacher applicants) during the interview and 

hiring processes, as well the processes involving teachers’ contract renewals and 

recommendations for promotions to leadership positions. A better understanding of the potential 

challenges and disadvantages faced by underrepresented teachers across the stages of the teacher 

pipeline may help to highlight focus areas for initiatives aiming to diversify the teacher pipeline. 
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Chapter 2 

 

Can a “Big Data” Commercial Screening Tool Help Select Better Teachers?14 

 

Abstract 

Both researchers and practitioners recognize the importance of improving teacher selection as a 

strategy for strengthening the quality of the teacher workforce. As more districts turn to the 

private sector for easy-to-use, “big data” tools that advertise the ability to help identify effective 

teachers, evidence is needed to understand the predictive validity of these tools. In this study, we 

examine the relationship between one example of these “big data” commercial screening tools, 

Frontline Education’s TeacherFit instrument, and newly hired teachers’ outcomes. We find that a 

one standard deviation increase on an index of TeacherFit scores is associated with a 0.06 

standard deviation increase in evaluation scores provided by principals. However, we find some 

suggestive evidence that teachers with higher TeacherFit scores are more likely to leave their 

hiring schools after the first year. While we do not find a significant relationship between 

TeacherFit scores and value-added to test scores, our exploratory analyses suggest possible 

relationships between TeacherFit scores and teacher impacts on behavioral outcomes. To 

alleviate concerns of bias from sample selection, we also estimate a Heckman selection model 

using a function of the school size growth among the set of schools to which applicants submit 

 
14 The paper that forms this chapter is a collaboration with Matthew Lenard. 
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applications. Taken together, our results suggest that the TeacherFit commercial screening tool 

may have some promise, but it is not necessarily a substitute for more rigorous screening 

processes that are conducted by human resources officials, such as those described in recent 

studies.  
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2.1 Introduction 

 An extensive literature documents substantial variation in teacher quality, and evidence 

shows that teacher quality impacts students’ long-run outcomes (see Jackson, Rockoff, & 

Staiger, 2014 for a review). One important strategy for strengthening the quality of the teacher 

workforce is to select and hire applicants who will be more effective in the classroom from the 

overall applicant pool. However, how to best distinguish between individuals, identify the most 

promising applicants, and allocate them to open teaching positions in schools remains an open 

question.  

Recent evidence from four studies using data from Washington, DC Public Schools 

(Jacob, Rockoff, Taylor, Lindy, & Rosen, 2018), Spokane Public Schools (Goldhaber et al., 

2017), the Los Angeles Unified School District (Bruno & Strunk, 2018), and the Minneapolis 

Public School District (Sajjadiani et al., 2019) suggests that information from the time of 

application can be used to predict on-the-job teacher performance. However, systematically 

collecting this information and translating it for use in hiring decisions may be a barrier in some 

school districts. Prior research suggests that the central office of school systems vary in how they 

support schools in recruiting and screening teacher applicants, and principals vary in the degree 

to which they use data in their hiring decisions (Cannata et al., 2017). The teacher hiring process 

may even be rushed and information-poor (E. Liu & Johnson, 2006). 

School districts around the United States are beginning to turn to the private sector for 

new teacher screening tools that claim to use “big data” to help identify better teachers from the 

pool of teacher applicants (Flanigan, 2016; Simon, 2014). Though some commercial screening 

instruments have existed for decades, such as the Gallup Organization’s Teacher Perceiver 

Interview (which has evolved into an online version, Teacher Insight) and the Haberman Star 
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Teacher Prescreener, additional commercial screening instruments have arrived on the market, 

boasting data-driven screening scores (Simon, 2014). Many districts are currently paying firms 

(for example, up to 10 percent of their total hiring budget, in the case of one instrument) to use 

these screening instruments, which typically include assessments that are taken when applicants 

fill out online teacher job applications (Simon, 2014). Despite the growing popularity of these 

“big data” commercial screening tools, there exists limited evidence from independent 

researchers on whether these tools are effective. 

This study contributes to this literature by examining the extent to which a “big data” 

commercial screening instrument is predictive of teacher outcomes (evaluation scores, absences, 

and retention), as well as teacher impacts on students’ test scores, absences, and suspensions. We 

use data from the Wake County Public School System (WCPSS) in North Carolina, the 15th 

largest school district in the nation, with approximately 160,000 students and 10,000 teachers. 

Beginning in January 2016, WCPSS required teacher applicants to take Frontline Education’s 

TeacherFit instrument to submit their applications. Frontline Education’s website states that their 

assessments are “driven by university backed research” and “leverage ‘machine learning’” 

(Grunwell, 2016). However, to our knowledge, the extent to which Frontline Education can use 

the TeacherFit instrument, along with “big data” techniques and algorithms, to produce scores 

that identify effective teachers has not yet been documented by independent research.  

With a focus on the new teacher applicant pool for WCPSS in school years 2016-17 and 

2017-18, we study the predictive validity of teacher applicants’ TeacherFit scores. Examining the 

relationship between TeacherFit scores and teacher outcomes, we find that a one standard 

deviation increase on an index of TeacherFit scores is associated with a 0.06 standard deviation 

increase in the evaluation scores that teachers receive from principals. In addition, we find 
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suggestive evidence that teachers with higher TeacherFit scores are more likely to leave their 

hiring schools after the first year. Examining the relationship between TeacherFit scores and 

value-added to student outcomes, we do not find a significant relationship between TeacherFit 

scores and either value-added to math or ELA test scores. In exploratory analyses, we find 

suggestive evidence that teachers with higher TeacherFit scores may be better at reducing 

student suspensions; however, the methods that generate these results have clear limitations.  

While we observe these relationships between TeacherFit scores and outcomes of interest 

for hired teachers, we are unable to observe teaching outcome for the full range of applicants. 

That is, we are unable to observe outcomes for applicants who are not hired as new teachers in 

WCPSS. To alleviate concerns of bias from sample selection, we estimate a Heckman selection 

model using a function of the school size growth among the set of schools to which applicants 

submit applications. The extent of school size growth among an applicant’s set of schools is 

predictive of the likelihood she becomes a newly hired teacher in WCPSS but is unrelated to on-

the-job performance as a teacher. We find that sample-selection corrected estimates are fairly 

similar to our estimates without corrections, alleviating concerns of large bias from sample 

selection. 

 

2.2 Background  

Both researchers and practitioners recognize the importance of improving teacher 

selection as a strategy for strengthening the quality of the teacher workforce. However, how to 

best identify the most promising applicants remains an open question. To inform the process of 

teacher selection, a sizeable body of literature attempts to identify observable teacher 

characteristics that are linked to teacher effectiveness. While a teacher’s years of teaching 
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experience is linked to effectiveness (Clotfelter et al., 2006; Kane et al., 2008; Papay & Kraft, 

2015; Rockoff, 2004; Wiswall, 2013), other commonly available characteristics in administrative 

data (e.g., having a master’s degree) explain little variation in teacher effects on test scores (see 

Gordon, Kane, & Staiger, 2006 for a review). 

However, some more recent evidence suggests that additional, non-traditional measures 

may be used to help identify effective teachers (Dobbie, 2011; Rockoff et al., 2011). 

Furthermore, four very recent papers also suggest that information gathered during a district’s 

application-screening process could be compiled to make predictions about teacher effectiveness. 

Goldhaber et al. (2017) find that scores from teacher selection rubrics used to rate applicants in 

Spokane Public Schools predict teacher value-added to test scores, as well as teacher retention. 

Jacob et al. (2018), using data from Washington, DC Public Schools, find that applicants’ 

background measures (undergraduate GPA, SAT/ACT scores, college selectivity) and scores on 

screening measures (content assessment, interview, mock teaching lesson) are predictive of 

teacher performance, as measured by scores on the IMPACT evaluation system. Bruno and 

Strunk (2018) use data from the Los Angeles Unified School District to show that scores from 

the district office’s standardized screening system are predictive of teacher impacts on test 

scores, evaluation scores, and attendance. Sajjadiani et al. (2019), applying machine learning 

techniques to data from the Minneapolis Public School District, find that the relevance of 

applicants’ work experience and their attributions for leaving past jobs predict teacher 

performance (student evaluations, observation scores, and value-added to test scores) and 

turnover. 

These recent studies demonstrate some of the very promising ways in which information 

from the time of application can be harnessed to select better teachers. However, in these studies, 
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districts’ central office human resources officials play a large role in prescreening and scoring 

applications. This systematic collection and scoring of applicant information for use in hiring 

decisions may be a barrier in some school districts. Prior research suggests that the central office 

of school systems vary in how they support schools in recruiting and screening teacher 

applicants, and principals vary in the degree to which they use data in their hiring decisions 

(Cannata et al., 2017). The teacher hiring process may even be rushed and information-poor (E. 

Liu & Johnson, 2006). 

School districts around the United States are beginning to turn to the private sector for 

new and streamlined teacher screening tools that claim to use “big data” to help identify better 

teachers from the pool of teacher applicants (Flanigan, 2016; Simon, 2014). Despite the growing 

popularity of these “big data” commercial screening tools, there exists limited evidence from 

independent researchers on whether these tools are effective. To contribute to this literature, this 

study examines the extent to which applicants’ scores from a “big data” commercial screening 

tool, Frontline Education’s TeacherFit instrument predict teacher outcomes and teacher impacts 

on student outcomes in a large U.S. school district. Specifically, we ask:  

RQ1. Are the results from the TeacherFit screening tool predictive of teachers’ evaluation 

scores, absences, and retention in the same school/district?  

RQ2. Are the results from the TeacherFit screening tool predictive of teacher impacts on 

students’ test scores, absences, and suspensions? 

These research questions address the predictive validity of TeacherFit scores; we are not 

attempting to estimate a causal impact of TeacherFit scores on teacher performance and 

outcomes. Here, we are primarily concerned with whether the scores can be used to improve 

teacher selection. 
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2.3 WCPSS Context and Data 

WCPSS began using Frontline Education’s web-based recruiting platform, Frontline 

Recruiting and Hiring (formerly AppliTrack Recruiting), to manage job postings and 

applications in the summer of 2015. Beginning in January 2016, WCPSS required teacher 

applicants to take Frontline Education’s screening assessment, TeacherFit (formerly AppliTrack 

TeacherFit) to submit their applications via the WCPSS site on Frontline’s online platform. The 

TeacherFit assessment takes approximately 45 minutes, does not allow for blank responses, and 

the questions do not have clear “correct” or “incorrect” answers. Frontline constructs the 

applicants’ scores and makes them available to WCPSS administrators and school principals on 

the online hiring dashboard. Each candidate receives an overall score (on a 1-9 scale), as well as 

scores (on a 1-9 scale) on each of the 6 dimensions: Fairness & Respect, Concern for Student 

Learning, Adaptability, Communication & Persuasion, Planning & Organizing, and Cultural 

Competence.  

While applicants’ scores were made available to administrators on the hiring platform, 

school principals did not receive strict guidance from WCPSS’ Human Resources team on how 

to use or interpret the scores, keeping with a tradition of a decentralized hiring process in 

WCPSS. Principals received communication that TeacherFit scores would help identify strong 

candidates, but they were also received messaging that the TeacherFit assessment is only one 

part of the hiring process, and they were free to pursue candidates that do not score well on the 

assessment.  

We use application and administrative data to study the new teacher applicant pool for 

school years 2016-17 and 2017-18. We link teacher applicants’ scores and application 
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information to WCPSS administrative data, which includes teacher characteristics, assignments, 

evaluation scores, absences, and links to students. The student-level data includes characteristics, 

test scores, absences, and suspensions. Individuals who are not previously observed as WCPSS 

teachers are included in the new teacher applicant pool if they: 1) submitted teacher applications 

in the calendar years 2016 and 2017 and/or 2) are newly hired teachers in 2016-17 and 2017-18. 

Our applicant pool includes 12,548 individuals, of whom 2,367 are observed as newly hired 

teachers in either 2016-17 or 2017-18.  

 Table 2.1 provides summary statistics of the TeacherFit scores for the individuals in the 

teacher applicant pool with non-missing scores (N=11,491). The TeacherFit overall score (1-9 

scale) has a mean of 6.04 (SD = 1.80), and the sum of scores on the 6 dimensions (maximum of 

54-points) has a mean of 35.03 (SD = 8.48). In the analyses below, we use a standardized 

measure of the TeacherFit sum score, which is standardized across the dataset of all individuals 

who take the TeacherFit assessment, including individuals already employed as WCPSS teachers 

as well as individuals who do not end up applying for teaching positions. The mean standardized 

TeacherFit sum score among the new teacher applicant pool is 0.07 (SD = 0.98). We also 

generate a TeacherFit index by conducting a factor analysis on the scores for the 6 dimensions, 

retaining only one factor which had an eigenvalue greater than 1.15 As shown in Table 2.1, 

individuals who are hired score 0.10 SD higher on the TeacherFit index than those who are not 

observed as teachers in WCPSS. Figure 2.1 provides the distributions of the TeacherFit sum 

scores of individuals who are newly hired as teachers in WCPSS. School principals may have 

positively selected on characteristics that correlate with TeacherFit scores or TeacherFit scores  

 
15 The factor weights, following a rotation, are: Fairness and Respect: 0.736; Concern for Student Learning: 0.859; 

Adaptability: 0.816; Communication and Persuasion: 0.819; Planning and Organizing: 0.605; Cultural Competence: 

0.401. 
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Figure 2.1. Distributions of TeacherFit Sum Scores for newly hired teachers and non-hired 

applicants. 
 

 
themselves. Table 2.2 provides summary characteristics for the newly hired teachers in 2016-17 

and 2017-18, as well as summary statistics of their outcome variables. The outcome variables 

that we construct are described below.  

2.3.1 Teachers’ standard evaluation scores 

In the North Carolina Teacher Evaluation Process, teachers are required to be reviewed 

annually by their principals (or a similar designated evaluator). To construct each teacher’s 

evaluation score, we use the predicted scores from a Graded Response Model (GRM) fit on the 

ratings that teachers receive on each element of their Summary Rating Forms from the North 

Carolina evaluation regime. GRMs model are in the family of Item Response Theory (IRT)  
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models that are commonly used in educational and psychological assessment; GRMs are 

developed for ordered categorical items, such as the 5-category scale on the Summary Rating 

Forms in the NC Teacher Evaluation Process (Samejima, 1968). We then standardize the 

estimated scores within-year to have a mean of 0 and a standard deviation of 1. 

2.3.2 Value-added to Math and ELA test scores  

To estimate teachers’ impacts on test scores, we estimate a value-added model commonly 

used in the literature, separately for math and ELA teachers of 4th through 8th grade students 

(Koedel et al., 2015): 

𝐴𝑖𝑗𝑡 = 𝑓(𝐴𝑖,𝑡−1) + 𝑋𝑖𝑗𝑡𝛽 + 𝛼𝑗𝑡 + 𝛾𝑔 + 𝜖𝑖𝑗𝑡, (1) 

Table 2.2: Summary Statistics of Newly Hired Teachers

N Mean SD Min. Max.

Experience 2897 5.82 6.74 0.00 36.00

Female 2897 0.81 0.39 0.00 1.00

Asian and Pacific Islander 2897 0.02 0.15 0.00 1.00

Black 2897 0.19 0.39 0.00 1.00

Hispanic 2897 0.04 0.20 0.00 1.00

White 2897 0.73 0.45 0.00 1.00

Multiracial/Other 2897 0.02 0.15 0.00 1.00

Std. Evaluation Score 2591 -0.72 0.88 -4.13 2.69

Absences 2847 10.17 7.77 0.00 80.00

Stay in Same School 966 0.72 0.45 0.00 1.00

Stay in WCPSS 966 0.82 0.38 0.00 1.00

Value-added in Math 335 -0.09 0.21 -0.64 0.89

Value-added in ELA 347 -0.02 0.14 -0.37 0.55

Value-added in Absences 200 0.00 0.07 -0.16 0.25

Value-added in Suspensions 200 0.00 0.54 -0.81 1.91

Unique teachers

N (teacher-years)

New Hires

2103

2897

Notes: Includes newly hired teachers with TeacherFit scores.
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where 𝐴𝑖𝑗𝑡 is the outcome of student 𝑖 assigned to teacher 𝑗 in time 𝑡. We control for a function 

of prior math and ELA achievement, which includes the squared and cubed values of the same-

subject prior test score. 𝑋𝑖𝑗𝑡 is a vector that includes student-, classroom-, and school-level 

covariates, including gender, race, Limited English Proficient (LEP) status, and special education 

status, as well as these covariates aggregated to the classroom- and school-level, along with 

mean classroom- and school-level prior test scores. 𝛾𝑔 represent grade fixed effects.  𝛼𝑗𝑡 are 

teacher-by-year fixed effects and represent teacher 𝑗’s value-added to test scores in time 𝑡. 

2.3.3 Value-added to absences and suspensions 

 Given that absences and suspensions are overdispersed count data with excessive zeros, 

we follow Liu and Loeb (2018) who estimate value-added to attendance using a two-level 

negative binomial regression model. For teachers of 4th and 5th grade self-contained classrooms, 

we construct teachers’ value-added to absences and suspensions (separately by outcome) as 

follows: 

 𝑌𝑖𝑗𝑡 | 𝜇𝑖𝑗𝑡 ~ Poisson(𝜇𝑖𝑗𝑡), where (2) 

 𝜇𝑖𝑗𝑘 = exp(𝑓(𝑌𝑖,𝑡−1, 𝐴𝑖,𝑡−1) +  𝑋𝑖𝑗𝑡𝛽 + 𝛼𝑗𝑡 + 𝛾𝑔 + ln(𝑀𝑖𝑗𝑡) + 𝜖𝑖𝑗𝑡)  and (3) 

 exp(𝜀𝑖𝑗𝑘) | 𝛼𝑗𝑡  ~ Gamma(1/𝛼,
1

1+𝛼𝜇𝑖𝑗𝑡
) and   (4) 

𝛼𝑗𝑡  ~ N(0, 𝜎2)  (5) 

Here, 𝑌𝑖𝑗𝑡 is the count of absences or the number of days in out-of-school suspension for student 

𝑖 assigned to teacher 𝑗 in time 𝑡, and 𝜇𝑖𝑗𝑡 represents student 𝑖’s expected count of absences or 

number of days in out-of-school suspension in time 𝑡. We control for a function of the prior 

measure of the outcome of interest, as well as prior math and ELA test scores. 𝑋𝑖𝑗𝑡 represent 

student-, class-, and school-characteristics, similarly defined as above. 𝛾𝑔 are grade indicators, 
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and 𝑀𝑖𝑗𝑡 represents the total days that student 𝑖 is enrolled year 𝑡 (i.e., the exposure parameter). 

𝜀𝑖𝑗𝑘 represents the random error term. 𝛼𝑗𝑡 represents teacher-by-year value-added estimates to 

the outcome of interest, and we obtain the predicted empirical Bayes (EB) estimates of these 

teacher-by-year effects. To interpret estimates of value-added 𝛼𝑗𝑡̂, we can compute the 

percentage change in the expected number of absences (or suspensions) for a student of teacher 

𝑗, relative to the expected number of absences (or suspensions) that the student would have with 

an average teacher, as follows: 

 % change =  (exp (𝛼𝑗𝑡̂) − 1) ∗ 100  (6) 

Unlike the literature on value-added to test scores, in which studies indicate that 

controlling for prior student test scores eliminates most bias from non-random sorting of students 

to teachers (Bacher-Hicks et al., 2014; Chetty et al., 2014a; Kane et al., 2013; Kane & Staiger, 

2008), much less is known about the extent to which non-random sorting of students to teachers 

biases the estimates of value-added to absences and suspensions. Given the nascent state of the 

literature, we urge caution in interpretation and view these results as exploratory. 

 

2.4 Empirical Strategy 

2.4.1 The relationship between TeacherFit scores and teacher outcomes 

To estimate whether TeacherFit scores are predictive of teacher-level outcomes, we use 

OLS to estimate: 

𝑌𝑗𝑘𝑡 = 𝛿0 + 𝛿1Score𝑗 + 𝑇𝑗𝑘𝛿2 + 𝑆𝑗𝑘𝑡𝛿3 + 𝛿𝑡 + 𝛿ℎ + 𝜈𝑗𝑘𝑡, (7) 

where 𝑌𝑗𝑘 indicates the outcome of teacher 𝑗 in school 𝑘 at time 𝑡. Score refers to either a 

teacher’s standardized TeacherFit sum score or the standardized index of TeacherFit dimension 
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scores. The coefficient of interest 𝜙1 is the expected change in the outcome 𝑌 associated with a 

one standard deviation increase in an applicant’s TeacherFit sum score or index score. 𝑇𝑗 

represents a vector of indicators for the teacher characteristics of race, gender, and experience. 

𝑆𝑗𝑘𝑡 represents a vector of school characteristics of teacher 𝑗’s school 𝑘. The school 

characteristics are the same as the school-level covariates included in Equation (1) above, as well 

as school size. 𝛿𝑡 represents year indicators, and 𝛿ℎ are indicators for the number of years since 

being newly hired. Standard errors are clustered at the teacher level. 

 To alleviate concerns of concerns of bias stemming from the possibility that teachers with 

higher (or lower) TeacherFit scores are systematically sorting into schools that enable teachers to 

have better performance measures, we also estimate these models with school fixed effects in 

place of school-level characteristics. In these models, the identifying variation comes from 

applicants that are hired into the same school.  

2.4.2 The relationship between TeacherFit scores and value-added to student outcomes 

 To estimate whether TeacherFit scores are predictive of teacher impacts on student 

outcomes, we use OLS to estimate:  

𝑉𝑗𝑘𝑡 = 𝜆0 + 𝜆1Score𝑗 + 𝑇𝑗𝑘𝜆2 + 𝑆𝑗𝑘𝑡𝜆3 + 𝜆𝑡 + 𝜆ℎ + 𝑢𝑗𝑘𝑡, (8) 

where 𝑉𝑗𝑘𝑡 is the value-added measure of interest. The other components are analogous to those 

in equation (7). The coefficient of interest 𝜆1 is the expected change in the value-added measure 

𝑉 associated with a one standard deviation increase in a teacher’s TeacherFit sum score or index 

score. When 𝑉 represents math (or ELA) test score value-added measures, a one standard 

deviation increase a teacher’s TeacherFit score is associated with a 𝜆1 expected increase in her 

students’ average math (or ELA) test scores, holding all else constant.  
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When 𝑉 represents value-added to absences or suspensions, the outcome variables are 

random effects estimates from a two-level negative binomial model, and interpreting 𝜆1 requires 

an additional step. We use the estimated coefficient 𝜆1̂ to compute the percentage change in the 

expected number of absences or suspensions that is associated with a one standard deviation 

increase in an applicant’s TeacherFit score, holding all else constant. We calculate the incidence 

rate ratio (IRR), followed by the percentage change: 

IRR = exp (𝜆1̂) (9) 

% change =  (IRR −  1) ∗ 100  (10)  

2.4.3 Sample selection 

Using this data, we are only able to observe the performance of applicants who are 

ultimately hired as teachers in WCPSS, and we lack information on how non-hired applicants 

would have performed had they been hired.  In other words, we are unable to examine the 

relationship between TeacherFit scores and teacher performance for the full range of applicants. 

Given that the individuals making hiring decisions in WCPSS are likely trying to select 

applicants that they perceive to be of higher quality, the hiring process may introduce selection 

bias into our estimates. Specifically, we are concerned that low scoring individuals who end up 

hired as new teachers in WCPSS, in spite of their low scores, are particularly impressive in ways 

that are: a) unobservable and b) correlated with their performance as teachers. 

To alleviate concerns of bias from sample selection, similar to Goldhaber et al. (2017), 

we estimate sample selection-corrected models using a Heckman selection model (Heckman, 

1979). To identify the Heckman selection model, we generate a variable which we argue meets 

the exclusion restriction. Our generated variable is a function of the changes in school sizes 

among the set of schools to which an applicant submits applications. More specifically, for each 
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applicant, we examine the set of applications submitted in the most recent calendar year in which 

she applies to be a new teacher in WCPSS. For each school, we calculate the change in school 

size between the previous and current school year, measured in hundreds of students. 16 Then, to 

construct this variable, for each applicant, we assign the maximum value of the change in school 

size among the set of schools to which they applied. This maximum value, which is a measure of 

the extent of growth in student numbers among the set of schools to which an applicant submits 

applications, is predictive of the likelihood that the applicant is hired in WCPSS. Schools that 

happen to experience larger population growth need to hire more teachers, so teachers that have a 

school with large student population growth in their set are more likely to be hired as a new 

teacher in WCPSS. While this measure is related to the likelihood that an applicant is selected 

into the sample, it is otherwise unrelated to the applicant’s on-the-job performance.  

With this instrument, we estimate the following Heckman selection model: 

(11)   𝑌𝑗𝑘 = 𝜙0
′ + 𝜙1

′ Score𝑗  + 𝑣𝑗𝑘
′  (observed only if ℎ𝑖𝑟𝑒𝑑𝑗 = 1), 

(12)  ℎ𝑖𝑟𝑒𝑑𝑗
∗ = 𝜑0 +  𝜑1𝑍𝑗𝑘 +  𝜑2Score𝑗 +  𝑤𝑗𝑘,  

(13)  ℎ𝑖𝑟𝑒𝑑𝑗 = {
1, ℎ𝑖𝑟𝑒𝑑𝑗

∗ > 0

0, otherwise
  

where 𝑍𝑗𝑘 is the excluded variable (i.e., the measure of the extent of school growth among 

schools applied), and ℎ𝑖𝑟𝑒𝑑𝑗
∗ is the propensity for applicant 𝑗 to be hired. If ℎ𝑖𝑟𝑒𝑑𝑗

∗ is greater 

than the threshold value (set at 0), then ℎ𝑖𝑟𝑒𝑑𝑗 = 1 and we observe applicant 𝑗’s outcome 𝑌𝑗𝑘. 

We estimate this Heckman selection model using a two-step method (Heckman, 1979). 𝜙1
′  is the 

 
16 WCPSS experienced large student population growth in this period, growing from 155,184 students in 2014-15 to 

160,429 students in 2017-18. 
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sample selection-corrected estimate of the relationship between the TeacherFit score and the 

outcome of interest.  

 

2.5 Results 

2.5.1 Teacher outcomes 

 We present estimates from equation (7) in Table 2.3, where each of the TeacherFit score 

composites is entered into separate regressions. The first row presents estimates of the 

relationship between the outcomes of interest and the standardized TeacherFit sum score (i.e., the 

sum of scores, each of which are on a 1-9 scale, across the 6 TeacherFit dimensions), while the 

second row does so for the standardized TeacherFit index (i.e., predicted factor). The odd-

numbered columns include controls for school characteristics, while the even-numbered columns 

replace the school characteristics controls with school fixed effects.  

As shown in Columns (1) and (2), we find that scores from the TeacherFit screening tool 

significantly predict teachers’ standardized evaluation scores. A one standard deviation increase 

in the TeacherFit index is associated with a 0.07 SD increase in evaluation scores in our baseline 

model. After including school fixed effects, this estimate attenuates slightly but remains 

statistically significant at 0.06 SD. Columns (3) and (4) examine the relationship between the 

TeacherFit scores and teacher absences. The coefficients are positive and small, but the results 

are not statistically significant. 

In columns (5) through (8), we examine the relationship between TeacherFit scores and 

teacher retention. Surprisingly, in our baseline models, we find that a one standard deviation 

increase in the Teacher Fit index is associated with a 4.3 percentage point decrease in the 

likelihood of remaining as a teacher in the same school in the following year (column (5)) and a  



 71 
 

(1
)

(2
)

(3
)

(4
)

(5
)

(6
)

(7
)

(8
)

S
td

. 
T

ea
c
h

er
F

it
 S

u
m

 S
c
o

re
0

.0
7

5
*

*
*

0
.0

6
6

*
*

*
0

.0
4

5
0

.1
4

0
-0

.0
3

6
*

-0
.0

2
6

-0
.0

2
5

+
-0

.0
1

7

(0
.0

1
9

)
(0

.0
1

7
)

(0
.1

6
5

)
(0

.1
7

6
)

(0
.0

1
7

)
(0

.0
1

9
)

(0
.0

1
5

)
(0

.0
1

6
)

S
td

. 
T

ea
c
h

er
F

it
 I

n
d

ex
0

.0
6

5
*

*
*

0
.0

5
7

*
*

0
.0

7
4

0
.1

7
8

-0
.0

4
3

*
-0

.0
3

3
+

-0
.0

3
0

*
-0

.0
2

3

(0
.0

1
9

)
(0

.0
1

7
)

(0
.1

6
9

)
(0

.1
8

1
)

(0
.0

1
7

)
(0

.0
1

9
)

(0
.0

1
4

)
(0

.0
1

6
)

S
c
h

o
o

l 
C

h
a
ra

c
te

ri
st

ic
s

Y
Y

Y
Y

S
c
h

o
o

l 
F

E
Y

Y
Y

Y

U
n

iq
u

e
 T

ea
c
h

er
s

1
8

8
5

1
8

8
5

2
0

6
3

2
0

6
3

9
4

0
9

4
0

9
4

0
9

4
0

N
 (

te
ac

h
e
r-

y
e
ar

s)
2

5
8

1
2

5
8

1
2

8
3

0
2

8
3

0
9

4
0

9
4

0
9

4
0

9
4

0

T
ab

le
 2

.3
: 

R
e
la

ti
o

n
sh

ip
 b

e
tw

ee
n

 T
e
ac

h
e
rF

it
 S

c
o

re
s 

an
d

 T
ea

c
h

er
 O

u
tc

o
m

es

E
v

a
lu

at
io

n
 S

c
o

re
s

A
b

se
n

ce
s

S
ta

y
 i

n
 S

am
e
 S

c
h

o
o

l
S

ta
y

 i
n

 W
C

P
S

S



 72  

(1
)

(2
)

(3
)

(4
)

(5
)

(6
)

(7
)

(8
)

S
td

. 
T

ea
c
h

er
F

it
 S

u
m

 S
c
o

re
0

.0
0

5
-0

.0
0

2
0

.0
0

2
-0

.0
0

1
0

.0
0

1
0

.0
0

6
-0

.1
3

4
*

*
-0

.1
0

9

(0
.0

1
6

)
(0

.0
1

8
)

(0
.0

1
1

)
(0

.0
1

3
)

(0
.0

0
8

)
(0

.0
1

1
)

(0
.0

5
0

)
(0

.0
7

5
)

S
td

. 
T

ea
c
h

er
F

it
 I

n
d

ex
0

.0
0

7
0

.0
0

3
0

.0
0

4
0

.0
0

4
-0

.0
0

2
0

.0
0

2
-0

.1
4

5
*

*
-0

.1
4

0
+

(0
.0

1
6

)
(0

.0
1

8
)

(0
.0

1
1

)
(0

.0
1

3
)

(0
.0

0
8

)
(0

.0
1

1
)

(0
.0

5
3

)
(0

.0
7

4
)

S
c
h

o
o

l 
C

h
a
ra

c
te

ri
st

ic
s

Y
Y

Y
Y

S
c
h

o
o

l 
F

E
Y

Y
Y

Y

U
n

iq
u

e
 T

ea
c
h

er
s

2
3

9
2

3
9

2
4

9
2

4
9

1
3

9
1

3
9

1
3

9
1

3
9

N
 (

te
ac

h
e
r-

y
e
ar

s)
3

0
5

3
0

5
3

1
9

3
1

9
1

7
3

1
7

3
1

7
3

1
7

3

T
ab

le
 2

.4
: 

R
e
la

ti
o

n
sh

ip
 b

e
tw

ee
n

 T
e
ac

h
e
rF

it
 S

c
o

re
s 

an
d

 T
ea

c
h

er
 I

m
p

ac
ts

 o
n

 S
tu

d
e
n

t 
O

u
tc

o
m

e
s

M
at

h
 V

A
E

L
A

 V
A

A
b

se
n

c
es

 V
A

S
u

sp
e
n

si
o

n
s 

V
A



 73 

3.0 percentage point decrease in the likelihood of remaining a teacher in WCPSS in the 

following year (column (7)). After including school fixed effects, the results somewhat attenuate 

and become marginally significant for the school retention result and insignificant for the district 

retention result. However, the coefficients are still negatively signed. These retention results, 

taken together, provide some suggestive evidence that TeacherFit scores are negative associated 

with teacher retention, at least with respect to teaching in the same school. These findings are 

contrary to the retention results from Goldhaber et al. (2017), who find that higher scores on a 

screening rubric, which is completed by human resources hiring officials, predict an increase in 

district retention, as well as results from Jacob et al. (2018), who find that higher screening 

scores predict a higher likelihood of remaining in the hiring school.17 

2.5.2 Value-added to student outcomes 

 We present our estimates of equation (8) in Table 2.4. The table setup is analogous to that 

in Table 2.3, where each of the TeacherFit score composites is entered into separate regressions. 

The first four columns present results of the relationship between TeacherFit scores and value-

added to student test scores for math and ELA teachers for students in grades 4 through 8. All of 

our estimates are relatively close to 0, and they are all statistically insignificant. 

 We next examine our exploratory results that use value-added to student absences and 

student suspensions as outcome measures. As discussed above, this literature is in a nascent stage 

in comparison to the literature on test score value-added measures. As such, we urge caution in 

the interpretation of the following results. Examining columns (5) and (6), we find that 

TeacherFit scores are not significant predictors of 4th and 5th grade teachers’ value-added to 

 
17 However,  Jacob et al. (2018) find that teachers with better academic background scores are more likely to leave 

their hiring school and more likely to leave DCPS after their first year. 



 74 

absences. The estimates of the coefficients are fairly close to zero and are statistically 

insignificant. 

 Lastly, we examine the relationship between TeacherFit scores and 4th and 5th grade 

teachers’ value-added to suspensions. In our baseline model, we find that an increase in the 

TeacherFit index is associated with a decrease in value-added to suspensions (i.e., a teacher is 

more effective at reducing out-of-school suspension days). If taking the coefficient at face value, 

the coefficient of -0.145 would indicate that a one standard deviation increase in the TeacherFit 

index is associated with a 13.5 percent decrease in out-of-school suspension days. Of the 27,043 

fourth and fifth grade student-years in our 2016-17 and 2017-18 analytic sample, 497 (1.9%) 

have a non-zero number of days in which they received out of school suspensions. As very few 

of these students receive out of school suspensions, the mean number of days suspended is 0.041. 

A 13.5 percent decrease would bring the mean number of days suspended down to 0.035 for the 

average student. Among the subsample of students with non-zero days of out of school 

suspensions, the mean number of suspension days is 2.243. A 13.5 percent decrease would 

translate to a reduction of 0.303 days of out of school suspensions, bringing down the mean to 

1.940 days for this subgroup. 

 After including school fixed effects, the coefficient on the standardized TeacherFit index 

becomes marginally significant, but the magnitude remains similar at -0.140, which translates to 

a 13.1 percent decrease in out-of-school suspension days. These results on the relationship 

between TeacherFit scores and value-added to suspensions provide some suggestive evidence of 

the potential for TeacherFit scores to be predictive of teachers’ ability to reduce suspensions. 

However, these results potentially suffer from a number of limitations. The highly zero-inflated 

nature of the student-level outcome variable of interest, days of out-of-school suspension, may 
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introduce error into the value-added measures produced from the two-level negative binomial 

model. In addition, and perhaps more importantly, the bias from the non-random sorting of 

students to teachers may not be eliminated even after controlling fort the prior number of 

suspended days and prior test scores. With these limitations, we do not place great weight in the 

exact estimates generated from this set of analyses. Rather, we view these results as exploratory 

analyses that could help us understand how teachers with higher TeacherFit scores may behave 

or perform differently.  

2.5.3 Selection-corrected estimates 

 As discussed above, we are concerned that our estimates of the relationship between 

TeacherFit scores and outcomes of interest are biased by sample selection, as we do not observe 

outcomes for the full range of applicants. To alleviate concerns of bias from selection into the 

sample, we now turn to our selection-corrected estimates from our Heckman selection model.  

Table 2.5 provides the estimates from a Probit model analogous to the first-stage of the Heckman 

selection model. The outcome variable is being a newly hired teacher, and the predictors are the 

standardized TeacherFit index and our constructed variable (i.e., the measure of the extent of  

Hired

Std. TeacherFit Index 0.016***

(0.004)

Measure of sch. size growth 0.009***

(0.002)

N (applicants) 10,714

F (excluded variable) 27.78

Table 2.5: First-stage Probit Estimates

Note: Estimates are average marginal effects 

from a Probit regression.
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growth in student numbers among the set of schools an applicant submits applications). This 

model is executed at the applicant-level, and we report the average marginal effect from the 

Probit regression. Here, we see that applicants who have a higher measure of maximum school 

size growth among their set of schools are more likely to be hired as new teachers in WCPSS (F-

stat. = 27.78; p<0.001). 

 Table 2.6 presents our selection-corrected estimates of the relationship between 

TeacherFit scores and our outcomes of interest. Here, the sample of hired teachers is smaller than 

that included in Tables 3 and 4, as it is limited to applicants who: a) submitted teacher 

applications in the same calendar year in which they are hired, and b) apply to schools where we 

can measure the change in school size between the prior year and the time of application. We 

also only include newly hired teachers’ first-year in the data, and the model is fit at the person-

level. In this table, we present estimates from our baseline model without and with the sample 

correction in the odd and even columns, respectively. For the most part, the magnitude of the 

estimates appear substantively similar without and with the sample selection correction, 

alleviating some concern stemming from the possibility of large degrees of bias from sample 

selection. Given these results, we prefer the estimates presented in Tables 2.3 and 2.4 from our 

larger and less restrictive sample. 

 

2.6 Conclusion and Discussion 

Both researchers and practitioners recognize the importance of improving teacher 

selection as a strategy for strengthening the quality of the teacher workforce. As more districts 

turn to the private sector for easy-to-use, “big data” tools that advertise the ability to help 

identify effective teachers, evidence is needed to understand the predictive validity of these tools. 
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In this study, we examine the relationship between one example of these “big data” commercial 

screening tools, TeacherFit, and newly hired teachers’ outcomes. To alleviate concerns of bias 

from sample selection, we also estimate a Heckman selection model using a function of the 

school size growth among the set of schools to which applicants submit applications. We find 

that sample-selection corrected estimates are substantively similar to our estimates without 

corrections, thereby alleviating concerns of large bias from sample selection. 

 We find that scores from the TeacherFit instrument have some capacity to predict teacher 

performance as measured by evaluation scores provided by principals. We find that a one 

standard deviation increase on an index of TeacherFit scores is associated with a 0.06 standard 

deviation increase in evaluation scores. However, we do not find a significant relationship 

between TeacherFit scores and either value-added to math or ELA test scores. Furthermore, we 

find some suggestive evidence that teachers with higher TeacherFit scores are more likely to 

leave their hiring schools after the first year. Relying on scores from a commercial screening tool 

that are positively related to teacher attrition could be viewed as undesirable from the point of 

view of administrators at the hiring schools that invest in recruiting and training new teachers. 

 In exploratory analyses, we find suggestive evidence that teachers with higher TeacherFit 

scores may be better at reducing student suspensions; however, the methods that generate these 

results have potentially worrisome limitations. Nevertheless, these exploratory results, taken 

together with our results on the positive relationship between TeacherFit scores and teachers’ 

evaluation scores, could suggest that higher scoring teachers could be engaging with students in 

a way that promotes better non-tested outcomes and behaviors. 

While these results may be viewed as somewhat favorable, they also suggest that at this 

point in time, a “big data” commercial screening tool – or at least, the TeacherFit commercial 
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screening tool – is not necessarily a substitute for the promising screening processes that are 

conducted by human resources officials as described in the studies by Bruno & Strunk (2018), 

Goldhaber et al. (2017), and Jacob et al. (2018). The screening scores from these more elaborate 

screening processes appear to be stronger predictors of desirable teacher outcomes, and investing 

in these screening systems may have better payoffs than investing in commercial screening tools 

that may be cheaper and easier to implement. Nevertheless, our results focus on just one example 

of a commercial screening instrument. As districts adopt and/or continue using commercial 

screening tools, researchers and practitioners should monitor the predictive validity of the tools 

to ensure that their district is indeed improving teacher selection through their usage.  
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Chapter 3 

Teacher Observation Scores, Persistence of Teacher Effects, and Student Achievement 

 

Abstract 

Prior literature consistently finds that the impact of teacher value-added fades over time. This 

raises some concern that value-added measures may, in part, be capturing some transitory gains. 

This paper attempts to investigate the relationship between teachers’ instructional quality 

(measured by classroom observation scores), the persistence of teacher effects, and longer-run 

student achievement. Using data from the Delaware Department of Education, I find some 

suggestive evidence that in English Language Arts, the persistence of teacher value-added is 

higher for teachers with higher observation scores. Further research is needed to explore this 

relationship. 
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3.1 Introduction 

The research literature consistently demonstrates that the persistence of impact value-

added fades over time (Jacob et al., 2010; Kane & Staiger, 2008; McCaffrey et al., 2004; 

Rothstein, 2010). In other words, the fraction of a teacher’s impact on test scores that carries 

forward into future student test scores decreases in the following school years. Chetty, Friedman, 

and Rockoff (2014b) estimate that 53 percent of a teacher’s impact on test scores, as measured at 

the end of year t, persists into year t + 1; 36 percent persists into year t + 2; and roughly 25 

percent persists into years t + 3 and t + 4. 

There exist a number of hypotheses regarding the mechanisms that cause fade-out. One 

of these hypotheses is that value-added measures may be capturing some transitory gains, such 

as those that may come from “teaching to the test.” This hypothesis is troubling, as it raises 

concerns that value-added measures (or teacher effects) may be overstating the amount of 

permanent knowledge that teachers impart on their students (Jacob et al., 2010). 

This paper attempts to shed some light on this hypothesis by investigating the 

relationship between teachers’ instructional quality (as measured by classroom observation 

scores), the persistence of teacher effects, and students’ longer-run test score outcomes. Using 

data from the Delaware Department of Education (DEDOE), this paper seeks to address the 

following research questions: 

• Do teachers’ classroom observation scores explain variation in the persistence of teacher 

effects? 

• What is the relationship between teachers’ observation scores and their students’ longer-

run test score outcomes, independent of the variation from short-run value-added 

measures? 
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Research suggests that teachers’ classroom observation scores capture different aspects of 

teachers’ performance than do value-added measures. Kane and Staiger (2012) find only modest 

to moderate correlations between teachers’ observation scores and their value-added measures. 

Observation scores could potentially be capturing aspects of teaching that contribute to 

persistence of teacher-imparted knowledge, yet are not captured by short-run value-added 

measures. If so, teachers with higher observation scores may have higher persistence of teacher 

effects. 

Furthermore, observation scores could potentially capture aspects of teaching that are not 

reflected in short-run test scores or short-run value-added measures, but eventually lead to higher 

longer-run test scores. If so, observation scores may be predictive of students’ future test scores, 

independent of the variation from teachers’ short-run value-added measures. 

Understanding how to improve methods that estimate and incorporate teachers’ lasting 

and longer-term impacts may improve alignment between teacher instruction and desired 

outcomes for long-term student learning. Many new teacher evaluation systems are using 

multiple measures of teacher performance, including student test scores and classroom 

observations. Investigating the additional information provided by observation scores and 

whether they may provide insight into teachers’ impact on longer-term knowledge can inform 

future policy decisions regarding the relative weights of these two components within a teacher 

evaluation system. 

In this paper, I attempt to contribute to a larger body of research that seeks to improve 

measurement of teacher quality by incorporating teachers’ longer-term impacts on students’ test 

scores. The analyses in this paper provide some evidence to suggest that, in English Language 

Arts (ELA), teachers’ observation scores may have the potential to explain variation in the 
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persistence of teacher effects. However, the results are far from conclusive, and further research 

is needed improve insights into the relationship between the persistence of teacher effects, 

classroom observation scores, and students’ longer-run outcomes. 

 

3.2 Relevant Literature and Hypotheses 

3.2.1 Persistence of Teacher Effects 

Prior research on the persistence of teachers’ value-added to student test scores shows 

that teacher effects fade out in subsequent years (Jacob et al., 2010; Kane & Staiger, 2008; 

McCaffrey et al., 2004; Rothstein, 2010). Studies have provided a range of estimates for the rate 

of the persistence of teacher effects. Kane and Staiger (2008), using both experimental and non-

experimental data from Los Angeles, estimate that a teacher’s impact on test scores persists at a 

rate of roughly 50 percent per year in the following two years (i.e. roughly one-half of the 

teacher effect measured at the end of year t was detected in year t+1, and roughly one-quarter of 

the teacher effect measured at the end of year t was detected in year t+2). However, Jacob et al. 

(2010) estimate that only 20 to 27 percent of teacher effects persist into the following year. More 

recently, Chetty et al. (2014b), using a larger and broader spanning dataset, estimate that teacher 

effects on test scores rapidly fade in the following two years (with persistence estimates of 53 

percent and 36 percent in years t+1 and t+2, respectively), and then seem to stabilize at roughly 

25 percent in years t+3 and t+4. 

The researchers cited above offer some hypotheses for the fade-out of teacher effects. 

One hypothesis is that fade-out could result from the changing content and the scales of 

standardized tests over time (Kane & Staiger, 2008). Cascio and Staiger (2012) find that a 

statistical artifact (from the common practice of normalizing test scores) could account for 
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roughly 20 percent of fade-out in the longer-term of 4 to 5 years. However, their findings also 

suggest that this statistical artifact accounts for only a small portion of the shorter-run fade-out in 

test scores. 

Another hypothesis is that teacher effects could spill over to other students within 

classrooms in subsequent years through peer effects (Kane & Staiger, 2008). Students who had 

high value-added teachers in the previous year must wait to learn new content while other 

students catch up. This waiting thereby reduces the advantage gained from having had a high 

value-added teacher in the previous year. 

Jacob et al. (2010) suggest that it is possible that students and/or schools may directly 

respond to previous teacher assignments by adjusting future investments/inputs. However, they 

find some evidence to suggest that fade-out is not a result of compensatory teacher assignment. 

In other words, their data do not suggest that students with high value-added lagged teachers are 

being assigned low value-added teachers (and vice versa) in the following year as a response. 

Though other endogenous investments could still be a mechanism for fade-out if, for example, 

students and/or schools are responding to previous teacher assignments by adjusting other 

supplemental instructional inputs. 

If the previously mentioned mechanisms were responsible, there would not necessarily be 

a cause for concern regarding the accuracy of value-added measures in capturing teachers’ 

impacts on student knowledge in the longer-term. However, a more troubling potential 

explanation of fade-out of teacher effects is that value-added measures may, in part, be capturing 

transitory gains. For example, if teachers are “teaching to the test” and emphasizing short-term 

knowledge gains that dissipate, some of the gains captured by value-added measures may fade-

out in following years. In the context of this mechanism, value-added measures capture teachers’ 
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impact on short- and long-term knowledge, and the measure of persistence captures the portion 

of the previously measured teacher impact (value-added) that lasts into the following time 

periods. 

A working paper by Corcoran, Jennings, and Beveridge (2011) provides some suggestive 

evidence that “teaching to the test” and the dissipation of short-term gains could be contributing 

to the fade-out of teacher effects. The authors use data from Houston to examine teacher effects, 

as well as the persistence of teacher effects, on high- and low-stakes standardized tests. 

Interestingly, using the same sample of students and teachers, the authors find only moderate 

correlations between individual teachers’ value-added on the high-stakes test and their value-

added on low-stakes tests (0.50 in reading and 0.59 in math), yielding inconsistent rankings of 

teachers. One possible explanation is that the lack of strength in the correlation could, in part, be 

explained by accountability pressure that induces teachers to focus on test-specific instruction 

that does not generalize to other tests. 

Furthermore, Corcoran et al. (2011) write, “If high-stakes tests incentivize teachers to 

focus efforts on short-term, depreciable skills, one would predict that effects on the high-stakes 

test dissipate more quickly than those on the low-stakes test. In fact, this is exactly what we 

observe” (p. 5). They estimate that in both reading and math, roughly 40 percent of the 4th grade 

teacher’s value-added on the high-stakes test persists one year later, while roughly 60 percent of 

teacher effects measured by the low-stakes test persists one year later. Similarly, in reading 

(math), they find that about 32 percent (28 percent) of the 4th grade teacher’s value-added on the 

high-stakes test persists two years later, while 53 percent (46 percent) of value-added measured 

by the low-stakes test persists two years later. Such evidence is far from conclusive that fade-out 
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is caused in part by “teaching to the test” or other instructional practices. However, these results 

suggest that this mechanism should be further investigated. 

Investigating the persistence of teacher effects and its relationship to instructional quality 

(as measured by observation scores) may inform the understanding of how teachers’ short-run 

impacts carry forward into students’ longer-run academic achievement. However, it is also 

important to consider the possibility that there may exist other significant aspects of teaching that 

are not reflected in short-run test scores but could lead to higher student achievement in the 

longer-run. Carrell and West (2010) use data from the United States Air Force Academy, where 

students are randomly assigned to professors in the standardized math course sequence. They 

find that professors’ contemporaneous value-added scores in the initial math course were 

negatively related to students’ exam scores in follow-up courses. More specifically, the authors 

found that, on average, the students of less experienced professors performed better on the exam 

in the contemporaneous course, but they perform worse in the follow-up course. In contrast, 

students of more experienced professors perform better in the follow-up course. 

One hypothesis for this puzzle is that less experienced professors focus more on the 

material they know will be tested, while more experienced professors may be instilling more 

“deep learning” — the “understanding of mathematical concepts that are not measured” on the 

contemporaneous course exam “but would increase achievement in more advanced mathematics 

and engineering courses” (Carrell & West, 2010, p.423). If such mechanisms were occurring, the 

persistence of professors’ value-added would appear to be low; the short-run value-added 

measures do not capture the advantage gained from deep learning, which might only be reflected 

in the longer-run. In this scenario, the persistence of short-run value-added measures would not 

be properly capturing professors’ “true” impact on longer-run student achievement. To improve 
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measurement of teaching quality, one would like a measure which captures the instilling of the 

“deep learning” that does not appear in the short-run, but positively impacts achievement in the 

longer-run. 

 

3.2.2 Classroom Observation Scores and Value-Added Measures 

Classroom observation scores are “[u]sed to measure observable classroom processes, 

including specific teacher practices, holistic aspects of instruction, and interactions between 

teachers and students” (Goe et al., 2008). Different observation instruments (the protocols used 

to rate classroom observation) are rooted in different visions of quality instruction, and they take 

on different instructional approaches. Taking two of the observation instruments used in the 

Measures of Effective Teaching (MET) project as examples, Pianta’s Classroom Assessment 

Scoring System (CLASS) focuses on student-teacher interactions, while the Protocol for 

Language Arts Teaching Observations (PLATO) emphasizes teachers’ instructional scaffolding 

(Kane & Staiger, 2012). Nevertheless, different classroom observation instruments could 

“portray a remarkably consistent image of classroom practice,” as they did in the MET project 

(Kane & Staiger, 2012, p.25). 

However, the relationship between scores from classroom observations and student 

achievement growth is not very well understood. Pianta et al. (2008) found a “limited and 

modest” relationship between observations of classroom experiences and elementary school 

reading and math achievement growth (p. 392), whereas Schacter and Thum (2004) found that 

evaluative observations conducted in their study were highly predictive of student growth in their 

sample of third through sixth grade teachers. Kane, Taylor, Tyler, and Wooten (2011) use data 

from Cincinnati Public Schools’ Teacher Evaluation System (TES) to assess whether teachers’ 
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scores from classroom observations can predict student test score gains in math and reading. The 

authors find that a one-point increase in a teacher’s “overall classroom practice” score (a 

weighted average of the scores on the observation rubric’s eight standards) is associated with a 

one-tenth standard deviation increase in student math achievement and a one-seventh standard 

deviation increase in student reading achievement.18 

Some more recent studies have shown moderate relationships between classroom 

observation scores and value-added measures. Hill, Kapitula, and Umland (2011), using a small 

sample, found that “while a substantial number of teachers were classified similarly by their 

value-added and observational scores, a large minority were not” (p. 825). The cases featured in 

this study suggest that some teachers with high value-added scores did not have strong 

instruction, and teachers’ value-added scores may not identify these teachers who should be 

targeted for remediation. 

Kane and Staiger (2012), in the MET project, used trained, independent raters to review 

and score video-taped lesson observations on five observation instruments and found modest to 

moderate correlations between observation instrument scores and value-added measures.19 To 

validate the measures from each of these observation instruments, the MET Project examined the 

relationships between the observation instrument scores and teachers’ gains with a different 

group of students than those students observed in the video lessons. The correlations between 

observation instrument scores and math teachers’ measures of value-added in the prior year 

ranged from 0.09 to 0.27. The implied correlations between observation instrument scores and 

 
18 The TES scoring rubric allows for scores of 1 through 4 on teaching practices within eight “standards” of teaching. 

19 The observation instruments used by the MET Project include: Framework for Teaching (FFT), Classroom Assessment 

Scoring System (CLASS), Protocol for Language Arts Teaching Observations (PLATO), Mathematical Quality of Instruction 

(MQI), and the UTeach Observation Protocol (UTOP). 
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math teachers’ underlying value-added ranged from 0.12 to 0.34 across the different 

instruments.20 

Grossman, Loeb, Cohen, and Wyckoff (2013) used data from New York City to examine 

instructional practices of high value-added (top quartile) and lower value-added (second quartile) 

ELA middle school teachers. While they found some evidence to suggest that the instructional 

practices of top-quartile value-added teachers differed from those of the lower value-added 

group, they also found that teachers’ value-added measures were not associated with other 

instructional elements. 

These modest and moderate relationships between observation instrument scores and 

value-added measures perhaps suggest that these two types of measures provide fairly different 

information on teacher quality. Research has not yet determined the extent of the importance of 

the additional information that is provided by observation scores but not captured by value-added 

measures. 

 

3.2.3 Hypotheses 

This study will attempt to contribute to the literature by shedding light on the relationship 

between teachers’ observation scores, the persistence of teacher effects, and longer-run student 

achievement (test score) outcomes. As discussed above, observation scores seem to provide 

different information on teacher quality than that captured by short-run value-added measures. I 

hypothesize that observation scores could: 

 
20 For those teachers who taught more than one section of students in the same school year (primarily middle school teachers), 

the MET project examined the correlations between observation instrument scores and math teachers’ measures of value-added 

for students in other classrooms from the same school year. They found correlations ranging from 0.11 to 0.18, and they found 

implied correlations between observation instrument scores and math teachers’ underlying value-added ranging from 0.16 

to 0.26. 
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a) capture aspects of teaching that contribute to persistence of the knowledge imparted by 

teachers in the short-run, and/or 

b) capture aspects of teaching that induce longer-run gains, yet might not appear in the 

short-run (e.g. aspects of teaching that lead to “deep learning”). 

If so, observation scores could: 

1) explain some variation in the persistence of teacher effects, and/or 

2) explain some variation in students’ longer-run test score outcomes that is not explained 

by persistence of short-run value-added measures. 

To my knowledge, published studies have not yet explored the relationship between 

teacher quality (as measured by observation scores), the persistence of teacher effects, and 

students’ longer-run test scores. This paper makes an attempt to investigate this relationship by 

exploring 1 and 2) above. 

 

3.3 Data 

To investigate the hypotheses above, I rely on administrative data from the Delaware 

Department of Education (DEDOE). My compiled data includes students from grades 3 through 

8 in school years 2005-06 to 2013-14. The available data also provides student demographics, 

state test scores in math and English Language Arts (ELA), and students’ classroom and teacher 

information. 

 

3.3.1 Teacher Effects Sample 

I estimate teacher effects using a sample of students for whom current and lagged state 

test scores, as well as primary teacher and classroom information, is available. Therefore, the 
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sample of students contributing to the estimation of teacher effects is limited to students in 

grades 4 through 8 in school years 2006-07 to 2013-14.21 Table 3.1 includes summary statistics 

for these students. I limit the sample to students with a full set of demographic control variables, 

valid links to teachers, a classroom size between 5 and 40 students, and a classroom with fewer 

than 50 percent special education students. Given this set of restrictions, the average math and 

ELA scores, which are standardized statewide within grade and year, are 0.17-0.19 standard 

deviations above the state mean. 

Table 3.1: Summary Statistics for Teacher Effects Sample 

 Math ELA 

% Male 49.87 49.59 

% Economically Disadvantaged 47.33 47.10 

% Black 29.54 29.72 

% Asian 3.42 3.40 

% Hispanic 11.59 11.32 

% White 53.43 53.55 

   
Mean Math Score (Standardized) 0.19 0.18 

Standard Deviation 0.94 0.94 

   
Mean ELA Score (Standardized) 0.17 0.17 

Standard Deviation 0.92 0.92 

   
N 226,917 226,857 

Note: Sample includes students in grades 4-8 in school years 2006-07 to 

2013-14. Math and ELA test scores are standardized statewide within year 

and within grade to have a mean of zero and a standard deviation of one. 

3.3.2 Observation Score & Persistence of Teacher Effects Sample 

Estimating the one-year persistence of teacher effects requires student test scores from 

one-year after students have left their teachers’ classrooms. For example, estimating the 1-year 

 
21 The available data provides state test scores from school year 2005-06. Therefore, 1-year lagged test scores are available for 

students in 2006-07, allowing current students in 2006-07 to contribute to the estimation of teacher effects. 
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persistence of teacher effects among 4th grade teachers in 2006-07 requires their students’ 5th 

grade test scores from 2007-08, as well as the 4th grade test scores from 2006-07 and the 4th 

grade teachers’ value-added measures. Since value-added measures are only available for 

teachers in grades 4 through 8, the sample of students that can contribute to estimates of 

persistence of teacher effects is restricted to 4th through 8th graders in school years 2006-07 to 

2012-13 with 2 consecutive years of test scores (i.e., test scores from the current and following 

year).  

To examine whether observation scores explain variation in the persistence of teacher 

effects or longer-run test score outcomes, I calculate a composite classroom observation score for 

teachers using their 2013-14 ratings, collected as part of Delaware’s statewide educator 

evaluation system, Delaware Performance Appraisal System II (DPAS II). This system evaluates 

teachers in both tested and non-tested grades and subjects. In the DPAS II Process, an evaluator 

(an observer who is credentialed by DEDOE) is assigned to perform a teacher’s summative 

evaluation. The assigned evaluator generally performs a teacher’s observations, but the assigned 

evaluator may designate a school administrator (who is also a credentialed observer) to conduct 

the teacher’s observation instead. Novice teachers receive a minimum of one announced and two 

unannounced observations, while experienced teachers receive a minimum of one announced or 

unannounced observation. Experienced teachers who had not previously earned an effective 

rating receive a minimum of one announced and one unannounced observation. 

During the observation(s), the evaluator collects evidence of four components: planning 

and preparation, classroom environment, instruction, and professional responsibilities. The 

evaluator uses rubrics to evaluate the teacher performance on these components, according to the 

Delaware Framework for Teaching, which is based on Charlotte Danielson’s Enhancing 
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Professional Practice: A Framework for Teaching (2nd Edition). The evaluator uses rubrics to 

assign ratings of unsatisfactory, basic, proficient, or distinguished on each criterion within each 

component. For example, the instruction component contains 5 criteria (engaging students in 

learning, demonstrating flexibility and responsiveness, communicating clearly and accurately, 

using questioning and discussion techniques, and using assessment in instruction), each of which 

receives a rating. I use these ratings to create a composite observation score for each teacher with 

available data, as described in the Methods section below. 

Table 3.2: Summary Statistics for Observation Score  

& Persistence Sample 

  Math ELA 

% Male 49.57 49.26 

% Economically Disadvantaged 44.93 43.33 

% Black 26.51 24.92 

% Asian 3.85 3.90 

% Hispanic 11.91 11.27 

% White 55.80 57.85 

   
Mean Math Score (Standardized) 0.27 0.31 

Standard Deviation 0.93 0.94 

   
Mean ELA Score (Standardized) 0.25 0.29 

Standard Deviation 0.91 0.91 

   
N 84,503 78,768 

Note: Sample includes students in grades 4-8 in school years 2006-07 to 

2012-13. Math and ELA test scores are standardized statewide within year 

and within grade to have a mean of zero and a standard deviation of one. 

One severe limitation of my available data is that I only have observation scores for teachers who 

were evaluated in school-year 2013-14. This feature of the dataset vastly limits the sample to 

only those students who had math and ELA teachers that were still teaching, and therefore 

observed and rated, in DEDOE in school-year 2013-14. Table 3.2 includes summary statistics for 

these students. This limitation of the data hinders the generalizability of the results, as the 
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students and their teachers are only a subset of the population of DEDOE students/teachers. In 

particular, note that this requirement increases the average standardized math and ELA scores to 

0.25-0.31 standard deviations above the state mean. 

 

3.4 Methods 

3.4.1 Estimating teacher value-added 

Prior to estimating the persistence of teacher effects, I estimate teacher value-added 

measures, or measures of teachers’ individual impacts on student test scores. (Student test scores 

are standardized within grade and within year.) To do so, I estimate the following: 

(1)   𝑌𝑖𝑐𝑗𝑡 = 𝑌𝑖,𝑡−1𝛿 + 𝑋𝑖,𝑡𝛽 + 𝑋̅𝑐𝑗𝑡
𝑐 𝛾 + 𝑋̅𝑐𝑗𝑡

𝑘 𝜌 + 𝜎𝑔𝑡 + 𝑣𝑖𝑐𝑗𝑡 

 where 

(2)  𝑣𝑖𝑐𝑗𝑡 = 𝜇𝑗 + 𝜃𝑐𝑗𝑡 + 𝜖𝑖𝑐𝑗𝑡 

and where 𝑌𝑖𝑐𝑗𝑡 is the test score 𝑌 of student i in classroom c with teacher j at time t. 𝑌𝑖,𝑡−1 is a 

vector containing prior year math and ELA test scores for student i, along with their squared and 

cubed values. 𝑋𝑖,𝑡 is a vector of student characteristics, including gender, race, economically 

disadvantaged status, special education status, limited English proficiency (LEP) status, status as 

a former LEP student, and an indicator for being new to the school. 𝑋̅𝑐𝑗𝑡
𝑐  and 𝑋̅𝑐𝑗𝑡

𝑘  are vectors of 

mean classroom and cohort (students in the same grade and school) characteristics, as well as 

class size and cohort size, for students in classroom c. 𝜎𝑔𝑡 represents grade-by-year indicators.  

Assuming nested random effects, where 𝜇𝑗 represents random teacher effects and 𝜃𝑐𝑗𝑡 

represents random classroom effects, I use Hierarchical Linear Modeling (HLM) to calculate the 

empirical Bayes teacher effects estimates 𝜇𝑗̂. Under these assumptions, the best linear unbiased 
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predictions (BLUPs) are these empirical Bayes, or “shrunken” estimates. The estimates of 

teacher effects are standardized to have a mean of 0 and a standard deviation of 1. 

 

3.4.2 Calculating a Composite Observation Score 

I first calculate a composite observation score, 𝑜𝑏𝑠𝑗 for each teacher j with ratings from 

the evaluation system in 2013-14. My data include ratings on 18 items across four components 

(planning and preparation, classroom environment, instruction, and professional 

responsibilities). Teachers can receive 4 possible ratings on each of the 18 items, and the ratings 

are coded as follows: unsatisfactory is coded with the value 1, basic with the value 

2, proficient with the value 3, and distinguished with the value 4. I then create a composite 

observation score, 𝑜𝑏𝑠𝑗, by fitting a graded response model (GRM):  

(3)  Pr(𝑌𝑞𝑖 ≥ 𝑚|𝑎𝑞 , 𝑏𝑞 , 𝜃𝑖) =  
𝑒𝑥𝑝(𝑎𝑞(𝜃𝑖−𝑏𝑞𝑚))

1+exp(𝑎𝑞(𝜃𝑖−𝑏𝑞𝑚))
, 

where 𝑌𝑞𝑖 is the rating that teacher 𝑖 received on item 𝑞, 𝑚 refers to the categories of scores (i.e., 

on a 4-point Likert scale, 𝑚 = 1, … , 4); 𝑎𝑞 is the discrimination parameter for item 𝑞; 𝜃𝑖 is the 

latent quality of the observed lesson; and 𝑏𝑞𝑚 is the difficulty parameter for response category 𝑚 

on item 𝑞. 

Table 3.3 provides the means and standard deviations of observation scores for the math 

and ELA teachers of students in the sample for this analysis. I present the means and standard  
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deviations of each of the four component scores and the composite observation score. The mean 

of each component score (on a 1-to-4 scale) is between 3.16 and 3.22. The teachers of the 

students in this sample appear to be positively selected relative to the average DEDOE teacher 

with a rating in 2013-14, with a mean composite observation score of 0.11 in math and 0.18 in 

ELA. Table 3.3 also provides the correlation between these teachers’ observation scores and 

career value-added scores. Similar to prior literature, I find moderate correlations between 

observation scores and value-added measures of 0.240 in math and 0.197 in ELA. 

 

3.4.3 Examining the role of observation scores and the persistence of teacher effects 

Leave-year-out measure of teacher value-added. Using the method described above, I 

will first calculate a value-added score 𝜑𝑖𝑗𝑡 for teacher j, who teaches student i in year t. 

However, in calculating 𝜑𝑖𝑗𝑡, I include data from all available years except the year in which 

teacher j teaches student i. I exclude data from time t from contributing to teacher j’s value-

added score 𝜑𝑖𝑗𝑡 because the estimation error from using time t data would likely be correlated 

with other classroom-specific learning shocks experienced by student i in that same year. For 

example, if student i is taught by teacher j in 2009-10, the value of 𝜑𝑖𝑗𝑡 associated with student i 

will be the estimate of 𝜇𝑗, calculated from data in all available years except 2009-10. In other 

words, 𝜑𝑖𝑗𝑡 is a leave-year-out measure of teacher value-added that is calculated by excluding 

data from year t. 

Estimating persistence of teacher effects after one year. To generate baseline 

estimates of the persistence of teacher effects after one year, I use a two-stage least squares 

approach, similar to Jacob et al. (2010), where 𝛽𝑉𝐴 is the persistence of teacher value-added: 
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First-stage equation: 

(4)  𝐴𝑖𝑗𝑡 =  𝜔𝜑𝑖𝑗𝑡 + 𝑋𝑖𝑡Π + 𝛾𝑔𝑡 +  𝜁𝑖𝑗𝑡 

Second-stage equation: 

(5)  𝐴𝑖𝑡+1 = 𝛽𝑉𝐴𝐴𝑖𝑗𝑡̂ + 𝑋𝑖𝑡Γ + 𝜏𝑔𝑡 + 𝜀𝑖𝑗𝑡+1, 

where 𝐴𝑖𝑗𝑡 is the math (ELA) test score belonging to student i who is taught by teacher j in time 

t, and 𝐴𝑖𝑡+1 is student i’s same-subject test scores in time t+1. 𝑋𝑖𝑡 is a vector of student 

covariates (race and gender indicators, prior test scores, and mean classroom and cohort 

characteristics of these covariates), and the specification includes grade-by-year indicators for 

time t.  

In this two-stage model, the persistence of teacher effects into time t+1 is a function of 

the effectiveness of student i's teacher j in time t. In the first-stage, 𝜑𝑖𝑗𝑡, the leave-year-out value-

added score belonging to teacher j who teachers student i in year t, serves as the excluded 

instrument. 𝛽𝑉𝐴̂ can then be interpreted as an estimate of the average proportion of teacher value-

added that persists into the following period t+1. In other words, 𝛽𝑉𝐴 measures how much of the 

initial test score variation induced by teachers j in time t is preserved after one year. 

Examining the role of observation scores. To examine whether observation scores 1) 

explain some variation in the persistence of teacher effects, and/or 2) explain some variation in 

students’ longer-run test score outcomes that is not explained by persistence of short-run value-

added measures, I will use a two-stage least squares approach that builds on the two-stage model 

expressed above in equations (4) and (5): 

First-stage equations: 

(6)  𝐴𝑖𝑗𝑡 =  𝜆1𝜑𝑖𝑗𝑡 +  𝜆2𝑜𝑏𝑠𝑗 + 𝜆3𝜑𝑖𝑗𝑡𝑜𝑏𝑠𝑗 + 𝑋𝑖𝑡Π + 𝛾𝑔𝑡 + 𝜁𝑖𝑗𝑡 
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(7)   𝐴𝑖𝑗𝑡𝑜𝑏𝑠𝑗 =  𝛿1𝜑𝑖𝑗𝑡 +  𝛿2𝑜𝑏𝑠𝑗 + 𝛿3𝜑𝑖𝑗𝑡𝑜𝑏𝑠𝑗 + 𝑋𝑖𝑡Δ + 𝜋𝑔𝑡 + ∈𝑖𝑡 

Second-stage equation: 

(8)  𝐴𝑖𝑡+1 = 𝛽1𝐴𝑖𝑗𝑡̂ + 𝛽2𝑜𝑏𝑠𝑗 + 𝛽3𝐴𝑖𝑗𝑡𝑜𝑏𝑠𝑗𝑡
̂ + 𝑋𝑖𝑡Θ + 𝜏𝑔𝑡 + 𝜀𝑖𝑡+1, 

where 𝐴𝑖𝑗𝑡 is the math (ELA) test score belonging to student i who is taught by teacher j in time 

t,  and 𝐴𝑖𝑗𝑡𝑜𝑏𝑠𝑗 is the interaction between student i’s test score in time t and her teacher j’s 

composite observation score 𝑜𝑏𝑠𝑗. Just as in the model above, 𝑋𝑖𝑡 is a vector of student 

covariates, and the model includes grade-by-year indicators for time t.  

 As shown in equations (6) and (7), the two excluded instruments in the first stage are: 1) 

𝜑𝑖𝑗𝑡, the leave-year-out value-added score belonging to teacher j who teachers student i in year t, 

and 2) 𝜑𝑖𝑗𝑡𝑜𝑏𝑠𝑗, the interaction between teacher j’s leave-year-out value-added score and teacher 

j’s composite observation scores. Variation in teacher j’s value-added measure, variation in 

teacher j’s composite observation score, and the variation in the interaction between the two, 

along with student covariates, are used to obtain predicted values of 𝐴𝑖𝑗𝑡 and 𝐴𝑖𝑗𝑡𝑜𝑏𝑠𝑗. 

 In this two-stage model that extends from the model presented in equations (4) and (5), 

the persistence of teacher effects into time t+1 is still a function of the effectiveness of student i's 

teacher j in time t; though here, the persistence of teacher effects is moderated by teacher j’s 

composite observation score. That is, I use the model represented in equations (6)-(8) to examine 

whether the persistence of teacher effects changes as the value of the observation score changes. 

 In equation (8), the second-stage equation, the coefficients of interest are 𝛽2 and 𝛽3.  

𝛽2 provides evidence on whether teachers’ observation scores explain variation in students’ test 

scores in time t + 1 that is unexplained by the persistence of teacher effects. In other words, 𝛽2 

addresses the extent to which teacher j’s observation score can capture information (which is 
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independent of the information captured by teacher j’s value-added measure) on how teacher j’s 

students will perform one year later. 𝛽3 provides evidence as to whether teacher j’s observation 

score serves as a moderator variable for the persistence of teacher j’s value-added measure into 

time t+1. That is, 𝛽3 addresses whether the persistence of teacher effects into time t+1 is 

expected to vary by (or depend on) the values of the teacher observation scores. In other words, 

𝛽3 provides a test of whether the information that is captured by teacher observation score can 

explain some variation in the persistence of teacher effects.  

 

3.5. Results 

To examine the relationship between the persistence of teacher effects, classroom observation 

scores, and students’ longer-run test scores, I use the empirical strategies described above with 

equations (4)-(5) and (6)-(8). Table 3.4 reports the results of this analysis. First, using the 

strategy represented in equations (4)-(5), I estimate a baseline measure of persistence of teacher 

effects after one-year in this particular sample of students. As shown in Columns (1) and (5), the 

rate of persistence of teacher effects is estimated to be 54 percent in math and 56 percent in ELA, 

which is roughly similar to the estimated rates of persistence reported by Chetty et al. (2014). 

Columns (2) and (6) report the estimates of the coefficient on the observation score from an OLS 

regression of equation (8) without the achievement term and without the interaction term 

between achievement and observation score. In both math and ELA, the estimated coefficients 

on the observation score are positive and statistically significant, though small in magnitude at 

0.021 and 0.013, respectively. This suggests that, on average, students who are assigned to 

teachers who receive higher observation scores, are predicted to have slightly higher test scores 

in the following school year.   
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Next, I estimate the model in equations (4) and (5) with the addition of teacher j’s observation 

score in the right hand side of the equations, and I report the estimates in Columns (3) and (7). 

The estimated persistence of teacher effects remains similar to the baseline estimates reported in 

Columns (1) and (5) after including teacher 𝑗’s observation score as a covariate. However, the 

coefficients on the observation score are close to zero and no longer significant. Observation 

scores may not be predictive of students’ future test scores independent of the variation in 

achievement from teachers’ short-run test score effects. 

Finally, the results in Columns (4) and (8) report the estimates of the coefficients from 

equation (8). 𝛽3̂, the estimated coefficient on the predicted interaction term, is statistically 

insignificant in math (Column 4), but is statistically significant in ELA (Column 8). This 

provides some suggestive evidence that, in ELA, the persistence of teacher  

effects into time t+1 is expected to vary by the values of the teacher observation scores. That is, 

in ELA, teacher observation scores have the potential to serve as a moderator variable for the 

persistence of teacher value-added. However, in math, I do not find evidence that the relationship 

between teacher value-added and students’ test scores one-year later varies by teachers’ 

observation scores. 

 

 

3.6 Conclusion 

These results provide some evidence to suggest that, in ELA, observation scores may 

contain information that explains some variation in the persistence of teacher value-added. 

Teachers with higher observation scores may have more persistent teacher effects on test scores 

one-year later. One potential explanation is that observation scores may capture aspects of 
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teaching that contribute to long-term knowledge but may not be captured by value-added 

measures.  

However, the results reported here are far from conclusive. Further research is needed to 

investigate the relationship between the persistence of teacher effects, classroom observation 

scores, and students’ longer-run outcomes. The data used in this analysis suffer from many 

limitations. In particular, observation scores are only available for a single school-year, 2013-14. 

Single-year observation scores likely capture a great deal of noise. Availability of observation 

ratings from additional years would improve the reliability of the observation scores and may 

perhaps lead to clearer results. Furthermore, the limited availability of teachers’ observation 

scores placed a sizable limitation on the sample of students that could contribute to the 

estimation of the coefficients of interest. Future research using improved data may provide better 

insights into the relationship between the persistence of teacher effects, classroom observation 

scores, and students’ longer-run outcomes. 

Such research could contribute to a better understanding of teacher impacts on students’ 

longer-run outcomes and contribute to a broader body of knowledge that seeks to improve the 

measurement of teacher quality. Better measures of teacher quality could inform teacher 

evaluation policies, improve accountability practices, and provide helpful feedback to teachers. 

Ultimately, pursuing this body of research could aid in improving the alignment between 

teachers’ instructional practices and students’ long-term outcomes. 
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Conclusion 

 

The three papers in this dissertation contribute to a growing understanding of the types of 

information captured by ratings of teachers and teacher applicants. In the first paper, I investigate 

the role of race and gender dynamics between teachers and administrators in the setting of 

classroom observations. Using a two-way fixed effects strategy, I find that teachers, on average, 

experience small positive effects from sharing race or gender with their raters on their 

observation scores. These dynamics have important implications for the estimated size of the 

Black-White and male-female observation score gaps, where White and female teachers score 

higher than their Black and male peers. Specifically, I find that the observation score gap 

between Black and White teachers is smaller when Black observers rate teachers, as compared to 

when White observers rate teachers. Similarly, the male-female gap is smaller by when male 

observers rate teachers, as compared to when female observers rate teachers. The results raise 

fairness concerns for teachers whose demographics are not reflected by any of their raters, and 

they implore those who use observation scores in decision-making to carefully consider the 

circumstances and context under which the scores were generated. 

 In the second paper, I examine the predictive validity of a commercial screening tool that 

claims to use “big data” techniques to generate ratings of teacher applicants for the purpose of 

identifying effective teachers. I find that scores from the TeacherFit instrument have some 

capacity to predict teacher performance as measured by evaluation scores provided by principals. 

I also find some limited but suggestive evidence that teachers with higher TeacherFit scores may 
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be engaging with students in a way that promotes better non-tested outcomes and behaviors. 

However, the TeacherFit tool is not necessarily a substitute for the promising screening 

processes that are conducted by human resources officials as described in recent studies. As 

districts continue to adopt commercial screening tools, researchers and practitioners should 

monitor the predictive validity of their tools to examine the extent to which these tools can be 

used to improve teacher selection. 

 In the third paper, I examine whether teachers’ observation scores contain information 

about the extent to which teachers’ impacts on student test scores persist in the longer term. I 

find some evidence to suggest that, in ELA, observation scores may contain information that 

explains some variation in the persistence of teacher value-added. However, the data used in this 

analysis suffers from many limitations, and further research is needed to provide better insights 

into the relationship between classroom observation scores and the persistence of teacher effects. 

As the research literature continues to advance and provide greater insights into the information 

captured by ratings of teachers and teacher applicants, policymakers and practitioners will be 

better equipped to harness the information contained in ratings to improve teacher selection, 

development, and evaluation. 
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Appendix A 

 

A.1. Value-added to Math and ELA test scores 

To estimate teachers’ contributions to test scores, I estimate the following value-added 

model separately for math and ELA teachers of 4th through 8th grade students: 

𝐴𝑖𝑗𝑡 = 𝑓(𝐴𝑖,𝑡−1) + 𝑋𝑖𝑗𝑡𝛽 + 𝛼𝑗𝑡 + 𝛾𝑔 + 𝜖𝑖𝑗𝑡, (A.1.1) 

where 𝐴𝑖𝑗𝑡 is the outcome of student 𝑖 assigned to teacher 𝑗 in time 𝑡. I control for a function of 

prior math and ELA achievement, which includes the squared and cubed values of the same-

subject prior test score. 𝑋𝑖𝑗𝑡 is a vector that includes student-, classroom-, and school-level 

covariates, including gender, race, Limited English Proficient (LEP) status, and special education 

status, as well as these covariates aggregated to the classroom- and school-level, along with 

mean classroom- and school-level prior test scores. 𝛾𝑔 represent grade fixed effects.  𝛼𝑗𝑡 are 

teacher-by-year fixed effects and represent teacher 𝑗’s value-added to test scores in time 𝑡. 
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Element

Comprehensive/

Standard
Abbreviated

1A Teachers lead in their classrooms. 9.98 8.17

1B Teachers demonstrate leadership in the school. 74.32 71.29

1C Teachers lead the teaching profession. 75.19 72.18

1D Teachers advocate for schools and students. 74.77 71.68

1E Teachers demonstrate high ethical standards. 72.26 69.02

2A
Teachers provide an environment in which each child has a positive, 

nurturing relationship with caring adults.
13.63

2B
Teachers embrace diversity in the school community and in the world.

27.43

2C Teachers treat students as individuals. 14.18

2D
Teachers adapt their teaching for the benefit of students with special 

needs.
22.86

2E
Teachers work collaboratively with the families and significant adults 

in the lives of their students.
73.59

3A
Teachers align their instruction with the North Carolina Standard 

Course of Study.
15.19

3B Teachers know the content appropriate to their teaching specialty. 14.22

3C
Teachers recognize the interconnectedness of content 

areas/disciplines.
19.95

3D Teachers make instruction relevant to students. 18.37

4A

Teachers know the ways in which learning takes place, and they 

know the appropriate levels of intellectual, physical, social, and 

emotional development of their students.

4.42 3.26

4B Teachers plan instruction appropriate for their students. 8.21 7.35

4C Teachers use a variety of instructional methods. 2.30 1.41

4D Teachers integrate and utilize technology in their instruction. 13.92 16.93

4E
Teachers help students develop critical thinking and problem-solving 

skills.
2.89 2.17

4F
Teachers help students work in teams and develop leadership 

qualities.
14.32 16.28

4G Teachers communicate effectively. 1.90 1.06

4H
Teachers use a variety of methods to assess what each student has 

learned.
7.50 6.16

5A Teachers analyze student learning. 79.14

5B Teachers link professional growth to their professional goals. 79.91

5C Teachers function effectively in a complex, dynamic environment. 80.10

N (teacher-observations) 77,723 36,277

Table A.1: Element Rating Missingness Rates by Evaluation Cycle

Note: Shaded rows indicate that the element's rating is included in the construction of teacher observation scores. 

Teachers undergoing the Abbreviated Evaluation Cycle are evaluated on only Standards I and IV during their 

classroom observations.
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