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ABSTRACT

Across machine learning, social network analysis, and algorithms, many fundamental objec-
tives we care to optimize are submodular, such as influence, innovation diffusion, clustering,
mutual information, feature selection, and data summarization. Whereas typical applications
across these domains include problem instances defined on massive data sets, maximizing a
submodular function subject to a cardinality constraint is NP-hard, and current state-of-the-art
serial algorithms achieve an optimal approximation only after a number of queries that is linearly
increasing in the size of the data.

Recently, there has been a great deal of research on parallel algorithms whose theoretical
runtime on an idealized parallel machine is exponentially faster than algorithms used for sub-
modular maximization over the past 40 years. However, it is computationally infeasible to use
these algorithms in practice even on small data sets because the non-asymptotic number of iter-
ations and queries they require depend on large constants and high-degree polynomials in terms
of the precision and confidence of their approximations.

This dissertation describes a new parallel algorithm called Fast Adaptive Sequencing Tech-
nique (Fast) for maximizing a monotone submodular function under a cardinality constraint
k. The design principles behind the Fast algorithm are a significant departure from those of
recent theoretically fast algorithms. These design principles yield theoretic guarantees that are
competitive with recent theoretically fast algorithms, but practical performance that is orders of

magnitude faster than state-of-the-art algorithms used in practice. Specifically, Fast obtains an
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approximation that is arbitrarily close to the optimal 1 — 1/e guarantee in an asymptotic parallel
runtime (adaptivity) that is O(log(n) log?(log k)) using O(nloglog(k)) total queries. In terms
of practical parallel runtimes, we show that Fast is orders of magnitude faster than any known
algorithm for submodular maximization, including hyper-optimized parallel versions of state-

of-the-art serial algorithms, by running experiments on large data sets.
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Introduction

Submodular functions are an inescapable fact of social and economic life; they are also funda-
mentally ingrained in the design of both canonical problems and the algorithms we seek to apply
to them across a variety of scientific and social scientific fields. Informally, a submodular func-
tion is a type of set function—that is, a type of function that maps a set of items (e.g. people in
a social network, dictionary words, retail goods, etc.) to a value, which might represent quality

for example. A submodular set function (henceforth: submodular function) is any set function



that exhibits the key property of diminishing returns, such that the added value that a particular
item (or person, good, etc.) would stand to contribute to our set may decrease as we add other
items to the set.

Consider the following illustrative example: a community organizer can telephone only a
small number of her contacts to spread a message. Knowing that each contact she calls will in
turn spread the message to their immediate friends, she seeks to maximize the overall count of
people who will receive the message (i.e. the set function she wants to maximize). However,
note that contacts exhibit diminishing returns in their marginal contributions to the overall count
of people who receive the message: Whereas a popular contact with many close friends may
contribute significantly to the overall count of message recipients if the organizer calls her first,
her contribution diminishes as the set of other contacts whom the organizer has called grows,
as many of the popular contact’s friends will have already received the message from others the
organizer called before her. Because members of the domain of the organizer’s set function (i.e.
contacts she can call) exhibit diminishing returns in this example, we say her objective function
is submodular.

Due to the ubiquity of this diminishing returns property in other social domains, submodular
functions arise naturally in numerous other areas of social life. For example, our organizer’s
dilemma illustrates just a simplistic case of the general problem of maximizing influence on so-
cial networks, known elsewhere as information or innovation diffusion. Specifically, suppose a
goal is to select some number of initial ‘influencers’ (i.e. people, media outlets, governments)
to adopt and spread a message or innovation such that the overall spread is maximized. We
might suppose that the influence process is simple, such as the ‘immediate friend’” influence
function in our community organizer problem, or we might suppose it is more complex. For
example, perhaps people are only influenced when some fraction of their friends adopt the mes-

sage. Alternatively, we might suppose that influence is a random process where each person



has a probability of being influenced by anyone with whom they are friends in any of several
time periods. Interestingly, it turns out that these and many other natural variations are also

submodular functions [Kempe et al., 2003].

Submodular functions in social and economic life. Social networks and diffusion aside, mi-
croeconomics has for nearly seven decades considered the acquisition of goods to be an often-
times fundamentally submodular process. Specifically, in one of the very first applications of the
concept of Nash equilibrium, Arrow and Debreu [1954] famously argued that the problem faced
by a consumer is to select a bundle of goods based on some constraint, such as the fact that the
value of the bundle of goods cannot exceed the consumer’s income. Here, many pairs of goods
are, at least to some degree, natural substitutes. As such, when neither good from a particular pair
is owned, then acquiring one yields a much larger increase in utility or welfare compared to what
it would contribute if the other good from the pair were already owned. Similarly, in William
Vickrey’s seminal “Counterspeculation, Auctions, and Competitive Sealed Tenders” [Vickrey,
1961]—which arguably marks the inception of the field of mechanism design—consumers (or
auction bidders) themselves may exhibit submodularity; as many consumers may desire the same
good, a seller may experience diminishing returns on the value that new consumers will con-
tribute. Shapley famously extended this notion across the field of cooperative game theory with
the notion of convex cooperative games; here, an agent’s utility from—or contribution to—a

cooperative coalition diminishes as the coalition grows [Shapley, 1971].

Submodular functions in canonical problems in the field of algorithms. Submodular func-
tions are also fundamentally ingrained not only in many of the formal problems we seek to use
algorithms and machine learning to solve, but also in the design of the algorithmic and machine

learning techniques we deploy to solve them.



Submodular problems include the canonical constrained set cover problem, in which the goal
is to identify a collection of k elements that maximizes the count of given sets that have at least
one element represented in the collection. Similarly, classic objective functions in the following

canonical algorithmic problems are also submodular:

¢ Vertex cover;

» Edge cover;

¢ Network max cover;

e Matrix rank;

* Graph cut.

Each of these problems shares the fundamental property that the selection of multiple ele-
ments may result in subadditive value due to the fact that elements exhibit overlaps in the sets
(or vertices, edges, etc.) they cover. Unconstrained versions of these problems are represented

in several entries of Karp’s canonical 21 problems [Karp, 1972, Zuckerman, 1996].

Submodular functions across central problems in data science. Many central problems in
data science also exhibit submodularity. For example, standard objectives functions to solve the

following problems are submodular:

* Clustering [Mirzasoleiman et al., 2013, Liu et al., 2013] (k-medians, k-medioids, exem-
plar clustering, etc.), where the goal is to recover a small set of clusters such that each

data point is similar to other data points in the same cluster;

» Data summarization [Singla et al., 2016, Mirzasoleiman et al., 2016, Tschiatschek et al.,

2014], where the goal is to find a small representative ‘summary subset’ of data points—
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for example, words that summarize a document; images such that each image in the large

database is similar to at least one image in the summary set, etc.

* Sensor placement [Guestrin et al., 2005, Krause et al., 2008b], where the goal is to select
a subset of locations to place sensors such that the data they collect will be maximally

informative;

¢ Recommendation [El-Arini et al., 2009, Mirzasoleiman et al., 2016, Tschiatschek et al.,
2017], where the goal is to select a small but diverse subset of e.g. movies or consumer

goods that a consumer will rate highly or enjoy.

Coverage versus diversity. A defining aspect of these and many other problems in data sci-
ence is that submodularity frequently arises due to the fact a good solution to each of these
problems must exhibit two competing properties: coverage and diversity. Specifically, consider
the recommendation objective. It is a common fallacy to suppose that recommender systems
that select sets of items, such as Netflix’s front page of ‘recommended films’, work merely by
predicting which movies a consumer will rate highly, then filling the recommendation page with
the movies at the top of the predicted ratings list. In practice, such an approach may indeed yield
many well-liked movies, but redundant and poorly performing recommended sets (i.e. front
pages) of movies. The reason is that such an approach fails to reward diversity. For example, if
arecommender predicts that a viewer’s most highly rated film would be Harry Potter I, then such
an approach might fill the viewer’s front page with Harry Potter I, Harry Potter I Director’s Cut,
Harry Potter 1 UK Edition, Harry Potter 11, ..., yielding a poorly performing recommendation
set. To overcome this problem, it is necessary not only to reward the recommendation algorithm
for covering the list of the user’s highly rated films; it is also necessary to reward the algorithm

for selecting a diverse set, e.g. by penalizing the algorithm for selecting new films that are sim-



ilar to others it has already selected, or by rewarding it for adding films in different genres than
those already chosen. This tradeoff between coverage and diversity naturally tends to produce
submodularity by enforcing a scenario of diminishing returns: adding a particular film to a rec-
ommended set is likely to increase its diversity when the set is small; once the recommended
set is already large, it is likely to already contain similar films, such that the contribution of this
film to the overall quality of the set is diminished.

This tension between coverage and diversity pervades numerous other central problems in
data science, yielding similar submodular objectives in a remarkably diverse range of application
domains. For example, in data clustering, the goal is to choose a number of data points such that
all points in the data are close to one point in the chosen set. Here, ‘coverage’ translates to
choosing points that are close to many other points. However, neglecting a diversity term would
cause us to choose all of our points in the largest natural cluster (as each point here is close
to many points), rather than selecting one point in each of the natural clusters. Similarly, in
sensor placement, the goal is to select from a set of potential sensor locations such that we cover
locations where sensors will detect the most information, and also reward diversity in the set
of locations such that the aggregate information detected is not overly diminished by overlaps
due to overly proximal sensor placements. And in data summarization, our goal is to select a
small-but-representative subset of data points (or e.g. topics) that represent a larger data corpus.
Here, coverage equates to selecting points or topics that each represent a large fraction of the
larger corpus. However, a good solution also exhibits diversity, such that each point selected is
dissimilar from others selected. This enforces the notion that we must not select a summary set
where every point is a member of the same most prominent mode in the data, such that each
point on its own is highly representative, but all other modes in the data set are neglected in our
summary set. The key point is that each of these and many other objectives across a surprisingly

diverse set of data science objectives exhibit the same natural tension between the advantage of



selecting items that yield high coverage and the diminishing returns wrought by the similarity

of items selected. As such, each naturally tends to exhibit submodularity.

Information is submodular. We have considered how classic problems in the field of al-
gorithms and also many application domains in data science exhibit submodularity. However,
submodularity is also formally baked into the nature of information itself, and as a result, into
the formal processes of learning. Specifically, both Shannon entropy and mutual information
are submodular [Shannon, 1948, Guestrin et al., 2005, Krause and Guestrin, 2007, Krause et al.,
2008b]. Recall that entropy measures the amount of new information contained in a set of ran-
dom variables. At a high level, entropy is submodular because as we observe more random
variables, the aggregate amount of information we observe may increase, but we experience di-
minishing returns due to the fact that the information contained by each random variable might
overlap with information contained in another variable in our set. Similarly, mutual information
is submodular because as we observe more random variables, each may be informative about
a variable of interest, so we may learn more about the variable of interest; however, due to in-
formation overlaps between the variables we observe, we experience diminishing returns in the
amount we can learn as we increase the number of variables we observe. As such, submodularity
is not merely an artificial property of contrived problems in algorithms and data science. Rather,

it is baked into our fundamental understanding of randomness, information, and learning.

Submodularity in machine learning algorithms. We have considered how central problems
in the fields of algorithms and data science exhibit submodularity. However, submodularity is
also engrained in the methodological tools we use to address standard problems in algorithms

and machine learning. For example, submodularity arises in:

* Feature selection [Krause and Guestrin, 2012, Das and Kempe, 2011];



* Determinantal Point Processes [lyer and Bilmes, 2015, Kulesza and Taskar, 2012];

* Training data selection for Neural Networks and other SGD-optimized machine learning

algorithms [Joseph et al., 2019].

Specifically, feature selection is known to be either submodular or approximately submodular
for several important models, as we can learn more about the quantity of interest by adding
more features, but we also experience diminishing returns due to information overlaps between
new features we add and features already in our model. For the same reason, information gain is
known to be submodular in determinantal point processes—a rich class of model frequently used
to generate recommendation sets for e.g. news aggregators or document summarizers. Similarly,
it has recently been shown that using a submodular objective to select training data batches
for neural networks results in both training speed and model and performance (e.g. accuracy)
advantages over standard techniques such as stochastic gradient descent (SGD). This is because,
unlike SGD, such an approach allows researchers to explicitly favor training batches that are
both informative and diverse, as opposed to randomly selected batches that may favor the most
common modes of the data at the expense of including examples from less common modes. The
key point is that these and many other examples suggest that submodularity is a fundamental
property not only of many social and algorithmic problems; it also often expresses the dynamics
underlying the tradeoffs inherent in the design of models and technical tools we use to solve

these problems.

Typical problems across these domains are defined on massive data sets. Typical applica-
tions across many of these multifarious domains include problem instances defined on massive
data sets. For example, many applications of social network influence maximization entail se-

lecting ‘influencers’ from the 2.5 billion active users on the Facebook network; in viral market-



ing, common problems entail selecting from tens of billions of nodes; in item recommendation,
online retailers such as Amazon must select from a catalog of upwards of 350 million items; in
gene clustering—a technique that has recently shown much promise as a means to understand
the human genome—the ground set of genes that researchers seek to summarize is expected
to exceed to a zettabyte of new data per year in the next few years, and already constitutes the

largest data set in Google Cloud Storage.

1.1 Submodular optimization

This provides a strong incentive to seek a generic algorithm capable of leveraging the common
structure of submodularity to compute solutions to all of these problems despite the diversity
of their application domains. Specifically, the canonical problem in submodular maximization
is to design an algorithm that finds the set of k items that maximizes the value of an arbitrary
monotone submodular function. In particular, we seek algorithms that are both scalable and
accurate.

In fact, for several decades it has been known that submodular minimization, permits a poly-
time solution via a relaxation that is provably exact [Grotschel et al., 1981]. Note that poly-time
here refers to query complexity—that is, the count of times the algorithm must evaluate the
submodular objective function with respect to some input set (or item) measured in terms of the
total number of elements (i.e. the size of the ground set).

However, for obvious reasons, in many application domains our goal is to maximize a submod-
ular function. Here, the situation is grimmer: it is well known that submodular maximization
is NP-hard in general. It is, however, possible to obtain a constant approximation efficiently.
Specifically, in O(nk) time, the canonical GREeDY algorithm obtains a 1 — 1/e (i.e. ~ 63%)

approximation to the problem of selecting the set of k elements that maximizes any monotone



submodular function, such that the solution it returns is guaranteed to have at least 63% of the
value of the optimal solution [Nemhauser et al., 1978]. GREEDY accomplishes this as follows: at
each of k iterations, GREEDY evaluates the marginal contribution of all items and then adds the
item with the largest marginal contribution to its solution set. In fact, it is now known that no
poly-time algorithm can obtain a better approximation guarantee than GREEDY’s | — 1 /e guaran-
tee [Nemhauser and Wolsey, 1978, Feige, 1998]. Currently, the state-of-the-art serial algorithm
obtains a solution arbitrarily close to this 1 — 1/e guarantee in linear time [Mirzasoleiman et al.,

2015a].

1.2 Adaptivity, scalability, and parallelization

Accelerating computation beyond linear runtime requires parallelization. We live in a parallel
computing world: the most junior of data science interns at Facebook or Google performs most
computations on thousands of cores in the cloud and deploys even basic scrips on virtual ma-
chines with a high core counts; university students routinely send jobs to university and NSF
clusters to be distributed over hundreds or thousands of processors; computing platforms such
as Amazon and Google rent out multiprocessing instances for pennies per core-hour to anyone
with rudimentary scripting knowledge and a credit card; even laptop manufacturers now com-
pete on the basis of core count. The reason is simple: even computations that fit conventional
designations of efficiency, such as polynomial time complexities, rapidly become intractable
when computed at the scale of today’s standard data sets in numerous key application domains.

In this setting, it is natural to seek algorithms that are not only fast in terms of a conventional
measure such as query complexity, but also algorithms that are better able to leverage paral-
lel processing in order to accelerate computation and scale up to the size of problems that are

currently intractably large.
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1.2.1 Adaptive complexity measures idealized parallel runtime

To measure the theoretical parallel runtime of an algorithm, we use the concept of adaptivity.
Informally, the adaptivity of an algorithm is the number of sequential rounds it requires, where
in each round poly(n) function evaluations (i.e. queries) may be executed in parallel. Thus, the
canonical Greedy algorithm that iteratively adds to the solution the element with the greatest
marginal contribution is O(k)-adaptive (where k is Q(n) in the worst-case), as each of Greedy’s
k rounds depends on the element chosen in the previous round such that consecutive rounds
cannot be collapsed into a single step of parallel computation.

Thus, an algorithm that exhibits low adaptivity tends to be fast in a parallel computation
setting, as it can compute a solution with very few (parallel) iterations of function evaluations.

Adaptivity offers a powerful conceptual framework to reason about the parallel runtime of
submodular optimization algorithms for several reasons. First, it abstracts away from (and ex-
cludes the computational costs associated with) basic computations that do not involve func-
tion evaluations. This is conceptually advantageous for our setting, as we assume that the time
required to perform basic computations is negligible compared to the computational costs as-
sociated with queries—that is, with evaluating the submodular function’s value with respect to
some set or item. In fact, this assumption is indeed borne out in practical settings (see Section
4). Similarly, the concept of adaptivity similarly abstracts away from parallel communication
costs as well as the scale of the parallel architecture on which the algorithm will be computed,
aside from the basic assumption that (in keeping with our theoretical sensibilities) the number
of parallel queries must be polynomial. These abstractions permit a parsimonious comparison
of the theoretical parallel runtime of even algorithms that require extremely different parallel
architectures.

As a result, adaptivity can be thought of as an effort to rigorously shift focus to the degree to

11



which an algorithm is inherently sequential—that is, the degree to which an algorithm requires
sequential iterations of computation that cannot be consolidated into fewer steps even if it were
computed on an ‘ideally powerful’ parallel machine where the number of parallel cores were a

polynomial function of the size of the data.

1.2.2 Adaptivity in other research areas

While the concept of adaptivity has only recently been applied to submodular optimization, it
has nonetheless yielded impressive results in several other research domains. Specifically, the
origins of the concept of adaptive complexity (once referred to as parallel computation complex-
ity) was the focus of seminal research by Valiant and others on the complexity of deterministic
parallel algorithms to solve merge, maximum, and sort problems [Valiant, 1975, Cole, 1988].
It was similarly used to prove the runtime advantages (in terms of the total number of paral-
lel rounds) of seminal parallel randomized algorithms for sort [Alon et al., 1986, Ajtai et al.,
1983, Hiaggkvist and Hell, 1981, Bollobds and Hell, 1985, Leighton, 1985] and select [Alon and
Azar, 1987, 1988, Reischuk, 1981, Bollobds and Brightwell, 1990]. Adaptivity was also used
in many canonical studies of communication complexity, where this concept suggested an apt
means to bound the count of times an algorithm’s parallel cores would need to communicate
[Papadimitriou and Sipser, 1982, Duris et al., 1987, Nisan and Widgerson, 1991].

More recently, adaptivity has been applied to problems in property testing [Canonne and
Gur, 2018, Buhrman et al., 2012, Chen et al., 2018, Raskhodnikova and Smith, 2006, Servedio
et al., 2015], sparse signal recovery [Haupt et al., 2009a,b, Indyk et al., 2011, Malioutov et al.,
2008, Aldroubi et al., 2008], multi-armed bandits [Agarwal et al., 2017], and various learning
problems [Bshouty and Cleve, 1992] including leaning Boolean functions [Damaschke, 2000],

as well as essential algorithmic problems such as rank aggregation and partition problems under

12



noise [Braverman et al., 2016b].

1.2.3 Adaptive complexity vs. other models of parallel time

Adaptivity can be contrasted with two other prominent models of parallel runtime: PRAM and

MapReduce.

Adaptive complexity versus PRAM. The PRAM (Parallel Random-Access Machine) model
is a generalization of the canonical RAM model to the setting of parallel computing. PRAM
has received considerable attention in various fields of algorithms [auf der Heide and Reischuk,
1984, Beame and Hastad, 1989, Cook et al., 1986, Fich et al., 1985, Snir, 1985, Lev et al., 1981].
Like adaptivity, the PRAM model seeks a theoretical measure of parallel runtime that abstracts
away from practical aspects such as communication and synchronization costs, memory access,
resource contention etc. (memory is assumed to be shared in the PRAM model). A typical ap-
plication of the PRAM model also assumes access to unlimited processors, such that within a
parallel round, the algorithm can execute unlimited queries in parallel. This is in fact concep-
tually similar to the notion of polynomially many parallel queries per round in the definition of
adaptivity: both models seek to measure parallel time on an ‘ideally large’ parallel machine,
though the concept of adaptivity places a reasonable upper bound here.

However, a key difference is that adaptivity counts the number of parallel rounds of queries,
whereas the PRAM model counts both queries and other non-query computations against the
parallel runtime of an algorithm. However, counting non-query computations is generally unde-
sirable in the context of submodular optimization. Specifically, in this context, it is reasonable
to suppose that basic computations such as drawing a random subset from a set of items can be
computed in time that is negligible compared to the time required to query the value of the sub-

modular objective function. Put differently, optimizing a submodular maximization algorithm
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for the PRAM model might entail reducing computations that are essentially free in practice at
the expense of some increase in (rounds of) queries, which are in practice costly.

A second key difference is that PRAM assumes a shared memory machine such that any
objective function can be loaded into the shared memory of the idealized parallel machine. In
contrast, adaptivity merely assumes access to an oracle that returns function evaluations. This
oracle could be some function that is either incapable of being represented in memory or whose
memory representation would be intractably large.* This distinction is not merely academic: for
example, it is perfectly reasonable to suppose we might seek to optimize a submodular function
whose values are returned by a crowdsourcing application as in Singla et al. [2016], the human
members of which most certainly could not (at least at present) be copied into memory.

Nonetheless, there is an intuitive equivalence between certain recent low-adaptivity algo-
rithms for submodular maximization and complexity in the PRAM model. Namely, it has re-
cently been shown that certain low-adaptivity algorithms for submodular maximization such as
Balkanski et al. [2019b] have a PRAM complexity that is a factor of Od(f) logn greater than
their adaptive complexity, where d(f) is the depth of the objective function under the PRAM
model, and the log n term accrues due to considering the additional computational cost (under

the PRAM model) of sampling a random sequence of elements each round.

Adaptive complexity versus MapReduce. In contrast, the MapReduce model of parallel
computation introduced by Dean and Ghemawat [2008] and formalized by Karloff et al. [2010]
suggests a competing means to measure the parallel complexity of an algorithm that is in many
ways complementary to the notion of adaptive complexity. Recently, considerable attention has

been given to algorithms for submodular optimization that are fast under the MapReduce model

*Certain applications of the PRAM model explicitly assume unbounded memory—for example, in
auf der Heide and Reischuk [1984], Beame and Hastad [1989], Cook et al. [1986], though this does not
solve the problem of representability.
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[Chierichetti et al., 2010, Mirzasoleiman et al., 2013, Mirrokni and Zadimoghaddam, 2015, Ku-
mar et al., 2015, Mirzasoleiman et al., 2015b, Barbosa et al., 2016, 2015, Epasto et al., 2017].

Specifically, the MapReduce model conceives of a parallel algorithm as a sequence of iter-
ations where each iteration consists of two distinct phases: Map and REpuce. In a Map step,
the algorithm specifies a partition of the work to be completed, then distributes elements of
this partition to the parallel processors of the machine, which work independently to complete
their respective partitions. This is followed by a REDUCE step, in which the ‘intermediate’ val-
ues returned from each processor’s independently processed partition of this iteration’s work
are collected and assembled (typically via simple arithmetic operations) into a final value that
completes the iteration. Each MapReduce iteration thus typically resembles the familiar scatter-
then-gather communication pattern of a Message Passing Interface program [Gropp et al., 1999].

The key advantage of the MapReduce paradigm is that it permits formal reasoning regarding
the distributed computation necessary for a parallel algorithm to compute a solution for a mas-
sively sized problem instance. Specifically, the formalization of the MapReduce model assumes
that the idealized parallel machine has sublinear processors and memory. As such, the MapRe-
duce model shifts focus onto problems where the key constraint to computation is the fact that
the data and/or problem instance may be too large to fit on one machine. More specifically, to
measure complexity under this model, one counts the iterations of work distributions and reduc-
tions necessary given these constraints, where the focus rests rigorously on the exact mode of
partitioning and distributing the data/work.

In contrast, the adaptive complexity model deliberately abstracts away from distributed com-
puting constraints by adopting a query oracle model, abstracting away from memory constraints,
and assuming what is the equivalent (under MapReduce) of polynomially many processors.
These differences can be considered as a means to shift focus from the distributed challenges

of parallel computation to scaling problems that result due to the inherently sequential nature
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of algorithms. Put simply, an algorithm with large complexity under MapReduce suggests that
it exhibits scaling problems due to the distributed computing challenges it poses, whereas an
algorithm with large adaptive complexity suggests that the algorithm resists parallelization due
to the dependencies between its subsequent steps even in an idealized world absent distributed
computing challenges. As such, the MapReduce model can be seen as highly complementary to
the adaptive complexity model; ideally, we would like to design models that have low adaptive

complexity and low complexity under MapReduce.

1.3 Previous algorithms have large adaptive complexity

Given the scale of typical problem instances for submodular maximization, fast algorithms for
this problem have received considerable attention in the literature, yielding numerous contri-
butions and wide variety of approaches. However, until very recently all algorithms for this
problem exhibited adaptive complexity of O(k), where k is Q(n) in the worst case. This lin-
ear adaptive complexity these algorithms share thus offers no improvement compared that of
the simple Greedy algorithm [Nemhauser et al., 1978]. As such, even on an idealized parallel

machine, these algorithms remain highly sequential.

1.3.1 Previous fast serial algorithms

Numerous recent advances propose fast serial algorithms that are designed to accelerate com-
putation in the setting where queries are evaluated on a single processor. However, while these
algorithms contribute several innovative techniques to reduce the number of queries necessary
within each round, they nonetheless do not reduce the overall number of adaptive rounds. This

results in algorithms that achieve impressive speedups in practice when computed on a single
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processor, but no improvement in terms of adaptive complexity. Rather, this class of algorithm
actually tends to be less parallelizable in practice than the Greedy algorithm due to the fact that

fewer processors can be utilized each round to accelerate computation.

Serial algorithms proposing empirical speedups. Several algorithms, such as those in Singh
et al. [2009], Robertazzi and Schwartz [1989], Leskovec et al. [2007], and Krause et al. [2008a],
propose algorithmic techniques that tend to accelerate the Greedy algorithm in practice by ob-
viating some of its queries. Specifically, such techniques include lazy updates [Minoux, 1978],
which take advantage of the fact that due to submodularity, the marginal contribution of an item
to a given set never exceeds its contribution to a subset, such that in certain cases we can de-
termine that an item that has already been queried for a subset of the current solution would
still have low marginal contribution at a later step in the algorithm (and therefore, it need not
be queried again). Other techniques include algorithmic steps adapted from branch-and-bound
techniques.

In general, however, such techniques may accelerate submodular maximization algorithms in
practice by reducing the count of queries required with certain rounds, but they do not reduce
their number of rounds. Therefore, they do not offer any advantages in terms of asymptotic

adaptive complexity.

Query-efficient serial algorithms. It is widely agreed that a recent query-efficient serial algo-
rithm, LAZIER-THAN-LAZY-GREEDY (LTLG) [Mirzasoleiman et al., 2015a], is the state-of-the-art
algorithm in terms of practical performance compared to all previous algorithms for submodular
maximization under a cardinality constraint. LAZIER-THAN-LAZY-GREEDY accelerates the Greedy
approach via stochastic queries and lazy updates. Specifically, (LTLG) obtains in expectation

an approximation guarantee that is 1 — 1/e — € as follows: At each of k iterations, (LTLG) sam-
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ples a set of 7 log(1/¢€) elements, queries the marginal contribution of only elements in this set,
then adds the queried element with the highest marginal contribution to its solution. This ap-
proach results in an algorithm that requires a very small number of queries per round, and also an
overall count of queries that is constant (excepting possible further reductions via lazy updates)
regardless of the cardinality constraint k. It nonetheless succeeds in obtaining in expectation
an approximation guarantee that is arbitrarily close to Greedy’s optimal guarantee because it is
possible to argue that high value elements will probably be drawn in at least one of the k rounds
of sampling.

However, while this technique yields a query complexity bound that significantly improves
upon Greedy’s, LTLG nonetheless requires the same k rounds as Greedy. It therefore exhibits
the identical linear adaptive complexity.

Indeed, this linear adaptive complexity property also applies to numerous other recent query-
efficient serial algorithms, including several that apply to other settings and constraints [Badani-
diyuru and Vondrik, 2014, Buchbinder et al., 2015, Mirzasoleiman et al., 2015a, 2016, Ene
and Nguyen, 2019b,c]. For example, Badanidiyuru and Vondrdk [2014] proposes an iterative
thresholding algorithm that extends the notion of lazy updates in the Greedy algorithm such that
in practice, a larger number of elements may be added per round of queries. Other algorithms
propose query reductions for other settings that leverage a multilinear extension, which seeks to
conduct the optimization procedure in a smoothed space that permits the evaluation of fractional
elements [Ene and Nguyen, 2019b]. However, while these techniques contribute both practical
optimizations and guaranteed reductions in query complexity, they nonetheless do not improve

upon linear adaptive complexity.
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1.3.2 Map-reduce based parallel algorithms

A complementary line of research has proposed numerous MapReduce-based and distributed
variants of fast submodular maximization algorithms [Mirzasoleiman et al., 2013, 2015b, Kumar
et al., 2015, Lucic et al., 2016, Barbosa et al., 2016]. Here, the focus has been on the distributed
computing aspects of submodular maximization for massive data that may exceed the capacity

of memory. For example, researchers have sought to measure and improve:

* Communication complexity and the tradeoff between communication complexity and

rounds, particularly when data are distributed over processors;

* Resource competition inefficiencies that accrue when all processors attempt to simulta-

neously access stored data;

* Parallel architectures, e.g. by utilizing subgroups of processors and intermediate partial

reductions of computations to reduce both overall computations and communications;

* Parallel analogues to empirical speedups, such that lazy updates and other empirical op-

timizations can be effectively distributed.

Advances in these domains have made significant contributions to our ability to what is often
referred to as the ‘horizontal’ challenge of submodular maximization—that is, the numerous
challenges that accrue when attempting to efficiently distribute optimization over a large parallel
machine. However, like the fast serial algorithms described above, these parallel algorithms still
exhibit the same asymptotic linear adaptive complexity as the original Greedy algorithm. As
such, while they effectively address many of the distributed challenges required to accelerate
each round of queries in a large problem instance, their parallel architectures cannot reduce the
asymptotic count of adaptive rounds. Thus, these algorithms, like fast serial algorithms, remain

highly sequential.
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1.4 Therecent breakthrough: low adaptivity algorithms

Very recently, there has been a breakthrough initiated by Balkanski and Singer [2018a] that
yields algorithms which achieve a constant approximation for submodular maximization in a
number of adaptive rounds that is asymptotically logarithmic [Balkanski and Singer, 2018b,
Balkanski et al., 2018, Ene and Nguyen, 2019a, Fahrbach et al., 2019a,b, Kazemi et al., 2019,
Chekuri and Quanrud, 2019a,b, Balkanski et al., 2019a,b, Ene et al., 2019, Chen et al., 2019,
Esfandiari et al., 2019, Qian and Singer, 2019]. In terms of theoretical parallel runtime, these
algorithms are exponentially faster than algorithms used for submodular maximization over the
past 40 years. To accomplish this speedup, low-adaptivity algorithms build on an algorithmic
technique known as Adaptive Sampling introduced in Balkanski and Singer [2018a], which can
be used to obtain a 1/3 approximation for maximizing a monotone submodular function under
a cardinality constraint in O(log n) adaptive rounds. Subsequent contributions showed that this
approximation can be improved such that it is arbitrarily close to the optimal 1 — 1/e guarantee
while maintaining logarithmic parallel time measured in terms of asymptotic adaptivity. How-
ever, while these new algorithms are fast in terms of asymptotic worst-case guarantees on an
idealized parallel machine, it is computationally infeasible to use them in practice even on small
data sets because the number of rounds and queries they require depend on very large constants

and high-degree polynomials in terms of precision and confidence.

1.4.1 The Adaptive Sampling Algorithm

We give an idealized version of the original ADAPTIVE-SAMPLING algorithm here:
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Algorithm 1 ApAPTIVE-SAMPLING [BALKANSKI AND SINGER, 2018A]

Input: approximation «, threshold A, sample complexity m, bound on rounds r
Initialize S < (0, X <+ N
while |S| < kand [SU X| > k do:
Update D to be uniform over subsets of X\S of size k/r
if Erplfs(R)] > (a/r)opT then:
S < SUargmax, {fISUR;) : R; ~ D},
else
X X\ {a: Eg-plfsur o (a)] < A}

return Sif |S| = k, or S U X otherwise

At a high level, ADAPTIVE-SAMPLING achieves asymptotically logarithmic adaptive complex-
ity because at each round, it can either add many high value elements to the solution or discard
many low value elements from further consideration. This algorithm proceeds as follows: first, it
initializes an empty solution set S, as well as a set of remaining elements X set equal to the ground
set of all elements. In each iteration, ADAPTIVE-SAMPLING considers the expected marginal con-
tribution that a uniformly random set of elements drawn from X would contribute to the current
solution set S. If a random set contributes high value in expectation compared to a threshold,
then ADAPTIVE-SAMPLING draws many such sample sets and adds to the solution the one with the
highest marginal contribution. Otherwise, if the expected marginal contribution of a uniformly
random set of elements drawn from X does not exceed the threshold, then ADAPTIVE-SAMPLING
removes from the set X of remaining elements all elements that in expectation have low marginal
contribution to the union of the current solution and a random set drawn from remaining elements
X. Before the next round (i.e. loop iteration), the main threshold is then lowered in keeping with

our intuitions regarding the possible diminishing returns that remaining elements will exhibit as
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the solution grows over subsequent rounds.

However, note that several values in this idealized version of ADAPTIVE-SAMPLING are in prac-
tice unknown. First, we do not know the true value oPT of the optimal solution, which is necessary
to set the main threshold used in each iteration. However, in theory on an idealized parallel ma-
chine capable of polynomially many queries per round, there is no cost to merely running many
parallel instances of ADAPTIVE-SAMPLING, each initialized with a different guess for OPT, and
(non-adaptively) selecting the set with the greatest value from their respective solutions.

Similarly, we do not know with certainty the expectation of the marginal contribution of a
random set to a current solution. Likewise, we do not know the expectation of the marginal
contribution to the union of the current solution and a random set drawn from remaining elements
X. Updated knowledge of these expectations is required at every iteration.

Importantly, because both of these unknown expectations refer to sets of elements, their do-
mains are combinatorially large, and it is intractable to compute them exactly. To address the
two unknown expectations, ADAPTIVE-SAMPLING relies on standard concentration arguments: by
sampling a large number of random sets R, it is in theory possible to obtain with high probability
arbitrarily good approximations of the expectations (1) of the marginal contribution of a set, and

(2) of an element to the union of the current solution and a random set.

1.4.2 Recent low-adaptivity algorithms

The techniques introduced in ADAPTIVE-SAMPLING have inspired a stream of new low adaptivity
algorithms which have improved ADAPTIVE-SAMPLING’s 1/3-approximation to arbitrarily close
to the optimal 1 — 1/e in O(logn) rounds [Balkanski et al., 2019a, Ene and Nguyen, 2019a].
More recent algorithms have also introduced several complementary techniques, such parallel

algorithms that maximize a continuous relaxation of submodular function f via its multilinear
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extension [Chekuri and Quanrud, 2019b]. Here, various techniques extend the relax-and-round
approach of algorithms used for approximating linear functions such that they can be applied to
submodular functions. At a high level, whereas conventional submodular maximization can be
cast as finding a binary vector of sum k in {0, 1}" where each entry represents whether the re-
spective item is included in the solution or not, the multilinear extension entails an optimization
over [0,1]", i.e. where each entry is a continuous value between 0 and 1. The resulting solu-
tion vector can then be converted, for example via rounding techniques, into a feasible discrete
solution set. Several other recent techniques have expanded on this and other notions to sug-
gest sophisticated set sampling schemes that result in nearly optimal asymptotic approximation

guarantees and adaptivity [Fahrbach et al., 2019a].

1.4.3 Recent low-adaptivity algorithms are practically intractable

These techniques have enabled a theoretic breakthrough by paving the way for a variety of al-
gorithms that achieve strong approximation guarantees under various constraints with runtimes
that are exponentially faster under worst-case theoretical analysis. From a practitioner’s per-
spective however, even the state-of-the-art algorithms in this genre are infeasible for large data
sets. Specifically, the logarithmic parallel runtime of these algorithms carries extremely large
constants and polynomial dependencies on precision and confidence parameters that are hidden
in their asymptotic analysis. Considering sample complexity alone, the concentration arguments
required to bound the expectations of the marginal contributions of random sets in ADAPTIVE-
SaMPLING result in practically intractable sample complexities even for relatively small prob-
lems. Similar concentration arguments and set sampling techniques are also necessary for more
recent state-of-the-art algorithm’s new techniques. For example, obtaining a1—1/e—0.1 approx-

imation with 95% confidence for maximizing a submodular function under cardinality constraint
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k requires evaluating at least 108 [Balkanski et al., 2019a] or 10° [Fahrbach et al., 2019a, Chekuri
and Quanrud, 2019b] samples of sets of size approximately @ in every round.

Even if one heuristically uses a single sample in every round, other sources of inefficien-
cies discussed throughout this dissertation prevent these algorithms from being applied to even

moderately sized data sets.

The question is then whether the plethora of breakthrough techniques in this line
of work of exponentially faster algorithms for submodular maximization can lead

to algorithms that are fast in practice for large problem instances.

1.5 Main contribution

This dissertation describes a new parallel algorithm called Fast Adaptive Sequencing Technique
(Fast) [Breuer et al., 2020] for maximizing a monotone submodular function under a cardinality
constraint k. The algorithmic design introduced in Fasrt is a significant departure from those of
recent theoretically fast algorithms: while Fast’s design yields theoretic guarantees that are
competitive with recent theoretically fast algorithms, it also yields practical performance that is
orders of magnitude faster than state-of-the-art algorithms used in practice. Specifically, Fast
obtains an approximation that is arbitrarily close to the optimal 1—1/e guarantee in an asymptotic
parallel runtime (adaptivity) that is O(log(n) log? (log k)) using O(n log log(k)) total queries. In
terms of actual practical parallel runtime and query complexity, FAsT outperforms all algorithms
for submodular maximization we are aware of, including hyper-optimized versions of LAzIER-
THAN-LAZY-GREEDY. To be more concrete, the table above gives a brief experimental comparison

for a movie recommendation objective on n = 500 movies against optimized implementations
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Algorithm ‘ rounds ‘ queries ‘ time (sec) ‘
AMORTIZED-FILTERING 961 2124351 | 20.29
Balkanski et al. [2019a]
BINARY-SEARCH-MAXIMIZATION | 8744 2552028 | 24.64
Fahrbach et al. [2019a]

RANDOMIZED-PARALLEL-GREEDY | 92 148642 | 4.11
Chekuri and Quanrud [2019b]

PARALLEL-LTLG 200 856 0.15
Mirzasoleiman et al. [2015a]

Fast 9 1598 0.033

of algorithms with the same adaptivity and approximation (experiment details in Chapter 4)."
FasT achieves its speedup by introducing several thoughtful design aspects that result in an

algorithm that is both theoretically fast and also practically frugal in terms of sample and query

complexities. Fast also introduces several heuristics that achieve significant speedups in prac-

tice.

» Approximation: | —1/e —4ewp.1 -6

2+€ 4Zlogn>

Sample complexity: m = — = log(=23

e Query complexity: 2¢2ln + ¢ *log(n)*m

Adaptivity: €2 log(n)¢?

From a purely analytical perspective, Fast improves the € dependency in the linear term of the
query complexity of at least @(efsn) in Balkanski et al. [2019a] and Ene and Nguyen [2019a]
and O(e3n) in Fahrbach et al. [2019a] to O(e~2n). We also provide the first non-asymptotic
bounds on the query and adaptive complexity of an algorithm with sublinear adaptivity, showing

dependency on small constants.

"To obtain these values, we set all algorithms to guarantee a 1—1/e—0.1 approximation with probability
0.95 except LAZIER-THAN-LAZY-GREEDY , which has this guarantee in expectation, and we set k = 200.
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Finally, while Fast applies to the canonical case of monotone submodular objectives, Chap-
ter 6 considers the more general case of non-monotone objectives. Here, we introduce a new
algorithmic technique, BLiTs, that allows us to extend low-adaptivity techniques such as those

in Fast so that they generalize to this notoriously difficult class of functions.

1.6 Organization of the dissertation

Chapter 2 introduces and analyzes the ADAPTIVE-SEQUENCING algorithm, whose design informs
the Fast algorithm. Chapter 3 describes the fully optimized Fast algorithm. Chapter 4 describes
the experimental framework and empirical results that compare Fast’s performance with that of
state-of-the-art serial algorithms and low adaptivity algorithms. Chapter 5 describes the parallel
architecture and implementation of the Fast algorithm and shows how this architecture addresses
key aspects of the concept of adaptivity. Finally, Chapter 6 considers the more general case of
non-monotone submodular objectives, and describes a new algorithm that applies low-adaptivity

techniques to optimize non-monotone functions.

1.7 Preliminaries

We begin by reviewing some key definitions of set functions and submodular optimization, then
describe the concept of adaptivity, by which we measure the parallel runtime of an algorithm

that maximizes a submodular function.

Definition 1. A set function

f:2V SR (1.1)
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maps a set S C N of elements from the ground set N of all elements to a real number f(S) € R.

Definition 2. The marginal value (or equivalently, ‘marginal contribution’) function fs : 2N —

R is defined as the difference:

ASUX) —AS) (1.2)

We say a set function fis modular if the value f(S) of a set is equal to the sum of values of the
elements in S, such that the marginal contributions of an element to a (disjoint) set is constant

as the set grows. Intuitively, then:

Definition 3. A set functionf: 2V — R, is submodular if the marginal contributions fs(a) :=

f(SUa) —f(S) of an element a € N to a set S C N are diminishing, i.e.,

fs(a) > fr(a), Yae N\Tand SC T (1.3)

We say a submodular function is monotone if it is nondecreasing as we add more elements to

its input. Formally:

Definition 4. A set function f is monotone if:

A8) <AT), VSCTCN (1.4)

We adopt the standard assumption that f is non-negative, i.e., f(S) > 0 for all § C N. This
definition implies that (nonnegative) submodular function f is also subadditive, meaning f(S U

T) <A(S)+AT) forall S C T.

Submodular maximization. The canonical problem in submodular maximization is to find

the input set S C N that maximizes the value f{S) for monotone submodular function f given
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some constraint on S. The classic constraint is a cardinality constraint k on the size |S|, such that

the optimization problem can be written:

g@f(S) (1.5)

We denote the optimal solution set of elements by O, i.e. O := argmax g A(S), and its value

by OPT := f(O).

Adaptivity. We measure the parallel runtime of an algorithm via its adaptivity. Informally,
the adaptivity of an algorithm is the number of sequential rounds it requires when polynomially-

many function evaluations can be executed in parallel in each round. Formally:

Definition 5. Given a function f, an algorithm is r-adaptive if every query f(S) for the value of
a set S occurs at a round i € [r] such that S is independent of the values f(S') of all other queries

at round i, where no more than poly(n) queries are executed during each round.
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Adaptive Sequencing

In this chapter, we describe the ADAPTIVE-SEQUENCING algorithm for the canonical problem of
submodular maximization under a cardinality constraint k. This algorithm obtains an approxi-
mation that is arbitrarily close to the optimal 1—1/e guarantee in O(log n) adaptive rounds, which
matches the asymptotic guarantees of state-of-the-art low adaptivity algorithms. However, un-
like all recent low adaptivity algorithms, ADAPTIVE-SEQUENCING does not rely on set sampling

techniques—techniques which are responsible for recent algorithms’ practically intractable sam-
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ple complexities. Specifically, state-of-the-art low adaptivity algorithms have in common that
they sample many of sets at every iteration to estimate the expected value of a random set of
elements, which explains why the previous best query complexity is at least O(e~>n). Instead
of sampling a large number of sets at every iteration, ADAPTIVE-SEQUENCING only generates a
single random sequence of elements at every iteration. We exploit the structure of these random
sequences to obtain an € dependence that is only @(e‘z) in the term that is linear in n, resulting
in practically tractable query complexity and superior parallel runtime.

We begin by describing AbAPTIVE-SEQUENCING. This algorithm is €2 log n adaptive (with-
out additional dependence on constants), uses a total of e~ 2nk queries (again, no additional
constants), and obtains a1 — % — %e approximation in expectation. Importantly, it assumes the
value of the optimal solution 0PT is known.

In Chapter 3, we show how the techniques in ADAPTIVE-SEQUENCING can be developed into
optimized algorithm, Fasr, that does not assume OPT is known, and that is orders of magni-

tude faster than any known algorithm for submodular optimization, including hyper-optimized

parallel versions of state-of-the-art serial algorithms.

Before describing the algorithm, we give an overview of the major ideas and discuss how
they circumvent the bottlenecks for practical implementation of existing logarithmic adaptivity

algorithms.

Adaptive sequencing vs. adaptive sampling. The large majority of low-adaptivity algo-
rithms use adaptive sampling [Balkanski and Singer, 2018a, Ene and Nguyen, 2019a, Fahrbach
et al., 2019a,b, Balkanski et al., 2018, 2019a, Kazemi et al., 2019], a technique introduced
in Balkanski and Singer [2018a]. These algorithms sample a large number of sets of elements
at every iteration to estimate (1) the expected marginal contribution of a random set R to the

current solution S and (2) the expected marginal contributions of each element a to RU S. These
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estimates, which rely on concentration arguments, are then used to either add a random set R to
S or discard elements with low expected marginal contribution to R U §.

In contrast, the adaptive sequencing technique which was recently introduced in Balkanski
etal. [2019b] generates at every iteration a single random sequence (ay, . . . , a x\) of the elements
X not yet discarded. A prefix Aix = (ay, . ..,a;+) of the sequence is then added to the solution S,
where i* is the largest position i such that a large fraction of the elements in X have high marginal
contribution to SUA;_;. Elements with low marginal contribution to the new solution S are then
discarded from X.

The first choice we made was to use an adaptive sequencing technique rather than adaptive

sampling.

* Dependence on large polynomials in €. Adaptive sampling algorithms crucially rely on
sampling, and as a result their query complexity has high polynomial dependency on e
(e.g. at least O(G_Sn) in Balkanski et al. [2019a] and Ene and Nguyen [2019a]). Due
to these € dependencies, the query complexity blows up with any reasonable value for €.
In contrast, adaptive sequencing generates a single random sequence at every iteration.
Therefore, in the term that is linear in n we can obtain an € dependence that is only

O(e7?).

* Dependence on large constants. The asymptotic query complexity of previous algo-
rithms depends on very large constants (e.g. at least 60000 in Balkanski et al. [2019a]
and Ene and Nguyen [2019a]) making them impractical. As we tried to optimize con-
stants for adaptive sampling, we found that due to the sampling and the requirement to
maintain strong theoretical guarantees, the constants cascade and grow through multiple
parts of the analysis. In principle, adaptive sequencing does not rely on sampling, which

dramatically reduces its dependency on constants.
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Negotiating the adaptive complexity with the query complexity. The ADAPTIVE-SEQUENCING
algorithm, whose description and analysis are below, has at most €~ log n adaptive rounds and
uses a total of € ~2nk queries to obtainal—1/e — %e approximation, without additional depen-
dence on constants or lower order terms.

In the Fast algorithm in Chapter 3, we show how to trade a small factor in adaptive complexity
for a substantial improvement in query complexity, yielding an algorithm capable of efficiently
scaling up to objectives defined on to massive data sets. We can accomplish this because the
adaptive sequencing approach permits four techniques to obviate queries: First, all algorithms
with logarithmic adaptivity require a good estimate of OPT, which can be obtained by running
¢ 'log k instances of the algorithms with different guesses of OPT in parallel, so that one guess
is guaranteed to be a good approximation to OPT.* We accelerate this search by binary searching
over the guesses of OPT.

Second, to find the position i*, which is the largest position i € [k] in the sequence such that
a large fraction of not-yet-discarded elements have high marginal contribution to S U A;_1, the
vanilla ADAPTIVE-SEQUENCING algorithm queries the marginal contribution of all elements in X
at each of the k positions. To accelerate this process exponentially, FasT introduces a technique
that binary searches over a set of ¢! log k geometrically increasing values i that correspond to
guesses of i*.

Third, ADAPTIVE-SEQUENCING exactly computes this fraction of not-yet-discarded elements
have high marginal contribution to § U A;_; (i.e. by evaluating all not-yet-discarded elements)
during each iteration’s search for i*. In contrast, FAsT evaluates only a small sample of elements
to obtain an estimate of this fraction.

Finally, we show that the ADAPTIVE-SEQUENCING approach permits several key practical speedups

*Fahrbach et al. [2019a] do some preprocessing to estimate OPT, but it is estimated within some very
large constant.
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that in practice tend to significantly reduce its queries. We implement these practical speedups

in the Fasrtalgorithm.

2.1 ADAPTIVE-SEQUENCING

ADAPTIVE-SEQUENCING, (formally described below) generates at every iteration a random se-
quence ay, . ..,a of elements that is used to both add elements to the current solution and
discard elements from further consideration. More precisely, each element a;, for i € [k], in
SEQUENCE(X, k) is a uniformly random element from the set of surviving elements X, which
initially contains all elements. The algorithm identifies a position /* in this sequence which
determines the elements ay, ..., a;x_; that are added to the current solution S, as well as the
elements a € X with low contribution to SU {ay, . .., a;«—} that are discarded from X. This po-
sition i* is defined to be the smallest position such that there is at least an ¢ fraction of elements
in X with low contribution to S U {aj, . ..,a+_;}. By the minimality of i*, we simultaneously
obtain that (1) the elements added to S, which are the elements before position *, are likely to
contribute high value to the solution and (2) at least an € fraction of the surviving elements have
low contribution to S U {ay, . .., a;x—1 } and are discarded.

The algorithm iterates until there are no surviving elements left in X. It then lowers the
threshold 7 between high and low contribution and re-initializes the surviving elements X to be
all elements. The algorithm lowers the threshold at most ¢! times and then returns the solution

S obtained.
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Algorithm 2 ADAPTIVE-SEQUENCING

Input: function f, cardinality constraint k, parameter ¢, value of optimal solution OPT
S0
while |S| < k and number of iterations < ¢! do
X<+ Nt (1—¢)(opT —f(S))/k
while X £ () and |S| < k do
a,...,a; < SEQUENCE(X, k)
< min{i € {1,...,k} : |X;| < (1— €)|X|}
with X; + {a € X: foua, . .an(a) > t}
S« Su{a,...,ax1}
X+ X

return S

2.2 Analysis of ADAPTIVE-SEQUENCING

2.2.1 The adaptive complexity and query complexity

The main observation to bound the number of iterations of the algorithm is that, by definition of
i*, at least an € fraction of the surviving elements in X are discarded at every iteration. Since the
queries at every iteration of the inner-loop can be evaluated in parallel, the adaptive complexity
is the total number of iterations of this inner-loop. For the query complexity, we note that there

are |X|k function evaluations per iteration.

Lemma 1. The adaptive complexity of ADAPTIVE-SEQUENCING is at most € >logn. Its query

complexity is at most € nk.
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Proof. We first analyze the adaptive complexity and then the query complexity.

The adaptive complexity. The algorithm consists of an outer-loop and an inner-loop. We
first argue that at any iteration of the outer-loop, there are at most € ! log n iterations of the inner
loop. By definition of i*, we have that |X;x| < (I — €)|X|. Thus there is at least an € fraction of
the elements in X that are discarded at every iteration. The inner-loop terminates when |X| = 0,
which occurs at the latest at iteration i where (1 — €)'n < 1. This implies that there are at most
e 'logn iterations of the inner loop. The function evaluations inside an iteration of the inner-
loop are non-adaptive and can be performed in parallel in one round. These are the only function
evaluations performed by the algorithm.” Since there are at most € ! iterations of the outer-loop,

there are at most €2 log z rounds of parallel function evaluations.

The query complexity. In the inner-loop, the algorithm evaluates the marginal contribution

of each elementa € Xto SU {aj,...,q;} foralli € {0,...,k — 1}, so a total of k|X| function

evaluations. Similarly as for Lemma 1, at any iteration of the outer-loop, there are at most

¢ 'log n iterations of the inner-loop and we have |X| < (1— €)/n at iteration j. We conclude that
1

the query complexity is ¢ > .4 k(1 — e)n < %’5 O

€

2.2.2 The approximation guarantee

There are two cases depending on the condition which breaks the outer-loop. The main lemma
for the case where there are ¢! iterations of the outer-loop is that at every iteration, the elements

added to S contribute an € fraction of the remaining value oPT — £(S).

"The value of f(S) needed to compute ¢ can be obtained using f, {ar,....ape 1} (@i ) that was computed
in the previous iteration.
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Lemma 2. Let S; be the current solution S at the start of iteration i of the outer-loop of ADAPTIVE-

SeouencinG. For any i, if [Sit1| < k, then fs,(Si+1) > €(0PT — £(S;)).

Proof. Since |S;iy1| < k, X = () at the end of iteration i. This implies that for all elements
a € N, a is discarded from X by the algorithm at some iteration where fsu{al,...,a,.*_l}(a) <
(1 — €)(oPT — f(S;))/k for some S; C S C S;y;. By submodularity, for any element a € N, we
getfs,, (a) < (1—€)(0PT —£(S;))/k. Next, by monotonicity and submodularity, OPT — f(S;11) <

f5::1(0) <37 co S5, (0). Combining the two previous inequalities, we obtain

OPT — f(Si1) < D fs(0) < D (1= €)(0PT —f(5,))/k = (1= €)(0PT — (S0)).

0€0 0€0

By rearranging the terms, we get the desired result. O

The main lemma for the case where |S| = k is that the expected contribution of each element
a; added to the current solution S is arbitrarily close to a 1/k fraction of the remaining value

oPT — £(S).

Lemma 3. At any iteration of the inner-loop of ADAPTIVE-SEQUENCING, for all i < i*, we have

Ea, fsutar,.ay(@)] = (1= €)*(0PT = f(S)) /k.

Proof. Since q; is a uniformly random element from X and |X;| > (1 — €)|X] for i < i*, we have

E oo (@] = Pr [fugar. (@) 2 1] 12 (1= )+ (1= )(0pT —A(5))/k. O

By standard greedy analysis, Lemmas 2 and 3 imply that the algorithm obtains al—1/e—O(€)
approximation in each case. We emphasize the low constants and dependencies on € in this result

compared to previous results in the adaptive complexity model.
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Theorem 1. Apaprrive-SEQUENCING is an algorithm with at most €2 log n adaptive rounds and

€ 2nk queries that achieves al —1/e — %e approximation in expectation.

Proof. We first consider the case where there are € ! iterations of the outer-loop. Let Sy, ..., S i
be the set S at each of the ¢! iterations of ADAPTIVE-SEQUENCING. The algorithm increases the

value of the solution S by at least € (OPT — f{S)) at every iteration by Lemma 2. Thus,

f(8i) = f(Siw1) + € (0PT — f(Si-1)) -

Next, we show by induction on i that

f8) > (1 - e)") OPT.
Observe that

f(Si) > f(Si—1) + € (0PT — f(Si—1))
= €O0PT + (1 — é)f(Sl;l)

> eoPT + (1— €) <1 —(1— e)’”) oPT

= (1 —(1- e)i) oPT

X

Since 1 —x < e™, we get

f(Se1) > (1—e7") opT.

Similarly, for the case where the solution S returned is such that |S| = k, by Lemma 3 and by

induction we get that

f(8) > <1 - e_(1_€)2> OPT > (1 - e_(1_2€)> opT > (1— e '(1—4e))opT > (1—e ' - %G)OPT.
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Low adaptivity without sampling. A key observation is that the ADAPTIVE-SEQUENCING ap-
proach does not depend on knowing or sampling expectations, such as the expected marginal
value of a set of elements or the expected marginal value of a singleton element to a set. Es-
timating these expected values is a key reason why sample complexities for other low adap-
tivity algorithms are impractically large (see Section 1.4.3). In contrast, no step of ADAPTIVE-
SEQUENCING requires more than k|X| function evaluations, rendering it far more practically fea-
sible. In Chapter 3 below, we consider how to leverage the adaptive sequencing technique to
develop an algorithm that is orders of magnitude faster than any known algorithm for submodu-
lar maximization, including recent low adaptivity algorithms as well as hyper-optimized parallel

versions of state-of-the-art serial algorithms.
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The FAST Algorithm

In this chapter we describe a new parallel algorithm called Fast Adaptive Sequencing Technique
(FasT) [Breuer et al., 2020] for maximizing a monotone submodular function under a cardinal-
ity constraint k. This algorithm achieves the optimal 1 — 1/e approximation guarantee and is
orders of magnitude faster than the state-of-the-art on a variety of experiments over real-world
data sets. The design principles behind the Fast algorithm we present here are a significant

departure from those of recent theoretically fast algorithms. Rather than optimize for asymp-
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totic theoretical guarantees, the design of Fast leverages the adaptive sequencing approach to
introduce several new techniques that achieve remarkable practical and theoretical parallel run-
times. Specifically, whereas recent low-adaptivity algorithms are computationally infeasible to
use in practice because the number of rounds and queries they require depend on large constants
and high-degree polynomials in terms of precision and confidence, Fast is not only practically
tractable, but also orders of magnitude faster than any algorithm for submodular maximization
we are aware of, including hyper-optimized parallel versions of state-of-the-art serial algorithms.

From a purely analytical perspective, Fast also improves the € dependency in the linear term
of the query complexity of at least @( €n) in Balkanski et al. [2019a] and Ene and Nguyen
[2019a] and O (e~ >n) in Fahrbach et al. [2019a] to O(e~2n). We provide the first non-asymptotic
bounds on the query and adaptive complexity of an algorithm with sublinear adaptivity, showing
dependency on small constants.

Before describing the Fast, we give an overview of the major design contributions as well as
several practical speedups specific to the adaptive sequencing optimization strategy, and we dis-
cuss how these techniques result in an algorithm that is both theoretically fast and also practically

frugal in terms of both query complexity and adaptive complexity.

3.1 Improving query complexity

A main impediment to recent a practical implementation of recent low-adaptivity algorithms
is their practically infeasible query complexities. To overcome this impediment, we adopt an
approach based on the concept of ADAPTIVE-SEQUENCING described in Chapter 2. However,
we introduce three design ideas that leverage the adaptive sequencing framework to guarantee
a solution after very few queries. We also consider four practical speedups that significantly

reduce computation in practice.
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* Search for estimates of oPT. All algorithms with logarithmic adaptivity require a good
estimate of OPT, which can be obtained by running €' log k instances of the algorithms
with different guesses of OPT in parallel, so that one guess is guaranteed to be a good
approximation to OPT.* We accelerate this search by binary searching over the guesses of
OPT. A main difficulty when using this binary search is that the approximation guarantee
of the solution obtained with each guess of OPT needs to hold with high probability, instead

of in expectation, to obtain any guarantee for the global solution.

Even though the guarantees on the marginal contributions obtained from each element
added to the solution only hold in expectation for adaptive sequencing, we obtain high
probability guarantees for the global solution by generalizing the robust guarantees ob-
tained in Hassidim and Singer [2017] so that they also apply to adaptive sequencing. In
the practical speedups below, we discuss how we often only need a single iteration of this

binary search in practice;

* Search for position /*. To find the position /*, which is the largest position i € [k] in
the sequence such that a large fraction of not-yet-discarded elements have high marginal
contribution to S U A;_j, the vanilla adaptive sequencing technique queries the marginal
contribution of all elements in X at each of the k positions. This search for i* causes the

O(nk) query complexity.

Instead, similarly to the search of 0PT, we binary search over a set of €!logk geomet-
rically increasing values i that correspond to guesses of i*. This improves the O(nk)

dependency on n and k in the query complexity to O(nlog(logk)).

» Sampling elements, not sets, in the search for position i*. At any step of the binary

*Fahrbach et al. [2019a] do some preprocessing to estimate OPT, but it is estimated within some very
large constant.
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search over a position i, instead of exactly computing the fraction of not-yet-discarded
elements X with high marginal contribution to S U A;_;, we only evaluate a small sam-
ple of these remaining elements to estimate this fraction. This guarantees sublinear
queries within each step of the search for i*, rather than linear queries as in ADAPTIVE-
SeEQuUENCING. To be clear, whereas previous low adaptivity algorithms sampled sets,
which is query-intensive, here we sample a subset of elements, which improves query

efficiency.

In the practical speedups below, we discuss how we can often skip this binary search for

i* in practice.

Compared to the original ADAPTIVE-SAMPLING algorithm (see Chapter 2, these three design
aspects trade a small factor in adaptive complexity for a substantial improvement in sample and

query complexities.

Practical speedups. We include several ideas which result in considerable speedups in prac-

tice without sacrificing approximation, adaptivity, or query complexity guarantees:

* Preprocessing the sequence. At the outset of each iteration of the algorithm, before
searching for a prefix A;+ to add to the solution S, we first use a preprocessing step that
adds high value elements from the sequence to S. Specifically, we add to the solution §
all sequence elements q; that have high marginal contribution to SUA;_;. In other words,
in parallel ADAPTIVE-SEQUENCINGevaluates each element in the sequence to determine
whether it has high marginal contribution to the union of S and the sequence prefix to its

left, and then adds to S those elements with high contribution.

After adding these high-value elements, we discard surviving elements in X that have low

marginal contribution to the new solution S. In the case where this step discards a large
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fraction of surviving elements from X, we can also skip this iteration’s binary search for

i* and continue to the next iteration without adding a prefix to S;

Number of elements added per iteration. An adaptive sampling algorithm which sam-
ples sets of size s adds at most s elements to the current solution at each iteration. In
contrast, adaptive sequencing and the preprocessing step described above often allow our
algorithm to add a very large number of elements to the current solution at each iteration

in practice;

Single iteration of the binary search for opT. Even with binary search, running mul-
tiple instances of the algorithm with different guesses of oPT is undesirable. We de-
scribe a technique that often needs only a single guess of OPT. This guess is the sum
V = max|s|<x Y_,csf(a) of the k highest valued singletons, which is an upper bound on
opT. If the solution S obtained with that guess v has value f(S) > (1 — 1/e)v, then, since
v > OPT, S is guaranteed to obtain a I — 1/e approximation and the algorithm does not
need to continue the binary search. Note that with a single guess of OPT, the robust guar-
antees for the binary search are not needed, which improves the sample complexity to

m= 752(2;:63@ log(2871);

Lazy updates. There are many situations where lazy evaluations of marginal contribu-
tions can be performed [Minoux, 1978, Mirzasoleiman et al., 2015a]. Since we never
discard elements from the solution S, the marginal contributions of elements a to S are
non-increasing at every iteration by submodularity. Elements with low marginal con-
tribution ¢ to the current solution at some iteration are ignored until the threshold ¢ is

lowered to # < ¢. Lazy updates also accelerate the binary search over 7*.
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3.2 The Fast Algorithm

We describe the Fast-FuLL algorithm (Algorithm 3). The main part of the algorithm is the Fast
subroutine (Algorithm 4), which is instantiated with different guesses of 0oPT. These guesses
v € Vof opT are geometrically increasing from max,en f(@) to max < > ,c5f(a) by a (1— e)~!
factor, so V contains a value that is a1 — € approximation to OPT. The algorithm binary searches

over guesses for the largest guess v that obtains a solution S that is a 1 — 1/e approximation to v.

Algorithm 3 Fast-FuLL: the full algorithm

Input: function f, cardinality constraint k, parameter €
V < Geom(max, f(a), maxsj<i ) ,sf(a),1 — €)
v* <— B-SEarcH(max{v € V: f(S,) > (1 —1/e)v})
where S, < Fast(v)

return S,

Fasr generates at every iteration a uniformly random sequence aj, . . ., a|x) of the elements X
not yet discarded. After the preprocessing step which adds to S elements guaranteed to have high
marginal contribution, the algorithm identifies a position i* in this sequence which determines
the prefix A;«_ that is added to the current solution S. Position i* is defined as the largest position
such that there is a large fraction of elements in X with high contribution to S U A;+_;. To find
i*, we binary search over geometrically increasing positions i € I C [k]. At each position i, we
only evaluate the contributions of elements a € R, where R is a uniformly random subset of X

of size m, instead of all elements X.
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Algorithm 4 Fast: the Fast Adaptive Sequencing Technique algorithm

Input: f, constraint k, guess v for OPT, parameter €
S0
while |S| < k and number of iterations < €' do
X< Nit+ (1—e)(v—AS))/k
while X # () and |S| < k do
a,...,ay < SEQUENCE(X, |X])
A —ay,...,aq
S+ SU{a;: fsua,_, (ai) >t}
Xo < {aeX:fs(a) =21}
if [Xo| < (1 — €)|X] then
X < X, and continue to next iteration
R < SampLE(X, m)
I+ Geom(l,k —|S|,1 — €)
R, + {a €R: fsua,_ (a) > t} Jforiel
i* < B-SearcuH(max{i : [R;| > (1—2¢€)|R|})
S+ SUAx

return §

3.3 Analysis of the Fast Algorithm

We show that Fast obtains a 1 — 1/e — ¢ approximation w.p. 1 — & and that it has O(e~2 logn)

adaptive complexity and O(e2n 4 ¢ *log(n) log(8™")) query complexity.
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Theorem 2. Assume k > %f;f) and € € (0,0.1), where { = log(%). Then, Fast with

2+€
€2(1-3e

) log(dﬂgg ") has at most € =% log(n)£?* adaptive rounds, 2 € ~>{n+

sample complexitym =

e *log(n)0>m queries, and achieves a1 — é — 4€ approximation with probability 1 — 6.

3.3.1 Fast analysis overview

The main part of the analysis for Fast is for the approximation guarantee, which consists of
two cases depending on the condition which breaks the outer-loop. Lemma 8 shows that when
there are ¢! iterations of the outer-loop, the set of elements added to S at every iteration of the
outer-loop contributes ¢ ~1(0PT — £(S)). Lemma 10 shows that for the case where |S| = k, the
expected contribution of each element a; added to S is arbitrarily close to (0PT — f(S))/k. For
each solution §,, we need the approximation guarantee to hold with high probability instead of
in expectation to be able to binary search over guesses for 0T, which we obtain in Lemma 14
by generalizing the robust guarantees of Hassidim and Singer [2017] in Lemma 11. The main
observation to obtain the adaptive complexity (Lemma 4) is that, by definition of i*, at least an
e fraction of the surviving elements in X are discarded at every iteration with high probability.
For the query complexity (Lemma 5), we note that there are |X| 4+ m/ function evaluations per

iteration.

3.3.2 Analysis of the Main Algorithm

We define ¢ = log(e'logk) and m = % log(4¢e=2log(n)s™1)

"To obtain the adaptivity r with probability 1 and the approximation guarantee w.p. 1— &, the algorithm
declares failure after » rounds and accounts for this failure probability in .
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3.3.3 Adaptive Complexity and Query Complexity

The adaptivity of the main algorithm is slightly worse than for ADAPTIVE-SEQUENCING due to
the binary searches over V and I. To obtain the adaptive complexity with probability 1, if at
any iteration of the outer while-loop there are at least ¢ ' log n iterations of the inner-loop, we

declare failure. In Lemma 7, we show this happens with low probability.
Lemma 4. The adaptive complexity of Fasr is at most € > log(n) - logz(G*1 logk).

Proof. The algorithm consists of four nested loops: a binary search over V, an outer while-loop,
an inner while-loop, and a binary search over /. For the binary searches, we have |V| < e ~'logk
and |I| < e 'logk. Thus, there are at most ¢ iterations for each binary search.

Due to the termination condition of the while-loops, there are at most € ' and €' log n itera-
tions of each while-loop. The function evaluations inside an iteration of the last nested loop are
non-adaptive and can be performed in parallel in one round. Thus the adaptive complexity of
Fast is a most

e 2log(n) - log?(e 'logk).
O

Thanks to the binary search over I and the subsampling of R from X, the query complexity is

improved from O(e2nk) to O(e2n + € *log(n) log(s™"))
Lemma 5. The query complexity of Fasr is at most 2€~2¢n + (>~ log(n)m.

Proof. There are n queries, f(a) for all a, needed to compute V. At each iteration of the binary
search over /, there are m queries needed for R; to evaluate fsu(q,,....a;_} (a) for a € R. There are

at most £e~2 log n instances of the binary search over I, each with at most / iterations. The total
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number of queries for this binary search is at most
> % log(n)m.

At each iteration i of the inner-while loop, there are at most |X| < (1 — €)n queries to update
X and at most |X| queries to add elements a; to S. There are at most /¢! instances of the inner
while-loop each with at most €' log 7 iterations. The total number of queries for updating X
and S is

e llogn

te! Z 2(1— €)'n < 2¢ 2n.
i=1

By combining the queries needed to compute V, R;, X and S, we get the desired bound on the

query complexity. 0

3.3.4 The Approximation

Finding i*
Similarly as for ADAPTIVE-SEQUENCING, we denote X; = {a € X : fou(a,..a_}(@) > 1} and

R; = {a €ER :fSU{al,..‘,a,-_l}(a) > t}-

Lemma 6. Assume that m = % log(4¢e=21og(n)s™"), then, with probability 1 — &/2, for

all iterations of the inner while-loop, we have that |X(;_¢yi| > (1—3€)|X| and |Xi<| < (1—¢€)|X|.

Proof. By the definition of i* and I, we have that |R(_¢)«| > (I — 2¢)|R| and |R;«| < (1 —
2¢)|R|. We show by contrapositive that, with probability 1 — &/4 if [X(;_¢);«| < (1 —3€)|X] then

IR(1—e)i| < (1 —2€)|R| and that if |X;«| > (1 — €)|X| then |Ri<| > (1 — 2€)|R]|.

48



Note that for all @ € R and i € [k], we have

| Xi|
er [fSU{ahm,aH}(a) 2 t] = x|
First, assume that |X;x| > (1— €)|X|. Then by the Chernoff bound, with u = m- PI(;(*I‘ > (1—¢€)m,
)
Pr(|Ri-| < (1= 2€)[R|] < Pr [[Ris| < (1 — €)?m] < e~ " (=em/He) < e Togn

Next, assume that |X;«| < (1 — 3¢€)|X|. By the Chernoff bound with p < (1 — 3¢)m,

)
Pr[|Ri+| > (1—26)|R|] < Pr[|Ri+]| > (1 1-3 <
FlIRe| > (1= 20 R] < Pr{[Re| > (1+ )1 = 3ehm] < 173

Thus, with m = % log(4¢e21log(n)8~") and by contrapositive, we have that IX(1—e)ir| >
(1—3€)|X| and |X;«| < (1— €)|X]| each with probability 1 — &/(4¢e~%logn). By a union bound,
these both hold with probability 1 — &/2 for all /62 log n iterations of the inner while-loop. [
Corollary 1. With probability 1 — &/2, for all iterations of the inner while-loop, we have

e |Xi| > (1—3¢)|X| foralli < (1— €)i*, and

o |Xi| < (1—¢)|X]|foralli>i*

Proof. Consider an iteration of the inner while-loop. We first note that, by submodularity, |R;]
is monotonically decreasing as i increases. Thus we can perform a binary search over [ to find
i*. By Lemma 6, we have that with probability 1 — &/2, we have that |X(;_¢)«| > (1 — 3¢€)|X|
and |X;x| < (1 — €)|X]. We conclude the proof by noting that by submodularity, |X;| is also

monotonically decreasing as i increases. O

Lemma 7. With probability | — &/2, at every iteration of the outer while-loop, X = ) after at

most € 'log n iterations of the inner while-loop.
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Proof. By Lemma 1, with probability 1 — §/2, at every iteration of the inner while-loop, there
is at least an ¢ fraction of the elements in X that are discarded. We assume this is the case. After

¢ 'log n iterations of discarding an e fraction of the elements in X, we have X = ().

If number of iterations of outer while-loop is ¢

The analysis defers depending on whether the number of iterations or the size of the solution
caused the algorithm to terminate. We first analyze the case where ADAPTIVE-SEQUENCING re-
turned S s.t. |S| < k because the number of iterations reached ¢ ~!. The main lemma for this case
is that at every iteration of ADAPTIVE-SEQUENCING, if v < OPT, the set T added to the current

solution S contributes at least an € fraction of the remaining value v — f(S).

Lemma 8. Assume that v < OPT and let S; be the set S at the start of iteration i of the outer
while-loop of Fast. With probability | — /2, for allv € Vand all i < €', we have that if

|Si1] < k then fs,(Si1) > €(v — f(Si))-

Proof. By Lemma 7, with probability 1 — §/2, at every iteration of the outer while-loop, X = ()
after at most € ! log n iterations of the inner while-loop. We assume this holds for the remaining
of this proof.

Since |Si41| < k, X = () at the end of iteration i of the outer while-loop. This implies that for

all elements a € N, a is discarded from X by the algorithm at some iteration where

Ssotanan (@) < (1= €)(v = f(S)) /k

for some S; C S C S;41. By submodularity, for any element a € N, we get

fsiu(a) < (1= €)(v = f(8i)/k.
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Next, since v < 0PT, by monotonicity, and by submodularity,

v —f(Siy1) < OPT = f(Sip1) < f5,,(0) <D fi,,(0)

0€0

Combining the previous inequalities, we obtain

—f(Si1) €D fia(0) < D (1= &) (v =ASi)/k = (1= €)(v = ().

0€0 0€0

By rearranging the terms, we get the desired result. 0

By standard greedy analysis, similarly as for the proof of Theorem 1 we obtain that f(S) >

(I—1/e)v.

Lemma 9. With probability | — /2, for all v < OPT, after €' iterations of the outer while-loop

of Fast, f(S) > (1—1/e)v.

If S| = k

Next, we analyze the case where the outer-loop terminated because |S| = k. We show that each

element added to S is, in expectation, a good approximation to #.

Lemma 10. With probability 1 — §/2, at every iteration of the inner while-loop, we have that

independently for each i < (1 — €)i*, with probability at least 1 — 3¢,

fSU{al,...,ai,l}(a» > (1 - 6)(\/ _f(S>)/k

Proof. By Corollary 1, we have that with probability 1 — &/2, for all iterations of the inner
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while-loop,

{a € Xt fouqa,a (@) = (L= €)(v = fS)) /k}| = |Xi| = (1-3¢)[X]

for all i < (1 — €)i*. We assume this is the case and consider an iteration of the inner while-

loop. Since each g; is a uniformly random element from X, we have that independently for each
i < (1—e)*,
Pr[fsufan,.aay (@) = (1= €)(v = f(S)) /K] 2 1= 3e.

Guessing oPT

Lemma 11 (Extends Hassidim and Singer [2017]). Consider a set S = {ai,. .., a5} and let

Si =A{ai,...,a;}. Assume that, independently for each i € |

|, we have that with probability

at least1 — 6,

1
fSifl(al') = %(V = f(8i-1)),
then, for any € € (0,1) such that |S| > 175)#
f(8) > (1 _ ef‘%'ufs)y(lfe)) .

with probability at least 1 — e~ IS10=8)ne?/2,

Proof. The analysis is similar as in Hassidim and Singer [2017]. Assume that f5, ,(a;) = &, -

—

F(v—f(Si—1)) and let fr = 1 Zlil &;. We first argue that f(S) > (1 — ¢~#) v. By induction, we

have that

fS) > 1—1i[<1—if> .

J=1
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Since 1 — x < e, we obtain
IS]
, NI .
fS) > I—H <1— %) v > <l—e f“'cI)v(l—e_”)v.
j=1

LetS ={a;€S:fs,_ (a;)) > p- %(v — f(Si=1)). By the Chernoff bound,

_E=s)s|
2

PrilS|<(1—e)(1—96)|5]] <e

62 —
Thus, with probability at least1 — e~ i , we get
L1 N
p=2lSlp= 22— e = 8)u

O]

2log(2671¢)

Lemma 12. Assume k > = (1=5¢)

. With probability at least 1 — S, we have that for all v at

some iteration of the binary search over V such that v < 0PT,

A8) > (1 - e_(1_6€)) V.

Proof. With probability 1 — §/2, Corollary 1, and consequently Lemma 9 and Lemma 10, hold
for all iterations of the inner while-loop and we assume this is the case for the remainder of this
proof.

Consider v at some iteration of the binary search over V. If the outer while-loop terminated
after ¢! iterations, then by Lemma 9, we have f(S) > (1 —1/e) v.

Otherwise, the outer while-loop terminated with |S| = k. The algorithm adds elements to
S that are of two types: those added before the if condition and those in A;x added after. Let

T C S be the set obtained by discarding from S the elements a € A;+ that, at the iteration of
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the inner while-loop where a was added, had position i in the sequence a, . .., a;_s| such that
(1 —€)i* <i<i*. Thisset Tissuchthat |T| > (1— ¢€)|S| = (1— €)k.

Consider a; € S added before the if condition and let S;_; be the set of elements in S added to
S before a;. Since a; was added to S, by submodularity, we have fs, ,(a;) > (1— €)3(v — fs,_,)
with probability 1. Consider an elements a; € 7. By Lemma 10 and by definition of 7, we have
that independently for each a; € T, with probability at least1— 3¢, fs,_, (a;) > (1— €)1 (v—fs,_,)
where S;_; is the set of elements in T added to T before a;.

By Lemma 11 and since |7] > (1 — €)k, with § = 3¢, p = 1 — ¢, and € = ¢, we have that

AT) > (1= e~ 1=91=a)1=3)1=€)) ), >> (] — ¢=(1=6€)) y, with probability at least 1 — §/(2¢)

—1 —1
iftk> (]ilf)g(gz_i) (?_36) > 2‘6"2%((]2_‘356)”. By monotonicity, f(S) > AT).

By a union bound over all ¢ iterations of the binary search over V, for all v considered during

this binary search, we have that f{S) > (1— e_(1_6€)) v with probability at least 1 — §/2. [

Theorem 2. Assume k > %_‘Zf) and € € (0,0.1), where { = log(@). Then, Fast with

sample complexitym = — (zltge) log( 46;25 ") has at most €% log(n)¢? adaptive rounds, 2¢~>fn+

e *log(n)l>m queries, and achieves a 1 — % — 4e approximation with probability 1 — 6.

Proof. By the definition of V and since max,enf(a) < OPT < maxsj<x ) es.f(a), there exists
v/ € Vsuch that v € [(1 — €)oPT, OPT].

By Lemma 12, with probability at least 1 — S, we have that for all v at some iteration of the
binary search over V such that v < oPT, f(S) > (1 — e_(l_ﬁe)) v. Since v/ < 0PT, it must be the

case that v* > v/ and we get
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For € € (0,0.1), we have e%¢ < 14 9¢. We get

I—e)1—e 1% > 1—e)(1—e'1+9)) >1—¢' — 4e.
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Experimental Framework & Empirical

Analysis of Fast’s Performance

Our goal in this chapter is to show that in practice, Fast finds solutions whose value meets or
exceeds alternatives in less parallel runtime than both state-of-the-art low-adaptivity algorithms
and LaziEr-THAN-LAZY-GREEDY (LTLG). To accomplish this, we build optimized parallel MPI

implementations of Fast, other low-adaptivity algorithms, and LTLG, which is widely regarded
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as the fastest algorithm for submodular maximization in practice. We then use 95 Intel Skylake-
SP 3.1 GHz processors on AWS to compare the algorithms’ runtime over a variety of objectives
defined on 8 real and synthetic datasets. We measure runtime using a rigorous measure of parallel
time (see Section 4.4.8). Sections 4.4.1, 4.4.4, 4.4.9, and 4.4.6 contain detailed descriptions of
the benchmarks, objectives, implementations, hardware, and experimental setup on AWS.*

We conduct two sets of experiments. The first set compares FasT to previous low-adaptivity
algorithms on 8 objectives. Since previous algorithms all have practically intractable sample
complexity, we grossly reduce their sample complexity to only 95 samples per iteration so that
each processor performs a single function evaluation per iteration. This reduction, which we
discuss in detail below, gives these algorithms a large runtime advantage over Fast, which com-
putes its full theoretical sample complexity in all experiments. This is practically feasible for
Fast because Fast samples elements, not sets of elements like previous algorithms. Despite the
large advantage this setup gives to the previous low-adaptivity algorithms, Fast is consistently
one to three orders of magnitude faster.

The second set of experiments compares FAST to PARALLEL-LAZIER-THAN-LAZY-GREEDY (PARALLEL-
LTLG) on large-scale data sets. We scale up the 8 objectives to be defined on synthetic data
with n = 100000 and real data with up to n = 26000 and various k ranging from k = 25 to
k = 25000. We find that FasT is consistently 1.5 to 27 times faster than PARALLEL-LTLG, and its
runtime advantage increases in k. These fast relative runtimes are a loose lower bound on Fast’s
performance advantage, as FasT can reap additional speedups by adding up to n processors,
whereas PARALLEL-LTLG performs at most nlog(e ") /k function evaluations per iteration, so
using over 95 processors often does not help. In Section 4.1.3, we show that on many objectives

Fasr is faster even with only a single processor.

*Code is available from www.adambreuer.com/code.
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4.1 Experiments set 1:

Fast vs. low-adaptivity algorithms

Our first set of experiments compares FAsT to state-of-the-art low-adaptivity algorithms. To
accomplish this, we built optimized parallel MPI versions of each of the following algorithms:
RaNDOMIZED-PARALLEL-GREEDY [Chekuri and Quanrud, 2019b], BINARY-SEARCH-MAxIMIZATION [Fahrbach
etal., 2019a], and AmMorTizED-FILTERING [Balkanski et al., 2019a]. For any given € > 0 all these
algorithms achieve a 1 — 1/e — € approximation in O(poly(e~!) log n) rounds.

We also compare these low-adaptivity algorithms to an optimized parallel MPI implementa-
tion of LAZIER-THAN-LAZY-GREEDY (LTLG) [Mirzasoleiman et al., 2015a] (see Section 4.4.11).
LTLG is widely regarded as the fastest algorithm for submodular maximization in practice, and
ithas a (1 —1/e — €) approximation guarantee in expectation.

For calibration, we also ran (1) PARALLEL-GREEDY, a parallel version of the standard GREEDY
algorithm, as a heuristic upper bound for the objective value, as well as (2) Ranpowm, an algo-
rithm that simply selects k elements uniformly at random.

A fair comparison of the low-adaptivity algorithms’ parallel runtimes and solution values is
to run each algorithm with parameters that yield the same guarantees, for example al —1/e — €
approximation w.p. 1 — § with ¢ = 0.1 and 6 = 0.05. However, this is infeasible since the
other low-adaptivity algorithms all require a practically intractable number of queries to achieve
any reasonable guarantees, e.g. every round of AMORTIZED-FILTERING would require at least 108

samples, even with n = 500.

58



4.1.1 Benchmarks’ practically infeasible query complexities

To run other low-adaptivity algorithms despite their huge sample complexity we made two major

modifications:

1. Accelerating subroutines. We optimize each of the three other low-adaptivity bench-
marks by implementing parallel binary search to replace brute-force search and several
other modifications that reduce unnecessary queries (for a full description of these fast
implementations, see Section 4.4.10). These optimizations result in speedups that reduce
their runtimes by an order of magnitude in practice, and our implementations are publicly
available in our code base. Despite this, it remains practically infeasible to compute these
algorithms’ high number of samples in practice even on small problems (e.g. n = 500

elements);

2. Using a single query per processor. Since our interest is in comparing runtime and not
quality of approximation, we dramatically lowered the number of queries the three bench-
mark algorithms require to achieve their guarantees. Specifically, we set the parameters
€ and ¢ for both Fast and the three low-adaptivity benchmarks such that all algorithms
guarantee the same 1 — 1/e — 0.1 approximation with probability 0.95 (see Section 4.4.3).
However, for the low-adaptivity benchmarks, we reduce their theoretical sample complex-
ity in each round to have exactly one sample per processor (instead of their large sample

complexity, e.g. 108 samples needed for AMORTIZED-FILTERING).

This reduction in the number of samples per round allows the benchmarks to have each
processor perform a single function evaluation per round instead of e.g. 108/95 func-
tions evaluations per processor per round, which ‘unfairly’ accelerates their runtimes at

the expense of their approximations. However, we do not perform this reduction for FasT.
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Figure 4.1: Experiment Set 1.a: Fast (blue) vs. low-adaptivity algorithms and Parallel-LTLG on graphs (time axis log-scaled).
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Instead, we require Fasrt to compute the full count of samples for its guarantees. This is

feasible since Fast samples elements rather than sets.

4.1.2 Data sets

Even with these modifications, for tractability we could only use small data sets:

* Experiments 1.a: synthetic data sets (n ~ 500). To compare the algorithms’ runtimes
under a range of conditions, we solve max cover on synthetic graphs generated via four
different well-studied graph models: Stochastic Block Model (SBM); Erdds Rényi (ER);

Watts-Strogatz (WS); and Barbdasi-Albert (BA). See Section 4.4.4 for additional details;

* Experiments 1.b: real data sets (n =~ 500). To compare the algorithms’ runtimes on real
data, we optimize Sensor Placement on California roadway traffic data; Movie Recommen-
dation on MovieLens data; Revenue Maximization on YouTube Network data; and Influence

Maximization on Facebook Network data. See Section 4.4.4 for additional details.

4.1.3 Results of experiment set 1

Figures 4.1 and 4.2 plot all algorithms’ solution values and parallel runtimes for various k on
synthetic and real data (each point is the mean of 5 trials with the corresponding k). In terms
of solution values, across all experiments, values obtained by Fast are nearly indistinguishable
from values obtained by GREEDY—the heuristic upper bound. From this comparison, it is clear
that Fast does not compromise on the values of its solutions. In terms of runtime, FasT is 36 to
1600 times faster than BINARY-SEARCH-MAXIMIZATION; 7 to 120 times faster than RANDOMIZED-
PARALLEL-GREEDY; 4 to 2200 times faster than AMoORTIZED-FILTERING; and 1.1 to 7 times faster

than PARALLEL-LTLG on the 8 objectives and various k (the time axes of Figures 4.1 and 4.2
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are log-scaled). Section 4.1.4 shows that Fast continues to outperform all benchmarks even (1)
when we turn off its lazy updates, and (2) when we run all low-adaptivity benchmarks on just a
single ‘good’ guess for o0PT. We emphasize that FAst’s faster runtimes were obtained despite the
fact that the three other low-adaptivity algorithms were run with only a single sample per pro-
cessor each iteration, rather than the 103 or 10° samples required for their respective guarantees.

Finally, we note that across all of the low-adaptivity experiments (Experiments set 1), the
non-linearities in the time plots of benchmark algorithms are due to the thresholding techniques
used by the algorithms as k increases, and not to the variance of the randomized algorithms.
While for each objective and each value of &, the figures report the mean objective value and
runtime of 5 independent trials of each algorithm, we note that algorithms’ runtimes (and thus
Fast’s performance advantages) tend to be quite consistent over multiple trials for a given value

of k.

4.1.4 Experiment set 1 additional results: Fast without speedups

In fact, Fasr still achieves faster runtimes than benchmarks (1) even when we turn off its lazy
updates and (2) even when we run each low-adaptivity benchmark on just a single ‘good’ guess

for orT. Figure 4.3 plots all real data experiments from Section 4.1, but with two changes:

* We add a line for FastO (light blue). FastO0 is identical to FasT, but without lazy updates.

* Each low-adaptivity benchmark is run on just a single guess for oPT. Specifically, we again
rerun all real data experiments from Section 4.1, but for each low-adaptivity benchmark,
we set a single guess of OPT to v = max s|<x ) ,es.f(@) of the k highest valued singletons

(the upper-bound guess used in FasT).

In the results in Fig. 4.3, Fast was 3 to 66 times faster than BINARY-SEARCH-MAXIMIZATION,

11 to 127 times faster than RANDOMIZED-PARALLEL-GREEDY, and 5 to 2200 times faster than
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AMORTIZED-FILTERING, despite turning off FAsT’s lazy updates and also the fact that benchmarks
in this plot only had to run on a single value of 0PT,

From these additional comparisons, it is clear that Fast’s performance advantage over pre-
vious low-adaptivity algorithms is due to its fundamental design principles, and this advantage
persists regardless of whether it takes advantage of empirical speedups.

We note that across these experiments, FAsT0 (without lazy updates) also achieved lower

runtimes than PARALLEL-LTLG on nearly all objectives and values of k.

4.2 Experiments set 2:

FasTt vs. Parallel-Lazier-Than-Lazy-Greedy

Our second set of experiments compares FasT to the optimized parallel version of LAZIER-THAN-
Lazy-Greepy (LTLG) [Mirzasoleiman et al., 2015a] on large data sets. Specifically, our op-
timized parallel MPI implementation of LTLG allows us to scale up to random graphs with
n =~ 100000, large real data with n up to 26000, and various k from 25 to 25000 (see Sec-
tion 4.4.11). For these large experiments, running the parallel GREEDY algorithm is impractical.
LTLG has a (1 — 1/e — €) approximation guarantee in expectation, so we likewise set both
algorithms’ parameters € to guarantee a (1 — 1/e — 0.1) approximation in expectation (see Sec-

tion 4.4.3).

4.2.1 Results of experiment set 2

Figures 4.4 and 4.5 plot solution values and runtimes for various k on large experiments with
synthetic and real data (each point is the mean of 5 trials). In terms of solution values, while the

two algorithms achieved similar solution values across all 8 experiments, Fast obtained slightly
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higher solution values than PARALLEL-LTLG on most objectives and values of k.

In terms of runtime, Fast was 1.5 to 32 times faster than PARALLEL-LTLG on each of the
8 objectives and all k£ we tried from k£ = 25 to 25000. More importantly, runtime disparities
between Fast and PARALLEL-LTLG increase in larger k, so larger problems exhibit even greater
runtime advantages for FAsT.

Furthermore, we emphasize that due to the fact that the sample complexity of PARALLEL-
LTLG is less than 95 for many experiments, it cannot achieve better runtimes by using more
processors, whereas FasT can leverage up to n processors to achieve additional speedups. There-
fore, Fast’s fast relative runtimes are a loose lower bound for what can be obtained on larger-
scale hardware and problems. Figure 4.6 plots Fast’s parallel speedups versus the number of

processors we use.
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Figure 4.6: Single processor runtimes for Fast and Parallel-LTLG, and parallel speedups vs. number of processors for Fast for the
YouTube experiment.

We note that in Fig. 4.6 left (1 Processor Runtime of LTLG vs. Fast), the runtime of LTLG

increases linearly with k. The reason is that, for certain objectives, the runtime of computing f{S)
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increases in |S|. For this objective, f(S) entails summing over |S| rows in a network adjacency
matrix and this causes the runtime of the algorithms to increase in k. For some other objectives
we could avoid this time increase with optimizations.

An additional advantage of Fast in objectives with this time increase is that, even with lazy
updates, LTLG’s queries-per-round are (roughly) constant, but Fast typically does most of its
queries in early rounds when || is still small, then avoids later queries with its speedups, so it
can be faster than LTLG on 1 processor even when it uses more queries. For example, in Fig.
4.6 left, Fast used 85% of its total queries in round 1 of 11.

Finally, we note that even on a single processor, Fasrt is faster than LTLG for reasonable
values of k£ on 7 of the 8 objectives due to the fact that Fast often uses fewer queries (see Section
4.2.2 below). For example, Figure 4.6, left plots single processor runtimes for the YouTube

experiment.

4.2.2 Experiment set 2 additional results: comparing queries

Figure 4.7 plots queries used by Fast and PARALLEL-LTLG for the 8 objectives in Experiment
set 2 (each point is the mean of 5 trials). When counting queries for PARALLEL-LTLG, we count
rounds where a lazy update succeeded as single query rounds despite the fact that in this case
PaRALLEL-LTLG uses max|c, s| queries where c is the number of processors and s is its sample
complexity per round. This choice allows us to compare the queries used by FasT vs. PARALLEL-
LTLG for any k and determine whether FasT used fewer queries than serial LTLG would use.
Note that this occurs for various & in 7 of the 8 experiments. We also note that in practice, serial
LTLG is often slower than Fast even when both perform the same number of queries. This
is due to the fact that (1) Fast performs many more queries at a time (i.e. more per round for

fewer rounds), which is often computationally faster; and (2) Fasttends to ‘front load’ queries by
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performing many of its queries in earlier rounds when |S| is small, such that many of its queries

entail evaluating small sets (which is computationally faster for many objectives).

4.3 The Evolution of FAast’s solutions over rounds & time

Whereas the goal of Sections 4.1 and 4.2 was to compare Fast’s solution values and parallel
runtimes with those of previous algorithms on various objectives and with various constraints &,
we now consider how its solution values evolve over time within a single run. Specifically, we re-
run each of the objectives in Experiments sets 1 and 2 with just the largest cardinality constraint
k used on each objective. We then additionally record each algorithm’s (1) solution value and

(2) time after each of its adaptive rounds within each run.

4.3.1 Rounds in Experiments set 1

Fig. 4.8 plots solution value vs. time for FasT and low-adaptivity benchmarks for each of the 8
objectives in Experiments set 1 (Section 4.1). Note that individual adaptive rounds are marked
with a ‘+’ point. Table 4.2 also summarized the count of adaptive rounds used by FasT across

these experiments. Note that in every experiment, FAsT uses only 3 to 20 rounds.
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Figure 4.8: Solutions value vs. time in Experiment set 1 for max values of k. Rounds are marked with ‘+’ points. The average

value of a random set of size k is marked with a dashed grey line.
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Experiments set 1

Objective n k Fast’s rounds

Stochastic block model | 515 | 40 6

ErdSs Rényi 500 | 40 | 10
Watts-Strogatz 500 |40 |2
Barbdési-Albert 500 |40 |7

Traffic sensor placement | 525 | 160 | 7

Movie recommendation | 500 | 200 | 7

Revenue maximization 571 | 200 | 6

Influence maximization | 769 | 300 | 20

Table 4.1: Rounds used by FAST in Experiments set 1

4.3.2 Rounds in Experiments set 2

Fig. 4.9 plots solution value vs. time (where plotted points represent individual adaptive rounds)
for Fast and PARALLEL-LTLG for each of the 8 large objectives in Experiments set 2 (Section
4.2). Table 4.2 summarizes the count of adaptive rounds used by Fastin each case. Here, despite
the fact that n and k scale up to 100, 000 and 25, 000, respectively, FAsT uses no more than 15
adaptive rounds on any experiment, showing that its high value solutions are obtained at an

extremely frugal cost in terms of actual parallel computation.
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Figure 4.9: Solutions value vs. time in Experiment set 2 for max values of k. Rounds are marked with ‘+’ points. The average
value of a random set of size k is marked with a dashed grey line.
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Experiments set 2

Objective n k Fast’s rounds
Stochastic block model | 48,000 | 10,000 | 10

Erdds Rényi 100, 000 | 1000 8
Watts-Strogatz 100,000 | 25,000 | 13
Barbdsi-Albert 100,000 | 12,000 | 14

Traffic sensor placement | 1885 900 9

Movie recommendation | 3706 500 8

Revenue maximization | 17,432 | 1000 11

Influence maximization | 26,588 | 10,000 | 6

Table 4.2: Rounds used by FAST in Experiments set 2.

4.4 Experimental framework for Fast and benchmarks

In this section, we describe in detail the experimental framework we designed to compare FasT,
low adaptivity benchmarks, and PARALLEL-LTLG. In Chapter 5, we then describe the parallel

architecture we implemented in the context of the theoretical framework of adaptive complexity.

4.4.1 Benchmark algorithms

Our first set of experiments compares FAsT’s performance to three state-of-the-art low-adaptivity

algorithms:

* Amortized-Filtering [Balkanski et al., 2019a]. Given a guess for OPT, AMORTIZED-

FiLTERING proceeds as follows: At each round, AMORTIZED-FILTERING sets an adaptive
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value threshold based on the value of its current solution. It uses this threshold to filter
remaining elements into high-value and low-value groups. It then adds a randomly chosen
set of high-value elements to the solution and updates the threshold for the next round.

AMORTIZED-FILTERING achieves a (1 — 1/e — €) approximation in O(log(n)e~?) rounds.

* Randomized-Parallel-Greedy [Chekuri and Quanrud, 2019b]. Given a guess for
OPT, RANDOMIZED-PARALLEL-GREEDY proceeds as follows: At each round, RANDOMIZED-
ParRALLEL-GREEDY partitions elements into high-value and low-value groups based on
their marginal contributions. It then uses the multilinear extension to estimate the max-
imum probability (‘step size’) with which it can randomly add elements from the high
value group to the solution while maintaining theoretical guarantees. This algorithm

achieves a (1 — 1/e — ¢€)-approximation in O(log(n)e~?) parallel rounds.

* Binary-Search-Maximization [Fahrbach et al., 2019a]. Given a guess for OPT, BINARY-
SEARCH-MAXIMIZATION begins by fixing a value threshold. It then iteratively partitions
remaining elements into high-value and low-value groups by determining whether each
element’s average marginal contribution to a random set exceeds the value threshold. It
draws elements from the high-value group to form a candidate solution S. Finally, it
lowers the value threshold and repeats the process for several rounds, keeping track of
the candidate solution with the highest value. BINARY-SEARCH-MAXIMIZATION achieves

a (1 —1/e — ¢€)-approximation in O(log(n)e~?) adaptive rounds.

We also compare Fast to a parallel version of LaziER-THAN-LAZY-GREEDY (LTLG):

* Parallel-Lazier-than-Lazy-Greedy (Parallel-LTLG) [Mirzasoleiman et al., 2015a].
LTLG is widely regarded as the fastest algorithm for submodular maximization in prac-

tice. At each round, it draws a small random sample of elements. It then attempts a lazy
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update via a single query by testing whether the element in the sample with the high-
est previously-computed marginal value has a current marginal value that exceeds the
second-highest previously-computed marginal value among the samples. If this is the
case, it adds this best element to the solution. Otherwise, it computes marginal contribu-
tion of all samples and adds the best element in the sample set to the solution. It achieves

a (1 —1/e — €) approximation in k adaptive rounds.

For calibration, we also ran (1) a parallel version of the standard GReepy algorithm and (2)

an algorithm that estimates the value of a random solution:

* Parallel-Greedy. GrREEDY iteratively adds the element with the highest marginal value
to the solution set S for each of k rounds. GReeDY achieves a 1 — 1/e approximation in k

adaptive rounds, and its solution values are widely regarded as an heuristic upper bound.

* Random. Ranpowm returns the average value of a randomly chosen set S of k elements.

4.4.2 Choosing and optimizing benchmarks’ guesses for orPT

Low-adaptivity benchmarks also require guesses for oPT. We introduce optimizations to these
guesses to accelerate the benchmarks as described here. Note that in Appendix 4.1.4, we also
rerun the low-adaptivity experiments giving each low-adaptivity benchmark just a single ‘good’
guess for 0PT. We also introduce several other optimizations to the benchmark algorithms—see

Appendix 4.4.9.

¢ Amortized-Filtering [Balkanski et al., 2019a]. Recall that when OPT is unknown, the
standard approach described in Balkanski et al. [2019a] is to run AMORTIZED-FILTERING
once for each guess of OPT. This requires ~ 60 unique runs of AMORTIZED-FILTERING to

maintain the approximation guarantee even for relatively small k and € = 0.1. Therefore,
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to optimize this algorithm, we (1) implement binary search over these guesses of OPT.
We also (2) introduce the same stopping condition that we describe for Fasr, such that
whenever a run of AMORTIZED-FILTERING with a particular guess of OPT finds a solution
S with f(S) > (1 —1/e — 0.1)v, where v is an upper-bound guess for OPT, then we return
this solution. Finally, we (3) set the upper-bound guess v to v = max|g<j > _,csf(a) of
the k highest valued singletons (as in FasT), rather than the looser upper bound guess de-
scribed in Balkanski et al. [2019a]. These optimizations reduce the value of AMORTIZED-
FiLTERING’s solutions in practice, but they dramatically accelerate its runtimes to provide

a more stringent runtime benchmark for FasT.

Randomized-Parallel-Greedy [ Chekuri and Quanrud, 2019b]. The analysis in Chekuri
and Quanrud [2019b] shows that we can either use multiple guesses for OPT, or we can
use a single guess that is an upper bound for opPT. We use the latter option, as using a
single guess is the fastest approach, so this choice is consistent with our goal of pro-
viding the most difficult speed benchmarks for Fast. Specifically, we guess OPT to be
the sum v = max sj<x Y ,esf(@) of the k highest valued singletons, which is an upper
bound on 0PT (and the same guess used by Fast). We note that this is a tighter upper
bound on the value of the true OPT than commonly used alternatives (e.g. k times the
value of the top singleton), so by choosing this guess, we further accelerate our runs of
RanpoMizep-PARALLEL-GREEDY. We also note that using a single guess for OPT achieves
this greater speed by sacrificing some solution value, which is why in our experiments
RaNDOMIZED-PARALLEL-GREEDY sometimes finds solutions that have lower values than

other benchmarks.

Binary-Search-Maximization [Fahrbach et al., 2019a]. BINARY-SEARCH-MAXIMIZATION

already includes a clever processing scheme that efficiently searches for tighter upper-
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bound and lower-bound guesses for OPT, so we implement this approach exactly as de-

scribed in Fahrbach et al. [2019a].

4.4.3 Choosing parameters ¢ and &

For Experiment set 1, we choose all algorithms’ § and € such that each guarantees a (1—1/e—0.1)
approximation with probability 0.95. We therefore choose & = 0.95 for all algorithms and set
€ 10 0.025 for Fast; 0.1 for AMORTIZED-FILTERING; 0.1 for for BINARY-SEARCH-MAXIMIZATION;
and 0.048 for RaNDOMIZED-PARALLEL-GREEDY. For Experiment set 2, the (1—1/e — €) approx-
imation guarantee of LTLG holds in expectation, so we set € = 0.1 for PARALLEL-LTLG and
€ = 0.025 for Fast, which gives the same (1 — 1/e — 0.1) approximation in expectation (see

Theorem 2).

4.4.4 Objective functions and data sets

Max cover on random graphs

Recall the max cover objective: given a graph G, the cover function f(S) measures the count of
nodes with at least one neighbor in S. This is a canonical monotone submodular function. To
compare the algorithms’ runtimes under a range of conditions, we solve max cover on synthetic

graphs generated via four different well-studied graph models:

* Erdés Rényi. We generate G(n,p) graphs with a p = 0.01 probability of each edge.
Since many nodes have similar degree in this model and each node’s edges are spread

randomly across the graph, a random set of nodes often achieves good coverage.

* Stochastic block model. We generate SBM graphs with a p = 0.1 probability of an edge

between each pair of nodes in the same cluster. Here, we expect that a good solution will
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cover nodes in all clusters.

* Watts-Strogatz. We generate WS graphs initialized as ring lattices with 2 edges per
node and a p = 0.1 probability of rewiring edges. In these ‘small-world’ graphs, many
nodes have identical degree, so good solutions contain nodes chosen to minimize coverage

overlaps.

* Barbasi-Albert. We generate BA graphs with m = 1 edges added per iteration. BA
graphs exhibit scale-free structure and tend to have a small set of high-degree nodes.
Therefore, it is often possible to obtain high coverage in these graphs by choosing the

highest degree nodes.

Random graphs: experiment size

For ER, WS, and BA graphs, we set n = 500 in our small experiments and n = 100, 000 in our
large experiments. For SBM graphs, we fix parameters to approximately match these sizes in
expectation, as the actual size of an SBM graph is a draw from a random process. Specifically, for
small SBM experiments we draw 10 clusters of 10 to 100 nodes each, and for large experiments

we draw 50 clusters of 100 to 5000 nodes each.

Real data

* Traffic speeding sensor placement. In this application, we select a set of locations to
install traffic speeding sensors on a highway network, and our objective is to choose lo-
cations to maximize the traffic that the sensors observe. Similarly to Balkanski et al.
[2018], we conduct this experiment using data from the CalTrans PeMS system [Cal-

Trans], which allows us to reconstruct the directed network where nodes are locations on
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each California highway (40, 000 locations) and directed edges are the total count of vehi-
cles that passed between adjacent locations in April, 2018. We use the directed, weighted
max cover function to measure the total count of traffic observed at a set of sensor loca-
tions. For a given set S of sensor locations, this objective function returns the sum of edge
weights (traffic counts along roadway sections) for which at least one endpoint is in S. For
our small experiments, we follow Balkanski et al. [2018] and restrict the network to the
521 locations within a 10 miles of the Los Angeles city center. For our large experiments,

we expand this to all of the ~ 2000 locations in the region.

Movie recommendation. In movie recommendation, the objective is to recommend a
small, diverse, and highly-rated set of movies based on a data set of users’ movie ratings.
We use the objective function and dataset from Balkanski and Singer [2018b], which
sums the ratings of movies in the set S and includes a diversity term that captures how
well the chosen set of movies covers the set of movie genres in the data. A good set of
movies includes movies that have high overall ratings, but it also should appeal to users’
different tastes by including at least one film that each user rates very highly. Therefore,
we also include a diversity term that counts the number of users who would give a high

rating to at least one film in the set of movies S. We obtain the following objective:

A8) =D rij+ aC(S) + BD(S) 4.1)

i€l jes

where U is the set of users i, r;; is user i’s predicted rating of movie j; C(S) is a coverage
function that counts the number of different genres covered by S; D(S) is a coverage

function that counts the number of users with at least one highly rated film in §; and
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parameters « > 0 and 8 > 0 control the relative weight that the objective function places
on highly rated movies versus diversity. Note that eqn. 4.1 is a monotone submodular
function. As in Balkanski and Singer [2018b], we predict missing ratings for the user-
movie ratings matrix using the standard approach of low-rank matrix completion via the
iterative low-rank SVD decomposition algorithm SVDimpUTE analyzed in Troyanskaya
et al. [2001]. We set &« = 0.5max;(D_,7;) and B = 1, and we define a high rating
as r; > 4.5 (which corresponds to 1% of the ratings). For our small experiments, we
randomly select 500 movies and users from the MovieLens 1m data set of 6000 users’
ratings of 4000 movies [Harper and Konstan., 2015]. For our larger experiments, we use

the entire data set.

* Revenue maximization on YouTube. In the revenue maximization experiment, we choose
a set of YouTube users who will each advertise a different product to their network neigh-
bors, and the objective is to maximize product revenue. We adopt an objective function
and dataset based on Mirzasoleiman et al. [2016]. Specifically, the expected revenue from
each user is a function V(S§) of the sum of influences (edge weights) of her neighbors who

are in S:

8 =) V(Z w,-,/) (4.2)

iex jes

V(y) =y (4.3)

where X is the set of all users (nodes) in the network and w;; is the network edge weight
between users i and j, and o : 0 < a < 1is a parameter that determines the rate of

diminishing returns on increased cover. Note that eqn. 4.2 is a monotone submodular
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function. We conduct our small experiments on the social network of 50 randomly se-
lected communities (~ 500 nodes) from the 5000 largest communities in the YouTube
social network [Feldman et al., 2015]. For our larger experiments, we increase this to
2000 communities (~ 18000 nodes). We set o« = 0.9 for all experiments, and we draw

the weights of edges in this network from the uniform distribution U(1, 2).

Influence maximization on a social network. In this application, we select a set of so-
cial network ‘influencers’ to post about a topic we wish to promote, and our objective is to
select the set that achieves the greatest aggregate influence. We adopt the following ran-
dom cover function: an arbitrary social network user has a small independent probability
of being influenced by each influencer to whom she is connected, so we maximize the
expected count of users who will be influenced by at least one influencer. The probability

that a single user i will be influenced is:

fi(§) =1 fories

fi(S) =1—(1—pWNsOl forigs
where |Ns(i)| is node i’s count of neighbors who are in S. We set p = 0.01. We conduct
our small experiments on the CalTech Facebook Network data set [Traud et al., 2012]

of 769 Facebook users & 17000 edges, and we conduct our larger experiments on the

Epinions data set of 27000 users and 100000 edges [Rossi and Ahmed, 2015].

4.4.5 Parallelization

We parallelize all algorithms via Message Passing Interface (MPI). We make this selection both

because it is the industry standard, and also because it allows precise control over the architecture

of parallel communication between processors as well as exactly what information is communi-
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cated between processors. This allows us to build efficient parallel architectures that minimize
communication, such that our implementations are CPU-bound (i.e. query-bound). This prop-
erty both permits fast implementations also aligns with the theoretical view of adaptive sampling
algorithms, which assume that computation time is a function of rounds of queries rather than
communication, data copying, etc. In contrast, simpler-to-use parallel libraries (e.g. JobLib)
often communicate copies of all data to all processors at each communicative step, which may
render implementations based on these simpler libraries both slower and also communication-

bound.

4.4.6 AWS Hardware

While our MPI implementations of the algorithms are scalable to thousands of cores, we conduct
all experiments on an m5d.24xlarge instance with 96 cores—the largest single instance currently
available on AWS (computing on more cores requires launching an AWS cluster). This instance
features Intel Xeon Platinum 8000 series (Skylake-SP) processors with sustained all core Turbo
CPU clock speed of up to 3.1 GHz.

We select this hardware to ensure both the internal validity and external validity of our exper-
iments. Specifically, with regard to internal validity, we note that if we instead had scaled up to
a cluster of multiple instances, then communication times between cores in the same instance
vs. across instances may differ to a greater extent. Because different algorithms require differ-
ent amounts and structures of communication between processors, this might bias runtimes in
unpredictable ways.

Second and more importantly, our goal in this paper is not to show that FasT is the fastest
practical algorithm only on large scale state-of-the-art hardware (though larger-scale hardware

would further improve the runtime advantage of FasT over alternatives—see Section 4.1.3). In-
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stead, our goal is to show that FasT is faster than alternatives even with modest hardware that is
widely accessible to researchers, and these fast runtimes can be further improved on larger scale
hardware. Specifically, we note that this m5d.24xlarge instance has far fewer cores than the n
processors necessary to unlock the full speed potential of Fast, whereas adding more processors
cannot accelerate PARALLEL-LTLG for most experiments due to the fact that PARALLEL-LTLG

has sample complexity less than 95 for many values of k we tried.

4.4.7 Instance setup

We initialize the m5d.24xlarge instance with Amazon’s Deep Learning AMI (Amazon Linux)
Version 24.0. We install the Open-MPI MPI library on our AWS instance and run all experiments

via ssh using mpirun to launch and execute the experiments.

4.4.8 Measuring parallel runtimes.

We measure true parallel time in the following manner. First, before we start the runtime clock,
all processors are initialized with a copy of the objective function and dataset for the experi-
ment, which is followed by a call to a blocking parallel barrier (comm.barrier()). This forces the
condition that no processor begins computations—and the clock does not start—until all pro-
cessors are initialized. Runtime is then measured via MPI’s parallel clock, MPI.Wtime(), from
the moment this barrier is completed and the algorithm function is called. Upon the algorithm’s
completion, we use a blocking parallel barrier (comm.barrier()) call to all processors followed
by a call to the parallel clock MPI.Wtime(). This ensures that a case where one processor finishes
its part of the computations early does not result in an erroneously reported lower runtime.

We run all experiments on 95 cores of the 96-core instance. We deliberately leave one core

free during all experiments so that the 95 cores conducting the experiment are not simultaneously
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scheduled to run a background task, which may result in a slowdown that would endanger the

integrity of measured runtimes.

4.4.9 Overview of fast parallel implementations

For all algorithms, we implement several generally applicable and algorithm-specific optimiza-
tions. The intuition behind our generally applicable optimizations is to ensure that (1) imple-
mentations are optimized and vectorized such that all operations besides queries take negligible
time (such that the algorithms are effectively query-bound); (2) communicative architectures be-
tween processors are designed to avoid superfluous communication; (3) we implement parallel
reduces where possible to leverage these parallel architectures to further reduce computation;
and (4) no algorithm ever queries the marginal value of an element when this marginal value is

known to be 0, i.e. fr(x),x € T. Algorithm-specific optimizations are discussed below.

4.4.10 Fast parallel implementation of low-adaptivity algorithms

¢ Amortized-Filtering. The key optimizations we introduce to AMORTIZED-FILTERING are
the binary search over OPT guesses, the tighter upper-bound guess for 0PT, and the stopping

condition described in Appendix 4.4.2 above.

* Binary-Search-Maximization. BINARY-SEARCH-MAXIMIZATION tends to run significantly
more loop iterations than other benchmarks, so optimizations that reduce these loop iter-
ations result in significant speedup. We note that two loops of this algorithm loop over
indices, where indices are calculated as elements of a geometric sequence then rounded
to integers. This process results in the algorithm looping over numerous redundant in-
dices, as many unique floating point numbers from these sequences round to the same

whole numbers. We therefore achieve large speedups by precomputing these sequences
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and looping only over unique indices. In addition to this optimization, we also note that
the REDUCED-MEAN subroutine (which is responsible for the vast majority of computa-
tion time) requires the processors to parallel-compute a fraction of elements that exceed
a threshold. A naive approach would be to computing marginal values in parallel, gather
or allgather all of these values (i.e. each processor communicates its share of values to
all other processors), and then compute this fraction locally. However, our optimized
approach uses a fast parallel reduction where each processor computes its local fraction,
then a fast parallel reduce using MPI.Sum() such that (1) processors need only communi-
cate this fraction (float) instead of the entire vector of elements, and (2) the global fraction
is then rapidly computed via a parallel reduce. More advanced MPI architectures such as
these result in meaningfully lower runtimes in practice, particularly when using relatively

fast-to-compute objective functions.

Randomized-Parallel-Greedy. The key decision when implementing RANDOMIZED-
ParRALLEL-GREEDY is how to choose guesses for the step size &, which is the probability
with which we randomly add high-value elements to the solution. This is important be-
cause the majority of RANDOMIZED-PARALLEL-GREEDY’s runtime is taken up by calls to
the multilinear extension that are made in order to choose &. Specifically, recall that in
each iteration, RANDOMIZED-PARALLEL-GREEDY calls the multilinear extension to search
for the maximum & that obeys certain conditions. Here, if we implement RANDOMIZED-
ParaLLEL-GREEDY such that it tests more guesses (i.e. more closely spaced) guesses for
S, then we may find a § that is closer to the true maximum &, but this uses additional calls
to the multilinear extension that slow runtimes. We therefore precompute just n guesses
for & as [I/n,2/n,...], iterate over each of these, and set & to the rightmost value that

does not violate the conditions. Based on this choice, the minimum value we attempt
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for & will increase |S| by one element in expectation when all elements are high-valued.
By using this relatively large 1/n stepsize between subsequent guesses for &, we reduce
solution values in practice, but we accelerate the algorithm (thus providing a more diffi-
cult runtime benchmark for Fast). Before making this choice, we also experimented with
geometrically-spaced guesses for &, but found that this resulted in a significant further re-
duction in performance and also that it caused the algorithm to attempt many very small

options for & that were unlikely to result in adding a single element.

4.4.11 Fast parallel implementation of LAZIER THAN LAZY GREEDY

¢ Parallel-LTLG. Designing a fast implementation of PARALLEL-LTLG is nontrivial be-
cause at each iteration, we want to attempt a lazy update (which requires a single query),
but in the event that this lazy update fails, we do not want to complete the iteration any
slower than if we had not attempted the lazy update. Put differently, the lazy update
attempted at each iteration should result in a speedup when it succeeds, but never in a
slowdown when it fails, such that PARALLEL-LTLG is strictly faster than StocHAsTIC-

GREEDY.

To accomplish this, we adopt the following optimized parallel architecture for PARALLEL-
LTLG. At each of k rounds, the root processor draws a set R of sample elements from
remaining elements in the ground set X\ S. The root process broadcasts these sample ele-
ments to the other processors. Then, all processors simultaneously make a single query:
the root process queries the marginal value of the best element according to previous
(lazy) marginal values, and remaining processors each query a single other element from
the sample. If the root process succeeds in finding a lazy update with its single query, it

communicates this to all processors, and all processors add this element to S and move to
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the next iteration. If the lazy update fails, then the ¢ processors have already completed ¢
marginal value queries of the samples (so no time is lost). They then simply each compute
1/c of the (|R| — ¢) remaining samples’ marginal values, communicate them, add the best

element to S, and move to the next iteration.
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A Practical Parallel Architecture to

Simulate Low-Adaptivity Algorithms

The concept of adaptivity incorporates three key abstractions: it does not account for (1) the
computational costs of communication and synchronization; (2) it does not account for the vari-
ous computational costs associated with function evaluations, which must typically be computed

rather than queried via a black-box oracle, and it states (3) that poly(n) queries may be executed in
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parallel per round. While these three abstractions provide for a parsimonious comparison of the
relative theoretical parallel runtimes of different algorithms, they nonetheless obscure important
properties of parallel algorithms that may in practice dominate their relative parallel runtimes.
In this chapter, we introduce several new techniques to design a parallel architecture for
ADAPTIVE-SEQUENCING and Fasrt that addresses each of these three abstractions. This architec-
ture allows ADAPTIVE-SEQUENCING and FasT to closely approximate the low-adaptivity setting
and reap maximum benefits from parallelization when computed in the wild on standard hard-

ware. Specifically, we discuss techniques that address each of the following specific challenges:

1. Low adaptivity algorithms are communication-intensive under standard architec-
tures. Whereas the concept of adaptivity abstracts away communication costs, low adap-
tivity algorithms are highly communication-intensive under standard architectures for
parallel computing. This is due to the fact that at each iteration random sequences and/or
sets are drawn, and the specific sequence or set typically must be distributed to all proces-
sors before they can share in the global work of computing function evaluations. Proces-
sors also require knowledge of each iteration’s updated current solution S and element(s)

from the updated set of remaining elements X.

The Parallel Random Seeded architecture significantly reduces communication.
We develop a new practical parallel architecture, the ‘parallel random seeded’ architec-
ture, which leverages parallel pseudorandomness to significantly reduce these commu-
nications. For example, a conventional parent/child parallel architecture for AbDAPTIVE-
SEQUENCING using p processors requires 2k|X| + 2p — 2 pairwise communications per
iteration to find /*, which is O(n?) in the worst-case. Furthermore, this conventional par-
ent/child architecture requires many memory-intensive communications of O(n)-length

sequences. The ‘parallel random seeded’ architecture reduces this O(n?) count of paral-
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lel communications to just 2p — 2 pairwise communications, where p is the number of
processors used to run the algorithm (note p < n in most practical scenarios). The ‘par-
allel random seeded’ architecture also avoids any communication of large O(n)-length
sequences, and reduces the size of most communications to a single floating point num-
ber. To give a concrete example, given an objective with 10'” elements, the parallel ran-
dom seeded architecture reduces the size of objects that processors communicate each

iteration from roughly 100 GB to (in most cases) 128 bits, or (in the worst case) 12 MB.

. Adaptivity does not account for time/inefficiencies associated with function calls. In
practice, function evaluations must typically be computed rather than queried via a black-
box oracle. However, in practice, these costs have a large impact on parallel runtimes
not only by determining the overall compute time necessary for an algorithm’s aggregate
set of queries, but also by introducing synchronization inefficiencies. Specifically, syn-
chronization inefficiencies occur in practice wherever the set of processors experiences a
load imbalance where certain processors within an iteration complete their work before
others, but must wait idly before continuing. In practice, many submodular maximization
objectives are challenging from a synchronization perspective because the time required
to compute their objective functions can vary widely. Of particular relevance is the fact
that many objective functions and marginal value functions fs(a) require practical com-
putational time that is linearly increasing in the size of S. This is due to the fact that
computing many common objective functions requires simple operations over a subma-
trix of |S| rows. While these time increases can be avoided for some simple objectives
via careful optimizations, this is often not possible for more complex objectives. Load
imbalances induced by differences in function evaluation compute times present a par-

ticular challenge for parallel architectures designed to reduce communication, such as
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the ‘parallel random seeded’ architecture described here, because reducing communica-
tion requires tasking each processor with computing multiple function evaluations before
communicating, such that relative compute time imbalances between individual function
evaluations may accrue over the multiple function evaluations in a processor’s workload

within an iteration.

We introduce near optimal load balancing that is non-adaptive. To address syn-
chronization inefficiencies, we introduce a new algorithm, PARALLEL-LoAD-BALANCE-
SEQUENCE, which can be computed as a non-adaptive subroutine in FAST or ADAPTIVE-
SEQUENCING. This algorithm non-adaptively partitions the set of function evaluations in
key steps of ADAPTIVE-SEQUENCING and FAsT across an arbitrary number of processors
such that compute times are approximately optimally balanced across processors, even
without knowing or measuring the time it takes to compute the function f. PARALLEL-
Loap-BALANCE-SEQUENCE can be locally computed, such that each processor can call it
and determine its near-optimal workload partition absent communication. Specifically,
the workload partitions returned by PARALLEL-LoAD-BALANCE-SEQUENCE guarantee that
as long as the time required to compute the function fis any linear function of the size of
its input set (as described above), the ratio of compute times between the slowest proces-
sor’s time to compute the set of all prefix lengths in its partition and the fastest processor’s
time to compute its partition will be bounded above by 1 4+ 1/|(|X|/2p)] < 2, where p
is the number of processors used to run Fast. This results in vanishing synchronization

inefficiencies in a typical practical setting where p < n.

We implement PARALLEL-LoAD-BALANCE-SEQUENCE, and show that it improves syn-
chronization ratios between the fastest and slowest processor from ratios of up to 65 to

ratios of no more than 1.04 in various experiments, resulting in near-optimal load balanc-
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ing in practice. This improvement reduces the idle time of the fastest processors from

~ 30% of Fast’s overall runtime to a negligible value.

. Adaptivity assumes poly(n) queries may be executed in parallel each round. A key
abstraction in the definition of adaptivity is that poly(n) queries may be executed in paral-
lel each round, which allows for algorithmic techniques that rely concentration arguments
and sampling many sets of elements. However, from a practical perspective, practitioners
are unlikely to have access to poly(n) processors to simulate these queries each round, and
even where this is practically feasible, the large communication overhead resulting from
distributing work to poly(n) processors may quickly outweigh the benefits of additional

parallelization for typical objectives.

Simulating FasT requires just n or fewer processors. Whereas other low adaptivity
submodular maximization algorithms require the full poly(n) processors to simulate an
adaptive round, FasT requires just n processors in the worst case. Furthermore, we show
that in practice, FasT actually requires many fewer than n processors to reasonably simu-
late most rounds when solving a typical large optimization problem due to its speedups,

which in practice tend to dramatically reduce its number of queries per step.

5.1 The Parallel Random Seeded architecture

Whereas the concept of adaptivity abstracts away from the relative computational costs associ-

ated with parallel communication and synchronization, these costs may have a large impact on

parallel runtimes in practice. In particular, conventional parallel implementation architectures

for ADAPTIVE-SEQUENCING and FAsT are communication-intensive due to the need to share infor-

mation about randomly drawn sets between processors and the fact that within a given inner-loop

94



iteration, many steps are interdependent and (e.g. filtering X requires knowledge of the updated
solution S).

In this section, we develop a new practical architecture, the ‘parallel random seeded’ architec-
ture. This architecture significantly reduces the count of communicative steps, the total number
of communications per iteration, and the size of objects that must be communicated. We show
that it results in a significant reduction in parallel communication for ADAPTIVE-SEQUENCING
and Fasr.

We denote by p the number of processors used to implement an algorithm in practice.

5.1.1 A Vanilla Parent/Child Parallel Architecture

Before describing the parallel random seeded architecture, we first describe a conventional par-

ent/child parallel communication architecture for ADAPTIVE-SEQUENCING and FasT.

In each inner-loop iteration of ADAPTIVE-SEQUENCING:

1. The parent (root) processor draws a random sequence q; . . . a; and broadcasts itto all p—1
child processors (one-to-all communication). We note that this communication is costly

in practice because the object being communicated is a large (O(n)-length) sequence.*

2. The parent processor maintains a queue of all combinations of [i € {0, ..., k},x € X] that
must be evaluated. While items remain in this queue, child processors iteratively query
the parent processor for a combination from the queue to evaluate (one-to-one communi-

cation). Once a child processor completes an evaluation, it communicates to the parent

*It is possible to wrap this step into the subsequent step, i.e. where the parent maintains a queue of
sequence prefixes and elements from X, but this would cause each of the k|X| communications sent by
the parent processor in the search for i* to contain an o(k)-length vector in place of an integer i, which is
undesirable.
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processor the binary variable of whether this marginal value met the threshold ¢, resulting
in 2k|X| one-to-one communications. This can be improved slightly by eschewing queries
known to be 0 a priori (i.e. when an element from X is in q; . . . ax), and by noting that on

rounds after the first a sequence length of k — |S| can be used instead of length k.

3. The parent processor computes i* and broadcasts {aj,...,a;_1} and X« to all other

processors (one-to-all communication).
4. Each processor independently updates its copy of S and X.

This vanilla parent/child exhibits an impractical communication overhead in practice due to
the 2k|X| one-to-one communications necessary to find i* in each iteration of the inner loop.
It also entails an undesirable communication cost due to the necessity of communicating large
O(n)-length random sequences to all processors each iteration.

A key challenge for reducing this large communication burden is that for any processor to
compute a function evaluation in any step of ADAPTIVE-SEQUENCING and Fast, it must have
knowledge of each iteration’s random sequence. In theory, because the sequence is random, it
must be drawn on a single processor and distributed to the other processors, necessitating a large

amount of communication.

5.1.2 The Parallel Random Seeded architecture

We now describe an alternative practical parallel architecture, the ‘parallel random seeded’ ar-
chitecture, which significantly reduces the count of communicative steps, the total number of
communications per iteration, and the size of objects that must be communicated in each itera-
tion of ApAPTIVE-SEQUENCING and Fast. Specifically, we leverage the pseudo-randomness of

standard random number generators by initializing each processor with an identically-seeded
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random generator, such that all processors can independently draw identical random sequences
each iteration absent communication.

This approach thus avoids communicating the randomly drawn sequence to all processors
at each iteration—a step that is costly due to the fact that the sequence that must otherwise be

communicated is large (i.e. O(n)-length).

Processor independence. To further minimize communication, in ADAPTIVE-SEQUENCING
each processor can then proceed by independently processing either one combination of [i, x € X]
in the idealized case where p = n, or by independently processing a 1/p-sized subset of these
combinations in the practical case where p < n. This is approach is advantageous because for
many objectives, it is more runtime-efficient for a processor to independently compute an addi-
tional function evaluation than it is to incur the communication costs associated with querying
a parent (root) processor for a new combination to evaluate. Thus, this architecture reduces the
communicative steps per inner-loop iteration to one single step in which each processor sends all
other processors the Booleans corresponding to whether its combinations met threshold ¢. Intu-
itively, as each processor in this architecture maintains its own copy of X and S, each processor
proceeds exactly as it would in a serial (non-parallel) setting, with the exception that at (only)
steps that require multiple queries, it independently computes a 1/p fraction of these queries,
and receives the rest via a single communicative step.

This approach significantly reduces the number of practical pairwise communications neces-
sary in ADAPTIVE-SEQUENCING and Fast. Specifically, in ADAPTIVE-SEQUENCING, the 2k|X| +
2p—?2 one-to-one communications necessary to broadcast ay, . . . , ax, distribute work required for
the search for i to the child processors and collect the responses can be reduced to just 2(p — 1)
pairwise communications. This reduction corresponds to the fact that in the parallel random

seeded architecture, no broadcast or distributions steps are necessary as they can be locally
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computed, and the only communications entail each processor sharing its partition of function
evaluations with all others via an intermediary processor (i.e. a single allgather step), resulting
in just 2(p — 1) pairwise communications. We are also able to skip the final broadcast commu-
nications that were required in the parent/child architecture to update child processors’ copies
of S and X, as these can be locally updated absent communication.

To make this concrete, consider that under a conventional parallel architecture, solving an
objective with e.g. n = 10° elements (such as all Facebook users) would entail communicating
a random sequence of n = 10'° integers each of size up to 10'° each iteration. This corresponds
to communications of ~ 100 GB to each processor every iteration, resulting in communication
costs that are computationally impractical.

In contrast, the parallel random seeded architecture avoids all such communications. Instead,
most communications in Fast entail each processor communicating just a single 128-bit fraction
(i.e. just the fraction of its |R|/p-sized portion of the sample R of elements that exceeded the
threshold during an iteration of binary search). In the worst case, an iteration will also require
each processor to communicate a short binary vector in {0, 1}"/ P corresponding to whether each
element in its portion of the elements in the preprocessing step exceeded the threshold. For our
example of processing n = 10! with 100 processors, this communication would require just 12

MB (compared to 100 GB in a conventional architecture).

Fast under the parallel random seeded architecture. Similarly, Table 5.1 summarizes the
count of practical pairwise communications necessary for each step of Fast under parent/child
and parallel random seeded architectures. Note that for Fasrt, the parallel random seeded ap-
proach results in an architecture in which communication is reduced to a single communicative
step for per algorithm line that contains function evaluations. We note that for Fasr, the parallel

random seeded approach also applies to sampling R, such that we avoid the communication costs
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Line

Parent/Child

Para. Rand. Seeded

Fast: the Fast Adaptive Sequencing Technique

Input f, constraint &, guess v for OPT, parameter €

S0

while |S| < k and number of iterations < ¢! do

X Nit+ (1—e€)(v—£S))/k

while X # () and |S| < k do

aj, . ..,ayx < SEQUENCE(X, |X|) - -

A —ay,...,q 1 X| none
S+ SU{a; : fsoa,_,(a;) >t} X 2(p-1)
Xo ¢ {a€X:fila) > 1) 2x] 2(p-1)

if [Xo| < (1 — €)|X] then

X < X, and continue to next iteration

R < SampLE(X, m)

I+ Geom(l,k —|S|,1 — €)

R+ {a€R:fsu (a)>1} foriel

i* < B-SearcH(max{i : |[R;| > (1-2¢€)|R|})

2mloglog(k—|S|)

2(p-1) loglog(k-|S])

S+ SUAx

return §

Table 5.1: Comparison of FAST's practical count of communications between pairs of processors under (center) the vanilla par-
ent/child parallel architecture, and (right) the Parallel Random Seeded architecture.
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associated with drawing R on one processor and communicating it to other processors.

5.1.3 The communication/synchronization tradeoff

The parallel random seeded approach described above significantly reduces both the count of
communicative steps per iteration and also the number of pairwise communications between
processors. One potential disadvantage of this approach is that in a practical scenario where
p < n, within a given algorithm step each processor takes on a greater number of computations
between communication steps compared to a conventional parent/child architecture. Therefore,
this may incur additional synchronization costs that result from imbalanced processor workloads.
In Section 5.2 below, we show a design aspect that can typically preclude these additional syn-

chronization costs for ADAPTIVE-SEQUENCING and FasT.

5.2 Parallel load balancing:

PARALLEL-LOAD-BALANCE-SEQUENCE

In this section, we show a new algorithm that non-adaptively partitions the set of function evalu-
ations in key steps of ADAPTIVE-SEQUENCING and FAsT across an arbitrary number of processors
such that compute times are approximately optimally balanced across processors, even without
knowing or measuring the time it takes to compute the function f. Such load balancing is an im-
portant aspect of practical performance: whereas the concept of adaptivity abstracts away from
the time required to compute function evaluations, in a practical setting these compute times
often increase e.g. linearly as a function of the size of their inputs |S|. This is due to the fact that
many common objective functions (or marginal contribution functions) entail e.g. simple opera-

tions over a submatrix of |S| rows (e.g. of an adjacency matrix). As a result, certain algorithmic
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steps (or processor loads) may take many times longer to complete compared to others, such
that synchronization inefficiencies caused by load imbalances may dominate practical parallel
runtimes.

In fact, we show experimentally that while parallel load imbalances have a large impact on
practical runtimes absent load balancing, the load balancing algorithm shown below results in
near optimal load balances across processors in key steps of ADAPTIVE-SEQUENCING and FasT.

This results in significant improvements in Fast’s parallel runtimes.

Practical function evaluation time often scales up as a linear function of input set size.
Figure 5.1 plots the time required for a processor used in the experiments in Section 4 to evaluate
the marginal contribution fs(a) of a singleton element for YouTube objective as a function of
the size of S. Note that evaluating this objective requires just 0.039 seconds when S = 250,
but 1.2 seconds when |S| = 10000, such that if these two evaluations were assigned to a pair
of processors, one would finish 31 times faster than the other and then wait idly. While for
certain objective functions one can avoid this compute time scaling property, for example by
implementing various memoization schemes, this is not possible for many objectives.

Load balancing is therefore critical to practical performance, in particular:

e In ADAPTIVE-SEQUENCING, in the search for i* at the step:

¢ e minfi € {1,... .k} X < (1— €)|X]}

due to the fact that this step requires a parallel call to evaluate a large number of marginal

contributions with widely varying sizes of inputs; and

101



Time to compute fg(a) for YouTube objective
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Figure 5.1: The time required to compute the YouTube marginal value function fs(a) of a singleton element for various |S)|..
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* In Fasr, in the sequence preprocessing step:

S < SU{a; : fsua,_,(a;) >t}

for the same reason. In both cases, the sizes of the function inputs within the same iteration
vary from O to n in the worst-case, which occurs deterministically in the first round of

Fasr.

5.2.1 Near optimal parallel load balancing:
PARALLEL-LOAD-BALANCE-SEQUENCE

We now introduce PARALLEL-LoAD-BALANCE-SEQUENCE. A key idea is that, even without know-
ing or measuring the time required to compute a function evaluation with a given sized input set,
each processor can locally and non-adaptively call PARALLEL-LoAD-BALANCE-SEQUENCE when
it encounters one of the steps in ADAPTIVE-SEQUENCING or FAsT shown above. PARALLEL-LoAD-
BALANCE-SEQUENCE then outputs a partition of all indices of sequence prefix lengths that this
processor should compute, such that the ratio of compute times between the slowest processor’s
time to compute the set of all prefix lengths in its partition and the fastest processor’s time to
compute its partition will be bounded.

We describe and analyze the version of PARALLEL-LoAD-BALANCE-SEQUENCE for the Fast

algorithm (specifically its sequence preprocessing step) here.
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Algorithm 5 PARALLEL-LOAD-BALANCE-SEQUENCE

Input: |X|; num. processors p
initialize proc. workload sets W = {(y,...,0,}
for (. €1:[(|X]|/2)] do:
Witmouro(tp) < Witmonuro(ep) U 14, |X| — £}
if |X| — 1is odd then:
append singleton set { [ (|X|/2)]} to the smallest set in W

return W

Theorem 3. Let t(fs(a)) : 7(fs(a)) > 0 denote the runtime required for a single processor

to evaluate the marginal value of singleton a to S. If T is any linear function of |S|, then given
arbitrary S and sequence ai, . .., ax| and number of processors p, PARALLEL-LoAD-BALANCE-
SeQUENCE computes a partition W = {Wy,..., W,} of sequence prefix lengths {1,...,|X|} to

processors 1,...,p s.t. the compute time ratio of the slowest processor to the fastest processor

when computing fsua,.....a;, (i), Vi € W, is bounded above by 1 +1/|(|X|/2p)] < 2.

Proof. At ahigh level, without knowing the runtime 7(fs(a)) required for a given function eval-
uation, we can nonetheless partition the ordered set of all sequence prefix lengths into many
{fast, slow} pairs of prefix lengths such that all pairs require equal compute time. By distribut-
ing (approximately) equally sized subsets of such pairs to the p processors (and bounding the

time required to compute any remaining odd prefix length) we obtain the desired bound.
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Let 7(fs(a1)) + 7(fsuay_, (aix)) = ¢ (5.1)

then given integer £ : 1 < ¢ < [(|X|/2)] :

T(fsutan..ar} (@et1)) + T(fsutarap o} (@x1—0)) = € (5.2)

Where the last step is due to the linearity of 7. Now, if |X| is evenly divisible by 2p, we have the

total compute time T, with work partition W, = W[¢] for an arbitrary processor ¢:

Wl

Ty =D T(fsutan (@, 11)) (5.3)

w=l1
[Wl/2

= Z T(fSU{aly---vaMp[z»v—l]}(aW¢[2W—1]+1)) + T(fSU{al ----- aW¢[2w]}<aW‘/’[2W}+1)) (5.4)

w=I1

From the construction of W, the argument of this sum can always be rewritten as:

T(fsugar,ac (@e1)) + T (Fsuga a3 (@x1—0)) (5.5)
for some integer £ : 1 < ¢ < [(]X|/2)]. Thus we have:
Wol/2 c ¢[X|
= Z c= §\W¢| = —— = constant for all processors. (5.6)
p
w=1

Where step 5.3 follows from the definition of 7, step 5.4 follows from reindexing (note |W,| is
even as in this case |X] is evenly divisible by 2p), step 5.5 follows from the definition of W,,
and the fact that W is an integer sequence, and step 5.6 follows from the substitution of step 5.2
above. Thus in this case where |X| is evenly divisible by 2p, all processors take identical time
to compute the sequence prefix lengths in their respective partitions W, and we achieve perfect
load balancing between the processors.

If |X| is not evenly divisible by 2p, then we consider the maximum ratio of compute times
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(i.e. imbalance ratio) between any two processors:

T
max —2
p,0el.p Ty

Note that if | X| is odd, then the compute time for the non-paired sequence prefix length [ (|X]/2)]
is strictly less than some paired prefix length, thus strictly less than ¢ by the linearity of 7.

Therefore we have:

Wo| 2
T(P B E‘ <P/
max = max
@, el.p T¢ @, el.p Z|Wu|/2
(IWu\+2)/2
< max E

@, P€L..p Z|Ww|/2

< (WX]/2p)] +1)e
— L0X1/2p)Je
1

L(1X1/2p)]

Where the second step follows from the construction of Win PARALLEL-LOAD-BALANCE-SEQUENCE.
Note that if we exclude the case where a processor(s) is not allocated any work (in which case

maxy pel..p %’ is infinite), it follows that 1 < max, yel..p % < 2. ]

A similar bound is obtainable for the search for i* step in ADAPTIVE-SEQUENCING, where in
this case we modify PARALLEL-LoAD-BALANCE-SEQUENCE slightly to account for the fact that
the parallel workload consists of k|X| combinations of sequence lengths and remaining ground

set elements.
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5.3 Load balancing experiments

Beyond its theoretic guarantee, PARALLEL-L.OAD-BALANCE-SEQUENCE generates near-optimal
parallel load balances in practice. Fig. 5.2 plots each processor’s compute time for the sequence

preprocessing step in the large YouTube experiment (n = 17, 432) from Section 4 with either:

* Vanilla load balancing (Fig. 5.2, left column). Here, we adopt the standard naive load
balancing approach where the set of |X| indices / is partitioned into sequential subsets
each of size |X|/p, where p is the number of processors, and each subset is then assigned

to an arbitrary processor.

Note that is the load balancing strategy implemented for Fast in all experiments in Chap-

ter 4, which we selected in that case to give maximum advantage to benchmarks.

* PARALLEL-LOAD-BALANCE-SEQUENCE (Fig. 5.2, right column). Here, each processor
locally calls PARALLEL-LoaD-BALANCE-SEQUENCE, then computes the marginal contri-
butions for all prefix lengths i in its respective partition returned by PARALLEL-LOAD-

BALANCE-SEQUENCE.

5.3.1 Load balancing results.

Results with vanilla load balancing. With vanilla load balancing, the ratio of runtimes to
finish this step between the slowest processor and the fastest processor is 65.08 for |X| = 500,
75.16 for |X| = 1000, 58.99 for |X| = 2500, 55.52 for |X| = 5000, 54.79 for |X| = 7500,
and 52.57 for |X| = 10000. These large ratios translate to a significant fraction of the overall

runtimes in which many processors are idle.
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Figure 5.2: Distribution of compute times over 20 processors used to parallel-compute the sequence preprocessing step in Fast
with vanilla load balancing (left column) or Parallel-Load-Balance-Sequence load balancing (right column) for various k. Each
individual bar represents the compute time of a single processor’s workload for a given sequence size |X |
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Results with PARALLEL-LoAD-BALANCE-SEQUENCE load balancing. In contrast, with PARALLEL-
LoaD-BALANCE-SEQUENCE load balancing, these ratios decrease to 1.14 for |X| = 500, 1.11 for
|X| = 1000, 1.05 for |X| = 2500, 1.05 for |X| = 5000, 1.05 for |X| = 7500, and 1.04 for
|X| = 10000. Note that empirical load balance also improves slightly as |X| increases, as in this
case the PARALLEL-LoAD-BALANCE-SEQUENCE bound improves, and empirically we also expe-
rience the effect of the central limit theorem on mean function compute time as each processor

handles a larger set of pairs of prefix lengths.

Overall performance increase due to PARALLEL-LOAD-BALANCE-SEQUENCE. These im-
proved load balances result in a significant performance improvement: with optimal load bal-
ancing, this sequence preprocessing step in FAsT requires just over half the time it requires absent
load balancing. Specifically, this step is 1.80 times faster with |X| = 500, 1.76 times faster with
|X| = 1000, 1.77 times faster with |X| = 2500, 1.77 times faster with |X| = 5000, 1.77 times
faster with |X| = 7500, and 1.78 times faster with |X| = 10000. In practice, over a full run of the
YouTube objective, vanilla load balancing leaves the fastest processor idle for just over 30% of
overall compute times. With PARALLEL-LoAD-BALANCE-SEQUENCE, this idle time is reduced to

a negligible value.

5.3.2 Load balancing across iterations

Because |S| is increasing across rounds, the average time per round required to compute a
marginal value also tends to increase across rounds for many common objective functions whose
compute time scales with the size of their inputs. It is therefore advantageous from a practical
runtime perspective to use early rounds (when |S] is still relatively small) to add many elements
to the solution and/or remove many elements from further consideration.

In fact, Fast leverages this potential speedup via the sequence preprocessing step, which in
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practice tends to add a large number of elements to the solution in the earliest rounds, as well as
this step’s corresponding filtration of X and lazy updates, which tend to remove many elements
from further consideration for future rounds. For example, in the four large real data experiments
in Experiments set 2 in Section 4.2, Fast used 45% (traffic sensor placement), 54% (movie
recommendation), 85% (YouTube revenue maximization), and 33% (influence maximization)
of its total queries during its very first iteration (queries measured for largest value of k in each

experiment).

5.3.3 Number of processors required to simulate FasT

In theory, the number of processors required to simulate Fastis never more than », as no step
requires evaluating more than n elements. We emphasize that this property compares favorably
to previous low adaptivity algorithms, whose query complexities depend on large constants and
high order polynomials due to the set sampling techniques employed in each round. Furthermore,
Fast’s practical query counts above (see Section 5.3.2 and Section 4.2.2 show that in practice,
only the very first round of FasT tends to use approximately n queries in practice, and subsequent
rounds typically use many fewer than n queries. It is therefore possible to obtain a reasonable
simulation of the adaptive model of parallel computation with FAsT on a practically small parallel

machine.
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Non-Monotone Submodular

Maximization

Although there has been a great deal of work in machine learning on applications that require
constrained monotone submodular maximization, many interesting submodular objectives are
non-monotone. Constrained non-monotone submodular maximization is used in large-scale per-

sonalized data summarization applications such as image summarization, movie recommenda-
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tion, and revenue maximization in social networks [Mirzasoleiman et al., 2016]. In addition,
many data mining applications on networks require solving constrained max-cut problems (see
Section 6.3).

Non-monotone submodular maximization is well-studied [Feige et al., 2011, Lee et al., 2009,
Gupta et al., 2010, Feldman et al., 2011, Gharan and Vondrdk, 2011, Buchbinder et al., 2014,
Chekuri et al., 2015, Mirzasoleiman et al., 2016, Ene and Nguyen, 2016], particularly under a
cardinality constraint [Lee et al., 2009, Gupta et al., 2010, Gharan and Vondrak, 2011, Buch-
binder et al., 2014, Mirzasoleiman et al., 2016]. For maximizing a non-monotone submodular
function under a cardinality constraint k, a simple randomized greedy algorithm that iteratively
includes a random element from the set of k elements with largest marginal contribution at every
iteration achieves a 1/e approximation to the optimal set of size k [Buchbinder et al., 2014]. For
more general constraints, Mirzasoleiman et al. develop an algorithm with strong approximation
guarantees that works well in practice [Mirzasoleiman et al., 2016].

While the algorithms for constrained non-monotone submodular maximization achieve strong
approximation guarantees, their parallel runtime is linear in the size of the data due to their
high adaptivity. Informally, the adaptivity of an algorithm is the number of sequential rounds it
requires when polynomially-many function evaluations can be executed in parallel in each round.
The adaptivity of the randomized greedy algorithm is k since it sequentially adds elements in
k rounds. The algorithm in Mirzasoleiman et al. is also k-adaptive, as is any known constant
approximation algorithm for constrained non-monotone submodular maximization. In general,
k may be Q(n), and hence the adaptivity as well as the parallel runtime of all known constant
approximation algorithms for constrained submodular maximization are at least linear in the
size of the data.

For large-scale applications we seek algorithms with low adaptivity. Recall that (informally)

the adaptivity of an algorithm is the number of sequential rounds it requires when polynomially-
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many function evaluations can be executed in parallel in each round. Low adaptivity is what
enables algorithms to be efficiently parallelized (see Section 6.2.4 for further discussion).

For this reason, adaptivity is studied across a wide variety of areas including online learning
[Namkoong et al., 2017], ranking [Valiant, 1975, Cole, 1988, Braverman et al., 2016a], multi-
armed bandits [Agarwal et al., 2017], sparse recovery [Haupt et al., 2009a, Indyk et al., 2011,
Haupt et al., 2009b], learning theory [Canonne and Gur, 2018, Buhrman et al., 2012, Chen
etal., 2018], and communication complexity [Papadimitriou and Sipser, 1984, Duris et al., 1984,
Nisan and Widgerson, 1991]. For submodular maximization, somewhat surprisingly, until very
recently Q(n) was the best known adaptivity (and hence best parallel running time) required
for a constant factor approximation to monotone submodular maximization under a cardinality
constraint.

A recent line of work introduces new techniques for maximizing monotone submodular func-
tions under a cardinality constraint that produce algorithms that are O(log n)-adaptive and achieve
strong constant factor approximation guarantees [Balkanski and Singer, 2018a,b] and even op-
timal approximation guarantees in O(logn) rounds [Balkanski et al., 2019a, Ene and Nguyen,
2019a]. This is tight in the sense that no algorithm can achieve a constant factor approximation
with o(log n) rounds [Balkanski and Singer, 2018a].

Unfortunately, these recent low adaptivity optimization techniques are only applicable to
monotone submodular maximization and can be arbitrarily bad in the non-monotone case. Recall
that we say a submodular function is monotone if it is nondecreasing as we add more elements

to its input: formally, a set function f'is monotone if:

f8) <AT), VSCTCN

Is it possible to design fast parallel algorithms for non-monotone submodular maximization?

113



For unconstrained non-monotone submodular maximization, one can trivially obtain an approx-
imation of 1/4 in 0 rounds by simply selecting a set uniformly at random [Feige et al., 2011].
We therefore focus on the problem of maximizing a non-monotone submodular function under

a cardinality constraint.

Main result. Our main result is the Brits algorithm, which obtains an approximation ratio
arbitrarily close to 1/2e for maximizing a non-monotone (or monotone) submodular function
under a cardinality constraint in O (log? n) adaptive rounds (and O(log® 1) parallel runtime —
see Section 6.2.4), where n is the size of the ground set. Although its approximation ratio is about
half of the best known approximation for this problem [Buchbinder et al., 2014], it achieves its
guarantee in exponentially fewer rounds. Furthermore, we observe across a variety of experi-
ments that despite this slightly weaker worst-case guarantee, BLiTs consistently returns solutions

that are competitive with the state-of-the-art.

Technical overview. Non-monotone submodular functions are notoriously challenging to op-
timize. Unlike in the monotone case, standard algorithms for submodular maximization such
as the greedy algorithm perform arbitrarily poorly on non-monotone functions, and the best
achievable approximation remains unknown.” Since the marginal contribution of an element
to a set is not guaranteed to be non-negative, an algorithm’s local decisions in the early stages
of optimization may contribute negatively to the value of its final solution. At a high level, we
overcome this problem with an algorithmic approach that iteratively adds to the solution blocks
of elements obtained after aggressively discarding other elements. Showing the guarantees for
this algorithm on non-monotone functions requires multiple subtle components. Specifically,

we require that at every iteration, any element is added to the solution with low probability. This

*To date, the best upper and lower bounds are [Buchbinder et al., 2014] and [Gharan and Vondrék,
2011] respectively for non-monotone submodular maximization under a cardinality constraint.
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requirement imposes a significant additional challenge to just finding a block of high contribu-
tion at every iteration, but it is needed to show that in future iterations there will exist a block
with large contribution to the solution. Second, we introduce a pre-processing step that discards
elements with negative expected marginal contribution to a random set drawn from some distri-
bution. This pre-processing step is needed for two different arguments: the first is that a large
number of elements are discarded at every iteration, and the second is that a random block has

high value when there are k surviving elements.

Chapter organization. Following a few preliminaries, we present the algorithm and its anal-

ysis in sections 6.1 and 6.2. We present the experiments in Section 6.3.

6.1 The BriTs Algorithm

In this section, we describe the BLock ITeration Submodular maximization algorithm (hence-
forth BLits), which obtains an approximation arbitrarily close to 1/2¢ in (’)(log2 n) adaptive
rounds. Buits iteratively identifies a block of at most k/r elements using a SIEVE subroutine,

treated as a black-box in this section, and adds this block to the current solution S, for r iterations.

Algorithm 6 Brits: the BLock ITeration Submodular maximization algorithm

Input: constraint k, bound on number of iterations r
S+ 0
for riterations i = 1to r do
S < SUSIEVE(S, k, i, r)

return S

The main challenge is to find in logarithmically many rounds a block of size at most k/r to add
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to the current solution S. Before describing and analyzing the SIEVE subroutine, in the following
lemma we reduce the problem of showing that BLiTs obtains a solution of value arv* /e to showing
that SIEVE finds a block with marginal contribution at least (a/r)((1 —1/r)=v* — f(Si_1)) to S
at every iteration i, where we wish to obtain v* close to 0PT. The proof generalizes an argument

in Buchbinder et al. [2014].

Lemma 13. For any « € [0,1], assume that at iteration i with current solution S;_,, SIEVE

returns a random set T; such that

i—1
E [fs,_(T))] > % ((1 - 1) Vi —f(Si 1))
Then,
E[f(S,)] > g WV

Proof. We show by induction that E [f(S,)] > & (1— l)i_l v*. Observe that

E [f(S)] = E [f(Si-1)] +E[f511 ]
1

= E[f(Si1)] + (: <<1 r) v —f(Si1)>

1 i—1
> (1 - g) E [A(Si—1)] + d <1 — ) v inductive hypothesis
r r r
. i—2 i1
2(l_a><ll>a<l_1> v*+a<1_1> "
r r r r r
ia ! N
> —|1—- % a<l1
r r

Thus, withi = r,
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The advantage of Brits is that it terminates after O(d - logn) adaptive rounds when using
r = O(logn) and a SievE subroutine that is d-adaptive. In the next section we describe SIEVE

and prove that it respects the conditions of Lemma 13 in d = O(log n) rounds.

6.2 The SiEVE Subroutine

In this section, we describe and analyze the SiEVE subroutine. We show that for any constant
€ > 0, this algorithm finds in O(logn) rounds a block of at most k/r elements with marginal
contribution to S that is at least ¢/r, with t := ((1— &/2)/2)((1—1/r) "' (1 — £/2)0PT — £(S;_1)),
when called at iteration i of Brirs. By Lemma 13 with « = (1 — €)/2 and v* = (1 — £/2)0PT,
this implies that BLits obtains an approximation arbitrarily close to 1/2¢ in (’)(log2 n) rounds.
The SievE algorithm, described formally below, iteratively discards elements from a set X
initialized to the ground set N. We denote by U (X) the uniform distribution over all subsets of
X of size exactly k/r and by A(a, S, X) the expected marginal contribution of an element a to a

union of the current solution S and a random set R ~ U (X), i.e.

A(a, 8, X) == Eg i) fsura)(@)] -

Atevery iteration, SIEVE first pre-processes surviving elements X to obtain X, which is the set
of elements a € X with non-negative marginal contribution A(a, S, X). After this pre-processing
step, SIEVE evaluates the marginal contribution Eg(x) [fs(R N X*)] of a random set R ~ U (X)
without its elements not in X (i.e. R excluding its elements with negative expected marginal
contribution). If the marginal contribution of R N X7 is at least ¢/r, then R N X7 is returned.
Otherwise, the algorithm discards from X the elements a with expected marginal contribution

A(a, S, X) less than (1 + €/2)t/k. The algorithm iterates until either E[fs(R N X1)] > ¢/r or
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there are less than & surviving elements, in which case SIEVE returns a random set R N X+ with
R ~ U(X) and with dummy elements added to X so that |X| = k. A dummy element a is an

element with fs(a) = O for all S.

Algorithm 7 Sieve(S, k, i, r)

Input: current solution § at outer-iteration i < r

X & Nyt ZEL2(—1/r)7" (1 — &/2)0pT — f(S))
while |X| > k do
Xt+{aeX: AlaS,X) >0}
if Erv/x) fs(RNXT)] > t/rreturn R N X, where R ~ U(X)
X—{aeX: A(a,S,X)> (1+¢€/4)t/k}
X < X U {k — |X| dummy elements}
Xt {aeX : Aa,S,X) >0}

return R N X', where R ~ U(X)

The above description is an idealized version of the algorithm. In practice, we do not know
OPT and we cannot compute expectations exactly. Fortunately, we can apply multiple guesses
for OPT non-adaptively and obtain arbitrarily good estimates of the expectations in one round
by sampling. The sampling process for the estimates first samples m sets from U (X), then
queries the desired sets to obtain a random realization of fg(R N X™) and fsur\a) (@), and fi-
nally averages the m random realizations of these values. By standard concentration bounds,
m = O((orT/€)*log(1/6)) samples are sufficient to obtain with probability 1 — & an estimate
with an € error. For ease of presentation and notation, we analyze the idealized version of the
algorithm, which easily extends to the algorithm with estimates and guesses as in Balkanski and

Singer [2018a,b], Balkanski et al. [2019a].
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6.2.1 The Approximation

Our goal is to show that SIEVE returns a random block whose expected marginal contribution to

S is at least #/r. By Lemma 13 this implies BLiTs obtains a (1 — €) /2e-approximation.

Lemma 14. Assume r > 20pe~"! and that after at most p — 1 iterations of SievE, SIEVE returns

a set R at iteration i of BLits, then

i—1
Elfy(R)) > L = 52 ((1 - 1) (1— &/2)0pT —f(S)) .

The remainder of the analysis of the approximation is devoted to the proof of Lemma 14. First
note that if SIEVE returns RN X, then the desired bound on E[fs(R)] follows from the condition
to return that block. Otherwise SIEVE returns R due to |X| < k, and then the proof consists of two
parts. First, in Section 6.2.1 we argue that when SIEVE terminates, there exists a subset T of X for
which fg(T) > . Then, in Section 6.2.1 we prove that such a subset T of X for which fs(7) > ¢
not only exists, but is also returned by Sieve. We do this by proving a new general lemma for
non-monotone submodular functions that may be of independent interest. This lemma shows

that a random subset of X of size s well approximates the optimal subset of size s in X.

Existence of a surviving block with high contribution to S

The main result in this section is Lemma 18, which shows that when SieEVE terminates there
exists a subset T of X s.t fg(T) > t. To prove this, we first prove Lemma 16, which argues that
AOUS) > (1—1/r)"~'orT. This bound explains the (1—1/r)"~'(1— &/2)0PT —f(S;_;)) term in ¢.
For monotone functions, this is trivial since f{OUS) > f(O) = 0PT by definition of monotonicity.
For non-monotone functions, this inequality does not hold. Instead, the approach used to bound

flOUS) is to argue that any element a € N is added to S by Sieve with probability at most 1/r at
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every iteration. The key to that argument is that in both cases where SIEVE terminates we have
|X| > k (with X possibly containing dummy elements), which implies that every element a is in
R ~ U(X) with probability at most 1/r.

This argument uses the following lemma from Feige et al. [2011], which is useful for non-

monotone functions:

Lemma 15 ([Feige et al., 2011]). Let g : 2V — R be a non-negative submodular function.
Denote by A(p) a random subset of A where each element appears with probability at most p

(not necessarily independently). Then, E [g(A(p))] > (1 —p)g(D) +p-g(A) > (1—p)g(D).

Lemma 16. Let S be the set obtained after i — 1 iterations of Brits calling the Sieve subroutine,
then

E[f0US)] > (1—1/r)opr.

Proof. In both cases where SIEVE terminates, |X| > k. Thus Prja € R ~ U(X)] = k/(r|X]) <

1/r. This implies that at iteration i of Buits, Prla € S] < 1— (1 —1/r)""1. Next, we define

g(T) := f(O UT), which is also submodular. By Lemma 15 from the preliminaries, we get
E[f(SU 0)] = E[g(S)] = (1—1/r)"'g(0) = (1 —1/r)opT. O

Let p, X;, and R; denote the number of iterations of SIEVE(S, k, 7, r), the set X at iterationj < p
of SIEVE, and the set R ~ U(X) respectively. We show that the expected marginal contribution
of Oto SU (Uj'.olej> approximates (1 — 1/r)"~'oPT — f(S) well. This crucial fact allows us to

argue about the value of optimal elements that survive iterations of SIEVE.

Lemma 17. Forallr,p,e > 0 s.t. r > 20pe~", if Sieve(S, k, i, r) has not terminated after p
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iterations, then

ER,...y [fy(ur ) (O)] = (1= /10) (1= 1/7/7(1 = e/2)0pT — 115))..

Proof. We exploit the fact that if SIEVE(S, k, i, r) has not terminated after p iterations, then by
the algorithm, the random set R; ~ U(X) at iteration j of SIEVE has expected value that is upper

bounded as follows:

i—1
E [fs (R))] < 1—¢/2 ((1 - i) (1— €/2)0pT —f(S))

R 2r

for all j < p. Next, by subadditivity, we have Eg, . r, [fs ((Ujplej)>:| < Zle Eg, [fs (R;)].

Note that

Next, define

g(T) =flOUSUT)
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which is non-negative submodular. Thus, we have

Ri,.. ,R,, [fs (0 V (Uﬁ:le))} - RI,E,Rp [g (UJF')ZIR/)} —f8)

> (1 — %) g(0) —1A(S) Lemma 15
= (1-55)f0US) = A15)
> (1 %) (1—1/r)~lopT —£(S)  Lemma 16

Combining the above inequalities, we conclude that

R],.I.E,R,, [fSU(Uf:]RJ') (0)}
= B, I (00 (m))] - B, L ((U2m))
> ((1 %) (1—1/r)"lorT — £(S) ) zp:;I;le
=1
> (1 25) 01y ) - 21 ((1 ) e —f(S))
> (1 - %) (1= 1/r7)71(1 = £/2)0PT — £(S)) O

We are now ready to show that when S1EVE terminates after p iterations, there exists a subset
T of X,, s.t fs(T) > t. At a high level, the proof defines T to be a set of meaningful optimal
elements, then uses Lemma 17 to show that these elements survive p iterations of SIEVE and
respect fs(T) > t.
Lemma 18. For all r,p,e > 0, if r > 20pe~", then there exists T C Xp, that survives p

iterations of Sieve(S, k, i,r) and that satisfies

152 = (- e20m - fis))
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Proof. At a high level, the proof first defines a subset 7 of the optimal solution O. Then, the re-
mainder of the proof consists of two main parts. First, we show that elements in 7 survive p itera-

tions of SIEVE(S, k, i, ). Then, we show that fs(T) > 1 (1— 5) ((1—1/r)""'(1 — €/2)oPT — f(S)) .

We introduce some notation. Let O = {0y, ..., 0} be the optimal elements in some arbitrary
order and Oy = {oy,...,00}. We define the following marginal contribution A, of optimal
element oy:

Af = Rl,.]:.E.‘,Rp |:f‘SUO[,1U(U;):1Rj\{Og})(Oé):| .

We define T to be the set of optimal elements o, such that A, > %A where

A= % .R.,‘I.E,Rp [fsu(ulekj) (0)] '

We first argue that elements in 7 survive p iterations of SIEVE(S, k, 7, r). For element o, € T, we

have

A2 0 B [ 0] 2 5 (1= 55) (=170~ e/2)087 — £(5))

A >
Ry, R,

N[ =

Thus, at iteration i < p, by submodularity,

3 Frotmhton(@0)] 2 R, [fSUOze—IU(Uf:le\{oz})W)]

> zik (1= 5) (=171 = /2)0p7 - f15))

i—1
> (14 ¢/4) ) _22/2 ((1 — i) oPT —f(S))
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and oy survives all iterations j < p, for all oy € T. Next, note that

k
;AE > R|,~I~E,Rp fsu(ujf_’:le) (0)] = kA.

Next, observe that

zk: A=) A+ ) AK<ZA4+ Ka.

o¢€T LeO\T 0¢€T

By combining the two inequalities above, we get > Ay > %A. Thus, by submodularity,

oo€T

l\-)\?w“

ZfSUOZ 1 05 Z RiiRp |:fSUO¢ 1U( R,\{Oz} } ZAE =

oe€T og€T opeT

We conclude that

A
f5(1) = % ;Rl, R, [fSU(U iR) (0)}

> % (1= 45) (@ =1/~ = /20081 - 115) 0

A random subset approximates the best surviving block

In the previous part of the analysis, we showed the existence of a surviving set 7'with contribution
at least — 6/10 ((1=1/r)"'(1 = £/2)0PT — f(S)) to S. In this part, we show that the random set
RN X", with R ~ U(X), is a 1/r approximation to any surviving set T C X+ when |X| = k. A
key component of the algorithm for this argument to hold for non-monotone functions is the final
pre-processing step to restrict X to X' after adding dummy elements. We use this restriction to
argue that every element a € R N X' must contribute a non-negative expected value to the set

returned.
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Lemma 19. Assume Sieve returns R N X" with R ~ U(X) and |X| = k. Forany T C X, we

have

Er~ui(x) [fs(RNXT)] > f5(T) /.

Proof. Let T C XT. First note that

Elfs(RNX")] = Elfs(RNX") N T)] + Elfsurrx)nn (RNXT)\T)]

=E[fs(RNTD)] + Elfsuwnr) (RNXT)\ T)].

where the second inequality is due to the fact that 7 C X*. We first bound E[fs(R N T)]. Let

T ={ai,...,ae} be some arbitrary ordering of the elements in 7 and define 7; = {ay, ..., a;}.
Then,
E[fs(RNT)] =E [ Z fsuwnr,_p(ai)| =2 E Z fSUT,-l(ai)] submodularity
a;,cRNT a;eRNT
=E | luer - four,, (ai>]
a; €T
= four_(a) - E [lyer]
a;ieT
1
= P ZfSUTifl(al')
a,eT
= (1)
= ~fs(T).
where the third equality is due to the fact that Pr[a; € R] = %'r = 1/r. Next, we bound E[fs((RN
X*)\ T)]. Similarly as in the previous case, assume that X* = {ay, ..., a,} is some arbitrary
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ordering of the elements in X* and define X} = {ay, ..., a;}. Observe that

Elfsurnn(RNXT)\T)] =E > Fsowrmuqrnxt )1y (@)
| i€ (RNXT\T

> E Z Tsur\a) (@) submodularity
| ai€(RNXT)\T

=K Z Laer * fsu(r\ar) (@)

_a,—EX*\T

— Z E [laiER'fSU(R\ai)(ai)]

a,'EXJr\T

= Z Pr[a,- € R] -E [fSU(R\a,-) (ai)|a,- S R]
@ €XT\T

Z Prla; € R] - E [fsu(r\ap (ai)] submodularity
a,EX“’\T

\Y]

v

Z Prla; € R]- 0 a; €X'
ai6X+\T

We conclude that E[fs(R N XT)] > L£(T) O

There is a tradeoff between the contribution fs(7) of the best surviving set T and the con-
tribution of a random set R N X returned in the middle of an iteration due to the thresholds
(1 + €/4)t/k and t/r, which is controlled by ¢. The optimization of this tradeoff explains the

(1—¢/2)/2 termin t.

Proof of main lemma

Proof of Lemma 14. There are two cases. If SIEVE returns R N X in the middle of an iteration,

then by the condition to return that set, Egy(x) [fs(RNX1)] > 1/r = ]_5/2 (1—1/r)""1—-

€/2)0PT—f(S))/r. Otherwise, SIEVE returns RNX " with |X| = k. By Lemma 18, there exists T C
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X, that survives p iterations of SIEVE s.t. fs(T) > # (1=1/r)7'(1 = e/2)0PT — f(S)) .
Since there are at most p — 1 iterations of SiEVE, T survives each iteration and the final pre-

processing. This implies that 7 C X when the algorithm terminates. By Lemma 19, we then

conclude that Egy(0 [fs(R 0 X)) > fs(T)/r > 20 (1 1/r)1(1 — £/2)0pT — A(8)) >

t/r. O

6.2.2 The adaptivity of SievE is O(logn)

We now observe that the number of iterations of Sieve is O(logn). This logarithmic adaptivity
is due to the fact that SieVE either returns a random set or discards a constant fraction of the
surviving elements at every iteration. Similarly to Section 6.2.1, the pre-processing step to obtain
X is crucial to argue that since a random subset RN X" has contribution below the /r threshold
and since all elements in X have non-negative marginal contributions, there exists a large set
of elements in X with expected marginal contribution to S U R that is below the (1 + £/4)t/k

threshold.

Lemma 20. Let X; and X; | be the surviving elements X at the start and end of iteration j of
Sieve(S, k,i,r). Forall S C Nandr,j, e > 0, if SIEVE(S, k, i, r) does not terminate at iteration j,

then [Xpp1| < [X,1/(1+ €/4).

Proof. At a high level, since the surviving elements must have high value and a random set has
low value, we can then use the thresholds to bound how many such surviving elements there can
be while also having a random set of low value. To do so, we focus on the value of f{R; N Xj11)

of the surviving elements X, in a random set R; ~ Dy;.
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We denote by {a, ..., a} the elements in R; N X;r. Observe that

E [fs(Rj n X;r)]

0
=E ZfSU{al,...,aj—l} (aj)

J=1

>E Z fsurn\a)(@) submodularity
| a€RiNX;

=K Z Laer, * fsumr\a) (@)

+
B GXJ»

-y E [laeRj - fsu(r\a) (“)} :

+
aGXj

— 3 Prla e B)-E oo @la € B)

+
acX;

> Z Pria € R]|-E [fsu(R,-\u) (a)] submodularity
aEXﬁ

Then, fora € X;r, either a survives this iteration i and a € Xj; oritis filtered and a € X;r \Xj+1.
Ifa € Xj1, then E [fsu(kj\u) (a)] > (1+ €/4) t/k by the algorithm and Pr [a € R;| = % by the
v

definition of U (X). Thus,

1

PrlacR) E [fSU(Rj\a) (a)} > (el

Ifa € X;“ \ Xj11, then E [fSU(Rj\a) (a)} > 0 by the definition of XJ+ . Putting all the previous

pieces together, we get

1
E [fS(RjﬂXf)] > Xl - T}(J‘ (14 ¢€/4)t.
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Next, since elements are discarded, a random set must have low value by the algorithm, #/r >
E {fS(Rj N XJ+ )] . Finally, by combining the above inequalities, we conclude that |X;| < |X;|/(1+

e/4). O

6.2.3 Main result for BLiTS

Theorem 4. For any constant € > 0, Buirs initialized with r = 20e ™! logHE/z(n) is O (log2 n) -

. . l—e . .
adaptive and obtains a =5 approximation.

Proof. By Lemma 14, we have E[fs(R)] > 175/2 ((1 — %)i_l (1—&/2)opPT —f(S)) . Thus, by

1—¢/2

Lemma 13 with « = —= and v* = (1 — £/2)0PT, BLits returns S that satisfies E [f{S)] >
17286/ 2. (1—€/2)0PT > £ .0pT. For adaptivity, note that each iteration of SIEVE has two adaptive

rounds: one for A(a, S, X) for all a € N and one for Eg.y4(x) [fs(R N XT)]. Since |X| decreases
by a1+ &/4 fraction at every iteration of SIEVE, every call to SIEVE has at most log,,, 4(n)

iterations. Finally, as there are r = 20! log,, . /4(11) iterations of Burits, the adaptivity is

@ (log2 n) O

6.2.4 Additional Discussion on Parallel Computing and Depth

In the PRAM model, the notion of depth measures the parallel runtime of an algorithm and is
closely related to the concept of adaptivity. The depth of a PRAM algorithm is the number of
parallel steps of this algorithm on a shared memory machine with any number of processors. In
other words, it is the longest chain of dependencies of the algorithm, including operations which
are not necessarily queries. The problem of designing low-depth algorithms is well-studied , e.g.
Blelloch [1996], Blelloch et al. [2011], Berger et al. [1989], Rajagopalan and Vazirani [1998],
Blelloch and Reid-Miller [1998], Blelloch et al. [2012]. Our positive results extend to the PRAM

model with ADAPTIVE-SEQUENCING having (§(log3 n - dy) depth, where dy is the depth required
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to evaluate the function on a set. The operations that our algorithms performed at every round,
which are set union and set difference over an input of size at most quasilinear, can all be executed
by algorithms with logarithmic depth using treaps Blelloch and Reid-Miller [1998]. While the
PRAM model assumes that the input is loaded in memory, we consider the value query model

where the algorithm is given oracle access to a function of potentially exponential size.

6.3 Experiments

Our goal in this section is to show that beyond its provable guarantees, BLiTs performs well in
practice across a variety of application domains. Specifically, we are interested in showing that
despite the fact that the parallel running time of our algorithm is smaller by several orders of
magnitude than that of any known algorithm for maximizing non-monotone submodular func-
tions under a cardinality constraint, the quality of its solutions are consistently competitive with
or superior to those of state-of-the-art algorithms for this problem. To do so, we conduct two
sets of experiments where the goal is to solve the problem of maxg;|s<xf(S) given a function f
that is submodular and non-monotone. In the first set of experiments, we test our algorithm on
the classic max-cut objective evaluated on graphs generated by various random graph models.
In the second set of experiments, we apply our algorithm to a max-cut objective on a new road
network dataset, and we also benchmark it on the three objective functions and datasets used in
[Mirzasoleiman et al., 2016]. In each set of experiments, we compare the quality of solutions

found by our algorithm to those found by several alternative algorithms.
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6.3.1 Experimentset I: cardinality constrained max-cut on synthetic
graphs

Given an undirected graph G = (N, E), recall that the cut induced by a set of nodes S C N
denoted C(S) is the set of edges that have one end point in S and another in N \ S. The cut
function f(S) = |C(S)| is a quintessential example of a non-monotone submodular function.
To study the performance of our algorithm on different cut functions, we use four well-studied
random graph models that yield cut functions with different properties. For each of these graphs,

we run the algorithms from Section 6.3.3 to solve maxg;|sj<x |C(S)| for different k:

* Erdds Rényi. We construct a G(n,p) graph with n = 1000 nodes, p = 1/2, and use
k = 700. Since each node’s degree is drawn from a Binomial distribution, many nodes
will have a similar marginal contribution to the cut function, and a random set S may

perform well.

* Stochastic block model. We construct an SBM graph with 7 disconnected clusters of 30
to 120 nodes, a high (p = 0.8) probability of an edge within each cluster, and use k = 360.
Unlike for G(n, p), here we expect a set S to achieve high value only by covering all of

the clusters.

* Barbasi-Albert. We create a graph with n = 500, m = 100 edges added per iteration, and
use k = 333. We expect that a relatively small number of nodes will have high degree
in this model, so a set S consisting of these nodes will have much greater value than a

random set.

* Configuration model. We generate a configuration model graph with n = 500, a power

law degree distribution with exponent 2, and use & = 333. Although configuration model
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graphs are similar to Barbdsi-Albert graphs, their high degree nodes are not connected to

each other, and thus greedily adding these high degree nodes to S is a good heuristic.

6.3.2 Experiment set II: performance benchmarks on real data

To measure the performance of BLiTs on real data, we use it to optimize four different objective
functions, each on a different dataset. Specifically, we consider a traffic monitoring application as
well as three additional applications introduced and experimented with in [Mirzasoleiman et al.,
2016]: image summarization, movie recommendation, and revenue maximization. We note
that while these applications are sometimes modeled with monotone objectives, there are many
advantages to using non-monotone objectives (see [Mirzasoleiman et al., 2016]). We briefly

describe these objective functions and data here and provide additional details in Section 6.4.

 Traffic monitoring. Consider an application where a government has a budget to build
a fixed set of monitoring locations to monitor the traffic that enters or exits a region via
its transportation network. Here, the goal is not to monitor traffic circulating within the
network, but rather to choose a set of locations (or nodes) such that the volume of traffic
entering or exiting via this set is maximal. To accomplish this, we optimize a cut func-
tion defined on the weighted transportation network. More precisely, we seek to solve
maxg;|s|<kf(S), where f(S) is the sum of weighted edges (e.g. traffic counts between two
points) that have one end point in S and another in N \ S. To conduct an experiment for
this application, we reconstruct California’s highway transportation network using data
from the CalTrans PeMS system [CalTrans], which provides real-time traffic counts at
over 40,000 locations on California’s highways. We set k = 300 for this experiment.
Section 6.4.1 provides details on this network reconstruction. The result is a directed

network in which nodes are locations along each direction of travel on each highway and
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edges are the total count of vehicles that passed between adjacent locations in April, 2018.

Image summarization. Here we must select a subset to represent a large, diverse set of
images. This experiment uses 500 randomly chosen images from the /0K Tiny Images
dataset [Krizhevsky and Hinton, 2009] with £k = 80. We measure how well an image

represents another by their cosine similarity.

Movie recommendation. Here our goal is to recommend a diverse short list S of movies
for a user based on her ratings of movies she has already seen. We conduct this experi-
ment on a randomly selected subset of 500 movies from the MovieLens dataset [Harper
and Konstan., 2015] of 1 million ratings by 6000 users on 4000 movies with £ = 200.
Following [Mirzasoleiman et al., 2016], we define the similarity of one movie to another

as the inner product of their raw movie ratings vectors.

Revenue maximization. Here we choose a subset of & = 100 users in a social network
to receive a product for free in exchange for advertising it to their network neighbors,
and the goal is to choose users in a manner that maximizes revenue. We conduct this
experiment on 25 randomly selected communities (~1000 nodes) from the 5000 largest
communities in the YouTube social network [Feldman et al., 2015], and we randomly

assign edge weights from ¢/(0, 1).

6.3.3 Algorithms

We implement a version of BLiTs exactly as described in this paper as well as a slightly modified

heuristic, Buits+. The only difference is that whenever a round of samples has marginal value

exceeding the threshold, BLiTs+ adds the highest marginal value sample to its solution instead
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of a randomly chosen sample. BLiTs+ does not have any approximation guarantees but slightly

outperforms BLiTs in practice. We compare these algorithms to several benchmarks:

* RandomGreedy. This algorithm adds an element chosen u.a.r. from the k elements with
the greatest marginal contribution to f(S) at each round. It is a 1/e approximation for

non-monotone objectives and terminates in k adaptive rounds [Buchbinder et al., 2014].

* P-Fantom. P-Fantowm is a parallelized version of the Fantom algorithm in [Mirza-
soleiman et al., 2016]. FanToMm is the current state-of-the-art algorithm for non-monotone
submodular objectives, and its main advantage is that it can maximize a non-monotone
submodular function subject to a variety of intersecting constraints that are far more gen-
eral than cardinality constraints. The parallel version, P-Fantom, requires O (k) rounds

and gives a 1/6 — ¢ approximation.
We also compare our algorithm to two reasonable heuristics:

* Greedy. GREEDY iteratively adds the element with the greatest marginal contribution
at each round. It is k-adaptive and may perform arbitrarily poorly for non-monotone

functions.

* Random. This algorithm merely returns a randomly chosen set of k elements. It performs

arbitrarily poorly in the worst case but requires O adaptive rounds.

6.3.4 Experimental results

For each experiment, we analyze the value of the algorithms’ solutions over successive rounds
(Fig. 6.1 and 6.2). The results support four conclusions. First, BLits and/or BLiTs+ nearly always

found solutions whose value matched or exceeded those of FANToM and RANDOMGREEDY— the
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two alternatives we consider that offer approximation guarantees for non-monotone objectives.
This also implies that BLits found solutions with value far exceeding its own approximation
guarantee, which is less than that of RANDOMGREEDY. Second, our algorithms also performed
well against the top-performing algorithm — GrREeDY. Note that GREEDY’s solutions decrease
in value after some number of rounds, as GREEDY continues to add the element with the highest
marginal contribution each round even when only negative elements remain. While BrLits’s
solutions were slightly eclipsed by the maximum value found by GREEDY in five of the eight
experiments, our algorithms matched GREEDY on Erdds Rényi graphs, image summarization, and
movie recommendation. Third, our algorithms achieved these high values despite the fact that
their solutions S contained ~10-15% fewer than k elements, as they removed negative elements
before adding blocks to S at each round. This means that they could have actually achieved even
higher values in each experiment if we had allowed them to run until |S| = k elements. Finally,
we note that BLits achieved this performance in many fewer adaptive rounds than alternative
algorithms. Here, it is also worth noting that for all experiments, we initialized BL1Ts to use
only 30 samples of size k/r per round — far fewer than the theoretical requirement necessary
to fulfill its approximation guarantee. We therefore conclude that in practice, BLiTs ’s superior

adaptivity does not come at a high price in terms of sample complexity.

6.4 Experiment setup and implementation details

Here we provide details regarding the data, objective functions, and implementations for our

experiments.
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6.4.1 California highway network experiment

Motivation. Consider the following set of problems: a state authority must choose where to
build freeway stations to measure the commodities that are imported or exported from the state;
a country bordering a disease epidemic must decide which border entry points will receive extra
equipment to monitor the health of those who wish to enter; a law enforcement agency is charged
with deciding where to deploy roadblocks so as to maximize the chance of arresting a suspect
fleeing to the border. These problems and many others share two aspects in common: First,
success depends on choosing a set of locations (or nodes) on a transportation network such that
the volume of traffic entering or exiting via this set is maximal. Note that this objective differs
starkly from classic vertex cover objectives, as in our cases we are not interested in commodi-
ties/people circulating within the state, so the volume of traffic (edge weight) moving between
the chosen set of monitoring locations provides no value. Second, government authorities often
have fixed project budgets (or, in the case of law enforcement, a fixed number of officers) and
monitoring equipment carries fixed costs regardless of where it is installed. Therefore, these
problems are accurately modeled via a cardinality constraint on the number of monitoring lo-
cations (nodes). Therefore, we propose that these problems can be modeled by applying the
the cardinality-constrained max-cut objective to a directed, weighted transportation network.
Specifically, we seek to solve maxg. s<¢f(S), where f(S) is the sum of weighted edges (e.g.

traffic counts between two points) that have one end point in S and another in N \ S.

Road network reconstruction. We reconstruct California’s highway and freeway transporta-
tion network using data from the California Department of Transportation’s (CalTrans) PeMs
system [CalTrans], which provides real-time traffic counts at over 40,000 locations along Cal-
ifornia’s highways. Specifically, PeMs reports real-time traffic counts and metadata for each

monitoring location (see Fig. 6.3a), but does not provide network information such as which
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Figure 6.3: California Highway monitoring objective.
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stations form a sequence along each highway, and only a subset of monitoring stations adja-
cent to highway intersections are noted as such. Therefore, we cross-reference each PeMs traf-
fic monitoring station’s latitude, longitude, highway, and directional metadata with the Google
Maps Location API to infer this network. The result is the network plotted on the right side of
Fig. 6.3a. Specifically, nodes in this network are locations along each direction of travel on
each highway and directed edges are the total count of vehicles that passed between adjacent
locations for the month of April, 2018. Finally, we use the Google API to infer the location of
missing edges representing highway intersections, and we impute these edges’ respective edge
weights using a simple linear model trained on the highway intersection traffic counts that are
present in the data. In the spirit of our proposed applications, we restrict our network to the 22
highways comprising 3932 traffic monitors in LA and Ventura, and we restrict our solution to
nodes within a 10mi radius of the Los Angeles network center.

Fig. 6.3b plots the first 25 highway monitoring locations chosen by BLiTs against this highway

network.

6.4.2 Image, movie, and YouTube experiments

Image summarization experiment. In the image summarization application, we are given a
large collection X of images and we must select a small representative subset S. Following
[Mirzasoleiman et al., 2016], our goal is to choose our representative subset of images so that at
least one image in this subset is similar to each image in the full collection, but the subset itself
is diverse. These concerns inform the first and second terms of the non-monotone submodular

objective function they propose:
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9= 3 magsis = 1 >3 s (6.1)

JES keS

where s, ; represents the cosine similarity of image 7 to image j.

Image Data. As in [Mirzasoleiman et al., 2016], we maximize this objective function on a
randomly selected collection of 500 images from the Tiny Images ‘test set’ data [Krizhevsky and

Hinton, 2009], where each image is a 32 by 32 pixel RGB image.

Movie recommendation experiment. The goal of a movie recommendation system is to rec-
ommend a diverse short list S of movies that are likely to be highly rated by a user based on the
ratings she has assigned to movies she has already seen. [Mirzasoleiman et al., 2016] propose

that this goal can be translated into the following non-monotone submodular objective function:

)= "5i;-095> ) s (6.2)

ieS jex JES keS

where X is the set of all movies and s;; is a measure of the similarity between movies 7 and j.

Movie data. Following [Mirzasoleiman et al., 2016], we optimize this objective function on
a randomly selected set of 500 movies from the MovieLens 1M dataset [Harper and Konstan.,
2015], which contains 1 million ratings by 6000 users on 4000 movies. Because each user has
rated only a small subset of the movies, we adopt the standard approach and use low-rank matrix
completion to infer each user’s rating for movies she has not seen in a manner that is consistent
with her observed ratings. As in [Mirzasoleiman et al., 2016], we use this completed ratings

matrix to compute the movie similarity measure s, ; by setting s; ; equal to the inner product of
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the column of raw movie ratings of movies i and j.

Revenue maximization experiment. [Mirzasoleiman et al., 2016] also consider a variant of the
influence maximization problem. Here, we can choose a subset of k users of a social network
who will receive a product for free in exchange for advertising it to their network neighbors, and
the goal is to choose these users in a manner that maximizes revenue. More precisely, if we
select the set S of users to receive the product for free, then our revenue can be modeled via the

following submodular objective function:

A8) = Z ZW’}/ (6.3)

iex\s \ Jjes

where X is the set of all users (nodes) in the network and w; ; is the network edge weight between

users i and j. Note that unlike the other objective functions, eqn. 6.3 is monotone.

Revenue maximization data. As in [Mirzasoleiman et al., 2016], we conduct this experiment
on social network data from the 5000 largest communities of the YouTube social network, which
are comprised of 39,841 nodes and 224,234 undirected edges [Feldman et al., 2015]. Because
edges in this data are unweighted, we randomly assign each edge a weight by drawing from the
uniform distribution U(0,1). We then optimize the revenue function on a randomly selected

subset of 25 communities (~ 1000 nodes).

6.4.3 Implementation details

The 8 plots in Fig. 6.1 and 6.2 comparing the performance of BriTs and BLiTs+ to alternatives
show rypical performance. Specifically, with the exception of the plot depicting results for the

movie recommendation and revenue maximization experiments, each plot was generated from
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a single run of each algorithm. For these runs, BLiTs and BLiTs+ were initialized with r = 10,
e = 0.3, and oPT set to the value of the maximum value of a solution found by Greepy. This
means that in practice, one could achieve higher values with Brits and BLits+ by running each
algorithm multiple times in parallel (for which we do not incur an adaptivity cost) and picking
the highest value S. For the movie recommendation and revenue maximization experiments, we
noted that BLiTs was more sensitive to the OPT parameter. On the movie recommendation exper-
iment, we noted a significant increase in the value of the solution S returned by BriTs as OPT was
decreased from f(SGreepy ) 10 0.7f(SGrerny ). On the revenue maximization experiment, we noted
a significant increase in the value of the solution S returned by BLits as r was reduced to 5 and
oPT was increased from f{(SGreepy) t0 3.5/(SGrerpy ), @s this resulted in a more aggressive appli-
cation of SievE. After exploring this behavior, we therefore set OPT to these better performing
values and conducted one run of Brits each to produce the data for the movie recommendation
and revenue maximization experiment plots.

Finally, we note that the plot lines for P-FaAnToM are less smooth than those for the other
algorithms because unlike the other algorithms, P-FanTom does not construct a solution set S
only by adding elements to S. Specifically, P-FanTom works by iteratively building S by calling
a version of GReeDY in which the element with the highest marginal contribution is only added
to § if its marginal value exceeds one of |X| cleverly chosen thresholds, then paring S by testing
whether some subset of S achieves higher value than S itself. Therefore, unlike for the other
algorithms we consider, running P-FanTom with a given constraint £ does not provide us with a
single value of its partial solution in each round. Because it would be computationally costly to
run P-Fantow for all of these constraints (i.e. for all k < k) in order to generate values to plot
against the other algorithms, we instead chose 10 equally spaced values in the interval 0 < k<k

and ran P-Fantom once for each.
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