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Introduction

Goldin and Katz (2008) identified investment in human capital as a critical component
of the United States’ economic flourishing in the twentieth century. Large-scale
investments in secondary and postsecondary education expanded the economy and raised
standards of living throughout the income distribution. Toward the end of the twentieth
century, though, the accumulation of human capital failed to keep pace with
technological progress. Demand for skilled labor began to outpace supply in the early
1980s, which slowed economic growth and widened economic inequality (Goldin &
Katz, 2008; Levy & Murnane, 2012). As of 2015, at the secondary level, more than 20%
of students fail to graduate on-time (U.S. Department of Education, 2015), and rates have
been unresponsive to increases in the economic returns to high school graduation relative
to dropping out (Murnane 2013). At the postsecondary level, Carnevale and colleagues
(2013) estimated that, in 2020, 65% of U.S. jobs will require postsecondary education,
but less than half of the 2004 high school graduation cohort earned a college degree by
2012 (Lauff & Ingels, 2013).

The last decade has seen many policy responses for improving rates of high school
graduation and postsecondary attainment, particularly for students considered to be
disadvantaged in terms of their access to educational opportunities or at greater risk of
failing to attain at a level commensurate to their capacity. I contribute to this body of
research through three quantitative studies of scalable policies and programs.

In the first study, I estimate the effect of Massachusetts’s Early Warning Indicator
System (EWIS). Beginning in the 2012-2013 school year, the Massachusetts Department

of Elementary and Secondary Education (ESE) began using a statistical model to estimate
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the probability of each student failing to meet a key educational milestone. The
information on each student’s risk label and risk factors was available to districts and
schools before the beginning of the school year. In response to the data, personnel could
target interventions or reconsider policies to better support at-risk students.

In the second study, I use item response theory to study how the treatment of
advanced courses in the college admission process may affect access to selective colleges
for students from lower socioeconomic backgrounds. The high school grade point
average (GPA) is often adjusted to account for nominal indicators of course rigor, such as
“honors” or “Advanced Placement.” Adjusted GPAs—also known as weighted GPAs—
are frequently used for computing students’ rank in class and in the college admission
process. I propose a two-step approach for estimating the correct weighting parameters.
Correcting biased weights used in policy is potentially a free and fair way to improve
college access and the matching of students to colleges.

In the third study, I estimate the causal effect of an expansion of AP course offerings
on students’ postsecondary outcomes. Using longitudinal data from Kentucky, where a
program systematically increased AP offerings beginning in 2008, I exploit the timing of
the rollout to compare outcomes for cohorts who had differential opportunities and
incentives for AP course participation.

Collectively, the three studies contribute to a growing body of research on scalable

approaches to improving educational attainment for disadvantaged students.
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Abstract
This paper examines the effects of a predictive analytic technology implemented at large
scale. In 2012, the Massachusetts Department of Elementary and Secondary Education
(ESE) began using a statistical model to estimate the probability of each student failing to
meet a key educational milestone. The information on each student’s risk level and risk
factors was sent to districts and schools before the beginning of the school year. In
response to the data, personnel could target interventions or reconsider policies to better
support at-risk students. This paper evaluates two potential effects on students: (1)
targeted increases in the allocation of resources toward students flagged as higher risk,
and (2) broad changes in policies or resource management in response to greater
awareness of factors inhibiting student success. Using a regression discontinuity design, |
find no evidence of productive resource reallocation toward higher risk students in
response to risk labels. Using a comparative interrupted time series design to examine
differential effects on students by district usage of the risk data, I estimate that greater

usage had a positive effect of 1-2% points on high school graduation rates.



I. Introduction

The rise of big data and machine learning has increased the potential role of prediction
in addressing social problems. Kleinberg, Ludwig, Mullainathan, and Obermeyer (2015)
examined the nature of prediction policy problems generally, and provided examples in
which improved predictions could improve policies. Chalfin et al. (2016) discussed the
potential for productivity gains through improved human capital selection, such as
policies for hiring police officers or promoting teachers. Kleinberg, Lakkaraju, Leskovec,
Ludwig, and Mullainathan (2017) studied the application of machine learning prediction
to bail decisions. They developed an algorithm to predict pretrial crime risk for
defendants released on bail, and used quasi-experimental approaches to assess whether
the algorithm’s decisions would have outperformed judges’ decisions. They estimated
that machine-generated decisions about bail could reduce crime by 25% without
increasing jailing rates, or, if one preferred, reduce jailing rates by 42% without
increasing crime.

Despite the recognized potential for big data and prediction technologies to improve
decision making and resource allocation, very little research exists on the effects of these
technologies applied in practice. Chandler, Levitt, and List (2011) conducted a small-
scale, preliminary evaluation of a mentoring program that used a predictive model to
assign Chicago Public School students to a violence-prevention program. Using
propensity score matching, they found that being referred to the mentoring program
negatively affected students’ educational outcomes and had no effects on outcomes

related to violence.



The effects of information-based interventions that do not rely on sophisticated
prediction models have received attention in behavioral economics. Studies have shown
that information itself, net of any behavioral “nudge,” can affect individual behavior in
potentially productive ways. Ayres, Raseman, and Shih (2013) found that providing
customers feedback on their own household energy use compared to their neighbors
reduced consumption among heavier users. Bergman (2016) found that parents tended to
overestimate their child’s effort in school, and sending parents additional information
translated into greater parental monitoring and significant gains in achievement for their
children.

This study contributes to the literature on prediction policy problems by evaluating the
effects of Massachusetts’s Early Warning Indicator System (EWIS), a state-wide
implementation of a technology designed to solve a prediction problem. The design of the
EWIS focused on the information itself and not the assignment of individuals to
interventions, which allows this study also to contribute to the growing behavioral
economics literature on the effects of information.

The use of early warning systems in schools is widespread. In 2015, fifty-two percent
of high schools had an early warning system that could identify at-risk students (U.S.
Department of Education, 2015). The proliferation of early warning systems is a response
to the promise of better using data and information technology to improve student
outcomes. State and local agencies have sought to transform a system where data was
used primarily to fulfill government reporting mandates to a system where data can
provide timely information and affect decision-making (Conaway, Keesler, and

Schwartz, 2015). The underlying theory is that data can be used to identify students at
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risk of dropping out years in advance and potentially to help them succeed (Allensworth
& Easton, 2005). While high school graduation rates have risen significantly since 2000,
more than 20% of students fail to graduate on-time (U.S. Department of Education,
2015), despite the wage premium on the completion margin (Murnane, 2013;
Oreopoulos, 2007).

Most of the education literature on early warning systems has focused on developing
and validating early indicators of student risk (Frazelle & Nagel, 2015). Two exceptions
merit discussion. In the first study, Corrin, Sepanik, Rosen, and Shane (2016) studied the
effects of random assignment of thirty-two schools to the Diplomas Now model, a multi-
dimensional reform system that included tiered student supports for higher-risk students,
in addition to several other features. They found that random assignment to the Diplomas
Now model had no effect on student outcomes. The nature of the intervention itself
prevented them from separately evaluating potential effects of different components. As a
result, why the program was ineffective was unclear. In the second study, Faria,
Sorensen, Heppen, Bowdon, Taylor, Eisner, and Foster (2017) evaluated the short-term
impacts of the Early Warning Intervention and Monitor System (EWIMS), a “systematic
approach to using data to identify students who are at risk of not graduating on time,
assign students flagged as at risk to interventions, and monitor at-risk students’ response
to intervention” (p. 1). The study focused on seventy-three high schools in the Midwest.
Thirty-seven were randomly assigned to implement EWIMS in in the 2014-2015
academic year, and the rest implemented EWIMS in 2015-2016. Looking only at the
first-year effects, the study found that chronic absence and course failure rates decreased

in schools assigned to implement EWIMS.
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The Massachusetts EWIS is similar to the EWIMS in many ways. A key difference for

the purpose of this study is that Massachusetts’s early warning system had no emphasis
on formally assigning students to interventions. The Massachusetts EWIS focused on the
dissemination of information itself, and provided limited guidance regarding specific
interventional responses. A second important difference is that the early warning system
in Massachusetts estimated student risk levels on a continuous scale for all public school
students, and subsequently flagged students as low, medium, or high risk. The
information on each student’s risk label and risk factors was sent to schools before the
beginning of the school year. These features allow clean estimates of the effects of
information generated from a prediction technology. It focused on two possible
mechanisms through which the EWIS could affect students: (1) targeted increases in the
allocation of resources toward students flagged as higher risk, and (2) broad changes in
policies or resource management in response to greater awareness of factors inhibiting
student success. Specifically, this study addresses whether risk labeling or the overall
implementation of the EWIS affected students’ educational outcomes.

To address the first question, the study used a regression discontinuity (RD) design to
exploit the rule that assigned students to one of three risk labels as a function of their risk
probability. The RD design estimated the effect of the EWIS risk label assignments—that
1s, within schools, whether students with risk probabilities around the risk label
assignment thresholds benefitted from being assigned to the higher-risk label. I found that
risk-labeling had no effects on later student outcomes. Usage of the EWIS was relatively
low initially, and it increased over time, but I found no effect of risk labels even among

the schools that accessed data on student risk labels most frequently. The analyses of



Chalfin et al. (2016) emphasized that improved prediction technologies are most
applicable to policies that require a specific decision. As explained by Kleinberg et al.
(2016), the ideal applications of prediction technologies are to problems in which the
expected utility of a decision depends on a pure prediction problem (e.g., the utility of
bringing an umbrella depends on the probability that it rains). In Massachusetts, the
EWIS took advantage of rich data to address a prediction problem, but the prediction
problem was not necessarily accompanied by a well-defined decision problem, such as
which students should be assigned to a specific intervention. Whether using the EWIS-
estimated risk levels to assign students to specific interventions would improve students
outcomes on average depends on (1) whether the intervention is effective, and (2)
whether the intervention has larger effects for the students who would be selected by the
EWIS compared to the students who would otherwise be selected. If Massachusetts’s
problem were selecting students to assign to an intervention whose effectiveness were
correlated with risk probability, then accurate estimates of risk probability would solve a
well-defined prediction problem.

To address the second question, the study used a comparative interrupted time series
(CITS) design to exploit the rollout of the EWIS, which led to differential student
exposure to the effects of the EWIS based on one’s year in school and the amount of
EWIS usage in the district. The CITS estimated the average effect across all students of
greater district EWIS usage. I estimated that greater usage had a positive effect of 1-2%
points on high school graduation rates. Identifying the effects of EWIS usage required
stronger assumptions than estimating the effects of risk labeling, and it included potential

effects of a one-year pilot program that provided some districts additional support with



EWIS adoption. While the precise mechanism that increased graduation rates was
unclear, the role of risk labeling was likely minimal, suggesting that the EWIS prompted
broader changes that did not directly rely on an improved prediction technology.

I1. Study Context and Data

In the 2012-2013 academic year, Massachusetts began piloting its Early Warning
Indicator System (EWIS). The Department of Elementary and Secondary Education
(ESE) used a statistical model to estimate the probability of each student failing to meet a
key educational milestone and subsequently flagged students as low, medium, or high
risk. For students in grades 10-12, the milestone of interest was on-time high school
graduation. For students in grades 7-9, the milestone of interest was passing all ninth
grade courses. The model that estimated student risk probabilities included predictors
derived from previous years’ data on student demographics, standardized test score
performance, attendance, suspensions, school, geography, course-passing, history of
school transfer, and age (Massachusetts, 2013). Model specification varied by milestone,
and specification details were reviewed and adjusted annually.

The information on each student’s risk label and risk factors was sent to schools
before the beginning of the school year—in the first year via spreadsheets, and in later
years via a web portal. The EWIS web portal allowed users to generate a variety of
reports on student risk and risk factors. Options included cross-sectional district reports
of risk levels by grade, longitudinal comparisons of risk levels for subgroups over time,
disaggregated reports of risk factor prevalence (e.g. suspensions), and student-level lists
of risk levels. For example, using the student list report, an administrator could generate a

list of high-risk students along with their risk factors. In response to the data, school
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personnel could target interventions or reconsider policies to better support high-risk
students. The logic model underlying the EWIS was that local personnel would benefit
from additional information about student risk profiles, and better information would
improve resource allocation or policies at the local level.

The EWIS Support Pilot program provided additional support to selected districts for
the 2013-2014 academic year. Districts applied and were selected to receive regular
technical assistance and training to support their use of EWIS data, in addition to the
materials that ESE made available to all districts. Selected districts received coaching
from an EWIS implementation coach who was available by phone and email and
provided on-site support once per month. District staff attended training sessions and
networking meetings. To cover the costs of staff participation during out of contract
hours, districts also received $3,000.

This study focused on the effects of EWIS usage for students in Grades 7-12 only. The
EWIS estimated risk probabilities for students beginning in first grade—for whom the
target milestone was scoring at the Proficient or Advanced level on the state’s
standardized test for Grade 3 English/Language Arts—but the effect of the EWIS and
risk labeling for later grades was of greater interest. This decision was made in
partnership with the ESE staff, who hypothesized that the EWIS, and risk labels in
particular, would be more likely to have an effect for students in middle schools or high
schools. The rationale was that, for students in later grades, teacher and administrator
resources tend to be dispersed across a greater number of students, and elementary school
teachers would already be well-informed about their students’ academic proficiency

relative to the state’s standard in tested subjects.
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All data for this study came from the Massachusetts Department of Elementary and

Secondary Education (ESE). Student-level data on attendance, suspensions, and
graduation have been tracked in Massachusetts’s longitudinal data system since the early
2000’s. Student risk probabilities estimated by the EWIS were first available for the
2013-2014 academic year (hereafter 2014), and district-level data on EWIS usage were
first available for 2015. Table 1 shows that, according to tracking logs, half of all districts
in Massachusetts did not use the EWIS in the 2015 academic year, the first year for
which data on usage was available, and approximately 40% of reports were student-level
lists.
<< Table 1 >>

Analyses of the effect of risk labeling restricted the sample to the top half of districts
in terms of student list report usage in each year. The primary rationale for restricting the
sample was to exclude districts with no usage. In 2015, over 50% of districts never used
the EWIS student list report feature. EWIS usage in 2015 and EWIS Support Pilot
participation was used to identify a sample for 2014, for which no other data on EWIS
usage was available. Although this approach potentially led to the inclusion of districts
that were not truly among the most active EWIS users in 2014, usage was modestly
correlated within districts across years. Five of the nine districts that participated in the
2014 EWIS implementation support pilot were in the top usage quartile in 2015 (one of
the others was in the third quartile, and, according to web tracking logs, the remaining
three did not run any EWIS supports in 2015, the year following the support pilot).
Approximately 70% of districts that did not use the EWIS in 2015 remained in the

bottom half in 2016, and 60% of districts in the top quartile for 2015 remained in the top
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quartile in 2016. To test whether results were sensitive to sample selection, separate
models were estimated using only the top 20% of districts. The results were not
substantively different from the results presented. Regression discontinuity graphs
(Figures 1-3) disaggregated results by year to provided visual evidence of the extent to
which discontinuities may have varied by year.

Similar to previous research, this study focused on three classes of outcomes:
attendance, behavior, and coursework. For a coursework-related outcome, the high school
sample used high school graduation, and the middle school sample used the rate of course
passage in ninth grade. Models used measures of attendance and suspensions in the
academic year for which risk probabilities were estimated. Table 2 shows characteristics
of students eligible for inclusion in RD models. As expected, students labeled as low risk
tended to have higher attendance rates, fewer suspensions, higher rates of ninth grade
course passing, and higher rates of on-time graduation than students labeled as moderate
or high risk. In the middle school and high school samples, more students were identified
as low or moderate risk than high risk. Following Massachusetts convention, charter
schools were classified as their own districts. Of the 179 districts in the analytical sample,
176 had students flagged as low, moderate, and high risk in at least one year. The number
of districts ever included in RD models exceeded 50% of Massachusetts districts serving
Grade 7-12 students in part because some districts were in the top half by usage in 2015
but not 2016.

<< Table 2 >>
Sample sizes in regressions were smaller than shown in Table 2, because Table 2 does

not exclude students whose risk probability places them far from risk label thresholds.
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The number of students who received each risk label was a function of the placement of
the thresholds, but in an absolute sense, most students were at relatively low risk of
failing to meet key milestones. Panel A of Figure 1 shows that the distribution of risk
probabilities exhibited strong positive skew. Panel C of Figure 1 shows that the
distribution of risk probabilities did not have peaks or troughs around the risk label
thresholds. Given the nature of the risk probability and risk labeling process, Panel C
confirms expectations that students could not consciously sort themselves onto either side
of the risk label thresholds.
<< Figure 1 >>

Table 3 shows characteristics for the sample of students used in CITS models. The
CITS sample included high school students from 241 districts, which were selected
independently of their EWIS usage. Because of the longer time horizon necessary for
CITS analysis—i.e., to model pre-EWIS trends in outcomes of interest—the CITS sample
also excluded many districts, such as charter schools that recently opened. Initially,
middle school students were included in CITS models, but instability in pre-EWIS trends
made estimates sensitive to model specification (Figure Al). For CITS analyses, models
used cumulative measures, because some students could be affected by the EWIS for
more than one year. Attendance rate was defined as the proportion of days attended—
relative to days “in membership”—in grades 9-12. For behavior, the measure was the
total number of suspensions in grades 9-12. Students were assigned to graduation cohorts
based on the first year that they attended ninth grade. Attending ninth grade in 2006-2012
implied that projected on-time graduation was in 2009-2015. Table 3 categorizes students

who attended ninth grade in 2006-2009 as “No EWIS” because, if they progressed
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through high school as expected, they would have graduated by 2012, the year before the

EWIS launched. Table 3 also shows that districts using the EWIS most heavily—the
top quartile of district by 2015 usage—had lower attendance rates, more suspensions, and
lower rates of ninth grade course passing than districts using the EWIS less heavily.
<< Table 3 >>
II1. Research Design

To address RQI, the effect of labeling student risk levels, the study used a sharp
regression discontinuity (RD) design (Imbens & Lemieux, 2008) to exploit the rule that
assigned students to one of three risk labels as a function of their risk probability.
Probabilities of failing to meet an upcoming benchmark were estimated on a continuous
scale (0.0 <p < 1.0), and students were assigned different risk labels at predetermined
thresholds. Because students near the threshold could not consciously manipulate on
which side they fell, discontinuities at the threshold in the relationship between p and
subsequent educational outcomes can credibly be attributed to the effect of risk label
assignment.

Target outcomes, risk prediction models, and the cut points for mapping risk
probabilities to risk labels varied by grade level and by year. For students in Grades 7-9,
the target outcome was passing all Grade 9 courses. For students in Grades 10-12, the
target outcome was on-time high school graduation. In the 2014-2015 academic year,
Grade 10 students with risk probabilities for failing to graduate below 0.20 were labeled
“Low Risk” (0.0 < p < 0.20), students with risk probabilities of at least 0.20 and less than

0.50 were labeled “Moderate Risk™ (0.20 < p < 0.50), and students with risk probabilities

of at least 0.50 were labeled “High Risk” (0.60 < p < 1.0). Cut points for other grades,
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other outcomes, and Grade 10 students in other years were not necessarily set at the same
levels. To estimate the effect of being labeled “High Risk,” compared to being labeled
“Moderate Risk,” I fit Ordinary Least Squares (OLS) regressions models of the form:

Yij = Yo + v1(ABOVE;;) + v2(DISTANCE;;) + y3(ABOVE;; * DISTANCE;;) + a; + € (1)
where Yj; was either the target milestone or an intermediate outcome (e.g. absences) for
student 7 in cluster j. DISTANCE;, the running variable, was the difference between
student i's EWIS-estimated risk probability and the designated cut point for the student’s
relevant EWIS milestone. Absent the moderate/high labeling of student risk label, one
would expect DISTANCE}; to have a continuous relationship with Yj;. I chose sufficiently
narrow bandwidths of probabilities around the designated cut point to ensure that the
relationship between DISTANCE;; and Yj; could be linearly approximated. Linear
approximations improve with narrower bandwidths, which is why parameter estimates
for main specifications tested multiple bandwidths. ABOVE;; was a dichotomous variable
equal to 1 for students whose risk probability was above the designated cut point.
Including the product of DISTANCE;;and ABOVE};in the regression allowed the
relationship between DISTANCE;; and ABOVE;to vary above and below the cut point.
The parameter of interest in Equation (1) was y, the discontinuity in Yj; coinciding with
the assignment of the High risk label compared to the Moderate risk label for a student

whose probability was equal to the cut point. The parameter y; represents a vector of
school-by-grade-by-year fixed effects. The inclusion of a; means that estimated effects

from Equation (1) were generated from comparisons of students who were in the same
grade and school in the same year, and had similar underlying risk probabilities but

different risk labels. Estimating the effect of being labeled Moderate risk—compared to
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Low risk—was analogous. The effect of the EWIS at the Low/Moderate threshold was

estimated separately from the effect of the EWIS at the Moderate/High threshold. In both
cases, the widest bandwidth included students with a risk probability within 0.10 of the
cut point.

I fit models with and without student-level covariates. These covariates included sets
of indicator variables for race, gender, whether a student’s first language was English,
eligibility for free or reduced-prince lunch (FRPL), and special education status (all
variables were measured before risk label assignment). My preferred specifications
included these covariates because two covariates, gender and special education status,
exhibited evidence of discontinuities around risk label thresholds. Table 4 shows the
results of regressions of the form of Equation (1) with student characteristics as the
outcome. The magnitudes were not particularly large, and they were not entirely robust to
choice of bandwidth (Table A1), but including them ameliorates the concern that
discontinuities in outcomes of interest could be attributable to covariate imbalance
around risk label thresholds. In many RD analyses, covariate imbalance around risk
thresholds would suggest endogenous student sorting. In the present study, modest
covariate imbalance is not particularly concerning because students could not consciously
sort themselves onto either side of the risk label thresholds. If the EWIS’s prediction
models included a sufficiently large set of continuous predictors, one would not expect to
find more discontinuities in risk probabilities than random chance would predict.
However, given that the majority of predictors in the risk probability model were
dichotomous, discontinuities in covariates were less surprising.

<< Table 4 >>
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A regression discontinuity is theoretically an unbiased estimator of a local average
treatment effect (LATE)—in this case, the effect of the EWIS at the label assignment cut
point. The extent to which the LATE generalizes to students farther from cut points is
open to interpretation. A feature of the EWIS that reduces concerns of generalizability is
that multiple cut points were used. The thresholds varied within grades and years (i.e., a
Low/Moderate and Moderate/High cut point for all grades and years) and across grades
and years (i.e., the location of the cut points used for Grade 10 Low/Moderate and
Moderate/High labeling were not the same in every year). The Low/Moderate threshold
varied from 0.15 to 0.30, and the Moderate/High threshold varied from 0.50 to 0.70.
Consequently, only students with risk probabilities below 0.05 or above 0.80 were
entirely excluded from all regressions and not captured by the study’s estimates of the
effect of risk labels.

To address RQ?2, the overall effect of the EWIS on student outcomes—not limited to
risk labels—the study used a comparative interrupted time series (CITS) design (St. Clair,
Hallberg, & Cook). Credibly identifying the effect of the EWIS using a CITS design
demanded stronger assumptions than the RD design used for RQ1, but it potentially
captured effects through other mechanisms. The CITS estimates of the effect of the EWIS
exploited the combination of differential exposure to the EWIS over time across cohorts
and differential exposure to the EWIS between districts. Although the EWIS became
available to all schools in Massachusetts in the same year, actual usage of the EWIS
varied considerably across districts, and not all students had the opportunity to be
affected for the same number of years. Students who were in Grade 12 when the EWIS

launched could only benefit from one year of staff EWIS-induced interventions, but
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students who were in Grade 10 could benefit from three years of EWIS-induced
interventions. If the EWIS had a positive, causal effect on student graduation, then
graduation rates for subsequent cohorts of students in high-usage schools would increase
relative to subsequent cohorts of students in low-usage schools. In a difference-in-
differences design, graduation rate increases for high-usage districts relative to low-usage
districts would be estimated under the assumption of “parallel trends” in graduation rates
absent the arrival of the EWIS. A CITS design estimates the increase under the
assumption that low-usage and high-usage districts would have continued their
(potentially non-parallel) pre-EWIS trends absent the arrival of the EWIS. I estimated the
CITS model using OLS regressions of the form:

Yijk = B1(YRiy) + B2(USAGE;;) + Bs(Y Ry x USAGE;;) +
w;(DISTRICT;;) + A, (COHORTy,) + 8;(DISTRICT;j » COHORTy) + I'Xyjx + €ijxc »

where Yj;; was either the target milestone or an intermediate outcome (e.g. absences) for
student i in district k in year j. The variable YR was the number of years of potential
exposure to EWIS-induced interventions for student i in district &. Students within
districts varied in their exposure to the EWIS because it was not launched until the 2012-
2013 school year. The YRy, variables were collinear with cohort fixed effects (4;) for post-
EWIS cohorts of students, because there was no variation within cohorts in number of
years of potential EWIS exposure. All students who were in Grade 9 during the 2010-
2011 school year would have been expected to graduate from high school in 2014, which
implies that they would have been exposed to the EWIS during Grades 11 and 12 of high
school, a total of two years (YR = 2), if they progressed on-time through high school.
Because the EWIS could have potentially affected the number of years that a student

spent in high school, YR were assigned by students’ first ninth grade year, which could

)



19
not have been affected by the EWIS for the cohorts studied. Therefore, CITS effects

should be interpreted as “intent-to-treat” estimates. The variable USAGE}; is the amount
of EWIS usage observed in tracking logs for student i in cohort j. For simplicity, and
because EWIS use was only tracked for two relevant years in the available data, district
usage was measured using a single year of tracking, the 2014-2015 year. A high-usage
district in 2014-2015 was considered also to be a high-usage district in 2015-2016. The
coefficient of interest in the parameterization above is B3, the difference in Yj;; between
observed and trend-projected outcomes attributable to the combination of district EWIS
usage and years of potential exposure.

To simplify visualization of pre-EWIS trends in Yj;, circumvent concerns about
nonlinear effects of an addition year of EWIS exposure or an additional logged EWIS
activity, and create consistency between the RD sample and the CITS sample, regressions
replaced YR, USAGEj;, and their interaction with indicator variables. The variables Y1y,
Y24, and Y3 indicated one, two, or three years of projected EWIS exposure based on the
year a student entered ninth grade. The variables HIGH USE;; and MOD_USE}; indicated
that a student’s district was in the highest or second-highest quartile, respectively, of
overall EWIS usage, as measured by web tracking logs in 2015. Students in the rest of the
districts, which had no tracked EWIS usage, were the comparison group. Graphical
analysis of pre-treatment trends was used to assess their linearity. In a study comparing
the results of CITS estimates of average treatment effects to randomized controlled trial
(RCT) estimates, St. Clair, Hallberg, and Cook (2016) found no bias of CITS estimates

when control and treatment trends were clear and could be easily modeled.
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Essentially, the RD and CITS research designs estimated different quantities of

interest, and each design had strengths and limitations. The RD provided highly credible
evidence on the effect of labeling some students as being at greater risk of failure than
others. This was important because information dissemination per se has been considered
a key feature of early warning systems and other policy interventions. Arguably, the
CITS estimated the more policy-relevant quantity of interest—the net effect on
outcomes—but the CITS design relied on stronger assumptions than the RD design and
was less informative about potential mechanisms.
IV. Results
A. RD Estimates of the Effects of Risk Labels
Table 5 shows the estimated effects of being labeled higher risk from separate
regressions by outcome, threshold, and whether students were in middle school or high
school. In each case, results for two different bandwidths are displayed, .05 and .10. The
.05 bandwidth estimated the effect for students whose risk probability was within .05 of
the risk label threshold, a relatively narrow bandwidth. A narrow bandwidth better
satisfies the assumption of local linearity in the relationship between the forcing variable
and outcome, but it comes at the expense of statistical power. The .10 bandwidth
provided more power to detect small effects, while continuing to satisfy visual
expectations for local linearity.
<< Table 5 >>
The upshot of Table 5 is that risk labeling had no meaningful effect on student
outcomes. The only statistically significant coefficients at the 5% level were a negative

effect on attendance at the Moderate/High threshold for middle school students, and a
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positive effect on attendance at the Low/Moderate threshold for middle school students.
Neither effect was significant with a narrower bandwidth. Even if each of these effects
were real, not a result of random chance attributable to conducting many statistical tests,
they would have essentially cancelled out one another in terms of their net effect on
attendance, because the smaller positive effect at the Low/Moderate threshold applied to
more students than the larger negative effect at the Moderate/High threshold. Figures 2
and 3 show the results for attendance (high school and middle school students,
respectively), and Figure 4 shows the results for high school graduation. Because
including covariates had very little effect on coefficients, the parameter estimates from
Table 5 are approximately weighted averages of the discontinuities in Figures 2-4.

<< Figure 2 >>

<< Figure 3>>

<< Figure 4 >>

Table 6 confirmed that the null effects held within subgroups. Female students were

chosen because previous research has found that educational interventions often have
larger effects on women (Deming, Hastings, Kane, & Staiger, 2014). Black and Hispanic
students were chosen because they have lower attendance and graduation rates than white
and Asian students in Massachusetts. Low-income (FRPL-eligible) students were chosen
because they have lower attendance and graduation rates than FRPL-ineligible students,
but family income may be a less apparent student characteristic than race. To reduce the
total number of hypothesis tests conducted, Table 6 focused on a single outcome, student
risk probabilities in the subsequent year. More absences, suspensions, and failed classes

all led to higher risk probabilities (all else equal), which made subsequent risk
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probabilities a sensible composite measure of student outcomes. Figure 5 shows the null
results graphically for 2015.

Because EWIS usage was relatively low, I also re-estimated the same models
restricting the sample to the top 20% of districts in terms of EWIS usage. Even among
districts where usage was highest, coefficient estimates were very rarely statistically
different from zero (results available upon request).

<< Table 6 >>
<< Figure 5 >>
B. CITS Estimates of the Effects of the EWIS

Figures 6 shows trends in attendance, suspensions, and high school graduation by
student cohort and district EWIS usage. The vertical dashed line distinguishes cohorts
that were potentially affected by the EWIS from ones that were not. Figures 6 and 7
separately plot EWIS pilot districts, but regression coefficients from Table 7 classified
pilot districts by their 2015 usage. Five pilot districts were categorized as high usage, one
was moderate usage, and the remaining three were low usage. Trends in EWIS pilot
schools are potentially helpful to see for two reasons. First, they represent a group of
districts where EWIS implementation should have occurred with higher fidelity
compared to other districts. Second, the EWIS pilot occurred in 2014, one year after the
first year of the EWIS. Presumably, if the EWIS actually affected student outcomes,
departures from pre-treatment trends would be especially evident in 2014 for EWIS
support pilot schools.

<< Figure 6 >>
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Panel A of Figure 6 shows that attendance rates for high-usage and pilot districts
increased for the cohorts that were exposed to the EWIS for more years. Attendance rates
for low-usage and moderate-usage districts increased as well, but by smaller margins.
Pre-treatment trends in attendance were relative steady and linear, making the increases
for high-usage and pilot districts appear to exceed pre-EWIS trends. Panel B shows that
suspensions decreased across all districts in the years where the EWIS was available. All
districts in Massachusetts received pressure to suspend fewer students in recent years,
and the substantial decrease for the 2013 and 2014 cohorts are likely attributable to policy
changes unrelated to the advent of the EWIS. The pilot districts are a possible exception.
The large, sudden drop in suspensions in 2014 (the EWIS pilot support year) compared to
the previous five cohorts is striking. Panel C shows that graduation rates were improving
steadily for cohorts preceding the EWIS. Visual evidence of departures from pre-EWIS
trends is most apparent for the pilot districts, for whom the 2014 cohort again stands out
as especially successful compared to its antecedents. The dip in 2015 compared to 2014
is ambiguous. A generous interpretation would be that the 2014 cohort benefitted from
the support pilot, and its absence in the subsequent year led to a lower graduation rate for
the 2015 cohort. Other interpretations include idiosyncratic changes in student cohort
characteristics, or a notable absence of a larger EWIS effect for cohorts exposed to more
years of the EWIS. Overall, Figure 6 provides suggestive evidence of an EWIS effect.
Unlike cohorts of students in the low-usage districts, EWIS-affected cohorts in pilot
districts appeared to exceed extrapolations from pre-EWIS trends.

The coefficients in Table 7 are consistent with Figure 6. Gaps in outcomes between

low-usage and high-usage districts narrowed post-EWIS. If the EWIS had a causal effect
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on student outcomes, one would expect that the magnitude of coefficients would increase
with additional years of exposure and district EWIS usage. The relative stability in pre-
EWIS trends led to coefficient estimates that were very similar in models with and
without district trends. Standard errors, though, were larger in models with trends.
Looking at attendance, the larger coefficients for high-usage districts exposed to two or
three years of the EWIS are suggestive, but not conclusive. The coefficient for students
affected for three years in high-usage districts was statistically significant. For
suspensions, coefficients were generally negative and larger for students affected for
more years in moderate-usage and high-usage districts. There was no clear evidence of an
effect of the EWIS, but estimates were not precise enough to rule out a non-trivial effect.
Lastly, turning to high school graduation, the results were most promising. Coefficients
were positive, similar across specifications, larger in high-usage districts, larger for
cohorts affected for more years, and statistically significant for high-usage districts.
<< Table 7 >>

To explore possible heterogeneity in effects, Figure 7 plots attendance and high school
graduation trends for subgroups of students from the high school sample. Similar to the
RD analysis, analyses of heterogeneity focused on female, low-income, and
Black/Hispanic students. Suspensions were omitted from subgroup analyses due to
instability in trends, which made estimates highly sensitive to model specification (Figure
A2). The plots in Figure 7 show that pre-EWIS trends were relatively flat for attendance
(with the exception of an upward trend for female students in low-usage districts). For
graduation rates, upward trends appeared to precede the EWIS for all districts and

subgroups. I found no clear evidence of heterogeneity in the effect of the EWIS on
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attendance for female students, low-income students, or minority students. Regression
estimates for effects on attendance were generally similar in models with and without
district trends, and similar to results from the full sample (Table Al).
<< Figure 7 >>

Table 8 focuses on high school graduation. It shows that, for female students,
estimated EWIS effects on high school graduation were positive, larger for cohorts of
students in high usage districts for more than one year, and statistically significant for
high-usage districts. For black and Hispanic students, estimated EWIS effects were
positive but only occasionally statistically significant. The magnitude of most coefficients
were larger than the estimates for female students, but less precisely estimated.

<< Table 8 >>

The main finding from the CITS analyses was that greater potential exposure to EWIS
use corresponded with higher graduation rates than pre-EWIS trends would have
projected. Students in cohorts exposed to more years of EWIS usage, and students in
districts that used the EWIS more, tended to graduate at higher rates than one would have
predicted given pre-EWIS district trends. A key threat to a causal interpretation of this
pattern is that EWIS usage could be correlated with other changes occurring
contemporaneously with the EWIS launch. Because the EWIS was launched statewide in
a single year, other statewide changes differentially affecting graduation rates in districts
more predisposed to EWIS usage are a potential source of bias. The EWIS support pilot
offered an additional opportunity to explore whether the timing of greater EWIS usage
indeed corresponded with larger departures from pre-EWIS trends. Panels A and B of

Figure 7 show dramatic changes increases in attendance and decreases in suspensions
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specifically in 2014 for pilot schools. Panel C was also encouraging. Graduation rates
peaked for the 2014 cohort in pilot schools, as one might expect if the support pilot had a
causal effect.

V. Discussion

This study found no evidence that risk labels affected student outcomes. Regression
discontinuity estimates were sufficiently precise to rule out substantively important
impacts in most cases. The null effect finding held within subgroups and within the
districts that most frequently generated lists of at-risk students. Essentially, there was no
evidence that individual students labeled as higher risk benefitted or were harmed by the
dissemination of information about their risk of failing to meet an upcoming milestone.
Nevertheless, this study also found that greater EWIS usage led to a 1-2% point increase
in graduation rates for districts using the EWIS more.

In examining explanations for the pattern of effects, it is helpful to review how
additional information on student risk of failure could potentially improve educational
outcomes. I propose two necessary conditions: (1) additional information leads to better-
informed personnel, and (2) better-informed personnel allocate their resources more
productively. In other words, the EWIS needs to tell staff members something they do not
already know, and staff members need to do something constructive in response. To be
clear, the above conditions are necessary for information per se to improve outcomes for
students. If the two conditions hold, information itself can be an effective intervention.

For the first condition to hold, information on risk probabilities would need to be
accurate and personnel would need to be under-informed to some degree about student

risk. If risk probabilities were randomly assigned to students, they could not lead to
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better-informed personnel (unless personnel’s prior beliefs about student risk were
negatively correlated with true risk—an extremely unlikely case). Furthermore, in
addition to being accurate to some extent, the risk information would also need to
improve upon educators’ prior knowledge of student risk. If the risk model were
reasonably accurate, but not more accurate than educators’ prior beliefs about student
risk, personnel would not be better informed with the EWIS than without. This study
lacks the necessary data to estimate whether personnel became better informed, but it can
confirm that the estimated risk probabilities were reasonably accurate. As Table 2
showed, the EWIS risk model identified students who failed to reach milestones at higher
rates, and RD figures showed that risk probabilities predicted future student outcomes.
Even if the accuracy of EWIS statistical models could be significantly improved, it seems
reasonable to conclude that a fundamental lack of accuracy was not the problem.

For the second condition to hold, better-informed personnel would also need to
respond productively to the new information. Staff must be able to reallocate their
resources or energies more efficiently in response to the new information (unless one
assumes that more knowledge of student risk motivates staff to increase the overall effort
they put into their work). For example, more efficient resource allocation could mean
spending more time supporting students who might otherwise have flown beneath the
radar, and less time supporting students who would likely succeed either way. Note that
simply reallocating resources away from low-risk and toward higher-risk students is not
necessarily a productive response; it is only productive if the marginal effect of additional
resources is greater for higher-risk students. Without a productive downstream change,

the effect of additional information could be negative if greater knowledge of student risk
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led to lower expectations for high-risk students or greater stigmatization. Recall that
Chandler, Levitt, and List (2011) estimated that using a predictive model to assign
Chicago Public School students to a violence-prevention program had negative effects on
the students’ educational outcomes.

Comparing the EWIS to the problem of whether to release a defendant on bail is
instructive. In the bail context studied by Kleinberg et al. (2017), the payoff of the
decision to release a defendant was a linear function of the probability of a released
defendant committing a crime. Better predictions of crime would have a direct payoff.
Consequently, the payoff of the decision to release a defendant was correlated with crime
risk. In the EWIS context, the effect of the decision to allocate additional resources may
be correlated with risk, but not necessarily. Evaluating whether the payoff of a decision is
correlated with risk is a simple way to examine the potential efficacy of a prediction
technology. A student who fails his ninth-grade mathematics course and a student with
multiple suspensions are both at greater risk of failing to graduate on time, but
assignment to summer school could positively affect the probability of graduation for the
former student but not the latter. The payoff of summer school assignment is not
necessarily correlated with risk. Furthermore, the effect of assignment to summer school
could be more strongly correlated with staff intuition of summer school’s heterogeneous
effects than absolute graduation risk. In this case, switching to risk-based assignment to
summer school could lead to worse decisions.

In this theoretical framework, a final question to consider is why the CITS and RD
analyses differed in their estimates of the effect of the EWIS. One possibility is that the

EWIS prompted broad changes in policies or resource management in response to the
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information, and the effects were not local to the risk label thresholds. This could have
occurred if a review of the EWIS data improved staff understanding of the strength of the
link between failing a ninth-grade course and on-time graduation, and districts responded
by allocating additional resources toward tutoring. In this framing, staff underestimated
risk probabilities specifically for the subset of ninth graders failing a course, and
improved resource allocation to this subset of students. If the net effect of offering
additional math tutoring on graduation were independent of risk probability (e.g., perhaps
higher take-up but proportionately smaller average effect for lower-risk students), then
graduation rates would not rise disproportionately for higher-risk students. A second
possibility is that information per se had nothing to do with the causal mechanism. The
availability of the EWIS system may have induced teachers and administrators to pay
more attention to increasing their graduation rates, and they found ways to do so that did
not require more accurate information about students’ risk levels or risk factors. This
could have occurred if an administrator generated a report showing that her school’s high
school graduation rate was below the district average, and responded by increasing
recruitment efforts for credit recovery programs. In this framing, staff were not
necessarily misinformed about risk factors, and they never learned anything new about
student risk, but the EWIS led graduation rates to receive more attention than they
otherwise would have.

More detailed data on how the EWIS was used would help illuminate possible
mechanisms. For example, if many districts indeed used the EWIS to generate lists of
high risk students and then assigned these students to interventions, a possible

explanation for the null result is that the interventions were relatively ineffective. Without
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an effective downstream resource or intervention, it would not matter which students
were assigned to receive it (note that if the effect of the intervention is zero, a constant,
the correlation between risk and the intervention is also zero). If students were assigned
on the basis of risk to an intervention whose effect on graduation was positive, then it
could be the case that, among the potential assignees, estimates of risk were not
correlated with the effect of assignment.
VI. Conclusion

This paper studied the effects of an early warning system, an intervention strategy
made possible by recent decades’ improvements in information technology. In 2012, the
Massachusetts Department of Elementary and Secondary Education implemented an
early warning system to provide more information to schools about students’ risk of
failing to meet upcoming educational milestones. This paper found that labeling students
low, moderate, or high risk had no effect on their subsequent educational outcomes.
Nevertheless, during the same time period, graduation rates in districts where EWIS
usage was higher improved by 1-2% points more than pre-EWIS trends projected. While
non-EWIS factors cannot be entirely ruled out, the coincidence of greater potential
student exposure to the EWIS and departures from pre-EWIS trends suggests a causal
effect. These results suggest that the effects of early warning systems may not operate
through supposed channels. Providing student-level risk information did not appear to
affect student outcomes, but providing more information to districts may have induced

them to improve policies or processes.
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Tables and Figures

Table 1

District EWIS Usage by Year: Reports Were Downloaded via a Web Portal

33

EWIS in Use?

EWIS Usage Tracked?
EWIS Support Pilot

Risk p available for analysis?

District EWIS Usage - All Risk Reports
25" Percentile
50" Percentile
75" Percentile
90" Percentile

District EWIS Usage — Student List Reports
25" Percentile
50" Percentile
75" Percentile
90"™ Percentile

Academic Year (Spring)

2013 2014 2015 2016
Yes* Yes Yes Yes
No No Yes Yes
No Yes No No
No Yes Yes Yes
N/A N/A 0 1
N/A N/A 0 10
N/A N/A 11 38
N/A N/A 46 120
N/A N/A 0 1
N/A N/A 0 4.5
N/A N/A 5 20
N/A N/A 19.5 53

Notes: *Risk data was distributed to districts using spreadsheets, not a web portal, for the

2012-2013 school year.
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Table 2
Regression Discontinuity Sample: Academic Years 2014-2016, High-Usage Districts
Student Risk label
Low Moderate High

Districts with students in category 179 179 176
MS Students 134,957 68,817 37,709
HS Students 365,926 55,143 32,794
Attendance

MS — Avg. Attendance Rate 0.96 0.94 0.89

HS — Avg. Attendance Rate 0.95 0.89 0.80
Behavior:

MS — Avg. Suspensions 0.03 0.16 0.68

HS — Avg. Suspensions 0.09 0.42 0.95
Coursework

MS — Pct. G9 Courses Passed 0.98 0.91 0.71

HS — Ever Graduated * 0.94 0.62 0.35

HS — Ever dropped out 0.01 0.07 0.19

Notes: High-usage districts were in the top 50% of districts in term of downloaded reports of
student risk in the academic year of study. Suspensions was the sum of in-school and out-of-
school suspensions.

* Graduation data were available through 2016. Students who were in 10" grade before or
during the fall 2013 are included in the sample. These rates are lower than official graduation
rate statistics for Massachusetts, which would exclude students who transferred out of state,
among other adjustments.



Table 3
Comparative Interrupted Time Series Sample: Cohorts for 2010-2015

Expected Year of HS Graduation

2009-2012 2013-2015
(No EWIS) (EWIS)
Districts in Sample 241 241
Students 252,321 176,888
Low EWIS Usage
Districts 113 113
Students 82,754 58,737
Attendance Rate 0.94 0.95
Days Suspended 0.84 0.44
Graduated from HS On-Time 0.87 0.89
Moderate EWIS Usage
Districts 58 58
Students 57,044 40,902
Attendance Rate 0.94 0.94
Suspensions 1.55 0.92
Graduated from HS On-Time 0.84 0.88
High EWIS Usage
Districts 70 70
Students 112,523 77,249
Attendance Rate 091 091
Suspensions 1.96 1.40
Graduated from HS On-Time 0.72 0.77

Notes: Districts were categorized as low, moderate, or high usage based on
2015 usage levels. Low usage districts did not use the EWIS portal at all
during the 2015 academic year. This does not exclude the possibility that they
used the EWIS to some extent during the 2014 academic year, when EWIS
portal usage was not tracked.
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Table 4

Regression Discontinuity Estimates of Discontinuities in Student Characteristics at Risk Label
Thresholds

(A) Black or Low- English is Special Female
Grade 7-8 Hispanic Income 1* Lang Ed.
(@) 2) 3) (5) () _

Low / Moderate 0.007 -0.003 0.003 0.000 0.019

(0.006) (0.007) (0.005) (0.007) (0.009)
N 73,738 73,738 73,738 73,738 73,738
Moderate / High 0.011 0.007 -0.008 0.025" 0.014

(0.011) (0.010) (0.010) (0.012) (0.014)
N 24,029 24,029 24,029 24,029 24,029
Bandwidth .10 .10 .10 .10 .10
(B) Black or Low- English is Special Female
Grade 9-12 Hispanic Income 1* Lang Ed.

(1) @) ) 4) ©6)

Low / Moderate 0.003 -0.011 0.007 -0.012+ 0.044

(0.006) (0.007) (0.006) (0.007) (0.009)
N 70,315 70,315 70,315 70,315 70,315
Moderate / High -0.001 -0.005 -0.008 0.034" -0.008

(0.012) (0.013) (0.012) (0.014) (0.015)
N 16,951 16,951 16,951 16,951 16,951
Bandwidth .10 .10 .10 .10 .10

Notes: Each cell contains the coefficient on an indicator for being on the higher-risk side of the
label threshold. Heteroscedasticity robust standard errors clustered at the school level in
parentheses. Demographic controls were included in all specifications, but each specification
omitted the dependent variable from demographic controls (i.e. race dummies omitted when
“Black or Hispanic” was the dependent variable). Control variables were indicators for race,
free or reduced price lunch eligibility, special education services eligibility, gender, and
whether a student’s first language was English.

+p<0.10, p<.05, " p<.01
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Table 5
Regression Discontinuity Estimates of Risk Label Assignment: High Usage Districts
(A) Attendance: Behavior: Coursework:
Grade 7-8 Attendance Rate Days Suspended Grade 9 Course Pass Rate
@) @) 3) “) (©) (6)
Low/ 0.002 0.002 0.002 0.004 0.011 0.005
Moderate (0.001) (0.001) (0.009) (0.006) (0.007) (0.005)
N 33,948 72,193 34,088 72,393 8,599 18,123
Moderate / 0.000 -0.007" -0.004 0.001 -0.024 -0.010
High (0.004) (0.003) (0.031) (0.024) (0.024) (0.016)
N 11,619 23,451 11,714 23,679 2,522 5,137
Bandwidth .05 .10 .05 .10 .05 .10
(B) Attendance: Behavior: Coursework:
Grade 9-12 Attendance Rate Days Suspended On-Time HS Graduation
@) 2) 3) “) (&) (6)
Low/ -0.001 0.001 -0.020 -0.014 0.001 0.000
Moderate (0.003) (0.002) (0.026) (0.016) (0.006) (0.004)
28,669 67,166 26,994 63,000 30,128 70,315
Moderate/  -0.011+ -0.006 0.013 -0.008 -0.002 -0.007
High (0.006) (0.004) (0.081) (0.056) (0.012) (0.008)
N 8,008 16,333 7,462 15,266 8,295 16,951
Bandwidth .05 .10 .05 .10 .05 .10

Notes: Each cell contains the coefficient on an indicator for being on the higher-risk side of the
label threshold. Heteroscedasticity robust standard errors clustered at the school level in
parentheses. Demographic controls were included in all specifications. Control variables were
indicators for race, free or reduced price lunch eligibility, special education services eligibility,
gender, and whether a student’s first language was English. Sample sizes are notably smaller
for the Grade 9 coursework outcomes because raw course-level data were often incomplete,
and looking at Grade 9 outcomes for seventh- and eight-grade students requires an additional
year of time.

+p<0.10, p<.05, " p<.01
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Table 6
Regression Discontinuity Estimates of the Effect of Risk Label Assignment on Subsequent Risk
Probability: Select Subgroups in High Usage Districts

Grades 7-8 Grades 9-12
Female Black or Low- Female Black or Low-
Hispanic Income Hispanic Income
H (2) 3) 4) 5 (6)
Low / 0.000 0.007+ 0.004 -0.004 0.000 0.003
Moderate (0.003) (0.003) (0.003) (0.004) (0.004) (0.004)
N 34,246 21,586 33,060 25,851 27,425 35,927
Moderate / -0.013 -0.007 -0.007 0.002 0.024 0.008
High (0.008) (0.007) (0.005) (0.020) (0.015) (0.012)
N 9,018 13,947 18,408 4,149 8,078 9,902
Bandwidth .10 .10 .10 .10 .10 .10

Notes: Each cell contains the coefficient on an indicator for being on the higher-risk side of the
label threshold. Heteroscedasticity robust standard errors clustered at the school level in
parentheses. Demographic controls were included in all specifications. Control variables were
indicators for race, free or reduced price lunch eligibility, special education services eligibility,
gender, and whether a student’s first language was English.

+p<0.10, p<.05, " p<.01
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Table 7
Difference-in-Difference and Comparative Interrupted Time Series Estimates of the Effect of the
Massachusetts EWIS

Attendance Rate Days Suspended On-Time HS Grad
) (2) 3) 4) Q) (6)

MOD USE*Y1 -0.002 0.001 -0.120 -0.154 0.010 0.012
(0.001)  (0.002) (0.100) (0.130) (0.007) (0.008)

MOD USE*Y2 0.000 0.002 -0.262" -0.259 0.009 0.009
(0.001)  (0.003) (0.127) (0.208) (0.007) (0.010)

MOD USE*Y3 -0.002 0.002 -0.211 -0.210 0.008 0.008
(0.001)  (0.003) (0.139) (0.280) (0.008) (0.012)
HIGH USE*YI 0.001 0.001 -0.110 0.011 0.013" 0.010+
(0.002)  (0.002) (0.109) (0.110) (0.006) (0.005)
HIGH USE*Y2 0.003 0.004 -0.228 -0.102 0.024” 0.022"
(0.002)  (0.003) (0.1328 (0.172) (0.007) (0.008)
HIGH USE*Y3 0.005+  0.007" -0.172 -0.035 0.029" 0.025+
(0.003)  (0.004) (0.166) (0.216) (0.009) (0.014)

Covariates No Yes No Yes No Yes

Dist. Trends No Yes No Yes No Yes

Notes: Each cell contains the coefficient on an indicator for the interaction of potential EWIS
exposure years and district EWIS usage level. EWIS usage was measured by portal usage in
the 2015 academic year. The reference group is districts with no usage in 2015.
Heteroscedasticity robust standard errors clustered by school district in parentheses.

The sample size in all specifications was 429,209.

+p<0.10, p<.05, " p<.01
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Table 8
Difference-in-Difference and Comparative Interrupted Time Series Estimates of the Effect of
the Massachusetts EWIS on High School Graduation: Selected Subgroups

Female Black or Hispanic Low-Income
() 2) G) (4) ) (6)
MOD_USE*Y1 0.007  0.013 0.035 0.033+ 0.027 0.028
(0.007)  (0.009) (0.016)  (0.020) (0.018)  (0.021)
MOD_USE*Y2 0014+  0.017 0.042°  0.043+ 0.027 0.028
(0.008)  (0.011) (0.019)  (0.024) (0.018)  (0.021)
MOD_USE*Y3 0013+  0.016 0.043" 0.032 0.023 0.023
(0.008)  (0.013) (0.019)  (0.035) (0.017)  (0.031)
HIGH USE*Y] ~ 0.014"  0.014+ -0.012 0.001 -0.008  -0.001
(0.006)  (0.008) (0.015)  (0.016) (0.016)  (0.017)
HIGH USE*Y2 ~ 0.0317"  0.032° 0.023 0.042" -0.008  -0.001
(0.008)  (0.010) (0.020)  (0.021) (0.016)  (0.017)
HIGH USE*Y3 ~ 0.027  0.026+ 0.028 0.036 -0.004  0.004
(0.008)  (0.014) (0.018)  (0.028) (0.018)  (0.029)
Covariates and No Yes No Yes No Yes
District Trends
N 212,239 212,239 95380 95,380 106,622 106,622

Notes: Each cell contains the coefficient on an indicator for the interaction of potential EWIS
exposure years and district EWIS usage level. EWIS usage was measured by portal usage in
the 2015 academic year. The comparison group is districts with no usage in 2015.
Heteroscedasticity robust standard errors clustered by school district in parentheses.
+p<0.10, p<.05, " p<.01
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Figure 1. Risk Probability Distribution Densities. Panel A (top) shows the density of the
distribution of risk probabilities estimated by the EWIS. Panel B (center) shows the density by
distance to nearest risk threshold. Panel C (bottom) zooms in on the distribution of risk
probabilities within 0.10 from the threshold.
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Figure 2. EWIS effects on high school student attendance. Each panel contains the mean
attendance rate by risk probability distance from the low/moderate (left) or moderate/high (right)
risk label threshold. Each year contains students from approximately the top half districts in terms
of web portal usage of the student risk list EWIS feature. The fitted regression lines—which were
fit to the underlying data, not the plotted points—used a bandwidth of 0.10. Points are binned
means, plotted at the bin center.
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Figure 3. EWIS effects on middle school student attendance. Each panel contains the mean
attendance rate by risk probability distance from the low/moderate (left) or moderate/high (right)
risk label threshold. Each year contains students from approximately the top half districts in terms
of web portal usage of the student risk list EWIS feature. The fitted regression lines—which were
fit to the underlying data, not the plotted points—used a bandwidth of 0.10. Points are binned
means, plotted at the bin center.
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Figure 4. EWIS effects on high school graduation. Each panel contains the mean graduation rate
by risk probability distance from the low/moderate (left) or moderate/high (right) risk label
threshold. Each year contains students from approximately the top half districts in terms of web
portal usage of the student risk list EWIS feature. The fitted regression lines—which were fit to
the underlying data, not the plotted points—used a bandwidth of 0.10. Points are binned means,
plotted at the bin center.
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Figure 5. EWIS effects on subsequent year risk probability. Each panel contains the mean risk
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moderate/high (right) risk label threshold. Each year contains students from approximately the
top half districts in terms of web portal usage of the student risk list EWIS feature. The fitted

regression lines—which were fit to the underlying data, not the plotted points—used a bandwidth
of 0.10. Points are binned means, plotted at the bin center.
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Figure 6. High school student attendance, behavior, and graduation trends. Each panel contains a
cohort mean for an EWIS-relevant outcome. Separate lines are plotted for districts participating in

the 2014 EWIS support pilot, and districts where EWIS usage was low, moderate, and high,

based on EWIS web portal usage in 2015.
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Figure 7. High school student attendance (left column) and graduation trends (right column) for
selected subgroups. Each panel contains a cohort mean for an EWIS-relevant outcome. Separate
lines are plotted for districts participating in the 2014 EWIS support pilot, and districts where
EWIS usage was low, moderate, and high, based on EWIS web portal usage in 2015.
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Appendix
Table Al
Difference-in-Difference and Comparative Interrupted Time Series Estimates of the Effect of
the Massachusetts EWIS on High School Student Attendance. Selected Subgroups

Female Black or Hispanic Low-Income
@ (2) (€)) “4) ) (6)
YRI*MOD -0.003 0.001 0.004 0.005 0.000 0.006
(0.001)  (0.002) (0.004) (0.007) (0.004) (0.007)
YRI*HIGH -0.000 0.000 0.003 0.002 0.001 0.005
(0.002)  (0.002) (0.004) (0.004) (0.004) (0.004)
YR2*MOD -0.001 0.002 0.005 0.007 0.004 0.013
(0.002)  (0.003) (0.005) (0.008) (0.005) (0.009)
YR2*HIGH 0.003 0.003 0.005 0.006 0.003 0.010
(0.002)  (0.002) (0.006) (0.006) (0.006) (0.007)
YR3*MOD -0.001 0.002 0.003 0.002 -0.001 0.010
(0.002)  (0.004) (0.004) (0.011) (0.004) (0.011)
YR3*HIGH 0.004+ 0.004 0.010 0.007 0.004 0.012
(0.003)  (0.003) (0.006) (0.007) (0.006) (0.008)
Covariates and No Yes No Yes No Yes
District Trends
N 212,239 212,239 95,380 95,380 106,622 106,622

Notes: Each cell contains the coefficient on an indicator for the interaction of potential EWIS
exposure years and district EWIS usage level. EWIS usage was measured by portal usage in
the 2015 academic year. The comparison group is districts with no usage in 2015.
Heteroskedasticity robust standard errors clustered by school district in parentheses.
+p<0.10, p<.05, " p<.01
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Table A2
Comparative Interrupted Time Series Estimates of the Effect of the Massachusetts EWIS:
Middle School Students

Attendance Rate Days Suspended G9 Course Pass Rate
) (2) 3) 4) (%)
MOD USE*Y1 -0.002 0.001 -0.069 -0.072 -0.018
(0.001)  (0.001) (0.054) (0.072) (0.019)
MOD USE*Y2 -0.001 0.001 -0.128+ -0.122 0.005
(0.001) (0.001) (0.076) (0.111) (0.005)
MOD USE*Y3 -0.002+ 0.002 -0.144+ -0.136 0.001
(0.001)  (0.002) (0.081) (0.136) (0.005)
HIGH USE*YI 0.001 0.001 0.039 0.115+ 0.012+
(0.001)  (0.001) (0.040) (0.059) (0.007)
HIGH USE*Y2 0.002+  0.002 -0.015 0.081 0.017"
(0.001) (0.001) (0.038) (0.061) (0.006)
HIGH USE*Y3 0.002+ 0.002 -0.039 0.093 0.016
(0.001)  (0.001) (0.040) (0.083) (0.007)
Covariates No Yes No Yes No
Dist. Trends No Yes No Yes No
N 568,902 568,902 568,902 568,902 286,278

Notes: Each cell contains the coefficient on an indicator for the interaction of potential EWIS
exposure years and district EWIS usage level. EWIS usage was measured by portal usage in the
2015 academic year. The comparison group contains districts with no usage in 2015.
Heteroscedasticity robust standard errors clustered by school district in parentheses. The sample
size was smaller for Grade 9 course passing and a specification with pre-EWIS trends was
omitted, because the relevant data systems were not implemented until 2011.

+p<0.10, p<.05, " p<.01
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Figure A1. Middle school student attendance, behavior, and coursework trends. Each panel
contains a cohort mean for an EWIS-relevant outcome. Separate lines are plotted for districts
participating in the 2014 EWIS support pilot, and districts where EWIS usage was low, moderate,

and high, based on EWIS web portal usage in 2015.
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Figure A2. High school student suspension trends for selected subgroups. Each panel contains a
cohort mean for suspensions. Separate lines are plotted for districts where EWIS usage was low,
moderate, and high, based on EWIS web portal usage in 2015.
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Abstract

The high school grade point average (GPA) is often adjusted to account for nominal
indicators of course rigor, such as “honors” or “Advanced Placement.” Adjusted GPAs—
also known as weighted GPAs—are frequently used for computing students’ rank in class
and in the college admission process. Despite the high stakes attached to GPA, weighting
policies vary considerably across states and high schools. This paper discusses and
demonstrates the suitability of the graded response model for estimating GPA weighting
parameters and evaluating traditional weighting schemes. We find that common policies
treat advanced courses too generously, awarding at least twice the necessary points to

compensate for their greater difficulty.
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The high school grade point average (GPA) is a high-stakes measure of academic
achievement. In the college admission process, a small change in GPA can have
significant consequences, especially at universities using a high school rank or GPA
threshold for automatic admission or disqualification (Horn & Flores, 2003). Zimmerman
(2014) found that students who barely qualified for admission to public universities in
Florida earned more later in life than otherwise similar students who barely missed
qualifying based on their GPAs. Shifts toward test-optional and class rank-based
admission policies in recent years suggest that the importance of high school grades may
be increasing (Hiss & Franks, 2014).

Atkinson and Geiser (2009) concluded that researchers generally agree that academic
success in high school coursework is the best predictor of college success. This consensus
among scholars is reflected among college admission professionals, who have ranked
high school grades in college preparatory courses as the top factor in college admission
decisions for decades (Clinedinst, Koranteng, & Nicola, 2015). Yet, there is no consensus
about how several years of high school grades across a heterogeneous set of courses
should be aggregated into a single number. In California, high school transcripts often
include several GPAs, each computed using a different approach: for admission to the
University of California or California State University system, advanced courses receive
an extra grade point (UC-CSU, 2016); to determine eligibility for the Cal-Grant, the
applicant’s first and last year of high school and all physical education courses are
excluded, and no extra points are awarded for advanced courses (Cal-Grant, 2016); to
assign class rank within a high school—which has implications for college admission in

California—schools are free to choose their own approach. In North Carolina, until 2015,
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awarding two bonus grade points for Advanced Placement (AP) courses was a statewide
policy (i.e., a B in an AP course received 5.0 grade points, while an A in a standard
course received 4.0) (North Carolina, 2015).

Two fundamental problems with using high school GPA as a high-stakes measure of
student achievement are: (1) not all students take the same courses, and (2) grades are
ostensibly measured on an ordinal—not interval—scale. As shown by Arrow (1951) and
discussed by Vickers (2000) in the context of GPAs, there is no optimal method for
aggregating ordinal measures into a single composite. To compare academic achievement
across students who took different courses from different teachers at different times,
letter grades are typically transformed to numbers and averaged, yielding a GPA. In
practice, Lang (2007) found that the most common aggregations were unweighted
averages (all courses are weighted equally), weighted averages (e.g., where some courses
receive a weight of zero), and rigor-adjusted averages that award extra points for nominal
designations of course rigor (e.g., “Honors” or “Advanced Placement”). For a student
who took 7 high school courses, where w; denotes the scalar weight for course i’s

contribution to the GPA, one can express the weighted GPA equation as:

n 3)
Weighted GPA = Z w;(GRADE);)
i=1

The incorporation of a measure of course rigor by awarding bonus points for a subset of

courses can be expressed as:

n
4)
Rigor Adjusted GPA = Z w;(GRADE; + BONUS))
i=1

The term weighted GPA is commonly used to refer to rigor-adjusted GPAs, and there is

no common designation for a GPA wherein some courses receive weights of zero. Many
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states and high schools include both a scalar-weight adjustment (e.g., for physical
education courses, w; = 0) and a bonus adjustment for advanced courses. For sake of
simplicity, hereafter we use the term weighted GPA to refer collectively to GPAs with
course-varying scalar weights and/or bonus point adjustments.

In this study, we discuss and demonstrate the use of item response theory (IRT) for
examining GPA weighting policies. We used the graded response model (Samejima,
1969) because its underlying assumptions are compatible with conventional GPAs, it uses
the same data as conventional GPAs, and graded response model (GRM) parameters are
conceptually similar to conventional GPA weighting parameters. This article is organized
into five sections. Section 1 briefly reviews previous research on the validity of the high
school GPA. Section 2 discusses previous examples of IRT applications to course grade
data and the theoretical suitability of using a GRM to study high school GPA weighting
parameters. In Section 3, we fit a GRM to actual high school course grade data and
estimate bonus point parameters for advanced courses on a conventional GPA scale.
Section 4 shows that the previous section’s results are robust to choice of data and
discusses policy implications. Section 5 concludes.

1. Previous Research on the Validity of the High School GPA
Many studies of the high school grade point average have shown that high school
GPA predicts first-year college grades (Kobrin, Patterson, Shaw, Mattern, & Barbuti,
2008), cumulative college GPA (Geiser & Santelices, 2007), and rates of college
graduation (Bowen, Chingos, & McPherson, 2009). Studies have also found that students
who take advanced courses in high school, such as AP courses, tend to outperform

students who do not (Keng & Dodd, 2008). Geiser and Santelices (2004), Klopfenstein
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and Thomas (2005), Sadler and Tai (2007b), and Warne (2017) found that the strength of

the relationship between advanced course participation and college achievement depends
on the additional covariates in the model. An unresolved question is the correct
methodological approach to estimating how GPAs should be weighted by course type.
Criterion-Based Validation of Weights for Advanced Courses

Previous researchers have relied on an external criterion to estimate GPA weights for
advanced courses. Although they reached different conclusions, Geiser and Santelices
(2004) and Sadler and Tai (2007a; 2007b) employed similar, criterion-based empirical
strategies. They used multiple regression where the outcome was a measure of college
achievement, and the independent variables included indicators for participation in
advanced coursework. Sadler and Tai (2007b) based their recommendations of 0.50
bonus grade points for honors courses and 1.0 bonus grade points for AP courses on the
relationship between high school science course participation and college science course
performance. They compared the final grades in an introductory college science course
among students who did and those who did not take honors or AP versions of the same
course in high school. Using college chemistry as an example, they fit the following

ordinary least squares (OLS) regression model:
COL_CHEM = By + B1(HS_GRADE) + B,(H_CHEM) + B;(AP_CHEM) + €, (3)

where COL CHEM is the grade in introductory college chemistry, H CHEM and

AP CHEM are dichotomous indicator variables, and standard high school chemistry is
the comparison category. HS GRADE is the letter grade earned in a student’s last high
school chemistry course. In some specifications, they also added indicators for college

instructor, demographic control variables, and SAT scores. The college course
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performance differentials uniquely explained by honors and AP course performance were
translated to a grade scale by identifying the magnitude of a high school grade
(HS_GRADE) increase equivalent to the differential. Using coefficients from a regression
represented by Equation (3), the recommended bonus point adjustment for taking an

honors chemistry course was:

4
Bonus = Bron cHEM 4)

BHS_GRADE

A fundamental challenge for the Sadler and Tai (2007a; 2007b) methodology is that
one must select an external criterion. For example, one could use all college grades, first-
year college grades, total credits accumulated, persistence beyond the first year, or degree
completion. In selecting college science course performance as a criterion, Sadler and Tai
(2007a; 2007b) implicitly assume that college science course performance suffices as a
scale for measuring the equivalency between Byon cuem and Bus grape. In this
framework, the correct high school grade adjustment is the one that minimizes prediction
error in college course performance, either because one cares about predicting college
course performance for its own sake or because college course performance is considered
a sufficient measure of a broader construct of interest. Either way, the assumption is that
high school grades are meaningful insofar as they predict college grades in the courses
students choose to take, at the colleges where they are admitted and choose to enroll.

An additional challenge for criterion selection is choosing what kind of variability in
the criterion is the “correct” variability for identifying grade weights. Because many
factors other than advanced course participation can explain variability in college
performance, researchers have tried to isolate variance attributable to advanced course

participation by using covariates to restrict the criterion variance of interest to within-
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college variance (Kloptenstein & Thomas, 2005), within-college-by-instructor variance
(Sadler & Tai, 2007b), and/or variance unexplained by demographics (Rothstein, 2004).
Rothstein (2004) discussed selection bias and modeling strategies in detail, especially the
issue of non-random selection of students into colleges and courses.

Ultimately, criterion and model specification are consequential because many factors
are correlated with high school grades, participation in advanced courses, and college
outcomes. Different model specifications support different inferences and different
interpretations of the high school GPA construct. These challenges motivate the use of
item response theory (IRT), because item response models rely only on observed
measures of high school performance—the exact data one needs to compute a
conventional GPA—and nothing more.

2. Item Response Model GPAs

Statistical methods for adjusting grades received in different courses predate the
development of item response theory. Linn (1966) and Young (1993) reviewed methods
proposed in the twentieth century, which were almost exclusively non-IRT approaches.
Young (1990a) published the first study that used an item response model to link grades
from different courses onto a common scale. Studying college performance among
undergraduates, he found that the correlation between college GPA and SAT scores
increased substantially when using a graded response model-scaled college “GPA”
instead of the conventional college GPA. Similar to Young (1990a), recent studies of
course-adjusted GPA methods have generally focused on using item response theory to
correct the college grade point average or class rank for differential grading stringency
across college courses and departments (Bailey, Rosenthal, & Yoon, 2016; Caulkins,

Larkey, & Wei, 1996; Johnson, 1997; Lei, Bassiri, & Schultz, 2001; Young, 1990b). An
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exception is Bassiri and Schultz (2003), who used a Rasch rating scale model to create a
universal scale of high school difficulty by using ACT performance as an anchor.

The present study’s application of item response theory is distinct from previous work
because it focuses explicitly on course-level parameters. In this respect, the present study
is perhaps most similar to Korobko, Glas, Bosker, and Luyten (2008), who used IRT to
compare the difficulty of university entrance exams in the Netherlands, where students
select different subsets of exams. Our study illustrates item response theory’s use for
constructing a scale of course difficulty, which could be used to evaluate policies about
awarding bonus grade points for advanced course participation. Unlike most previous
studies, we did not explicitly seek an estimator of student skill that optimally predicted
academic success in college. We chose not to incorporate standardized achievement
measures (e.g., SAT or AP exam scores) in our models, because such tests plausibly
measure a construct that differs from the one measured by the high school GPA
(Willingham, Pollack, & Lewis, 2002). If standardized test scores indeed measure the
same construct as the high school GPA (or the construct that one believes the high school
GPA ought to measure), including them in the model could improve estimation of grade-
by-course difficulty parameters. We omitted them to emphasize that additional data are
neither necessary nor necessarily desirable.

The appeal of estimating high school course rigor with item response theory is that
one can use the exact same data as conventional GPAs and no additional data, retain the
key assumptions of conventional GPAs, and relax non-essential assumptions. Like
conventional GPAs, IRT can measure high school achievement in a way that: (1) treats

the construct of interest underlying all of a student’s grades (hereafter 0) as one-



62

dimensional; (2) assumes that students who receive higher grades in a given course tend
to have higher levels of 0 than students who receive lower grades in the same course; (3)
assumes that the construct of interest is identifiable from observed grades received in
courses taken, and that course-taking patterns—including non-existent or “missing” grade
data—can be ignored. In item response theory, this is the conditional independence
assumption. Rubin (1976) classifies data that are missing at random conditional on
observable data as missing at random (MAR). Assuming data are MAR implies that a
student who has no grade in a certain course does not necessarily have a lower or higher
0 than one who has a grade in the course. Setting aside their potential flaws, we treat
these assumptions as fundamental assumptions of GPAs. In short, the trait of interest is
unidimensional, higher grades imply higher trait values, and the trait is identifiable from
observed data only. A potential benefit of estimating a “GPA” with item response theory
is that one can relax three constraints imposed by conventional GPAs. In the case of the
GRM, (1) differences in course difficulty are estimated, not presupposed; (2) the trait’s
scale is estimated from the data without assuming an interval property (e.g., the
difference on the scale between an A and a B is not assumed to be the same as the
difference between a B and a C, and these distances are not assumed to be constant across
courses); and (3) all courses are not assumed to be equally reliable measures of 0.
Theoretically, relaxing these constraints will improve the internal coherence of the
measure unless the imposed constraints indeed conform to the data generating process.
To be clear, the GRM’s statistical properties make it a good candidate for examining
the properties of conventional approaches to calculating GPAs and address questions,

such as how advanced courses should be weighted. However, similar to other IRT
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models, the GRM’s technical complexity and latent scale make it a less appealing
candidate for widespread use as an alternative GPA-weighting algorithm. The GRM
estimates parameters with conventional GPA weighting analogs, but it does not directly
estimate them on the conventional GPA scale of Equation (1) or (2). The GRM assumes
the existence of a latent variable, conventionally assumed to be normally distributed with
a mean of zero and unit variance. In estimating parameters, the model finds the 0 scale
using a cumulative log-odds principle (Ostini & Nering, 2005). Formally, the equation
for estimating the GRM can be expressed as:

1 ()

P(Yl] = klai bik' 9]) = 14+ exp {—a-(e- - b'k)},
i\Yj l

where Yj; is the letter grade earned by student j in course i; k represents the possible letter
grades; a; can be interpreted as the precision with which course i measures 0; 0 is a latent
variable one could interpret as student academic skill (or the construct one supposes is
measured by grades in high school courses), and b is a measure of the difficulty of
achieving letter grade k in course i. For each course, K — 1 threshold parameters are
estimated. Each b is the 0 value in which a student for whom 6;= b; has a .50 fitted
probability of earning letter grade k or higher in course i. Comparing estimates of b
allows one to compare difficulties of letter grades across different courses. True
equivalence in difficulty also requires letter grades across the two courses to have
identical values of a;. In this case, fitted probabilities of exceeding the thresholds would
be equivalent for all values of 0, not only where 0; = b;. More precisely, a; parameterizes
the rate at which, for course i, the probability of exceeding thresholds changes as a

function of 0. If the probability of exceeding thresholds changes little as a function of 6
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for course 7, the lower value of @; indicates that student grades in course 7 are less
informative measures of 6.
GRM Parameter Interpretation in the Weighted GPA Context

Figure 1 is a stylized representation of perfect correspondence between a common
weighted GPA policy and grade-by-course difficulty parameters from a graded response
model. The most common policy for adjusting grades in honors and AP courses is to
award an additional letter grade for AP courses and one half of a letter grade for honors
courses (Lang, 2007), which we plot in Panel A. Panel B of Figure 1 illustrates how
grade-by-course difficulty parameters can be converted between a weighted GPA scale
and the GRM’s latent variable scale. For sake of illustration, we assume a 0 scale where
the average student earns a B or higher in 50% of standard courses. In this scenario,
where the GRM estimates conform perfectly to the weighted GPA policy, the GRM
boundary parameters (b;) for common mathematics and science courses are a linear shift
of -3.0 units from the weighted GPA scale. Under these stylized conditions, note that one
can transform 0 to a 5.0 GPA scale simply by adding three points and truncating GPAs
above 5.0 or below zero.

<< Figure 1 >>

Panel B illustrates the relationship between boundary parameters (b;) and grade-by-

course difficulty. In this example, the b parameters for a B in AP Statistics and an A in

b AP_STATS _
I =

standard statistics are the same. Because b3T4TS | the curves intersect where

— bAP_STATS —
= bg =

p=50. For student j such that 0; b3T4TS | the probability of earning a grade

of B or higher in AP Statistics is the same as the probability of earning an A in a standard
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statistics course (p=.50). Hence, these grade-by-course combinations are equally difficult
to achieve for student ;.

Panel B also illustrates that the @; parameters are different for standard Statistics and
AP Statistics, which means that whether it is more or less difficult to earn a B in AP
Statistics or an A in standard Statistics depends on 6, Nevertheless, the differential is
symmetric around b, implying equivalent difficulty on average (or, more precisely,
equivalent average difficulty for a symmetric distribution of students centered at b).
Biology illustrates a case where the a; parameters are the same for AP Biology and
standard biology but the b parameters differ by 0.33 units of 0. As a result, for any fixed
value of 0, the probability of earning a D or higher in AP Biology is greater than the
probability of earning a C+ in standard biology.

In the example above, a difference of 0.33 units on the 0 scale is equivalent to 0.33
grade points on a five-point GPA scale. In general, the magnitude of similar differences
on the 0-scale will be sensitive to rescaling, even though the scale itself is arbitrary up to
a linear transformation. As shown by Lord (1980), consider a transformation of the
current 0 scale to an alternative scale with greater variance, such that the new scale has m
times the standard deviation of the old (mogp= ongw)- Fitted probabilities are preserved

so long as a; and by are rescaled as well.

1 (6)
1+ exp {—ai(Bj - bik)}

1
1+ exp {_Wai (m(6; — b))}

P(Y; = kla; by, 6;) =

Graphically, this is equivalent to multiplying by m the x axis labels in Figure 2. Yet,

despite the substantive equivalence of the models, the magnitude of the difference on the
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0-scale is not preserved: (mbp’-5°— mbBi®) = (bAP-B— pBi®). We revisit this issue in
Section 3.2.

As always, substantive interpretations of parameter estimates rely on the assumption
that the GRM model fits the data. As Thissen (2016) argues, the answer to the “bad
question” of whether an item response model fits is, in binary terms, that is does not.

Certainly, in this case, there are many reasons why Y;; might not be exclusively a

function of item parameters and 6. A GRM does not ameliorate all shortcomings of
grades or conventional GPA aggregation approaches. Many potential criticisms of the
GRM approach apply equally to conventional GPAs. Unless explicitly modeled, neither
accounts for variability in grading standards in nominally identical courses offered by
different teachers, in different high schools, or on different occasions. The extent to
which these omissions are flaws or features depends on the relevant inference and what
one believes student GPA is supposed to measure. Concerns that apply similarly to GRM
and conventional GPAs—and possible ameliorations—merit additional study, but we do
not address them here. Our key point is that a GRM approach is well-suited to estimating
how various grade-by-course combinations can be compared to one another on a common
scale.

Overall, using a GRM to estimate letter grade-by-course difficulty parameters on a
latent scale can, at an abstract level, be characterized as a linking study with non-
equivalent groups, a common-item design, and concurrent calibration (Kolen & Brennan,
2004). Simultaneous estimation of course parameters (concurrent calibration) requires the
existence of multiple courses and crossing of students and courses. Courses with the same

name are treated as common items, allowing all courses and students to be linked to a
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common scale. While courses taught at different schools are obviously non-equivalent in
many respects, weighted GPA policies regularly treat these courses equivalently.
Consequently, differences in course difficulty associated with nominal course identifiers
are the policy-relevant quantities of interest. Interpretation of b; parameters where high
school courses are the “items” is analogous to canonical GRM applications under a few
conditions, which are discussed in the appendix (S1).
3. Demonstration

In this section, we fit a GRM to high school course grade data and use the results to
estimate bonus point (i.e., weighting) parameters for advanced courses on a conventional
GPA scale.

3.1 Data and the GRM Model

The data for this section of the study are from the Factors Influencing College Success
in Mathematics survey (FICSMath), which was gathered in a very similar fashion as the
data used by Sadler and Tai (2007a; 2007b). The FICSMath survey was administered to
10,492 first-year college calculus students from 135 randomly selected U.S. colleges
during the 2009-2010 academic year. The sample was intended to be approximately—but
not precisely—representative of first-year college calculus students. The sample included
public, private, large, small, selective, non-selective, religious, and non-religious
institutions from across the United States. Twenty-eight institutions had “Community
College” in their name, and six institutions were classified as “Most Competitive” in
Barron’s Profiles of American Colleges (2009).

Students took the FICSMath survey at the beginning of the course. At the end of the

term, the calculus instructor recorded each student’s grade from the course. Most of the
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survey items focused on pedagogical decisions made by teachers that could contribute to
college success in mathematics and science. It also included items about the student’s
high school, the student’s demographic background, and, most importantly for this study,
the mathematics courses they took in high school and the letter grades they received in
those courses. We focused only on quantitative courses (mathematics courses and AP
Physics), because the survey has limited data on non-quantitative coursework and our
model assumes a unidimensional construct.

We fit the graded response model using the “irt grm” command in Stata 14
(StataCorp, 2015). The default maximum likelihood estimator approximates integrals
with mean and variance adaptive Gauss-Hermite quadrature. Initial attempts to fit the
model encountered some convergence challenges. In response, we collapsed D- and D
grades into a single category, because D- grades were relatively rare in our sample (A1).
At this point, the algorithm converged within two minutes without issuing errors or
warnings. The 853 students who did not report any course grades were excluded from
estimation. Next, we estimated the posterior mean of 0 for each student using empirical
Bayes. This is the GRM analog to GPA.

Next, to create a consistent sample for subsequent analyses, in this order, we listwise
deleted students for whom no final grade was reported (359), students who reported
taking fewer than three quantitative courses (1535), and students who did not respond to
the survey item on parental educational attainment (262). The primary goal of these
restrictions was to create a sample similar to Sadler and Tai (2007a; 200b), who included
an external criterion and demographic covariates in their models. Table 1 shows that the

students taking calculus as first-year college students were relatively high-performing
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high school students. The average unweighted GPA for quantitative courses in the
analytical sample was 3.50.
<< Table 1 >>

Table 2 shows correlations among variables from Table 1. Similar to previous studies,
the IRT estimate of student academic skill, labeled “GRM Weights,” had a stronger
correlation with the relevant criterion outcome than the unweighted GPA. The correlation
was .352 (CI [.333, .370]), and its 95% confidence interval excluded .326, the
unweighted GPA’s correlation coefficient. The GRM-GPA’s confidence interval did not
exclude the conventionally weighted GPA’s (1.0 bonus for AP) correlation coefficient,
.347. At the same time, parental educational attainment, a measure of student
socioeconomic status (SES), was positively correlated with calculus grade (» =.085) and
more strongly correlated with the conventionally weighted GPA (» = .086, CI [.064,
.107]) than the GRM-weighted GPA (r =.042, CI[.02, .063]). These covariance patterns
illustrate the challenges of using a criterion-based approach to validate GPA weights for
advanced courses. Overall, stronger correlations with a criterion, compared with
conventional GPAs and weaker correlations with other variables (e.g., parental
education) help establish credibility for the model’s estimates of grade-by-course
difficulty.

<< Table 2 >>

Figure 2 plots the GRM estimates of grade-by-course difficulty (b;) on the 0 scale. For
this sample, which was restricted to students enrolling in first-year college calculus, the
ranking of difficulty parameter estimates generally supported the practice of GPA
weights for AP courses—particularly for AP Calculus. The lower rate at which students

with high grades in other classes received A’s in AP Calculus is the GRM’s empirical
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basis for identifying the course as particularly difficult. The proportion of A’s received
was lowest in AP Calculus BC and second lowest in AP Calculus AB (Table Al).
Students who reported taking either AP Calculus course had higher average grades in
their other courses (M = 3.65, SD = .40) than students who did not take AP calculus (M =
3.475,8D = .52), (8334) = 15.14, p <.001).
<< Figure 2 >>

Overall, the results presented in Figure 2 support the practice of GPA adjustments of
some magnitude for nominal indicators of course difficulty. However, in contrast to
weighting schemes in which AP courses receive one full letter grade adjustment, earning
a B+ or better in the most difficult AP course appears similarly difficult as earning an A
in a standard algebra course (for students with 0 around -0.25). In most cases, it appears
that approximately one third of a letter grade is closer to the course letter grade
adjustment to create equivalent letter grade difficulties between AP and non-AP courses.
For honors courses, the differential is typically less than one third of a letter grade.

3.2 Linking Latent-scale Parameters to a GPA Scale

The BONUS; parameters of interest from Equation (2) are not directly estimated by
the GRM, but the GRM’s 0-scale estimates of grade-by-course difficulty, Biek, can be
transformed to a conventional GPA scale and then used to estimate BONUS, parameters.
We used a linear linking (Kolen & Brennan, 2004) approach to identify the linear
transformation that mapped the b, for standard courses to a conventional 4.0 GPA, and
applied the same linear transformation to honors and advanced courses. Figure 3 displays
the results of the transformation: a linear shift of the 6-scale estimates from Figure 2 onto

a GPA scale (technical details in appendix S2).
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The difference between an unweighted grade point value (4.0 grade points for an A in

AP Statistics) and the estimated grade point value (4.25 grade points for an A in AP
Statistics) is our estimate for BONUSp srars. The largest estimated bonus point
adjustment was 0.55 grade points for AP Calculus BC. One could use the results in
Figure 3 to design a weighting system where each course was weighted differently, or
one could use the average BONUS, for AP courses to design a weighting system where
all AP courses receive the same adjustment, BONUS,». We estimated that the average
GPA-scale difference in difficulty between standard and AP courses, BONUS 4p, was 0.25
letter grade points—a bit shy of the difference between an A and an A-. Our estimate of
BONUS oy was 0.02 letter grade points—yvirtually no difference.
<< Figure 3 >>
4. Policy Analysis
4.1. Educational Longitudinal Study of 2002
The FICS dataset was helpful for demonstration because it contained data for a
relatively small and homogenous set of courses, and whether a course was standard,
honors, AP, or IB was reported by students. This made the analysis straightforward.
However, whether the results would generalize to a wider variety of courses is an
important consideration. Data for this section came from the restricted-use Educational
Longitudinal Study of 2002 (ELS). The ELS surveyed high school students, and followed
them longitudinally. The study included transcript-derived data, composite measures of
student SES, and college performance data for a large and nationally representative

sample of students.
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A key question from a policy standpoint is whether awarding bonus grade points
improves the measure of student academic skill, measures other student characteristics
net of academic skill, or measures neither. Following Koretz and Hamilton (2006), we
classify these possibilities as “no inflation,” “differential inflation,” and “uniform
inflation,” respectively. In the context of class-rank based college admission, one can
think of differential inflation as consequential bias in the GPA, because it affects the rank
order of students in the GPA distribution. Uniform inflation is non-consequential bias,
assuming one only cares about GPA ranks relative to one another.

To simulate the effect of one weighting approach over another, for each student we
computed an unweighted GPA, a GPA where honors courses receive 0.5 bonus points
and AP courses receive 1.0 bonus points, and a GPA where honors courses received 1.0
bonus point and AP courses received 2.0 bonus points. Awarding one additional bonus
point for AP courses and 0.50 points for honors courses is state university admission
policy in Massachusetts (Massachusetts, 2013). Two additional bonus points for AP
courses and one point for honors courses was state policy in North Carolina through the
2014-2015 school year (North Carolina, 2015), and weights of this magnitude were in use
in the Miami-Dade County Public Schools (Miami-Dade, 2016) when this paper was
written. In Table 3 and hereafter, I refer to the 1.0 bonus point for AP courses GPA as a
Massachusetts-weighted GPA, and the 2.0 bonus point for AP courses GPA as a North
Carolina-weighted GPA.

<< Table 3 >>
In the ELS sample, on a 4.0 scale, the average unweighted high school GPA was 2.55.

Note that the ELS over-sampled less populous racial/ethnic groups, and the statistics in
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Table 3 omitted sampling weights. By construction the mean of & was approximately
zero. An identifying assumption to resolve scale indeterminacy in GRM estimation is that
the latent variable has a mean of zero, irrespective of the absolute level of skill in the
sample. Comparing Table 3 to Table 1 from the FICS sample illuminates this point. On a
4.0 scale, students in the FICS sample earned an average grade around 3.50 in their math
courses, and the mean of 8 was approximately zero. In the ELS sample, the average high
school GPA was nearly a full point lower, but 6 was still centered at zero. The difference
in the academic skill level of the two samples manifests in the course difficulty
parameters. Figure 4 plots the GRM-estimated grade-by-course difficulties for the ELS
sample on the 8 scale.
<< Figure 4 >>

The most important finding from Figure 4 is that honors and advanced courses do
appear to have more stringent grading standards, but the differential is too small to
support a policy in which earning a B in Advanced Placement Biology is treated as
equivalent to earning an A in standard biology. The results are very similar to the results
from the FICS sample. In the ELS data, a student estimated to be about 1.1 standard
deviations above the ELS average—around the 86" percentile—had a fitted probability
of 0.50 of earning a B+ or higher in AP biology. The same student had approximately a
fitted probability of 0.50 of earning an A- or higher in Honors biology and just under a
fitted probability of 0.50 of earning an A in standard biology. The results were essentially
the same for chemistry. These particular cases were consistent with bonus point
adjustment of 0.33 for honors courses and 0.66 for AP courses. However, an analogous

mapping using a B in AP Biology implies a much smaller adjustment. A student
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estimated to be around 0.5 standard deviations above the ELS sample mean has a 0.50
fitted probability of earning a B or higher in AP Biology, but less than a 0.50 fitted
probability of earning a B+ in honors or standard biology. The same held for chemistry.

As before, in order to transform the 8-scale parameter estimates and estimate an
average difference, we used the linear equation that shifted and compressed the
distribution of 0-scale parameters in standard courses such that the conventional GPA-
scale parameters were correctly centered and spaced, on average. Specifically, we used
the linear equation that transformed Eiek to a scale where the mean difficulty of A-C

pGrA PGPA

grades in standard courses (b, ) was centered at 3.0 and the difference between b,

and b&F4 was 2.0 grade points. Using the same approach as in Section 3, we estimated
that the average GPA-scale difference in difficulty between standard and honors courses
was 0.13 letter grade points. The average difference between standard and AP courses
was 0.35 letter grade points. The estimates of the GRM suggest that adjusting GPAs for
nominal indicators of course difficulty is potentially defensible, but the magnitude of
common policy-dictated adjustments over-estimate the difficulty of advanced courses.
The difference in difficulty for advanced courses is less than half of what the most
common policies dictate.
4.2 Differential GPA Inflation

This section examines the same several approaches to weighting the high school GPA
as the previous section. Estimating the bias of one GPA relative to another is inherently
comparative because one cannot observe a student’s “true” GPA as a reference point.

To estimate the amount of differential inflation introduced by weighting policy, we

compared GPAs to one another using OLS regression. For example, to compare a GPA
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weighted using North Carolina weights to the GRM’s analog to a GPA, 8, we regressed

the former on the latter and a measure of SES. One can think of the GRM-weighted GPA
as the reference point from which to estimate bias benefitting higher-SES students.

NC_GPA=a+y(SES)+B(®) +¢ (7)
The necessary assumption that one must make to interpret y as a measure of SES-related
high school GPA bias attributable to weight policy is that 8 sufficiently captures
academic skill, and captures it equally well across the SES distribution. Identifying bias
in an absolute sense would require a “true” measure as a reference point, so one should
interpret these comparisons as relative estimates of bias.

Table 4 shows the results. Compared to the 8, the differential inflation per SD of SES
was 0.03 for the weighting system used in Massachusetts, and even larger for the
weighting system used in North Carolina. Comparisons between different weighted
GPAs can be easily computed from columns (5) and (6). The SES-composite measure
was scaled to have a standard deviation of 1.0 in the full sample, incorporating sampling
weights. The bias attenuated little when looking within high schools. Note that these
coefficients estimated the average bias for a sample in which more than half of students
earned zero GPA bonus points. The magnitude of the bias around high-stakes class rank
thresholds (e.g., top 10%) is arguably more policy relevant. For students with unweighted
GPAs in the top 10-20% of the overall GPA distribution, using the Massachusetts
weights, the bias was 0.045 points per standard deviation of SES.

<< Table 4 >>

4.3. Predicting College Grades



76
While the GRM strategy is theoretically appealing, a natural question is how well the

results predict postsecondary outcomes compared to unweighted and conventionally
weighted GPAs. Prediction for prediction’s sake is a legitimate interest for an institution
seeking to identify and intervene to support enrolling students. In these cases, the relevant
question is, among enrolling students, which GPA tends to predict future performance
with greatest fidelity? To address this question, I fit Ordinary Least Squares (OLS)
regression models of the following form:

Yij = a +y(HSGPA) + X;;f + &; + €, (8)
where Y is the academic performance of student i, HSGPA is the student’s high school
GPA computed in accordance with one of several weighting schemes, or with a GRM,
and X;B 1s a vector of regression coefficients and student-level demographic covariates
including race, gender, and a composite measure of socioeconomic status (SES) that
includes parental income, parental educational attainment, and parental occupational
status. Following Rothstein (2004), I include covariates to isolate the unique contribution
of GPA to the prediction of Y. The quantity of interest from Equation (8) is the error
term, €. The distribution of the error term is informative about the fit of the model. It
estimates the prediction error for colleges using the corresponding GPAs to predict the
population Y outcome in analogous regressions. By holding the sample constant and only
changing which HSGPA regressor is included, R’ can be compared between models.
Incremental improvement in model fit will imply that the GPA explains variance net of
the other predictors in the model. In this setup, in terms of prediction, a GPA that
primarily explained Y via student demographics would be a less valuable predictor than

one explaining Y net of demographics. The parameter § is a fixed effect for high school.



77
The ELS samples students within high schools and the cluster size was typically 15-30,

which led to limited overlap in colleges attended and considerable heterogeneity in
college experiences. As a result, in the X;;B term, we include a set of indicators for the
type and selectivity of the college where a student enrolls. In contrast, the FICS sample
allowed us to control for college course heterogeneity. Students select into colleges and
select into college calculus, so this remains an imperfect measure of the true validity of
each HSGPA as a measure of student skill, but the homogeneity in the outcome
compared to traditional validity studies allows for a reasonable test of which GPA is most
informative about performance conditional on college and course selection.

Table 5 presents the percentage of variance explained in first-year college (R’) from a
taxonomy of OLS regression models. Table 5 shows that the difference in R is 0.02 at
most between the most and least predictive high school GPAs. Within any given
specification, F-tests of statistical differences in the percentage of variance explained
between GPAs are not statistically significant at the 5-percent level. This does not imply
that the high school GPAs are not statistically different from one another or contradict
Table 2. It does suggest that a college adopting one metric over another for predicting
enrolling student success would probably not be able to detect a difference from one year
to the next.

<< Table 5 >>
5. Concluding Remarks

Overall, high school grades play a powerful role in education. They motivate students

to study, provide feedback to students about their academic performance, and inform

college admission committees about students’ high school performance. Despite
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inconsistencies in grading practices across courses, teachers, and schools, grades tend to
predict college success as well as—if not better than—standardized test scores do. As a
result, in recent years, many colleges have placed greater emphasis on high school grades
in the college admission process.

To account for differences in grading standards between standard and advanced
courses, GPAs are often adjusted to account for nominal indicators of course rigor, such
as “Advanced Placement.” This study discussed and demonstrated how item response
theory could be used to estimate course difficulty differentials between courses. The
ability to compare the difficulty of various grade-by-course combinations on a
conventional weighted GPA scale can support well-informed policy decisions for
weighting high school GPAs. If the sole purpose of awarding bonus grade points for
advanced course participation is to equate grades from standard and advanced high
school courses, our results indicate that widely used policies award excess points for
advanced courses.

In college admission, a small change in GPA can have significant consequences,
especially in state universities using high school rank or a GPA threshold for automatic
admission or disqualification. We found that widely used policies award at least twice as

many bonus grade points for advanced courses as they should.
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Tables & Figures

TABLE 1
Descriptive Statistics for the Analytical Sample

Mean Min P25 Median P75 Max

Sample (N = 8336)

Calculus Grade 79.79  12.00 7450 8450 92.00 100.00
GPA: GRM Weights 0.03 -2.94  -0.60 0.00 0.81 1.71
GPA: No Weights 3.50 0.75  3.20 3.61 3.93 4.00
GPA: Weighted (1.0 AP Bonus) 3.73 0.75  3.40 3.84 4.13 5.00
Total Course Grades Reported 4.77 3.00 4.00 5.00 5.00 12.00
Hon. Course Grades Reported 1.43 0.00  0.00 0.00 3.00 8.00
AP Course Grades Reported 0.49 0.00  0.00 0.00 1.00 4.00
Parent has Bachelor’s 0.63 0.00  0.00 1.00 1.00 1.00
SAT-Math* 612.75 200 560 620 680 800

Note. All data above except Calculus Grade were self-reported by students participating in the
Factors Influencing College Success in Mathematics study (FICSMath). First-year college
calculus classes were sampled from a randomly selected set of U.S. colleges during the 2009-
2010 academic year.

*SAT-mathematics also includes ACT Math scores translated to an SAT scale using an
SAT/ACT concordance. SAT and ACT scores were missing for 1,315 students.
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TABLE 2
Correlation Matrix
Calec. GRM GPA W. Total Hon. AP Parent SAT
Grade GPA GPA Course Course Course BA Math
Calculus Grade 1.000
GPA: GRM
Weights 0.352 1.000
GPA: No
Weights 0.326 0.937 1.000
GPA:
Weighted 0.347 0.882 0.913 1.000
Total Course 157 0510 0174 0279  1.000
Grades
Hon. Course
0.130 0.176 0.144 0.469 0.279 1.000
Grades
AP Course 0.145 0.151 0.088 0341 0.596 0259  1.000
Grades
Parent has 0.085 0.042 0.049 0.086 0.085 0.102 0.070  1.000
Bachelor’s
;ﬁg?CT 0.270 0.339 0.308 0.387 0.263 0.237 0.244 0.172 1.000

Note. All data above except Calculus Grade were self-reported by students participating in the
Factors Influencing College Success in Mathematics study (FICSMath). First-year college
calculus classes were sampled from a randomly selected set of U.S. colleges during the 2009-
2010 academic year. All correlations are statistically significant (o <.001). *SAT-Math includes
ACT Math scores translated to an SAT scale using an SAT/ACT concordance. SAT and ACT
scores were missing for 1,315 students.
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TABLE 3
Descriptive Statistics for Educational Longitudinal Survey of 2002 (ELS)

Mean SD Min P25 Median P75 Max
] 0.00 0.89 -2.28 -0.67  -0.07 0.61 2.46
GPA: Unweighted 2.55 0.84 0.04 1.92 2.58 3.22 4.00
GPA: MA Weights 2.61 0.89 0.06 1.93 2.61 3.33 4.55
GPA: NC Weights 2.67 0.95 0.06 1.95 2.65 3.41 5.11
Cluster Size (HS) 22.81 6.30 10.00  18.00  23.00 27.00 51.00
SES Composite 0.08 0.74 -1.97 -0.47  0.02 0.60 1.98
Course Count 27.10 6.67 12.00 22.00 28.00 32.00 53.00
Bonus Points (MA Scale) 0.06 0.10 0.00 0.00 0.00 0.09 0.69
Transcript GPA 2.68 0.96 0.00 2.17 2.89 3.39 4.00

Note. Sampling weights omitted. The sample size is 10,780 (rounded to the nearest 10, to
accord with requirements for reporting results for the restricted-use ELS).
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TABLE 4

ELS Estimates of Bias in GPA Attributable to Advance Course Bonus Point Policy, Relative to
Unweighted or 8.

SES Coefficient SES Coefficient, SES Coefficient,

Controlling for 8 Controlling for

Unweighted GPA

DV 1) (2) A3) 4) (5) (6)
GPA_MA 0419 0366 0.033™"  0.020™" 0.0207"  0.018"™
(0.014)  (0.014) (0.003) (0.003) (0.002) (0.002)
GPA_NC 04577 0.402™" 0.0517"  0.035 0.040°"  0.035"
(0.015)  (0.016) (0.004) (0.004) (0.004) (0.003)

HS FE No Yes No Yes No Yes
N 10780 10780 10780 10780 10780 10780

Note: Each cell contains the coefficient on a composite measure of socioeconomic status from a
separate regression where the dependent variable is a weighted GPA (GPA_GRM, GPA_MA, or
GPA_NC). Columns (3) and (4) include a student’s unweighted GPA as a control, and columns
(5) and (6) include 8 as a control. For all specifications, heteroskedasticity robust standard errors
clustered by high school in parentheses. The sample sizes are rounded to the nearest 10 to accord

with requirements for reporting results for the restricted-use ELS. Unrounded sample sizes are
identical in all specifications above.

"p<0.10, p<.05, " p<.01,”" p<.001
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TABLE 5
Percentage of Variance in First Year College Grades Explained by High School GPA
ELS Sample FICS Sample
DV is First-Year College GPA DV is Coll. Calculus Grade

@) 2) 3) “4) ) (6) ()
GRM-GPA 0.242  0.215 0.223 0.445 0.128 0.274 0.286
Unweighted 0.241 0.206 0.212 0.437 0.112 0.257 0.269
GPA_MA 0.243  0.206 0.214 0.439 0.125 0.274 0.285
GPA_NC 0.239  0.200 0.209 0.436 0.108 0.262 0.274
College No Yes Yes Yes No Yes Yes
Demographics No No Yes Yes No No Yes
High School No No No Yes - - -
N 7510 4770 4770 3330 7394 7394 7394

Note: Each cell of the table contains the R’ coefficient from a regression of postsecondary success
on a different version of high school grade point average, as shown in Equation (7). For the ELS
sample, the dependent variable is first-year college grade point average, and “College” controls
are indicators for IPEDS-derived college selectivity category in Models (2) and (3). A set of
indicators for college major are added in Model (4). These indicators are not available for all
students, which is why the sample size for Model (4) is smaller. The sample sizes are rounded to
the nearest 10 to accord with requirements for reporting results for the restricted-use ELS.
Unrounded sample sizes are identical in (2) and (3). For the FICS sample, the dependent variable
is student grade in a first-year college calculus course, and “College” controls are a set of
indicator variables identifying first-year college calculus instructor (nested within college).
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FIGURE 1. Conceptual model for GRM-estimation of high school GPA weighting parameters at
the letter-grade-by-course level. (A) Weighted GPA policy in which honors courses receive 0.50
bonus grade points and Advanced Placement courses receive 1.0 bonus grade points. (B)
Probability of earning a given course grade or higher as a function of 6.
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FIGURE 2. Each point indicates the mathematics skill (0) necessary to have a 0.50 probability of
earning the given letter grade or higher in the given course. Confidence intervals are = 1 SE.
Grades of D- and D are collapsed into a single category due to sparse data at the low end of the

grade distribution (Table A1).



90

AP Calc-BC . c+ B-.B B+ A A
AP Calc-AB . L+ B- B B+ A A
AP Physics L L+ | B B Bt A A
AP Statistics C LB B B+ A A
C C+ B-B B+ A- A
Calculus . o’ e e o
Calculus-H R LCE- B B+ A-A
C C+ B- B B+ A- A
Precalc-H . o7 e e o
C C+ B- B B+ A- A
Precalculus . o o e . o o
Other-H . c+ B-B B+ A- A
C C+ B-B B+ A- A
Integrated . o e e o o
Algebra 2-H £ L+ B-B Bt A A
C C+ B2 B+ A- A
Integrated-H . o o o .
C C+ B- B B+ A- A
Geometry-H . . o e o
Statistics C Lt B- B B+ A
Algebra 2 L LB B B+ A A
C C+ B- B B+ A- A
Geometry . o e e
Other L L+ B B B+ A A
Statistics-H -C -C+ .B- .B .B+ .A' .A
Algebra 1 R G+ B-B B+ A A
Algebra 1-H £ C+ [B- B B+ A A
T T T T T T T T T
1 1.5 2 2.5 3 3.5 4 4.5 5

Weighted GPA

FIGURE 3. Point estimates of grade by course difficulty on a weighted high school GPA scale.
Grades below C were estimated imprecisely due to sparse data, and were omitted from the linking

process (see S2 for details).
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FIGURE 4. Graded response model estimates of high school grade-by-course difficulty
Note. This figure plots graded response model estimates of selected letter grade-by-course

difficulty parameters. Source: ELS:2002.
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Supplementary Materials
S1. Interpreting by Parameters When High School Courses Are Items

The GRM parameters of interest for course rigor analysis are by, and their
interpretation is analogous to typical GRM parameters (i.e., for standardized test items)
under the following conditions: (1) Grade by course difficulty parameters measure
grading stringency net of course-specific differences in student effort, and (2) 0 is treated
as time-dependent.

Interpreting b parameters as measures of grading stringency net of course-specific
student effort is not inconsistent with typical GRM parameter interpretation. Still, it is
worth making the distinction that course rigor is operationalized as a property of an
observed grade distribution, not an unobserved effort distribution. Unobserved
heterogeneity in effort across courses (or items) of different difficulty levels is not a
problem in GRM applications so long as one recognizes that identical b;; parameters do
not imply equality of effort. The GRM estimates the probability that students with a
given 0 would receive a grade of k or higher if they were to take the course. It allows one
to identify dissimilar patterns of Y;; that imply the same 0, not whether students who
earned a B in AP Statistics could have earned a B+ in pre-calculus with equal effort. If
grading stringency as manifest in grade distributions—conditional on 6—does not vary
by course, then neither will b; parameters.

Unlike most educational measures, the high school GPA is an aggregation of measures
from a period of several years. Time is not explicitly modeled, and Y}, is theoretically a
function of 0;, item parameters, and when students took the course. A student who

excelled in calculus at 12" grade would not necessarily have fared well in ninth grade,



93

before they had studied advanced algebra and trigonometry. One resolution is to
reinterpret 0 as a time-adjusted measure of academic skill: the propensity of a student to
succeed in coursework for which they have the necessary time-dependent academic skill
to take. As a result, ninth graders’ 6 would estimate how well they would do in calculus
when prepared to take it, but it would not measure how well they would perform in
calculus were they to take it in lieu of geometry in ninth grade. In the context of the high
school GPA and nominal course rigor adjustment, this approach does not penalize
students whose first high school math class is algebra 1 (likely putting AP calculus by
12"™ grade out of reach). It would presume that a student who took precalculus in 11"
grade and chose not to take calculus the following year can be compared in terms of 0 to
a student who chose to take AP calculus in 12" grade. Ultimately, while this
interpretation departs from canonical GRM applications, it is consistent with
conventional interpretations of the GPA construct.

S2. Technical Details for Linear Linking of 6-Scale Parameters to the GPA Scale
We use a simple linear linking (Kolen & Brennan, 2004) approach to transform course
difficulty parameters from a 0 scale to a conventional GPA scale. More sophisticated
approaches may be preferable. Our linear equation for linking bl-ek to the GPA scale is
biP4 = mbf), + z, where m denotes the variance rescaling parameter and z denote the
mean re-centering parameter. In this case, we have one set of parameter estimates for all
courses on the 0 scale, Bigk, and one set of known, policy-dictated parameters for letter

grade point values in standard courses, bS¥4" (the bZP4 vector contains the standard

course grade point values plotted in Panel A of Figure 1). This allows one to use an
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estimator of m that exploits the known, fixed distance between letter grade values in

standard courses on the target scale.

S i (7)
1y pe . —po ’
n“i=1"iK2 1K1

m =

where bg54" and b$E4" are two fixed points on the known GPA scale, and b%,and

bigKlare the corresponding points on the 0 scale for standard course i. In our sample, b
parameters are estimated imprecisely at the lower end of the distribution, so we estimate
m using the distance between C and A grades (b;; estimates for lower grades are also
more sensitive to a;, as shown in Figure A2). In this case, the numerator of Equation (7)

would be b§P4" — bGP4", or 2.0, since 4.0-2.0 = 2.0. For the eight standard courses in our

sample, the average difference between b, and b?. is 2.55. Therefore, 2.0/2.55 is our
estimate of m, the factor by which the 0 scale i1s compressed (or stretched) to match the
conventional GPA scale. For our sample, Figure A1 shows the compression of points in
Panel B compared to Panel A. Note that Equation (7) only depends on two fixed points,
an upper and lower bound. Parameter estimates between A and C can be ignored in this
estimator because the distance between A and C is equivalent to the sum of intermediate
distances (i.e., (A-C) = (A-B) + (B-C)).

We estimate z with the mean difference in b;; across the two scales for standard
courses, after adjusting biek by a factor of m. Continuing to use b for C through A as our

scale anchors, the equation is:

1 . (8)
z= Ez Z baPA —mb§,

i€l keK
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where I={Algebra 1, Algebra 2,...Statistics}, K={C,C+,...A}, and there are n elements in

I (n =8 in our sample) and ¢ elements in K.

Figure A1l provides a visual illustration of the scale transformation for calculus and
statistics. Panel A plots b, and Panel B plots b3 If the b;;, for AP and standard
courses were the same—that is, if AP and standard courses were estimated to be equally
difficult—they would fall on the main diagonal in both panels. The “1.0 Point Bonus
Line” in Panel B indicates where the b;, would lie if we had found that Advanced
Placement courses in statistics and calculus were exactly one letter grade more difficult
than standard courses in the same subject. If the BONUS quantity of interest were the
difference in difficulty between an AP course and standard course in the same subject, a
simple estimator for BONUSp sr4rs would be the average vertical distance between the
letter grades labeled “stats” and the main diagonal in Panel B.

Once all course-by-grade difficulties are on the same scale, one can estimate BONUS
quantities of interest. Whether the correct BONUS quantity of interest is the difference in

difficulty between an AP course and standard course in the same subject (b5f srars —

bEPA o), or the difference in difficulty between an AP course and the average standard

course (b§74rars — bfP4)—or perhaps something else—is ultimately a policy question.
Unweighted or weighted average differences in Bﬁcp 4 and the comparison course(s) are
potential BONUS estimators. Possible candidates for weights could be the number of

students taking the course in the population of interest or a function of the standard error

1GPA
for by, “.
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In our study, we estimated the unweighted average difference in b5/ between the

average AP course and the average standard course, continuing to restrict & to letter

grades C through A. In this case, the equation is:

1 1 ©)
BONUSp = 52 Z biEA — n—qz Z b4,

PEP KEK i€l keK
where P={AP Physics, AP Statistics, AP Calculus AB, AP Calculus BC}, and there are ¢
elements in P (¢ = 4 in our sample). Our estimate of BONUS,,p was 0.25 letter grade

points, and the analogous estimate for BONUSpon was 0.02 letter grade points.
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Letter Grades Received by Course
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Alg 1
Alg 1-H
Alg 2
Alg 2-H
Geom
Geom-H
Integr
Integr-H
Other
Other-H
Precalc
Precalc-
Stats
Stats-H
Calc
Calc-H
Calc-AB
Calc-BC
AP Stats
AP Phys

Column
Column n

Percentage of Letter Grades Received by High School Course

F D- D+ C- C C+ B- B B+ A- A
01 03 02 04 34 23 22 132 103 82 59.3
00 00 01 01 14 1.4 1.8 105 99 8.3 66.3
02 06 04 08 39 29 35 168 114 9.2 50.3
0.1 02 03 04 24 22 27 134 13.0 11.6 53.6
00 05 02 06 41 2.9 32 161 113 87 524
00 04 03 04 25 29 29 127 133 98 54.9
03 07 03 07 32 3.2 3.5 175 138 11.5 453
00 00 04 00 1.2 23 04 93 143 108 614
00 04 02 08 33 2.9 3.7 140 103 7.6  56.7
00 00 00 06 52 3.5 29 138 138 5.8 54.6
06 09 05 1.0 48 43 44 164 124 103 445
02 05 05 06 29 3.1 3.8 144 145 107 488
03 04 01 02 35 24 33 143 134 9.1 52.9
00 00 00 1.0 24 29 39 87 8.7 6.3 66.0
1.1 1.0 09 08 42 3.6 3.6 149 128 10.7 465
07 14 05 09 47 22 43 137 130 79 505
07 1.1 05 09 58 44 50 154 125 109 428
00 12 05 09 47 50 47 175 160 13.7 359
05 12 04 14 47 23 39 13.6 148 122 449
03 03 03 07 3.7 3.5 44 16.1 152 124 431
02 06 03 06 3.6 3.0 33 147 122 9.7  51.8
91 219 130 251 1435 1178 1317 5846 4835 3869

Total
5314
2390
4999
2923
5144
2822
1370
259
485
174
4282
2554
911
206
1291
554
2032
424
770
870

100%

20603 39774
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standard and Advanced Placement courses. For calculus, AP Calculus AB is plotted. (A) 0 scale.
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Abstract

This paper studies the impacts of Advance Kentucky, an Advance Placement (AP)
expansion program that began in 2008. Using a difference-in-differences strategy that
compared successive cohorts within schools, I found that the program increased the
percentage of students enrolling in a targeted AP course from 10% to 25%. Effects on
ever-enrollment and total course enrollments were more than twice as large for students
in the highest-achieving quintile. Postsecondary enrollment rates did not change, but
persistence in college beyond freshman year decreased by three percentage points for
students affected by the program for more than one year. Despite the program’s focus on
preparing students for STEM success in college, the program did not increase the
percentage of students majoring in STEM fields as first-year students, and it had a
negative effect on the percentage of students majoring in health sciences. These findings
call into question the efficacy of AP expansion as a strategy to increase the proportion of

students earning postsecondary credentials in states like Kentucky.
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Introduction

The rate of college enrollment has increased since the early 1980’s (NCES, 2013), but
degree attainment rates have not increased commensurately (Roderick et al. 2009; Bound
et al. 2010). Currently, fewer than 60% of first-time, full-time students enrolling at four
year colleges complete a degree within six years (NCES, 2014), and fewer than 60% of
students enrolling at 2-year colleges persist beyond the first year (NCES, 2014). Lagging
college completion rates in the face of rising demand for skilled labor (Carnevale, 2010;
Levy & Murnane, 2012) have made preparing high school students for postsecondary
success a “national imperative” (White House, n.d.).

One way that states are seeking to improve postsecondary success rates is through a
greater emphasis in high schools on college-preparatory and college-level coursework
(Jacob et al. 2016). Quasi-experimental research has shown that even small changes to
high school curriculum, such as a “double-dose” of algebra, can have long-term effects
on student success in college (Cortes et al. 2015). A prevalent model for offering college-
level coursework to high school students is the College Board’s Advanced Placement
(AP) program, which offers high school students the opportunity to study college-level
content, earn college credit, and satisfy postsecondary requirements. In 2008, 79% of
U.S. high schools offered AP coursework (Malkus, 2016), and more than one million
students in the graduating class of 2013 took at least one AP exam (College Board,
2014). The efforts of the College Board, philanthropic foundations, and state and federal
governments have contributed to this growth, especially for low-income and minority
students. Examples include the College Board’s “All In” program (Coleman & Casserly,
2014), the Michael and Susan Dell Foundation’s support for the Advanced Placement

Expansion Project (Wakelyn, 2009), subsidized exam fees from state governments, and
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the establishment of the Advanced Placement Incentive Program through the No Child

Left Behind Act (Holstead et al. 2010).

There is clear evidence of a correlational relationship between AP participation and
postsecondary outcomes (Sadler et al. 2010; Patterson et al. 2011). College students who
took AP courses and exams tend to receive higher grades in the AP subject and overall
(Keng & Dodd, 2008), and they are more likely to graduate from college within four
years (Hargrove et al. 2008). This advantage is often attributed to their greater familiarity
with the rigor and content of first-year college coursework (Adelman, 1999), but the
causal effect of participation in AP courses has not been identified. Inferring causality
from observational studies of AP participation relies upon the assumption that
statistically controlling for observable differences among students can isolate causal
effects. Omitted variable bias is a perennial threat to validity. Klopfenstein and Thomas
(2009) find that the relationship between AP course participation and college success did
not persist after accounting for relevant differences between participants and non-
participants, most notably the overall strength of their non-AP math and science
curriculum.

There have not been any credible estimates of the effects of AP program participation
on postsecondary outcomes until very recently. In a study where the opportunity to enroll
in AP science courses was determined by random assignment, Long and colleagues
(2016) find no evidence of an effect on student skill in scientific inquiry or most other
short-term outcomes. An exception is student self-reported confidence in ability to
complete college-level science courses. Using a regression discontinuity design to study

the effect of earning credit from an AP exam, Smith and colleagues (2015) found that
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scoring high enough to earn college credit accelerated time to degree by 1-2 percentage
points. Using a similar regression discontinuity design, Gurantz and colleagues (2016)
find that receiving a higher AP exam score substantially increased the probability of
students majoring in the same major as the exam subject. Jackson (2010, 2014) identified
causal effects on postsecondary enrollment and first-year college GPA of a program that
increased AP course participation for students attending predominantly minority, urban
schools in Texas. Jackson (2014) found that the program’s success was related to several
elements: incentives to students and teachers for AP exam success, expansion of course-
taking, and more intensive advising. Overall, Jackson (2014) concluded that positive
long-term effects observed in Texas were driven by increased student and teacher effort
rather than wider participation.

The Texas program has served as a model for AP expansion programs in other states
(Wakelyn, 2009; Holstead, 2010), but the causal effects of AP expansion programs in
other contexts have not been studied. One may expect the results to differ from the
expansion in urban Texas if, for example, offering high-quality AP courses is particularly
difficult in rural areas. Rural schools tend to offer AP courses at lower rates and have
lower AP exam success rates (Malkus, 2016). Whether difficulty in the recruitment of
capable teachers, a lack of demand among students, or other factors contribute most to
this disparity is unclear. Another reason that expansion in rural areas may have different
effects is that the college-going behavior for high-achieving, low-SES students living
outside major metropolitan areas markedly differs from otherwise similar students living

in or near major urban centers (Hoxby & Avery, 2012).
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Advance Kentucky

The Advance Kentucky initiative began in the 2008-2009 school year, and the
program’s goal is to increase AP course enrollments and AP exam passing for Kentucky
students in schools where such courses are less widely available (Advance Kentucky,
n.d.). The Kentucky Department of Education and the National Math and Science
Initiative fund the program along with private donors. The majority of participating
schools are located outside major cities and large suburbs, and as of the 2015-2016
academic year, 101 Kentucky high schools have participated. Schools apply for
consideration and are selected based on their supposed ability to begin or develop their
AP programs and their potential to serve greater numbers of students historically
underrepresented in AP courses. Not all Kentucky high schools are eligible to apply.
Table 1 shows that ineligible schools tend to be higher-achieving, more urban, and have
fewer students qualifying for free or reduced-prince lunch (FRPL). Selected schools
receive support, especially through summer professional development, to offer additional
AP courses the following year in math, science, and English. Similar to the Texas
program, cash incentives are offered to students and teachers based on the number of
students earning a 3 or higher on exams targeted by the program. Students are paid $100
per qualifying exam score, and teachers are paid $100 for each additional student passing
the exam beyond a predefined benchmark. Teachers also receive professional
development and a $500 stipend. The program expanded in waves of 4-20 high schools
per year, and the initial wave of 13 schools was selected during the 2007-2008 academic

year.
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Data

Student-level data come from the Kentucky Longitudinal Data System (KDLS), which
includes data from several Kentucky education organizations and the National Student
Clearinghouse (NSC). The data were made available for this research through an
agreement with the Kentucky Center for Education and Workforce Statistics (KCEWS).
The earliest cohort of student for whom complete data are available attended ninth grade
during the 2007-2008 academic year. This group is defined as the 2008 Grade 9 cohort in
the dataset. The latest cohort for whom postsecondary enrollment data are available is the
2011 Grade 9 cohort. Consistent with the program’s stated goals, Table 1 shows that
ever-eligible and ever-participating schools have lower levels of achievement than
ineligible schools as measured by standardized test scores and four-year college-
attendance. Also, unlike the Texas program, only 22% of students in the ever-
participating schools attend a school in a large city or suburb.

<< Table 1 >>

Table 2 shows descriptive statistics for the analytical sample, the 2008-2011 ninth
grade cohorts from 83 Advance Kentucky High Schools. Students attending never-
eligible and never-participating schools in ninth grade are excluded. Students attending
ninth grade in a wave 1 Advance Kentucky high schools are dropped because all 2008-
2011 Grade 9 cohorts in these schools were exposed to 3 or more years of the Advance
Kentucky program. Four high schools are dropped due to having fewer than fifty students
on record for at least one cohort, and two high schools were combined due to the schools’
merging (these schools joined the program in the same year). The sample is also
restricted to students for whom eighth grade standardized test scores from Kentucky’s

state exam were available, a decision I discuss in the Methods section.
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<< Table 2 >>

Table 2 shows that as additional waves of schools joined the program, the percentage
of students taking at least one AP course increased from 22% to 31%, and the percentage
of students taking an program-eligible AP course increased from 16% to 23%. The
average number of program-eligible AP courses taken per student increased from 0.29 to
0.47. The largest absolute gains were in AP Language Arts (5% to 11%), AP statistics
(3% to 6%), and AP Literature & Composition (7% to 10%). Note that each cohort in
Table 2 is a mixture of students in schools with varying levels of exposure to the
program. All else equal, one would expect the true effect of the program on AP course
enrollment to be larger than this, since the 2008 cohort includes post-treatment students
and the 2011 cohort includes yet-to-be affected students from wave 7-8 schools. Of
course, these changes may coincide with other changes related to AP course-taking,
which precludes a causal interpretation. Another noteworthy descriptive trend between
the 2008 and 2011 cohorts is the improvement in ACT performance. In contrast, the
percentage of students enrolling in 2- and 4-year colleges and persisting to a second year
of college is approximately flat.

Measures

My analysis focuses on five outcomes: enrollment in AP courses targeted by Advance
Kentucky, performance on the ACT exam, college enrollment in the year immediately
after on-time high school graduation, persistence in college into the second year, and
declaring a major in a STEM field'. Measures of AP course enrollment include
dichotomous variables indicating ever-enrollment in an Advance Kentucky-targeted AP

course, enrollment in a particular AP course, and the total number of AP course

" Data on AP exam scores were unavailable for this analysis, but will be available for future research.
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enrollments for a particular student. Performance on the ACT is measured by one’s
composite score (on a scale of 1-36) and with a dichotomous indicator for whether a
student met a// the minimum benchmarks for being designated “college-ready” by the
Kentucky Department of Education. The minimum benchmarks are at least an 18 on the
English section, a 20 on the reading section, and a 19 on the mathematics section. For
college enrollment, I use indicators for any college enrollment, two-year enrollment,
four-year enrollment, and college type (e.g. private or public). I classify a student as
persisting if she enrolls in any college for both years immediately following on-time high
school graduation, where on-time graduation is defined as finishing in three or fewer
years after one’s initial ninth grade enrollment year. For all postsecondary outcomes
except for college major, variables are coded as zero for students not graduating high
school on-time. National Student Clearinghouse data on college enrollment are only
available for on-time graduates. This implicitly assumes that students who were enrolled
in a Kentucky high school in ninth grade but exited the sample before high school
graduation (e.g. due to drop-out or transfer out) did not take any AP courses after exiting
the sample, enroll in college on time, or persist in college. This assumption will bias
downwards estimates of the true college enrollment and persistence rates of Kentucky
students, but it will not bias estimates of the program’s effect unless differential sample
exit between success cohorts within schools is correlated with the program’s phase-in and
the outcome of interest. I can observe college major only for students enrolling in public
colleges in Kentucky using KDLS data. Unlike the NSC, the KDLS allows me to track

students who transferred schools or did not graduate on time.
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The independent variables that address my research questions are a set of dichotomous
indicators: POST1, POST2, and POST3. One can interpret these indicators as the exact
number of years of exposure to the Advance Kentucky program one would expect for a
given student based on the year and high school observed for her initial ninth grade
enrollment, assuming continued enrollment in the same school and no deviation from
lockstep progression through high school.

Demographic covariates include indicators for race and gender and their interactions.
Standardized test scores come from Kentucky’s eighth grade state exams in math and
reading. Each is z-scored separately by year using all exam takers statewide. When
computing score deciles, which I use to select subsets of the sample by pre-program
academic ability, I use the average of a student’s z-scores for math and reading.

Empirical Strategy

My empirical objective is to estimate effect of the Advance Kentucky program and
how it varies by student ability and other student-level or high school-level characteristics
unaffected by the program. Following Jackson (2010, 2014), I estimate intent-to-treat
(ITT) effects using a difference-in-differences strategy that relies on variation in program
exposure generated by the timing of the program’s rollout, since the number of high
schools joining the program per year is constrained by the availability of private funding
(Advance Kentucky, n.d.). For successive cohorts of students within the same high
school, causal identification depends on the assumption that a change in an outcome
coinciding with the program’s implementation is attributable to the program itself, after
accounting for the average year-to-year change due to factors affecting all of a cohort’s

students and average changes in outcomes observed for schools yet to join the program.
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The approach assumes that the within-school change in four-year college enrollment
between the 2008 and 2009 ninth grade cohorts at later-wave schools consistently
estimate what the within-school change in four-year college enrollment between the 2008
and 2009 ninth grade cohorts would have been absent the program for early wave
Advance Kentucky schools. One can estimate the difference-in-differences model with
Ordinary Least Squares (OLS) regression:

Yics = a+ P1POST1;.s + B,POST 2.5 + [3POST 3 (1)
+L,POST4;s + BsPOSTS5;cs + wg + 6. + ['Xjcs + €ics,

where Y, is the outcome for student 7 in ninth grade cohort ¢ who attended Kentucky
public high school s in ninth grade. The school fixed effect is ws, and the cohort fixed
effect is 8. Together, these fixed effects absorb between-school and between-cohort
average differences in outcome Y;.;. The POST terms are dichotomous, mutually
exclusive, student-level indicators for the number of years the Advance Kentucky
program had been in effect for a given student-school-cohort combination. A student
assigned POST1 attended a high school where the program should have been in effect for
her senior year only, based on her first Kentucky high school and ninth grade year. By
assigning treatment status based on first high school attended and initial ninth grade year,
and by selecting a sample of students for whom 8" grade Kentucky standardized test
scores are available, I can prevent selective in-migration to program schools from biasing
estimates of B;, fB,, and f3. These coefficients are estimates of the ITT for exactly 1, 2,
or 3 years of program exposure that rely only on variation in outcomes between
successive cohorts within the same high school. Since I cannot observe student
enrollment before ninth grade, I cannot rule out the possibility that selective in-migration

could bias estimates of 5, and 5. The announcement of the program could induce eight
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graders to change their high school enrollment decisions, thereby allowing them
influence their years of program exposure, which would systematically lead to
differences in student characteristics within successive cohorts of the same school.
Therefore, I focus on the 1, B, and B3 parameters in my analysis. Including the full set
of indicators in regressions improves the precision of other parameter estimates, such as
the high school and cohort fixed effects. (Coefficient estimates of 5, and B¢ for key
outcomes are in the Appendix). A matrix of student covariates and their corresponding
coefficients are represented by I'X;.;. Covariates include a student’s eighth grade
standardized test scores in math and reading and indicators for student race and gender.
These covariates will be unnecessary for identifying the causal effect of the program if
the difference-in-difference assumption holds, but they would allow for an alternative
identifying assumption if it does not: that the difference in an outcome for pre-program
cohorts estimates the counterfactual difference in the outcome for post-program cohorts
after accounting for differences in observable student characteristics. Their inclusion may
increase precision of estimates in either case. To estimate whether and how the effects of
the program vary by subgroup, I estimate Equation (1) separately for difference subsets
of the data. For example, I estimate Equation (1) separately for students in the top and
bottom half of the eighth grade standardized test score distribution.

Table 3 shows the distribution of treatment levels by expansion wave. (For additional
detail, Table A1 shows how POST indicators are assigned by ninth grade year within
waves.) Since my identification strategy depends on the assumption that changes over
time in outcomes for later-wave schools estimate what the changes would have been in

early wave schools, it is reassuring that no strong patterns emerge across waves in terms
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of student or school characteristics. The geographic variability of high school locations
within waves reduces the possibility that local policy shocks coinciding with the arrival
of the Advance Kentucky program will bias estimates of program effects.
<< Table 3 >>

A formal test of the validity of my identification strategy is to estimate Equation (1)
with student characteristics on the left-hand side. If the timing of the offer to participate
in the program is related to systematic differences between cohorts of students, then the
difference-in-differences assumption of a “common trend” absent the program is violated
(Angrist & Pischke, 2008). Columns (1) and (2) of Table 4 show that one cannot reject
equality in eighth grade standardized test scores between school cohorts differentially
affected by the program. Similar trends on observable characteristics do not guarantee
similarity on unobservable characteristics, but the comparison is informative if one
assumes that the observable student characteristics are correlated with the unobservable
student characteristics of interest. Column (4) shows that there’s no evidence of
differential attrition from the sample coinciding with years of exposure to the program.
The probability that a student who began at a Kentucky high school transferred out of the
Kentucky Public Schools does not appear to be related to the program’s arrival. Column
(5) shows no evidence of a difference in the rate of transfer among Kentucky high
schools, especially for ITT years 1-3. The coefficients for ITT years 4 and 5 are not
individually or jointly (p = 0.18) different from zero at the 5% level, but the coefficient
on year 5 is significant at the 10% level, which could be evidence of selective transfer

into or out of Advance Kentucky schools. While the magnitude of this difference is small
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and only marginally statistically significant, it does reinforce that the most conservative
approach is to focus on ITT years 1-3.
<< Table 4 >>
AP Course Enrollment. Table 5 shows that the Advance Kentucky program had large
effects on AP course enrollment. The baseline estimate for the rate of enrollment in
targeted AP courses before treatment is 11%”. I estimate that an additional 7% of 12"
grade students ever-enrolled in an eligible AP course because the program launched
during their final year of high school. Two or more years of program exposure increases
the probability of a student taking at least one eligible AP course by 13 percentage points.
On the intensive margin, column (5) shows that, on average, being in a program school
for 12" grade only increased the number of eligible AP enrollments by a statistically
significant 0.12 courses per student. With two and three years in a program school, the
effects are 0.32 courses and 0.37 courses, respectively. AP course enrollment did not
increase or decrease in non-targeted courses with the onset of the program.
<< Table 5 >>

Coefficient estimates are similar in models with and without demographic controls.
Adding eighth grade standardized test scores slightly attenuates coefficients, which is
consistent with the timing of program implementation being positively correlated with
within-school changes in academic ability, but the degree of positive selection on
observables appears minimal. The change in coefficients is substantively small and less

than one-half of the coefficient’s standard error in all cases.

? The baseline estimate is the mean school fixed effect from Equation (1) estimated without any controls.
Descriptively, in the 2008 grade 9 cohort of yet-to-be affected schools, 9% of students ever enroll in an AP
course targeted by Advance Kentucky, and the average total AP course enrollments is 0.15.
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Overall, the effects on AP course enrollment are at least as large as Jackson (2014)
found in Texas. Figure 1 shows that effects on course-taking were especially large for
students with higher 8" grade standardized test scores. For the top quintile, total course
enrollments increased 0.34 for one year of exposure by about one course for two or more
years. In comparison, for students in the second quintile, the effect on total AP course
enrollments was less than one tenth of a course. Due to the heterogeneity in the effects of
the program on student course-taking, subsequent tables divide students in the top half
and bottom half of the test score distribution.

<< Figure 1 >>

ACT Scores. The Kentucky Department of Education’s college-readiness benchmark
for the ACT requires that a student score at least an 18 for the English section, 20 for the
reading section, and 19 for the mathematics section. Table A7 shows statistically
insignificant, small, positive point estimates for the effect of the program on students
meeting the college-readiness benchmark. While the percentage of students meeting the
benchmark increased from 20% to 28% in Advance Kentucky schools between 2008 and
2011, the improvement was not larger for cohorts of students affected by the program
compared to those unaffected by the program. The point estimates are 1-2% points. In
terms of ACT composite score, there are marginally significant, negative effects for 2 or
3 years of program exposure for the lower-half of the test score distribution. Overall, a
conservative interpretation is that the program had no significant effect on ACT scores.
These results differ from Jackson (2010), where a significant increase in the proportion of
students scoring above 1100 on the SAT (or 24 on the ACT) occurred in the first year of

program adoption.
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Postsecondary Enrollment. The average effect of Advance Kentucky on whether a
student enrolls in postsecondary education immediately after high school is not
statistically different from zero. Point estimates are negative. Although whether one
enrolls in college at all was unaffected, the introduction of Advance Kentucky may have
shifted student enrollment away from Kentucky’s public colleges and toward its private
ones, particularly those in the for-profit sector. The magnitude of the estimated decrease
in public college enrollment is similar to the increase in private college enrollment, as
one expects given that the categories are mutually exclusive and exhaustive and there was
no difference in college enrollment on average. Considered jointly, point estimates for
private college enrollment are not statistically significant at the 5% level (p = 0.06),
meaning that one cannot conclude that the probability of student enrolling in any private
college in Kentucky increased as a result of the program. However, for for-profit
colleges, a subset of all private colleges, the probability of enrollment increased. The
increase in for-profit college enrollment is large relative to the baseline rate but small in
absolute magnitude, since the baseline enrollment rate for for-profit colleges is less than
1%. Estimates of the effect of Advance Kentucky on measures of college quality are not
statistically significant. Specifically, Table 6 uses each college’s 2008 retention rate
(from year 1 to year 2) for full-time students as a measure of college quality. Results
using graduation rates or entering student standardized test scores as the outcome are
similar.

<< Table 6 >>
The estimated effect on persistence—being enrolled in college for years 1 and 2

following high school graduation—is negative for students in the top half of the
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distribution. Individually, the coefficients on POST2 and POST3 are both statistically

different from zero at the 5% level. For higher-achieving students, I estimate that the
percentage of students enrolled in college for both years following (on-time) high school
graduation fell 4% points for students exposed to the program for two years, and 5%
points for students exposed for three years.

Table 7 presents effects on persistence for all students and separately for students
initially enrolling in college. Columns (1), (3), and (5), which use a dichotomous
indicator of persistence to year 2 for all students in the sample, is my preferred
specification, since it directly estimates Advance Kentucky’s effect on a key measure of
postsecondary success. Conditioning on ever-enrolling in college will introduce bias
unless the true effect on ever-enrolling is zero, a strong assumption. Nevertheless, I
include columns (2), (4), and (6) to show that the null hypothesis of no effect on
postsecondary enrollment—broadly defined—can be rejected. These columns also
illustrate the negative effects on persistence are driven by a failure to persist among
students who initially enroll in college. If one were willing to assume a hypothesis of no
effect on initial enrollment, which the results from Table 6 fail to reject, then one would
take seriously the statistically significant, negative effects estimated from column (2). In
this case the probability of persisting, conditional on first-year college enrollment,
decreased 0.013 for one year of program exposure, .039 for two years of program
exposure, and .047 for three years. Overall, while one cannot reject the null hypothesis of
zero effect on college enrollment, one can conclude that for two or three years of program

exposure, the effect on being enrolled two years post-graduation is negative, and that the
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negative effect is driven by lower persistence to the second year among college-going
students.
<< Table 7 >>

College Major. Separate from college enrollment, one may anticipate that the wider
availability of AP courses in a given subject may induce more students to pursue the
subject in college. Gurantz et al. (2016) found that higher scores on AP exams has this
effect. In Kentucky, I cannot isolate the effect of being offered one AP course versus
another because which AP courses a school offers is potentially endogenous. For
example, within a school, between-cohort variation in interest in physics could affect
whether an AP physics course is offered. As a result, I can only estimate the ITT effect of
the Advance Kentucky program on students’ choice of college major, not, for example,
the effect on whether the opportunity to enroll—or actual participation in—AP Physics
induced more students to declare a major in physics in college. In Kentucky, the largest
percentage point increases in AP course ever participation were in AP English courses,
while the majority of AP courses targeted by the program are math and science courses.

<< Table 8 >>

Before interpreting estimated effects on college major, one should note that column
(1) of Panel A shows that the estimated effect on college enrollment in KLLDS tracked
colleges is small, negative, and not statistically different from zero. The point estimates
are similar to previously presented estimates using the NSC. Columns 2-6 of Panel A
assign a zero for all majors for students never enrolling in a Kentucky college tracked in
KLDS. Coefficients are causal estimates of the effect of the Advance Kentucky program

of the joint outcome of enrolling in a tracked college and declaring a major in the
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column’s subject. Coefficients in Panel B, which restricts the same to students enrolling
in a tracked college, are biased unless the effect of the Advance Kentucky program on the
probability of a student enrolling in a tracked is zero. I present Panel B as a confirmatory
test that one can interpret differences in Panel A as a consequence of a change in student
subject interest, not a change on the margin of whether to enroll in a tracked college.
Considering Panels A and B together, the results shown in Table 8 suggest that the
program decreased the percentage of students declaring a major in the health sciences.
Panel A shows that two or three years of program exposure decreased the percentage of
students declaring a major in the health sciences by 2.5% points. The baseline rate is
10%. Estimates in Panel B are twice as large for the half of students who ever enroll in a
tracked college, which shows that this effect appears to operate through a change in
student interest, not a change on the college enrollment margin. No other effects are
apparent for the most common categories of majors. Point estimates are negative for
STEM but not conclusively different from zero, and positive point estimates for the
liberal arts are only marginally significant, and only in Panel B.
Mechanisms

Direct Effects of Course Participation. Figure 2 plots the effects on AP course
enrollment against the effects on persistence separately by decile for students in the top
half of the test score distribution. Students below the eighth decile, not the highest-
achieving students, drive the negative effects on persistence. If the negative effects
observed on average operated purely through increased AP course enrollment, one would
not expect these students to be most negatively affected.

<< Figure 2 >>
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Another possibility is that the marginal effect of an increase in AP course participation
is heterogeneous with respect to student academic preparation. Perhaps students below
the top quintile would have been better-served by non-AP courses during their high
school years, and some of the negative effect indeed operates through enrollment in AP
courses that are more rigorous than optimal. Among Advance Kentucky students whose
eighth grade scores place them in the seventh decile, the average GPA is 2.87, the
average ACT composite score is a 20, the average eighth grade math score is 0.42
standard deviations above the mean, and the average eighth grade English score is 0.36
standard deviations above the mean. Students with academic credentials of this caliber
benefit from postsecondary education (Zimmerman, 2014), but many could fall below an
ability level where AP courses are more beneficial than non-AP courses. If students end
up struggling academically as a result of the rigor of greater AP course participation, one
might expect a negative effect on students’ high school grade point averages (GPA). I
observe no such effect. Point estimates from difference-in-difference models with GPA
on the left-hand side are not different from zero on average or for students below the top
few deciles, where one may expect students to be overmatched by course difficulty.

College Quality. Since negative effects on persistence coincided with a change—
albeit, a small change—in the kinds of colleges at which students enrolled, a natural
question is whether these changes are related. To address this question, I estimated
equation (1) with persistence as the outcome and indicators for college characteristics on
the right-hand side. I can only include measures of college characteristics for enrollees,
so the sample restriction is analogous to columns (2), (4), and (6) of Table 7. If the

negative effects on persistence were a consequence of students shifting toward colleges
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whose characteristics are negatively associated with persistence, then coefficients on
POST indicators would attenuate as the college characteristics are added to the equation.
Table 9 shows results separately for all enrolling students and the students in the top half
of the achievement distribution.
Coefficients on the indicators for POST2 and POST3 attenuate by approximately 20%
when controlling for college type. Adding graduation rate and retention had no further
effect. While graduation and retention rates are imperfect measures of college quality, the
absence of any detectable effect from their inclusion suggests that the results would not
change dramatically with more precise measures. Overall, the results in Panel A of Table
9 suggest that some of the effect on persistence may have operated through a change in
the characteristics of students’ chosen colleges, but a change in college characteristics is
not a sufficient explanatory factor.
<< Table 9 >>

Indirect Effects of AP Course Expansion. Negative effects may be better explained by
foregone academic experiences, not AP course participation per se. At the same time that
AP course opportunities were expanding at Advance Kentucky schools, participation
rates in dual enrollment courses—through which students can earn college credit directly
from a local college—were increasing statewide (See Table 10). Panel B of Table 9
follows a similar logic as Panel A. If negative effects on persistence operate through a
change in dual enrollment participation, including dual enrollment participation as a
covariate will attenuate coefficients on POST variables. Column (2) shows that effects on
persistence attenuate by approximately 1/3 and lose statistical significance when

including dual enrollment participation as a covariate. In columns (3-5), where the
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sample excludes students in the lower 50% of the eighth grade test score distribution and
students who never enrolled in college, the conditional decline in persistence among
college enrollees attenuates by approximately 1/3 when including college quality and
dual enrollment simultaneously. Overall, Table 9 indicates that changes in dual
enrollment participation and the type of colleges where students enrolled are two possible
mechanisms through which the Advance Kentucky program may have decreased student
persistence in college.

Another possibility is that the negatively affected students are those who just missed
being induced by the program to enroll in more AP courses. These students’ outcomes
could be adversely affected by changes in peer composition or teacher quality, for
example. Open enrollment is a key program element, so it seems unlikely that a formal
test score or GPA cutoff is used to deny students access to AP courses, but students
below the top third in the high school may receive less encouragement to enroll. It’s also
possible that students who achieve around this level simply may be less likely to opt-in.
Either way, as the highest-achieving students shift toward AP courses, negative changes
in peer composition or teacher quality for non-AP courses could adversely affect students
who are above average but below the top deciles. To address the possibility that adverse
effects on postsecondary persistence operated through decreases in peer quality below the
top quintile of students, Figure 3 plots the effects of the Advance Kentucky program on
peer achievement in eighth grade, as measured by students’ standardized test scores in
math and English. For the top quintile of students, average peer quality decreased in math
but increased in English. Differences in other quintiles were generally not statistically

significant. There is more evidence of the program leading to tracking by student ability
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level in twelfth grade English classes than math classes. Contrary to the hypothesis that

adverse effects on persistence for students below the top quintile could be related to the
tracking of the highest achieving students into AP courses, the positive point estimates in
math and English for fourth quintile students suggest that, if anything, peer quality
increased for these students.
<< Figure 3 >>
Threats to Validity & Robustness Checks
Since schools were non-randomly selected to participate in the program, a threat to
validity is selection bias, which could lead to a violation of the difference-in-difference
assumption of parallel trends absent program participation. In terms of the negative
effects on persistence, the concern would be that program administrators systematically
selected schools whose potential student outcomes would have worsened relative to
preceding cohorts in the absence of the program. Since Table 4 showed no clear evidence
of observable differences in test scores or other key characteristics, it would need to be
the case that program administrators systematically selected schools whose cohorts were
on the verge of a decline in postsecondary success despite appearing similar to previous
cohorts in terms of students’ observable characteristics, such as standardized test scores. I
cannot provide a rigorous empirical test of this hypothesis, but this hypothetical selection
process runs counter to the process discussed on the program website, which states that
schools are selected to participate on their supposed ability to expand their AP programs
(Advance Kentucky, n.d.). If a school’s ability to expand its AP program were positively

correlated with a school’s ability to improve student outcomes absent the program, one
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would be more concerned about the selection process upward biasing estimates of
program effects.

The key identifying assumption for difference-in-difference estimates is parallel trends
absent the treatment. Specifically, one must assume that within-school changes in
outcomes for pre-program schools (the “second difference”) are unbiased estimates of
what the within-school changes in outcomes for post-program schools would have been
absent the program (the “first difference”). To test the sensitivity of my results to an
alternative “second difference,” I re-estimate Equation (1) with two changes. First, I add
two additional cohorts of students who were in ninth grade in 2006 and 2007. These
cohorts were excluded from previous analyses because of higher rates of missing
students, missing covariates, and missing data on student course enrollment’. Second, 1
collapse individual student-level data into high school-by-year cells for the variables of
interest. Student-level data, including covariates, are unnecessary if the modeling
assumptions hold. Previously presented analyses on 2008-2011 cohorts suggest that
covariates do not make a substantial difference. If anything, treated cohorts may have
slightly stronger academic characteristics than untreated cohorts, which would upward
bias estimates of the program’s effects on postsecondary outcomes positively correlated
with eighth grade test scores.

Table 10 presents the results for key outcomes of interest for the alternative
specification. Participation in AP courses increased substantially, dual enrollment

participation decreased, and college enrollment upon high school graduation was

3 Unlike the Kentucky 2008-2011 cohorts for Advance Kentucky schools, which have similar
relatively stable cohort sizes and academic measures across years, the earlier cohorts are 10-20%
smaller and have much stronger academic marks. Kentucky first received grant funding for its
longitudinal data system in 2006, and student records are incomplete for the initial cohorts.
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unaffected. Point estimates are negative for the joint outcome of enrollment and
persistence into a second year of college, but the effect of two years is smaller than
before and not statistically significant, and the effect of three years is only significant at
the 10% level. The estimated effect on majoring in STEM is 0 for one or two years of
treatment, but -1.3% points and significant at the 5% level for three years of program
exposure. Effects on the probability of majoring in the health sciences are negative and
statistically significant for one, two, or three years of program exposure. Overall, the
results are similar to previous estimates. Sensitivity depends primarily on the inclusion of
eighth grade standardized test scores. While within-school changes in eighth grade
standardized scores coinciding with the onset of the program are not statistically
significant, columns (1) and (2) of Table 4 show that they are not trivial for POST3
students. If one assumes that the difference observed in eighth grade test scores is a
meaningful indicator of slightly more academically prepared students for POST3
students, then test scores should be included as a covariate to avoid upward biasing
estimated effects. If one assumes that the test score difference is random noise, rather
than a measure of student skill, then the scores should be ignored.
<< Table 10 >>
Discussion

Expanding AP programs do not affect all students in the same way. The Advance
Kentucky program led to large increases in AP course participation, with much larger
increases in course participation for higher-achieving students. Baseline measures of
academic achievement among peers increased among high-achievers in English, but

decreased for high-achievers in math. The expansion led some students to substitute AP
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courses for dual enrollment courses. These simultaneous occurrences—among many
others—make mechanisms difficult to isolate.

While the results of this study may be surprising in light of the positive effects on
persistence in Texas (Jackson, 2014), it is perhaps less surprising to find that the negative
effects on persistence were concentrated below the top quintile of students. High-
achieving students choose to participate in these courses at a high rate when AP programs
are expanded, and Smith and colleagues (2015) found positive effects of passing an AP
exam (net of any value of the actual learning that took place). Nevertheless, the minimum
level of preparation necessary in order for a student to benefit from AP course enrollment
is unknown, and in terms of persistence, any improvement for very high-achieving
students in Kentucky did not outweigh detrimental effects for students achieving at more
modest levels.

Why similar AP Expansion programs in Texas and Kentucky would have different
effects is an unresolved question, though one should keep in mind that Jackson’s (2014)
findings do not suggest that improved earnings operated through higher rates of college
degree attainment. While more students in Texas enrolled in college and persisted to the
second year, no more students earned a college degree. A limitation of the Kentucky data
is that I cannot yet observe long-term labor market outcomes for students affected by the
program, and improved earnings for affected students is possible despite a decrease in

college persistence.

Conclusion

Advance Kentucky significantly increased participation rates in AP coursework in

math, English, and science. The program did not produce any detectable effect on the
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ACT or the probability of students attending college. Postsecondary enrollment shifted

somewhat toward private, for-profit colleges, and the probability of students persisting
beyond the first year of college decreased. Negative effects on college persistence were
not concentrated among students whose AP course enrollment increased most, suggesting
that increased AP course participation may not have been the direct mechanism for the
negative effect. In terms of postsecondary first-year major, students enrolling in
Kentucky colleges shifted away from the health sciences. Whether the positive labor
market outcomes observed in Texas (Jackson, 2014)—despite any improvement in
postsecondary degree completion—will emerge in Kentucky merits future study. Taken
together, the findings from Kentucky and Texas should caution policy-makers about the
potential for AP expansions like Kentucky’s and Texas’s to improve postsecondary
completion rates. Wider access and participation in AP courses may have benefits, but

helping a state move the needle on college completion does not appear to be one of them.
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Tables and Figures

Table 1. Kentucky Student and High School Characteristics by Program Participation Status:
2008-2011 Grade 9 Cohorts

Advance Kentucky Status

Never Eligible Never Offered Ever Participated

Schools 279 75 99
Students 61,710 46,328 96,398
% White 0.81 0.86 0.82
% Black 0.11 0.10 0.12
% Asian 0.02 0.01 0.01
% Hispanic 0.03 0.02 0.03
FRPL 0.42 0.64 0.54
8th Grade Math 0.15 -0.08 -0.03
8th Grade Reading 0.12 -0.07 -0.01
HS - City 0.35 0.10 0.16
HS - Suburb 0.17 0.12 0.17
HS - Town 0.12 0.17 0.35
HS - Rural 0.36 0.61 0.32

Notes: Participation and eligibility status are available on the Advance Kentucky program
website. The total number of Advance Kentucky high schools listed on the program website is
101, but three of the schools merged. All were members of wave 1, for which no “before” cohort
data is available. For this table, all records for these schools are merged into a single high school.
All wave 1 schools were dropped from subsequent analyses due to insufficient data for pre-
program cohorts.
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Table 2. Advance Kentucky High Schools Characteristics by Ninth Grade Cohort

2008 2009 2010 2011
Schools 83 83 83 83
Students 18,016 18,164 17,745 18,043
AP Course Enrollment
Avg. Program-Targeted AP 0.29 0.38 0.40 0.47
Ever Enrolled in Any AP 0.22 0.27 0.29 0.31
Ever Enrolled in Targeted AP 0.16 0.20 0.21 0.23
Ever Enrolled, by Course:
AP Calculus 0.04 0.05 0.05 0.06
AP Statistics 0.03 0.05 0.04 0.06
AP Biology 0.04 0.04 0.04 0.05
AP Chemistry 0.02 0.02 0.03 0.03
AP Envi. Sci. 0.02 0.02 0.02 0.03
AP Physics 0.02 0.01 0.01 0.02
AP Language Arts 0.05 0.10 0.14 0.11
AP Literature 0.07 0.08 0.07 0.10
ACT Performance
Met College-Ready Benchmark 0.19 0.24 0.27 0.28
ACT Composite 18.2 18.8 19.0 19.3
Attainment
Graduated High School On-time 0.81 0.79 0.81 0.82
Enrolled in 2yr-College 0.16 0.15 0.16 0.16
Enrolled in 4yr-College 0.29 0.27 0.27 0.28
Enrolled in any college both years 0.32 0.31 0.31 --

following high school graduation

Notes: College enrollment is tracked through the National Student Clearing House. Indicators
for 2-year and 4-year college enrollment are based on student status in October following on-
time high school graduation. Dropouts and late graduates are counted as non-enrollees.
Enrollment both years following high school graduation includes any combination of October
and March enrollment following on-time high school graduation.
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Table 3. Advance Kentucky Student and High School Characteristics by Program Wave

2 3 4 5 6 7 8
Schools 14 15 19 14 8 4 9
Students 14,358 14,121 13,551 9,800 9,868 2,157 8,113
Exposure to Adv. Kentucky
Never 0 0 3452 4914 7389 2157 8113
Grade 12 Only 0 3550 3440 2440 2479 0 0
Grades 11-12 3548 3528 3291 2446 0 0 0
Grades 10-12 3682 3470 3368 0 0 0 0
Grades 9-12 3547 3573 0 0 0 0 0
Grades 8-12 3581 0 0 0 0 0 0
Standardized Test Scores
8th Grade Math 0.09 -0.07 0.12 -0.12  -0.29  -0.19  -0.20
8th Grade Reading 0.09 -0.10 0.13 -0.13 -0.21 -0.21 -0.14
Geographic Setting of HS
City - Large 0.14 0 0 0.16 0.40 0.22 0.34
City - Small 0.14 0 0 0.10 0 0 0
Suburb - Large 0.05 0.05 0 0.07 0.25 0.28 0.29
Suburb - Midsize 0 0 0 0.06 0 0 0
Suburb - Small 0 0 0.22 0.13 0 0 0
Town - Fringe 0.07 0.23 0.11 0.04 0 0 0.05
Town - Distant 0.14 0.55 0.04 0.08 0.26 0 0.07
Rural - Fringe 0.47 0.17 0.25 0.33 0.08 0 0
Rural - Distant 0 0 0.25 0 0 0.49 0.24
Rural - Remote 0 0 0.12 0.03 0 0 0

Notes: Test scores in math and English are from the Kentucky state test given to all eighth
graders. Using scores for all Kentucky students, separately by year, scores are standardized to
have a mean of zero and standard deviation of 1.
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(D (2 (3) 4) (5)
Grade 8 Grade 8 Race = Transfer Transfer HS
English Math Black Out of KY within K'Y
Schools after Grade 9
POSTI 0.026 0.009 0.002 -0.003 0.001
(0.030) (0.032) (0.007) (0.004) (0.002)
POST? 0.048 0.008 0.007 0.002 0.003
(0.044) (0.046) (0.009) (0.005) (0.003)
POST3 0.105+ 0.037 0.007 0.003 0.004
(0.059) (0.062) (0.012) (0.007) (0.003)
POST4 0.127 0.057 0.000 -0.001 0.005
(0.078) (0.080) (0.016) (0.009) (0.003)
POST>5 0.118 0.087 0.004 0.000 0.012+
(0.101) (0.109) (0.021) (0.011) (0.007)
Baseline -0.056 -0.057 0.127 0.042 0.004
B1, B2, B3 .19 78 .79 37 38
jointly zero (p)
B1,B2, B3, B4, B5 .30 .92 .33 51 47

jointly zero (p)

Notes: Heteroskedasticity robust standard errors clustered by high school in parentheses.
All specifications include high school fixed effects and cohort fixed effects only. The baseline
estimate is the mean school fixed effect. Sample size for each regression is 71,968.

+p<0.10, p<.05, " p<.01
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Table 5. Regression Estimates of Effects on AP Course Enrollment

Ever Enroll in AP Course Total AP Course Enrollments
(D (2 (3) 4) Q) (6)
Program- Program- Non- Program- Program- Non-
Targeted Targeted Targeted Targeted Targeted Targeted
POSTI 0.073" 0.070" -0.003 0.127" 0.1217 -0.009
(0.019) (0.019) (.013) (0.031) (0.031) (0.023)
POST?2 0.145" 0.1417 0.007 0.325" 0.315" 0.004
(0.026) (0.026) (0.025) (0.058) (0.057) (0.044)
POST3 0.166 0.155" 0.029 0.393" 0.366" 0.038
(0.030) (0.030) (0.030) (0.064) (0.066) (0.055)
Baseline 0.114 0.114 0.164 0.198 0.198 0.263
Controls No Yes Yes No Yes Yes
Obs. 71968 71968 71968 71968 71968 71968

Notes: Heteroskedasticity robust standard errors clustered by high school in parentheses. All
specifications include high school fixed effects and cohort fixed effects. Controls include
demographic indicators and eighth grade standardized test scores in math and reading. The
dependent variable in models 1-3 is an indicator for whether a student ever took an AP course
targeted (or non-targeted) by the Advance Kentucky Program. The baseline estimate is the mean
school fixed effect from Equation (1) estimated without student-level covariates.

+p<0.10, p<.05, " p<.01



136

Table 6. Regression Estimates of Effects on Postsecondary Enrollment

Enrolled Any Enrolled at 4-Year Enrolled at KY
College College Public College
(D (2 3) “4) ) (6)
(A) Low50% Top50% Low50% Top50% Low50% Top50%
POSTI -0.003 -0.006 0.000 -0.011 -0.013 -0.018
(0.012) (0.016) (0.009) (0.017) (0.011) (0.015)
POST? -0.007 -0.017 0.001 -0.017 -0.022 -0.027+
(0.016) (0.023) (0.012) (0.025) (0.015) (0.020)
POST3 -0.015 -0.028 0.008 -0.033 -0.036+ -0.028
(0.022) (0.030) (0.016) (0.034) (0.020) (0.027)
Baseline 0.270 0.644 0.127 0.467 0.225 0.511
Obs. 37905 34063 37905 34063 37905 34063
Enrolled at KY Enrolled in For- Freshman Retention Rate
Private College Profit College of Chosen College
(D (2 3) “4) () (6)
(B) Low50% Top50% Low50% Top50% Low50% Top50%
POSTI 0.011" 0.013 0.006°  0.003+ 0.157 0.112
(0.004) (0.009) (0.002) (0.002) (0.417) (0.269)
POST? 0.013+ 0.017 0.0107  0.006+ 0.057 0.235
(0.007) (0.012) (0.003) (0.003) (0.546) (0.400)
POST3 0.020" 0.007 0.015"  0.009" 0.336 0.104
(0.009) (0.015) (0.004) (0.004) (0.756) (0.560)
Baseline 0.029 0.080 .006 .003 62.4 68.6
Obs. 37905 34063 37905 34063 9777 21205

Notes: Heteroskedasticity robust standard errors clustered by high school in parentheses.

All specifications include cohort fixed effects, high school fixed effects, demographic controls,
and eighth grade standardized test scores. The baseline estimate is the mean school fixed effect
from Equation (1) estimated without student-level covariates. Top 50% is determined relative to
other Kentucky test-takers using the mean of eighth grade test scores in math and reading (where
the math and reading scores have been separately standardized to have a mean of zero and
standard deviation of 1). The dependent variable in each regression is an indicator for college
enrollment status for on-time high school graduates, except for columns (5) and (6) of Panel B,
where the dependent variable is the full-time student freshman-to-sophomore retention rate for
the college where students enrolled immediately after high school. Non-graduates, late graduates,
and students transferring out the Kentucky public schools after ninth grade are coded as zero,

except for columns (5) and (6) of Panel B, where they are excluded.

+p<0.10, p<.05, " p<.01
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Table 7. Regression Estimates of Effects on Persistence to Year 2 of Any College

All Low50% Top50%
(H 2 3) “4) Q) (6)
Persist Persist if Persist Persist if Persist Persist if
Enrolled Enrolled Enrolled
POSTI -0.010 -0.013 -0.006 -0.003 -0.010 -0.015
(0.009) (0.011) (0.009) (0.025) (0.013) (0.011)
POST? -0.027" -0.039" -0.007 -0.008 -0.040°  -0.054"
(0.013) (0.017) (0.014) (.040) (0.018) (0.016)
POST3 -0.034+ -0.047" -0.005 0.021 0.054"  -0.078"
(0.017) (0.023) (0.020) (0.054) (0.026) (0.022)
Baseline 0.326 0.689 0.158 0.522 0.518 0.773
Obs. 53925 23281 28546 7363 25379 15918

Notes: Heteroskedasticity robust standard errors clustered by high school in parentheses.

All specifications include cohort fixed effects, high school fixed effects, demographic controls,
and eighth grade standardized test scores. The baseline estimate is the mean school fixed effect
from Equation (1) estimated without student-level covariates. The 2011 ninth cohort is omitted
from persistence estimates, since data on their college enrollment status two years after high
school graduation is not yet available.

+p<0.10, p<.05, " p<.01



Table 8. Regression Estimates of Effects on Freshman Year College Major
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Freshman Year College Major
DV is 0 For Non-KCTCS Students

(1) 2 3) 4) Q) (6)

(A) All KCTCS STEM Undecided  Lib. Arts  Health Sci.  Business

POSTI -0.011 -0.009+ -0.001 0.002 -0.008 0.001
(0.010) (0.005) (0.008) (0.008) (0.006) (0.004)

POST? -0.024 -0.009 0.003 0.010 -0.024™" -0.004
(0.015) (0.007) (0.013) (0.011) (0.007) (0.005)

POST3 -0.237 -0.020" 0.003 0.009 -0.025" -0.000
(0.020) (0.010) (0.017) (0.014) (0.010) (0.007)

Baseline 0.494 0.068 0.136 0.089 0.101 0.035

Obs. 53925 53925 53925 53925 53925 53925

Non-KCTCS Students Excluded

(B) KCTCS Enrollees STEM Undecided  Lib. Arts  Health Sci.  Business

POSTI -0.014 0.007 0.016 -0.012 0.006
(0.010) (0.017) (0.017) (0.013) (0.009)

POST? -0.009 0.027 0.048+ -0.040" -0.002
(0.016) (0.025) (0.025) (0.016) (0.012)

POST3 -0.033 0.027 0.061+ -0.042+ 0.009
(0.023) (0.033) (0.034) (0.024) (0.016)

Baseline 0.139 0.273 0.172 0.205 0.070

Obs. 24663 24663 24663 24663 24663 24663

Notes: Heteroskedasticity robust standard errors clustered by high school in parentheses.

Each column contains coefficient estimates from a separate regression where the dependent
variable is an indicator for whether a student declared a major in the subject listed in the column.
All specifications include high school fixed effects, cohort fixed effects, race by gender dummies,
and eighth grade test scores. Same size in specifications conditioning on enrolling in a Kentucky
public college or university is X. Sample size in specifications treating students as non-majors
who do not enroll in a Kentucky public colleges or universities is Z. Unlike previous analyses
where I focus on on-time student enrollment, here I focus on any KCTCS enrollment.

+p<0.10, p<.05, " p<.01
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Table 9. Regression Estimates of Effects on Persistence through College Quality

First-Year Enrollees with Eighth

All First-Year Enrollees Grade Test Scores in the Top 50%

(A) €)) 2 3) 4 &) (6)

POSTI -0.012 -0.006 -0.008 -0.015 -0.009 -0.010
(0.011)  (0.011)  (0.011) (0.011)  (0.011)  (0.012)

POST? -0.039° -0.032° -0.035" -0.054”  -0.046"  -0.047"
(0.017)  (0.016)  (0.017) (0.016)  (0.016)  (0.016)

POST3 -0.047°  -0.036+  -0.037+ -0.078"  -0.063" -0.062"
(0.023)  (0.022)  (0.022) (0.022)  (0.023)  (0.023)

Baseline 0.689 0.773

College Type No Yes Yes No Yes Yes

College Grad & No No Yes No No Yes

Retention Rates

Obs. 23281 23281 23159 15918 15918 15844

First-Year Enrollees with Eighth

All Students Grade Test Scores in the Top 50%

(B) €)) 2 3 4 ®
POSTI -0.010 -0.006 -0.015 -0.011 -0.005
(0.009) (0.009) (0.011) (0.012) (0.011)
POST? -0.027" -0.018 -0.054"  -0.045"  -0.038"
(0.013) (0.014) (0.016) (0.016) (0.016)
POST3 -0.034+ -0.022 -0.078"  -0.068"  -0.054"
(0.023) (0.019) (0.022) (0.023) (0.022)
Baseline 0.326 0.773
Dual Enrollment No Yes No Yes Yes
College Type No No No No Yes
Obs. 53925 53925 15918 15918 15918

Notes Heteroskedasticity robust standard errors clustered by high school in parentheses. All
specifications include high school fixed effects, cohort fixed effects, race by gender dummies,
and eighth grade test scores. The baseline estimate is the mean school fixed effect from Equation
(1) estimated without student-level covariates. College type indicators include Kentucky public,
out-of-state public, out-of-state private, for-profit, and two-year college. Retention rate is the
first-year to second-year retention rate for full-time students. Graduation rate is the proportion of
the “revised cohort” completing a degree within 6 years. Sample size is specifications controlling
for retention and graduation rates because data are not available for all institutions.

+p<0.10, p<.05, " p<.01
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Table 10. Regression Estimates for Selected Effects with Alternative Sample and Specification
(1) () 3) “) (%) (6) (7 (®)
Total Total  College College  Major Major Major Major
AP DualE.  Yearl Yrs1,2 STEM  Undec. LibArt Health
POSTI ~ 0.156  -0.067+ -0.001  0.001  -0.001  0.004  0.003 -0.010"

(0.034)  (0.040)  (0.008) (0.008) (0.004) (0.006) (0.005)  (0.04)

POST2 03417 -0.123°  -0.002  -0.008 0 0.004 0.004 -0.013"
(0.053)  (0.060) (0.010) (0.011) (0.005) (0.007) (0.006)  (0.004)

POST3  0.389™  -0.068 -0.004 -0.027+ -0.013° 0.005 -0.012 -0.015"
(0.061)  (0.086) (0.014) (0.014) (0.006) (0.009) (0.009) (0.007)

Baseline  0.180 0.131 0.536 0.422 0.078 0.222 0.094 0.116
Obs. 415 415 498 498 498 498 498 498

Notes: Heteroskedasticity robust standard errors clustered by high school in parentheses.

Each column contains coefficient estimates from a separate regression where the dependent
variable is a school-by-year mean for the variable indicated in the column title. All specifications
include high school fixed effects, cohort fixed effects, and nothing more. The 2006 ninth grade

cohort is excluded from columns (1) and (2) because no data on high school course participation
is available for the cohorts.

+p<0.10, p<.05, " p<.01
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Program Effects on AP Course Enroliment,
by Eighth Grade Test Score Quintile and Years Post-Launch
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FIGURE 1. This figure plots coefficients from a separate estimate of Equation (1) for each
quintile of the eighth grade standardized test score distribution. Test scores and demographic
controls are included, and the dependent variable in each case is the total number of targeted AP
course enrollments. Error bars are 95% confidence intervals. These results are duplicated in the
first three rows of Table A5 (Columns 6-10).
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FIGURE 2. The top panel plots coefficients from a separate estimate of Equation (1) for each of
the top 5 deciles of the eighth grade standardized test score distribution. Test scores and
demographic controls are included, and the dependent variable in each case is the total number of
targeted AP course enrollments. The bottom panel plots coefficients for analogous specifications
where persistence to year 2 of college is the dependent variable. Error bars are 95% confidence

intervals.
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Program Effects on Grade 12 Peer Quality
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FIGURE 3. Each panel plots coefficients from separate estimates of Equation (1) for each quintile
of the eighth grade standardized test score distribution. Test scores and demographic controls are
omitted. The dependent variable in each case is the average eighth grade test score in math or
English of a student’s 12™ grade classmates in math and English. Error bars are 95% confidence
intervals.
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Appendix

Table Al. Treatment Assignment by Year of 9" Grade: Wave 3, Wave 4, and Wave 5 Schools

Wave 3 Schools 9" Grade 10" Grade 11" Grade 12" Grade Indicator
Grade 9 Year (Spring)

2011 2011 2012 2013 2014 POST4
2010 2010 2011 2012 2013 POST3
2009 2009 2010 2011 2012 POST2
2008 2008 2009 2010 2011 POSTI
Wave 4 Schools 9" Grade 10" Grade 11" Grade 12" Grade Indicator
Grade 9 Year (Spring)

2011 2011 2012 2013 2014 POST3
2010 2010 2011 2012 2013 POST2
2009 2009 2010 2011 2012 POSTI
2008 2008 2009 2010 2011 -
Wave 5 Schools 9" Grade 10" Grade 11" Grade 12" Grade Indicator
Grade 9 Year (Spring)

2011 2011 2012 2013 2014 POST2
2010 2010 2011 2012 2013 POSTI
2009 2009 2010 2011 2012 -
2008 2008 2009 2010 2011 -

Notes: The number of shaded cells for each row indicates the number of years of expected
exposure to the Advance Kentucky program for a student in a given wave and cohort. Indicators
are assigned accordingly.



Table A2. AP Course Enrollment by 9" Grade Cohort and First High School: Wave 4

145

Did Not Take AP Stats

Took AP Stats

High School 2008 2009 2010 2011 2008 2009 2010 2011
Allen County-Scot... 237 232 203 198 1 10
Apollo 324 346 307 292 2 20 50
Bell County 196 178 204 196 16 21
Betsy Layne 106 99 96 94 8 17
Bracken County 95 71 65 69 17 15 21
Campbell County 324 305 307 308 1 16 19
Daviess County 363 381 381 367 31 46 26 35
Glasgow 123 144 115 109 8 14 41
Hancock County 136 117 112 101 6 1 7
Jackson County 135 147 143 147 7 11 2
Knox Central 256 226 163 188 1 13 15 11
Lynn Camp Schools 77 75 82 82 9 2
Marshall County 359 322 344 306 8 14 7
Mayfield 86 80 55 85 4 5 17 25
McLean County 129 116 81 99 8 9
Metcalfe County 147 99 105 115 25 4

Owen County 134 129 152 126 12 2 2
Pikeville 90 90 74 92 1 1
Washington County 86 115 124 109 6 5

Total 3403 3272 3113 3083 55 173 172 280
Percent 98.4 95.0 94.8 91.7 1.6 5.0 5.2 8.3

Notes: For a wave 4 school, one would expect course-taking for students in the 2008 Grade 9
cohort to be unaffected by the Advance Kentucky program. Students in the 2009, 2010, and 2011
cohorts would be exposed to one, two, and three years of the program, and are coded as POST|,
POST2, and POST3, respectively.
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Table A3. Effects on Enrollment in AP Courses Targeted by Advance Kentucky

(1) () 3) 4 (%) (6) (N (®)
Calc. Stats Comp. Bio Chem Phys Lang. Litera-
Sci. Arts ture

POSTI 0.007  0.020° 0.002+ 0.014°  0.004 0.002  0.025°  0.042"
(0.007)  (0.008)  (0.001) (0.006) (0.004) (0.004) (0.012) (0.015)

POST? 0.012  0.043™  0.003+ 0.028" 0.008  0.016 0.116" 0.066
(0.010)  (0.013)  (0.002) (0.010) (0.007) (0.007) (0.022)  (0.020)

POST3 0.015  0.043™ 0.006+ 0.027° 0.013  0.015+ 0.1317 0.061"
(0.012)  (0.014) (0.003) (0.013) (0.008) (0.008) (0.029) (0.022)

POST4 0.024  0.050" 0.011° 0.030° 0.011 0.017  0.1517  0.052+
(0.016)  (0.014)  (0.005) (0.014) (0.010) (0.012) (0.035) (0.031)

POSTS5 0.028  0.054"  0.007+ 0.033+ 012 0.010  0.115°  0.068+
(0.019)  (.018)  (0.004) (0.017) (0.013) (0.015) (0.047) (0.037)

Baseline  0.039 0.012 0.000 0.034 0.020 0.011 0.024 0.044

Notes: Heteroskedasticity robust standard errors clustered by high school in parentheses.
Each column contains coefficient estimates from a separate regression where the dependent
variable is an indicator for whether a student ever enrolled in a given AP course. All
specifications include high school fixed effects, cohort fixed effects, race by gender dummies,
and eighth grade test scores.

+p<0.10, p<.05, " p<.01



Table A4. Effects on AP Course Enrollment

147

Ever Enroll in AP Course

Total AP Course Enrollments

() 2 3) “4) Q) (6)
Program- Program- Non- Program- Program- Non-
Targeted Targeted Targeted Targeted Targeted Targeted
POSTI 0.073" 0.070" -0.003 0.127° 0.1217 -0.009
(0.019) (0.019) (.013) (0.031) (0.031) (0.023)
POST? 0.145" 0.1417 0.007 0.325" 0315 0.004
(0.026) (0.026) (0.025) (0.058) (0.057) (0.044)
POST3 0.166" 0.155" 0.029 0.393" 0.366 0.038
(0.030) (0.030) (0.030) (0.064) (0.066) (0.055)
POST4 0.189" 0.173" 0.013 0.393" 0.357" 0.009
(0.037) (0.037) (0.037) (0.073) (0.074) (0.066)
POSTS5 0.184" 0.166" -0.029 0.394" 0.352" -0.044
(0.044) (0.046) (0.053) (0.094) (0.098) (0.093)
Baseline 0.114 0.114 0.164 0.198 0.198 0.263
Controls No Yes Yes No Yes Yes
Obs. 71968 71968 71968 71968 71968 71968

Notes: Heteroskedasticity robust standard errors clustered by high school in parentheses. All
specifications include high school fixed effects and cohort fixed effects. The baseline estimate is
the mean school fixed effect from Equation (1) estimated without student-level covariates.
Controls include demographic indicators and eighth grade standardized test scores in math and
reading. The dependent variable in models 1-3 is an indicator for whether a student ever took an
AP course targeted (or non-targeted) by the Advance Kentucky Program.
+p<0.10, p<.05, " p<.01
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Conclusion

The previous three papers demonstrate the need for ongoing research, evaluation, and
analysis of education policies and programs. The Massachusetts Early Warning Indicator
System appeared to have a small, positive effect on high school graduation rates, but its
positive effects did not appear to operate through the precise set of anticipated channels.
Understanding how information about student risk factors affects staff beliefs and
behavior will help early warning systems realize their full potential. As for weighting
GPAs, a key finding from the second paper is that policy-making by intuition often has a
basis in reality, but can be improved by careful empirical analysis. Awarding bonus grade
points to AP course grades to account for greater grading stringency is defensible, but the
magnitude of the adjustments chosen for policy shows the limits of intuition alone.
Lastly, Kentucky’s AP expansion program was a model of research-informed policy-
making. Advance Kentucky was essentially a replication of a program that proved
successful in Texas. Nevertheless, the results from the third paper show that, even when
following a successful model, periodic analysis has value. Previous research has shown
that a program like Advance Kentucky can be effective, and understanding potential
avenues for improvement is important.

With the last few sentences of my dissertation, I want to emphasize that education
policymakers and practitioners who invest resources in rigorous analysis of their work are
the leaders we want. They have the wisdom to recognize the limits of their intuition and

the magnanimity to invite scrutiny for the sake of improving the lives of others.
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