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Abstract

Data scientists work with large-scale sensitive data, which inevitably leads to privacy risks.
Differential Privacy (DP) is a mathematical definition of privacy that aims to mitigate pri-
vacy risks inherent in data analysis and machine learning. OpenDP, an open-source software
DP tool, allows the government, industry, and academic institutions to share sensitive data
to researchers or the public while preserving privacy.

An active research question in DP literature is how to bound the total privacy loss of a
sequence of DP computations. Most known DP theorems and the OpenDP library require
the privacy parameters of each computation to be fixed in advance. However, this prevents
the design of privacy preserving machine learning algorithms that change the privacy budget
on the fly [ |. For the adaptive parameter setting, privacy filters and odometers are two
objects designed to model the total privacy loss.

In this paper, we extend the programming framework for OpenDP library to handle
DP composition under adaptive privacy budgets through Renyi Differential Privacy (RDP).
To do so, we construct Renyi filter and odometer and prove its privacy guarantees by
generalizing RDP Adaptive Composition. To generalize our Odometer results, we implement
a constructor that converts any Odometer to a Filter. Our results allow for the real world
DP deployment of ML algorithms and interactive query interfaces that adaptively update
the privacy budget.
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Chapter 0O
Introduction

Data scientists work with large-scale sensitive data, which inevitably leads to privacy risks.
Protecting privacy in data analysis poses several difficulties. One common approach to
preserve privacy is to anonymize data. However, anonymizing data is insufficient. In 2006,
Netflix released anonymized movie ratings and Narayanan and Shmatikov | | were able
to re-identify names of individual users by linking the Netflix dataset with the IMDB dataset.
In fact, reidentification of anonymized data is easy with public data. Goelle | ] showed
that an attacker just needs to know one’s birthday, gender and zip code to identify 63% of
US citizens based on 2010 census data.

Because data breaches can happen even with anonymized data, data is often restricted
for researchers. One common method of restricting data is through query interfaces like
the Census and Google Search Trends. Instead of directly accessing the raw data, data
scientists can make statistical queries on parts of the data. However, query interfaces are
still vulnerable to privacy attacks. If an attacker wants to know the disease status of Mr.
X in the dataset, Dwork and Roth | | state that the attacker would just have to make
two queries (1) “How many people in the database have the [disease|?” and (2) “How many
people, not named X, in the database have the [disease]|?”. To fix this problem, one might
propose to restrict queries to protect privacy. However, this approach to distinguish a safe
query from an unsafe query can be computationally infeasible | .

The question of how to define privacy has long been debated by many scholars from
law, computer science, and philosophy. For rigor, we want a definition with mathematical
properties that allows us to quantify privacy risks and immune to data processing. One
leading privacy approach is differential privacy (DP), inspired by cryptography. DP is a
formal mathematical definition of privacy that aims to mitigate privacy risks inherent in
data analysis and machine learning. An algorithm is differentially private if the output

distributions are bounded when we change a single individual’s data. This ensures that



we cannot learn too much about one single individual if we add that individual into the
dataset, thereby protecting privacy. One common approach of differential privacy is to add
appropriate noise to a computation so that the privacy loss, or the likelihood of identifying
any individual, is bounded. DP has several mathematical properties that make it immune
to re-identification attacks. Using DP, we can capture the privacy loss of an algorithm with
a pair of numbers (g,6) that allows us to quantify which technique preserves more privacy.

There are many definitions of DP beyond (e,d)-DP. In this paper, we study privacy
under the lens of Renyi differential privacy (RDP), which is a natural relaxation of the
traditional (g, 0)-DP.

0.1 Related Software

DP is well-regarded by many leading academics and as a result, there is significant de-
mand from government agencies, data scientists, and industry for practical implementation
of differential privacy. However, only several companies and government agencies (Apple
[ ], Facebook | |, Google | |, Uber | |, Census | ]) are using
differential privacy, and widespread practical adoption is limited.

Current DP implementations pose three fundamental problems to actually protecting

privacy to the public | ]. Their implementations are
1. not generalizable, with restrictions on certain datasets and types of analyses;

2. require expertise in computer science or differential privacy. These restrictions and

learning barriers make the practical adoption of DP slow.
3. Most importantly, their work has not been formally verified outside of the company.

Regarding the third problem, a community vetting process is crucial. If the privacy
verification process is only done within the company, with no other accountability from the
public and DP experts, it is unclear whether the software is actually protecting the users
being impacted. As a result, the user is unknowingly susceptible to privacy attacks.

Without public transparency, companies are free to abuse and change privacy protections
all under the blanket statement of protecting privacy with DP. Many companies do not
disclose privacy parameters they use, making it unclear how much an individual’s privacy
is being protected. After 6 months of analysis, Tang et al. were able to reverse engineer
the privacy loss in Apple’s implementation through outside experiments, finding the privacy

parameter to be an epsilon of 16 per day | , ]. A privacy risk of e = 1 is



generally considered acceptable and is proportional to e, so Apple’s privacy loss of € = 16
is “a privacy risk over a million times worse than recommended by scholars” [ ].

A number of programming frameworks and query systems have been proposed for dif-
ferentially private software | , ]. In 2008, PinQ | ] first began this line
of work of a DP programming framework and its verification, which served as the foun-
dation for many programming frameworks. Ektelo | ] and PinQ use operations as
its framework running differentially private analyses, which generalizes to inductive privacy
guarantees.

Despite PinQQ’s formal verification of privacy guarantees, Pin(Q is still vulnerable to side
channel privacy attacks | , |. Haeberlen et al. and Mironov show that an
adversary can learn vulnerable information by observing the run time and least significant
bits of floating point numbers. Another short coming of PinQ) is that it is limited to data

representeed as multisets and does not work for other privacy definitions beyond e-DP.

0.2 OpenDP

OpenDP addresses the problems with related software listed above with a standard body
of trusted and open source libraries vetted by the community [ ]. OpenDP; an open-
source software DP tool, allows the government, industry, and academic institutions to share
sensitive data to researchers or the public while preserving privacy.

Like PinQ, OpenDP framework is built upon the idea of composing any arbitrary data
analyses into its smaller functions. Within each of its smaller operations, the OpenDP
software automatically tracks the privacy loss at each step of the process. Because privacy
loss is preserved under the composition of functions, the privacy loss for each operation
accumulates for the entire program.

There are two main kinds of operators for OpenDP, measurements and transformations,
which serve as the building blocks for any data analysis. A measurement is a random-
ized function that maps datasets to outputs of an arbitrary type. A transformation is a
deterministic function that takes in a dataset and returns a modified version of a dataset.

Often times, a data analyst will call more than one operation to in their analysis. Suppose
a data analyst wants to compute the mean of a data set with missing values. The data
analyst might call the impute transformation which fills missing values with random noise
on the dataset. Finally, the data analyst would call the mean measurement on the data
set to get the mean value. To combine these operators, the OpenDP glues these operators
together with combinators. So, for a complete OpenDP program, the data analyst would

need to combine the impute measurement and mean transformation with a combinator.



An active research question in DP literature is how to bound the total privacy loss from a
sequence of DP computations. Most known theorems in DP require the privacy parameters
of each computation to be fixed in advance | ]. As of now, the OpenDP framework only
encompasses DP sequential composition where the privacy parameters have to be fixed in
advance. The privacy parameters are not adaptive, which means that the privacy parameters
cannot depend on the privacy parameters of previous analyses. This prevents the design of
privacy preserving machine learning algorithms that change the privacy budget on the fly,
like differentially private gradient descent.

In adaptive composition, privacy parameters can depend on previous analyses. To bound
the total privacy loss of an adaptive privacy budget, privacy filters and odometers were de-
signed to keep account for total privacy loss of individual users in a database. Privacy filters
return a boolean value that halts the computation when the privacy budget is exceeded,
and privacy odometers track the total privacy loss. In adaptive composition, Rogers et al.
[ | first constructed privacy filters and odometers objects which allow the privacy-
loss parameters to be adaptive for (g, d)-DP. Privacy filters and odometers have been imple-
mented for Renyi DP (RDP), a definition of DP based on Renyi-divergence. Feldman and

Zrnic | | design a Renyi filter, and Lecuyer | ] designs an Renyi odometer.

0.3 Contribution

To model adaptive composition, consider an interactive database with a query interface, an
object we call an Interactive Measurement in OpenDP. In an interactive measurement, an
adversary can interactively query the database and receive a differentially private answer. In
this thesis, we extend the OpenDP programming framework for Interactive Measurements
for concrete implementations of Renyi DP filters and odometers. In addition to designing the
framework, we verify the privacy properties by proving that our concrete implementations
are valid filters or odometers. These results are a significant contribution to OpenDP because
filters and odometers can handle more robust and dynamic situations with interactive queries
than sequential composition.

Our outline of this thesis is as follows.

In Chapter 1, we introduce differential privacy and its properties for following DP
definitions: e-DP, (g,60)-DP and (a, p)-RDP. We also introduce adaptive composition and
its privacy guarantees for («, p)-RDP, which will be used to prove privacy properties of our
programming framework.

In Chapter 2, we will give an overview of the OpenDP programming framework. We

lay out the programming framework of a measurement object, along with a concrete exam-



ple code for the Base Gaussian Measurement. We then explain how to prove the privacy
properties for OpenDP objects, which serves as a roadmap for our results.

Starting in Chapter 3, we present our own results.

In Chapter 3, we design a framework to construct Renyi filters and prove its privacy
properties. We first outline the syntax for Interactive Measurements which then sets up the
constructor code for Renyi filters. To prove the privacy properties of the constructor code,
we generalize RDP Adaptive Composition in chapter 1 for OpenDP to then show privacy
validity of our code.

In Chapter 4, we design a framework to construct Renyi Odometers and prove its
privacy properties. We also instantiate a constructor which converts an Odometer into a
filter, thereby generalizing results in chapter 3. We also conclude with several corollaries
that translate the converted Renyi Filter into other privacy definitions beyond Renyi DP.

Lastly, in Chapter 5, we conclude with future work.

10



Chapter 1
Differential Privacy

In this chapter, we present the notation and basic theory of differential privacy.

We represent a sensitive dataset x as a multiset of records from data domain X as
x € Multisets(X). A multiset is a collection of unordered elements, where each element
appears a finite number of times. We can think of Multisets(X') as an unordered version of
X"™ where n is the number of elements. We say that datasets x and 2z’ are neighboring if
they differ by adding or removing at most one element.

We present three variations of differential privacy: approximate DP, pure DP, and Renyi
DP.

1.1 Approximate and Pure DP

Definition 1.1.1 (Pure DP). A randomized algorithm A : Multisets(X) — ) is e-differentially
private if for all neighboring datastets z, 2" € Multisets(X'):

VS C Y, Pr[M(z) € S| < efPr[M(z') € S]
We can rewrite the equation above as
Doo(M(2)[|M(2)) <,

where D, is the maz-divergence | ].

A relaxation of Definition 1.1.1 allows for privacy leakage, which is represented with an
additive term ¢. A common interpretation is that (g, 0)-DP is e-DP with probability at least
1—96.

Definition 1.1.2 (Approximate DP | ])- A randomized algorithm A : Multisets(X’) —
Y is (g, 0)-differentially private if for all neighboring datastets z, 2’ € Multisets(X):

11



VS C Y, Pr[M(z) € S| < efPr[M(z') € S]+ 0.

We can rewrite the equation above as
D2 (M ()M (y)) < e
where D?_ is the smoothed maz-divergence [V 20].

If we increase €, more privacy is lost. Increasing 0 allows for less certainty, so more

privacy is lost.

1.0

0&

Updated suspicion

0.z

0.0 nz2 04 06 nas 1.0
Initial suspicion

Figure 1.1: For e-DP, the upper bound on the certainty of identifying an individual increases
when we increase € [Des18]. When e = 5, the attacker has a high degree of certainty (94%)

of identifying an individual.

Remark 1.1.3 (Pure DP). Pure DP holds when § = 0 in (g, d)-DP.

There are several important properties of approximate DP useful for more complex al-
gorithms. The first property is that DP is preserved under post processing, which means

that “no adversary can break the privacy guarantee,” making it immune to reidentifica-

12



tion attacks. Without knowledge of the private database, a data analyst cannot make an

algorithm less differentially private by applying another algorithm to the output.

Theorem 1.1.4 (Approximate DP Post Processing | . If f is (g,0)-DP, then for any
arbitrary algorithm g, g o f is also (¢,§)-DP.

The second property is DP composes in a linear way where the epsilons and deltas add

up.

Theorem 1.1.5 ((¢,d)-DP Basic Composition [ ]). Let Ay, As, ... Ay be a sequence of
k differentially private algorithms where A; is (g;,6;)-differentially private, for 1 < i < k.
We define the composition of these k differentially private mechanisms to be the algorithm
outputting (Ai(x), As(x),... Ax(x)) for given input x. The composition of k differentially
private mechanisms is (). €;, > . 0;)-differentially private.

Notice that for basic composition, the privacy parameters ¢;, §; must be fixed in advance
and cannot depend on each other in the composition algorithm. Later, we will introduce

adaptive composition where privacy parameters can change on the fly.

1.2 Renyi DP (RDP)

Renyi Differential Privacy (RDP), an alternative definition of differential privacy, was in-

troduced by Mironov in | | based on the Renyi Divergence. Renyi-DP is a relaxation
of (¢,0)-DP.
Definition 1.2.1 (Renyi Divergence | |). For two probability distributions P and @,

Renyi Divergence of order a > 1 is

P(r)\*
D,(P = loglE,wq | =
(PllQ) a—1 0g Q(Q(m))
Definition 1.2.2 (Renyi-DP | ]). A randomized algorithm A : Multisets(X) — Range(.A)

is (av, p)-Renyi differentially private (RDP) if for all neighboring datasets z, ' € Multisets(X'):

Dq (A(z)[|A(z') < p
for all i € [n].

We define this probability ratio within the expectation from Renyi Divergence in Defi-

nition 1.2.1 as the Renyi privacy loss of A incurred by observing y.

. / o PI‘[.A(:L‘) - y] “
La(y;z, 2’ a) = <m> (1.1)

13



There several important properties of Renyi differential privacy useful for more complex

algorithms: monotonicity, post processing, and composition.

Corollary 1 (RDP Monotonicity). Let A and A" be a randomized algorithms that are (o, p)-
RDP and (a™, p~)-RDP respectively. If p~ < p and o > «, then A’ is also («, p)-RDP.

Proof: Recall that A" is (o™, p7)-RDP. Since D.+(A'(D)||A'(D)) < p= < p, then A’ is
(a™, p)-RDP
If A"is (a™, p)-RDP, then A is (a, p)-RDP. By Proposition 9 on RDP monotonicity in
[ ], Do(A (D)||A(D")) < Do+ (A (D)||A'(D')), so Do(A(D)||A(D")) < p. Therefore
A’ is («a, p)-RDP. O
In other words, if we fix «, and increase p, then more privacy is lost. If we increase «

and fix p, then more privacy is preserved.

Remark 1.2.3 (RDP and pure DP | ]). f is e-differentially private if and only if its
distribution satisfies (oo, )-RDP.

Theorem 1.2.4 (RDP Post Processing | D). If f(.) is (o, p)-RDP, then for any arbi-
trary algorithm g, g o f is also (o, p)-RDP.

For basic composition where the algorithms at different time steps are independent from
each other. In other words, the privacy parameters at any given time step cannot depend

on any time before. We fix a and add up the rhos.

Theorem 1.2.5 (RDP Basic Composition | ). The composition of k differentially
private mechanisms, where the ith mechanism is («, p;)-differentially private, for 1 < i <k,
is (o, ), pi)-RDP.

This is a useful property for Renyi DP where the a’s of («, p)-RDP are fixed after

composition. On the other hand, both parameters of (¢, )-DP change after composition.

1.3 RDP Adaptive Composition

We extend basic composition to adaptive composition for RDP, where previous results can
now depend on previous answers. We outline an algorithm for adaptive composition intro-
duced by | |, where all of the queries to 4;_; must be answered before queries to A;.
Notice that when we compute the ' answer, this answer depends on the previous ¢ — 1

answers.

14



Algorithm 1: Adaptive composition A®) | ]
Data: dataset S € X, sequence of algorithms A;,t =1,2,....k

fort=1,...k do
| Compute answer a; = Ay(aq,...a;_1,5)

end

Result: A®(S) = (ay,...az)

For all t = 1,... k, if we fix p; so that A;(aq,...,a;-1,95) is (a, p;)-RDP as a function
of S, for all ay, - --a, 1, then A® in Algorithm 1 is (o, Y&, p;)-RDP | .

Now, instead of fixing p; for algorithm A, to be (a,p;), we define p; to be random

variable that can depend on previous answers aq, ..., a;_; obtained in adaptive composition
in equation 1.1 | ]. We call this fully adaptive composition. From | ], we define p;

where S is the abstract space of all pairs of adjacent datasets.

pr = sup Dy(Ailar,...,a;1,9)||Ai(ar,...a;_1,5")). (1.1)
(5,58

Recall that in Corollary 1, that if we fix a and p~ < p, (a, p~”)-RDP implies (a, p)-
RDP. Therefore, in equation 1.1, we choose the smallest upper bound p; so that A, satisfies
(e, pr)-RDP.

The privacy guarantee for fully adaptive composition is stated below. Theorem 1.3.1
states that, if the sum of random variables Zle p¢ is within a fixed budget B, the answers

outputted from fully adaptive composition satisfies (o, B)-RDP.

Theorem 1.3.1 (RDP Fully Adaptive Composition | ). Fix any B> 0, a > 1, and
a set of pairs of datasets S. For any sequence of algorithms Ay, ... Ay, if Zle pr < B
holds almost surely, where the sequence py,...py is defined in equation 1.1, then adaptive

composition A® given in Algorithm 1 satisfies
D, (A®(9)[|A®(5") < B,
for all (S,5") € S.

15



Chapter 2
OpenDP Programming Framework

In the previous section, we learned that privacy is preserved under composition of functions.
The core idea of the OpenDP programming framework is to compose any arbitrary data
analyses into its smaller functions [GGHV20]. OpenDP automatically tracks the privacy loss
within each of its smaller functions. Because of privacy is preserved under composition, the
privacy loss of each OpenDP operation accumulates for an entire complex DP program.
There are two main kinds of operators for OpenDP, measurements and transformations,
which serve as the building blocks for any data analysis. A measurement is a randomized
function that maps datasets to outputs of an arbitrary type. For privacy, we require “close”
datasets (differing only in a few elements) map to “close” output distributions from a mea-
surement [Tea20]. A transformation is a deterministic function that takes in a dataset and
returns a modified version of a dataset. For privacy, we require transformations are “stable”

in that “close” datasets map to “close” datasets after the transformation.

Transformations: | Measurements:

Function from data(sets) to data(sets). Randomized functions from
: datasets to outputs.

—

075
cOF :
5 K
025
0
@ ® © @

Figure 2.1: OpenDP Transformations and Measurements [5V1K21]

To complete a DP algorithm, combinators glue the separate DP components (measure-

ment, transformations, and other composed functions) together for a complex program.

16



We describe the design of measurements, one of the building blocks, which will be useful
for understanding the design of Interactive Measurement objects used in constructing Renyi
filters.

2.1 Measurements

Measurements are one of the basic building blocks of the data analysis process and complex
DP programs. A measurement M is a randomized mapping from datasets X to outputs of
an arbitrary type ). In OpenDP, the measurement object and its privacy properties are

specified by five attributes.
1. input _domain X where measurement operator expects inputs from X.
2. input metric dy that specifies the distance metric between two inputs z, 2’ € X.
3. function that specifies the randomized mapping from input domain X — ).

4. output_measure D that specifies the similarity measure on probability distributions

and thus the privacy definition.

5. privacy relation to capture notions of privacy. It takes in inputs d;, and d,,; returns

a boolean value.

The code for Measurement object can be implemented as follows | -

1 class Measurement:

input_domain
input_metric
output_measure
function
relation

Figure 2.2: Measurement Code

2.1.1 Privacy Relation

Recall that the privacy definitions for approximate and Renyi-DP in Chapter 1 specify input
datasets x, 2’ to be neighboring. To generalize these privacy definitions for non-neighboring
inputs with any input metric, the OpenDP programming framework denotes for z,2’ € X
that x is d;,- “close” to 2’ under input_metric dy to mean that dy(z,2') < d;,. Similarly, for

the corresponding outputs, M (x) is dyy- “close” to M (z') with respect to ouput_measure D

17



means that D(M(x), M(2')) < dy. When datasets z, 2’ are d;;, of 1-close, then approximate
DP and Renyi-DP follow as special cases:

o D) (M(z),M(z")) < e for (g,6)-DP;
o D, (M(x),M(2")) < p for (a, p)-RDP.

To capture non-linear relationships between input and output distance, we generalize

this notion of privacy with privacy relations.

Definition 2.1.1 (Privacy Relation). For privacy mechanism M, M.relation(d_in, d-out)
asserts that for all x,2" € X if x is dj,-close to 2’ under input metric dy, then M (x) is

doui-close to M (z') with respect to output measure D.

Intuitively, the relation checks whether the given mechanism satisfies d,,; privacy loss
with respect to output_measure for d;,-close input datasets. For any d;,-close inputs, we

specify a measurement with a privacy measure of
e Approx-DP, we parametrize d,,; = (£,0) and output measure = ApproxDP.
e Renyi-DP, we parametrize d,,; = («, p) and output_measure = RenyiDP.

Approx-DP and Renyi DP definitions in Chapter 1 are special cases of the relation where
we specify d;, = 1.

Notice that for a relation, instead of a single (g,0) or (o, p) that describes a privacy
algorithm in the traditional DP definition, we have a Pareto curve. In this Pareto curve,
for every € or a > 0 curve, we can choose the best § or p term that gives us the privacy loss
of (£,9)-DP or («, p)-RDP via the boolean relation function. As we see later, to find the
best § or p parameters, we can perform a binary search where the relation still holds true

for fixed € or « respectively.

Remark 2.1.2 (General Relation). For the relation, we may use the general notation in-

equalities relating inputs d;,, and d,,; with fixed d;, and d}

out*

true  d;, < df,doy > d

relation(dy, (o, p)) = " out

false otherwise

We denote dy > d},, to mean that the privacy loss of d,,; is greater or equal to the

privacy loss of d,,.+. This relation checks whether the d7,,-close input parameters with privacy

loss of d*

» .t With respect to M.output_measure satisfies d,,; with respect to M.output_measure

for d;,,-close inputs. This follows because if d;,, < d7, and z, 2’ are d},-close, then x,x € d;,-
close. If dyy > d?,, and M (z) is d} ,-close to M (z'), then M (z) is dyu-close to M (x').
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We define d,,, > d},,, and d;,, < d;, separately for different output measures. By default,
din, < d7,, dowr > d},, means d;, = d,,, doys = -

n? out imn?

e For Renyi-DP, we have d;,, = d}

wm?

a < a*up > p* for dout = (Oé,p).

e For Approx-DP, we have ¢ > ¢*,§ < §* for d,; = (g, 0).

2.1.2 Measurement Example: Base-Gaussian Mechanism via RDP

To see how a Measurement with RDP privacy measure can be implemented in the OpenDP
programming framework, we show how to implement Gaussian mechanism. We define the

Base Gaussian mechanism below, where we add Gaussian noise to the input.
BaseGauss,(x) =z + N(0,0)

We show that stability relation for Base-Gaussian mechanism for («, p)-RDP is
ad?
lati diTu ) = 2 _m'
relation(d;,, (o, p)) = p 52
If this relation is true, then the Base-Gaussian mechanism defined above must satisfy (o, p)-
RDP. This follows because

S ad?,

P= 202
S a(r — 2')?
- 202

= D,(BaseGauss,(z)||BaseGauss,(z'))

The second line holds because x, 2’ that are d;,-close. The last line holds by Lemma
2.4 in | ] on Renyi Divergence of two Normal distributions with the same variance.
Therefore BaseGaussian, (z) is («, p)-RDP.

The OpenDP code for the Base-Gaussian mechanism can be implemented as follows.
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def MakeBaseGauss (sigma: float):
if sigma < 0: raise Exception
input_metric = dist_real
input_domain = float
output_measure = RenyiDP
def relation(d_in, (alpha, rho)):
return rho >= alpha * d"2_in / (2 * sigma”2)
def function(x):
z = Laplace(sigma, 0)
return x + 2z
return Measurement (input_metric, input_domain, output_measure,
relation, function)

# Example
BaseGauss = MakeBaseGauss(sig)

Figure 2.3: Code Implementation for Base Gaussian mechanism using privacy relation de-

rived above. We use RenyiDP as the output_measure and d_out = (alpha, rho).

2.2 Proving Privacy Properties

What distinguishes OpenDP from other DP software is its formal, community verification

process. OpenDP only accepts code in the library if

1. it can only ever construct valid measurements or transformations, where valid means
the measurement (resp. transformation) respects the privacy-loss bound (resp. stabil-

ity bound) promised in its attributes,

2. The code does not modify any measurements or transformations that have been con-

structed, and
3. it does not modify code in the library.” | ]

With these principles, when we prove the privacy properties of more complex DP pro-
grams, we can assume that any measurements and transformations currently constructed
in the library currently is valid by induction. This allows for a streamlined approach to
proving the privacy properties of complicated DP programs.

We define the privacy guarantee of a valid measurement, which can be assumed induc-

tively for measurements used in other privacy proofs.

Definition 2.2.1 (Valid Measurement). Let M be a valid measurement. Then for every pair
of elements x, 2z’ in M. input_domain and for every pair (d;,, doyu), where d;, is of the associ-

ated type for M.input metric and d,,; is the associated type for M.output_metric, if x, 2’
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are d;,-close under M. input_metric and M.relation(d;,, doy:) = True, then M. function(x)

and M.function(z’) are dyy-close under M.output metric.

In chapter 1, we discussed how DP is preserved under post processing. Post processing

is also assumed under OpenDP.

Remark 2.2.2 (OpenDP Post Processing). Say that M.function(x) and M.function(z’)
are dy,-close. Then for any arbitrary function f, foM.function(z) and foM.function(z’)

are also d,-close.

OpenDP outlines that library contribution must have the following components | ],

which we use as outline for our thesis.
1. Implementation in Rust or Python;
2. A pseudocode description of each component;

3. A written proof that every contributed component is valid (produces only valid trans-

formations and measurements);

4. Some evidence of utility.
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Chapter 3

Renyi-DP Filter Framework

3.1 Interactive Measurement Syntax

In OpenDP | |, an Interactive Measurement (I.M.) M is a function that takes a
private dataset z € X and then “spawns” a state machine Q = M (z) called a queryable. The
queryable consists of an initial private state s and its evaluation function Eval. The queryable
eval function receives a query ¢; from any Adversary A and its current state so. The eval
function then generates an answer a; and updates its state to s; as (aq, s1) > Eval(qq, $o).
The eval function then receives a new query ¢ and generates an answer and state update

as (ag, s2) <> Eval(ga, s1). This interactive querying process continues arbitrarily long.

Eval(q, o) Eval(q,, s1) Eval(q; 5i-1)
— (@}, 5) | — |(apsy) | — + + + —| (a,5)

Figure 3.1: After receiving query, Queryable updates the (Answer, State) via the Eval

function.

The Interactive Measurement and its privacy properties are specified by the following
attributes, which are the same as Measurement object. The key difference is that the
function from the InteractiveMeasurement constructs a Queryable object, which acts as a
state machine that the adversary can interactively query.

To describe the privacy properties of an [.M. operator, we specify the following attributes.

1. input _domain X where [.M. operator expects inputs from X
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2. input metric dy that specifies the distance metric between two inputs z, 2’ € X.

3. output measure D that specifies the similarity measure on probability distributions

and thus the privacy definition.

4. privacy relation to capture notions of privacy. It takes in inputs d;, and d,,; returns

a boolean value.

5. function that generates a queryable

In Figure 3.2, an example implementation of the InteractiveMeasurement object is as

follows.

class InteractiveMeasurement:
input_domain
input_metric
output_measure
relation
function # outputs a Queryable

class Queryable:
_state
eval
def query(q):
(a, _state) = eval(q, _state)
return a;

Figure 3.2: Interactive Measurement and Queryable syntax

3.2 Renyi Filter Code

Feldman and Zrnic in | ] introduce a Renyi Filter, which is a concrete example of an In-
teractive Measurement object. For OpenDP, our MakeRenyiFilter and MakeRenyiFilterPriv
constructors take in Renyi divergence order a*, Renyi privacy budget p*, input dataset dis-

tance d} , input domain &', and input metric dy. The returned Renyi Filter halts the query

computation when the Measurement queries exceed the total privacy budget of (a*, p*)-
RDP for dj -close input datasets. Otherwise, the RenyiFilter returns query computations
to the adversary via the Queryable. To do so, in Figure 3.3, the Queryable keeps track
of the privacy loss budget p in its state, decrementing the query privacy loss only if the

Measurement query is within the remaining budget.
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constructor

MakeRenyiFilter Adversary A
Con® 1P queries | |1 | %@ | | Hate
l 1 iz q3
Interactive
Measurement M [r— Queryable Q
function state (x, p)

Figure 3.3: MakeRenyiFilter constructor which creates [.M. and Queryable that Adversary

queries.

We define the privacy relation for the I.M. as

) true df, =dip,, o > a,p" <p
M.relation(d;,, (a, p)) =
false otherwise

This relation checks whether (a*, p*)-RDP for df,-close input datasets satisfies the in-
put privacy parameters of (a, p)-RDP for d;,-close input datasets. This will be proved in
Theorem 3.3.3.

We outline the programming framework for MakeRenyiFilter and MakeRenyiPrivInput
constructor. There are two possible style choices for eval function defined within the function
of the Renyi Filter. The first is MakeRenyiFilter when the query eval function does not
take in privacy loss as an input. The second is MakeRenyiFilterPrivInput when the query

eval function takes in query privacy loss as an input.

3.2.1 Query function with no input privacy loss
MakeRenyiFiltery: .- ,+ x4, -function(z): returns queryable @ = (so, Evalgr)
e Initial state sy = (z, p*)
e Query evaluator Evalgr(q : Measurement, s):

1. Parse s as s = (z, p).
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2. If the data domain of the query ¢ does not match data domain X', set @ = ‘domain

mismatch’ and set p’ = p*.

3. Else if query output measure is not RenyiDP, set @ = ‘output measure mismatch’

and set p’ = p*.

4. Else if query ¢ is not (a*, p)-RDP for df,-close input datasets then the current
filter budget is exceeded. Set a = ‘insufficient budget’ and set p’ = p.

5. Else query privacy loss must be within the filter budget. Perform a binary search

to find query privacy loss p,. Then set a = q.function(x) and set p’ = p — p,.

6. Set s’ = (z,p') and return (a, ).

The code implementation is as follows:

1 MakeRenyiFilter (input_domain, input_metric, d*_in, alpha*, rhox):

2 M = InteractiveMeasurement ()

3 M.input_domain = input_domain;

4 M.input_metric = input_metric;

5 M.output_measure = RenyiDP;

6 M.relation(d_in, (alpha, rho)) = (d*_in == d_in & alphax* >= alpha &
rho* <= rho)

7 M. function (data):

8 # initialize state w/ original privacy budget

9 initial_state = (data, rhox)

10 def eval(query: Measurement, state):

11 (data_st, rho_st) = state

12 if query.input_domain != input_domain:

13 return (‘domain mismatch’, state);

14 elif query.output_measure != ‘RenyiDP’:

15 return (‘output measure mismatch’, state);

16 elif !query.relation(d*_in, alphax, rho_st):

17 return (‘insufficient budget’, state);

18 else:

19 rho_q = argmin{rho: query.relation(d*_in, (alphax*, rho))};

20 new_state = (data_st, rho_st - rho_q);

21 return (query.function(st_data), new_state);

22 return Queryable(initial_state, eval);

23 output M

Figure 3.4: RenyiFilter code with no input query privacy loss to eval function

3.2.2 Query function takes privacy loss as input

For the MakeRenyiFilterPrivInput constructor, the difference now is that the eval function
in the queryable now takes as input the query privacy loss (o, p,). For the function within

the interactive measurement:
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MakeRenyiFilterPrivinput ;= .« »« x 4, (%): returns queryable Q = (s, Evalgr)

e Initial state sq = (z, p*)

e Query evaluator Evalgr(query, s):

1.
2.

7.

Parse s as s = (z, p) and query as query = (g, p,) where ¢ is a Measurement.

If the data domain of the query ¢ doesn’t match data domain X', set a = ‘domain

mismatch’ and set p’ = p.

Else if query output measure is not RenyiDP, set a = ‘output measure mismatch’

and set p/ = p*.

Elseif p, > p, then the current filter budget is exceeded. Set a = ‘insufficient
budget’ and set p’ = p.

Else if query is not (a*, p,)-RDP for d} -close input datasets, then the query

privacy loss is invalid. Set @ = ‘invalid query privacy loss’ and set p’ = p.

Else query and state privacy must be within the filter budget. Set a =

query.function(x) and set p' = p — p,.

Set s’ = (z,p’) and return (a, s').

The code implementation is as follows:
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MakeRenyiFilterPrivInput (input_domain, input_metric, d*_in, alpha*, rhox*):
M = InteractiveMeasurement ()
M.input_domain = input_domain;
M.input_metric = input_metric;
M.output_measure = RenyiDP;
M.relation(d_in, (alpha, rho)) = (d*_in == d_in & alphax* >= alpha &
rho* <= rho)
M.function(data):
# initialize state w/ original privacy budget

initial_state = (data, rhox)
def eval(query: Measurement, state):
(data_st, rho_st) = state
(q, rho_q) = query
if q.input_domain != input_domain:
return (‘domain mismatch’, state);
elif q.output_measure != ‘RenyiDP’:
return (‘output measure mismatch’, state);
elif rho_q > rho:
return (‘insufficient budget’, state);
elif !q.relation(d*_in, (alpha*, rho_q)):
return (‘invalid query privacy loss’, state);
else:
new_state = (data_st, rho_st - rho_q);

return (q.function(st_data), new_state);
return Queryable(initial_state, eval);
return M

Figure 3.5: MakeRenyiFilterPrivinput code where query function takes query privacy loss

as input

3.2.3 MakeRenyiFilter Example

We demonstrate sample input parameters for MakeRenyiFilter to create RenyiFilter. In
this example, we create a Renyi filter p* = 10, privacy parameter o* = 3, d}, = 2. We then
query the queryable object from the RenyiFilter, which halts from the NoisyMedian query
that exceeds the privacy budget.
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# Initialize privacy budget of (3, 10)-RDP for 2-close inputs
RenyiFilter = MakeRenyiFilter (float, 2, 3, 10);
queryable_obj = RenyiFilter.function(dataset);

# NoisySum query has privacy loss of (3, 5)-RDP for d_in = 2
al, s2 = queryable_obj.query(NoisySum) ;

print (al, s1)

>> al = 102.568, s1 = (dataset, 5)

# NoisyCount query has privacy loss of (3, 3)-RDP for d_in = 2
a2, s2 = queryable_obj.query(NoisyCount)

print (a2, s2)

>> a2 = 16, s2 = (dataset, 2)

# NoisyMedian has privacy loss of (3, 3)-RDP for d_in = 2
a3, s3 = queryable_obj.query(NoisyMedian)

print (a3, s3)

>> a3 = "Invalid query privacy loss", s3 = (dataset, 2)

# NoisyVar has privacy loss of (3, 1)-RDP for d_in = 2
Result4 = queryable_obj.query(NoisyVar)

print (a4, s4)

>> a4 = 3.51, s4 = (dataset, 1)

Figure 3.6: MakeRenyiFilter Example. Notice that we can still query the RenyiFilter even
after the first query (NoisyMedian) that halts, as long as it is within the filter budget. We
also assume that all the queries have the same RDP order a* = 2 that we initialize the
RenyiFilter with.

3.3 Renyi Filter Privacy Definition and Analysis

Consider an adversary strategy A interacting with queryable Q = M (z) that has made up
to k queries on the dataset, for any positive integer k. The adversary A selects each query
¢; at time 7 to be based on all previous answers (ay, ..., a;_1) and any randomness 74 of A.
Let View<,(A <> M(x)) be a random variable denoting A’s view of this entire interaction,

which is made up of A’s randomness and the answers to all k queries.

28



Algorithm 2: View of adversary A interacting with .M. M on dataset = for k

rounds
r4 = randomness of adversary A

Q = M .function(x)
for:=1,2,...k do
Query ¢; = A(ay,...,a;—1,74)
Answer a; = Q.query(g;)

end
Result: View<,(A <> M(z))) = (ra,a,...,ax)

Definition 3.3.1 (Valid IM). InteractiveMeasurement M is walid if for all dy,, dyw
st M.relation(d;,,dy:) = True, Vo,2’ € M.input domain st z,2’ are dj,-close under

M.input metric, and all adversaries A,
View(A <> M (x)) is dyu-close to View(A <» M (x')) with respect to M.output_measure.

We generalize the proof for Theorem 1.3.1 in | | for RDP Adaptive Composition in

neighboring datasets for non-neighboring datasets in the OpenDP Programming Framework.

Theorem 3.3.2 (RDP Adaptive Composition). Fiz any p* > 0, o > 1. Define random
variables A = (Ao, A1, Aa,...) and A’ = (A, Ay, A5 A5, .. .). Define acy = (ay,...a4-1)
and

pila<t) = Do ((Ae]Acy = acy)[|[(AL[(AL, = axy)) -
Suppose that almost surely Y. pi(Ax, ... A¢—1) < p*. Then Do(AJ|A’) < p*.

Proof: We define the loss of random variable A incurred by the first ¢ rounds by observing

t answers a<;, similar to equation 1.1.

Lo(acy;z, o' a) = <

PT(ASt = (Z<t))a
IP’T(A’St = a<y)
We define the conditional loss of random variable A incurred by round ¢ by observing ¢

ANSWETS <.

Li(acy; o' a) = (PT(At = a|Acg = a<t))°‘

Pr(Af = a|AL; = ay)

We define random variable M, (A<¢) = L<i(a<y; z, 2/, a)e” @D 2j=1%i Note that My(A<o) =

1 because the only possibility for A< in M is the empty tuple. Therefore the probabilities
of both the numerator and denominator My(A<p) must be 1.

We will show that M;(A<¢) is a super martingale with respect to previous t — 1 answers
Aci 1 =a<1, 16 E[M(Ac<t)|Act = acy] < M;_1(A¢). This follows because
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E[My(Act)|Ace 1 = age] = E | Lop(azyi 2,7, a)e @Dl A, = aﬁt—l]
We multiply the conditional loss of the first ¢ — 1 rounds by the loss in round ¢.
=E Lo i(ag1;2,2", ) - Lilac; x, 2, 04)67(0671)Z;:lpj(GQ)‘Agtfl = Clgtfl]
=L 1(ac—1; 2,7, a)e_(a_l)Z;ZIPj(GQ) B [Li(acy; @, 2, )| Acgq = a<y—1]

Conditioned on A _¢ = a-, random variable Ay is («, pi(a<))-RDP. So,

E[My(A<t)[Ace1 = acy1] < Loy (acp; 2,7, a)e—(a—1)2§:1pj(a<j) . ela—Dpia<e)

= Lo 1(ac_y;m, a)e—(a—l)iﬂ;ll pila<y)
=M

By applying iterated expectations,

E[My) =E Egk(agk;x,w/,@)e_(“_l)z:?:lpj < E[My(A<o)] = 1.
Since 21,2:1 pi(a<;) < p*, then this inequality implies
E[Lp(acy; z, 7', a)] < el
Taking the log and multiplying ﬁ on both sides, we get

*

log E [L<(ask; 7, 2", )] < p.

1
Da(AllA) = ——

We now present a lemma that will be used to show that MakeRenyiFilter (Figure 3.4)

and MakeRenyiFilterPrivInput (Figure 3.5) are valid Interactive Measurements.

Lemma 3.3.1 (Renyi Filter Privacy Budget). Given fized Renyi order o, let p,, be query

privacy loss rho_q computed in the Queryable ()’s eval code in Figures 3.4 and 3.5 if )

continues at time t. Then the total privacy loss is p*:

> Pa <P

t s.t. Q continues at t

Proof: At any arbitrary time ¢, ) with state privacy loss p; accepts query ¢; with (a*, p,)

privacy loss if all conditions hold:
1. ¢;.input_domain == M.input_domain
2. gq;.output_measure == ‘RenyiDP’

3. Query privacy loss is within the filter budget of p,.
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(a) In MakeRenyiFilter (Figure 3.4), ¢;.relation(d},, o, p;)

m?

(b) In MakeRenyiFilterPrivInput (Figure 3.5), p,, < p

4. q.relation(d},, a*, p,,). If privacy loss is not input to eval, this condition holds from

the binary search in MakeRenyiFilter (Figure 3.4).

Recall that g;.relation(d;,,dy,;) = True means ¢; of type Measurement satisfies dy-
RDP for d;,-close inputs by the privacy guarantee of valid Measurement in Definition 2.2.1.
Then by condition 3(a), the current query is within the filter budget of (a*, p;)-RDP. Then
the query privacy loss p,, must be bounded by p;, so 3(a) is analogous to 3(b). Otherwise
by condition 3(b), p, < p in Figure 3.5. Condition 4 ensures that the query satisfies
(a*, pg, )-RDP.

Therefore, g; is within current filter budget (p,, < p:) and is (a*, p,, )-RDP over the
correct domain. At the end, the updated state filter budget by p,, to get pi41 := pr —pg, > 0
with nonnegative budget.

Therefore, for any future state at time k, the updated privacy budget is nonnegative
pr > 0 for any queries. Since we initialize the queryable state filter budget py := p* for the
first query, the total privacy budget must be p*:

> pa <P

t s.t. @ continues at ¢

]

We now show that our constructed Renyi filter is a valid [.M in Theorem 3.3.3. It suffices

to show that () satisfies d ,,-RDP, which implies the views are d,,;-close.

Theorem 3.3.3 (Valid Renyi Filter). The InteractiveMeasurement object M returned from
MakeRenyiFilter(X,dy,d;,, o, p*) and MakeRenyiFilterPrivIinput (X, dy,d;,, o, p*)is
a valid 1.M.

Proof: Recall that

true if & =d;,, 0" > a,pf <
M.relation(d;,, (a, p)) = in in, 0" > a,pt < p
false otherwise.

We assume that M.relation(d;,, dy) is true.

We will show that for every z, 2’ that are d, -close,
D, (View(A + M(z))||View(A < M(2'))) < p*.

Then it follows from Corollary 1 since M.relation(d;,, doy) is true that View(A <> M(z)) is
dout-close to View(A <» M (x')) with respect to M.output measure = RenyiDP.

31



Say the adversary A makes a total of k queries for any positive integer k. Then let ¢t =
1,..., k be the times that A queries @) and ¢; be the query at time ¢. For Q = M.function(z)
and ' = M.function(z’), we define random variable p;(a<;), which takes any input of ¢

AlSWErSs a ¢

pi(acy) = Do (Q.query(q,)|View4(A <> M(z)) = ay
| Q7. query(q)|Viewo;(A <> M(z")) = a-y).

Given fixed Renyi divergence order o, let p,, be query privacy loss rho_q computed in
the Queryable eval code if ) continues at time ¢. In other words, p;(a<;) is the tightest
privacy upper bound for the query at time ¢, while the privacy loss p,, that () computes is
potentially looser.

If @ halts at time ¢, then in MakeRenyiFilter and MakeRenyiFilterPrivInput, ()
never has access to the dataset = since @) only calls ¢;.function(z) when @ continues. So,
@ never returns any answers computed from the dataset to A, so a; = Q.query(¢;) and
a; = Q’ .query(q;) are identical distributions, and therefore the Renyi Divergence in p;(a«;)

must be 0. Therefore

sr(aer) < P if Q continues at time ¢
Pell<t) =
0 if Q halts at time ¢.

The optimal py(a<;) must be a lower bound: >, pr < 37, (i 0 continues at ¢ Pa- BY Lemma

3.3.1, given order a*, the privacy loss of all the queries ¢; that continue must be upper

Y hilac) < > Pa <P
t

t s.t. @ continues at ¢

Then by Theorem 3.3.2, then D« (View(A < M(z))||View(A < M(z'))) < p*. There-

fore the queries so far must satisfy dy,, = (o, p*)-RDP for df -close input datasets as

bounded by p*

desired.
O]
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Chapter 4

Renyi-DP Odometer Framework

4.1 Odometer Syntax

An odometer O is a function that takes in a private dataset x € X and then “spawns”
a state machine OQ = O(z) called an OdometerQueryable. Similar to Queryable object,
the OdometerQueryable consists of an initial private state s and an evaluation function
Eval. However, it also contains a relation evaluation function relation_eval that updates the
relation function.

Similar to .M. eval function | |, the OQ eval function then receives a query ¢,
from any adversary A. Based on ¢; and its current state sqg, the eval function then generates
an answer a; and state update s; as (ay, s1) <> Eval(qi, so). Adversary A can query ¢, to the
eval function, which then generates an answer and state update as (aq, s9) <> Eval(ge, s1).

The OQ relation_eval function returns whether we exceed the d,,; privacy loss with
respect to 0.output_measure for d;,-close datasets, given the total privacy loss stored in
the current state. Every time 0Q.state changes, 0Q.relation eval dynamically updates
the total privacy loss, so that the relation checks whether the privacy loss created from the
state exceeds any given or desired threshold.

To describe the privacy properties of an Odometer operator, we specify the following
attributes. Note that because the the function outputs a OdometerQueryable, there is no
output_domain attribute like in Measurements. We do not have a (fixed) relation attribute
within the Odometer class because the OdometerQueryable iteratively updates the privacy

loss.

1. input _domain X where Odometer operator expects inputs from X

2. input metric dy that specifies the distance metric between two inputs =,z € X
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3. output_measure D that specifies the similarity measure on probability distributions

and thus the privacy definition
4. function that generates a OdometerQueryable object

In Figure 4.1, an example implementation of the Odometer object is as follows.

class Odometer
input_domain
input_metric
output_measure
function # returns OdometerQueryable

class OdometerQueryable
_state
eval
relation_eval
def query(q):
(a, _state) = eval(q, _state)
return a;
def relation(din, dout):
return relation_eval(din, dout, state)

Figure 4.1: Odometer and Odometer Queryable code

4.2 Renyi Odometer Code

Lecuyer in | | introduces a Renyi Odometer, which is a concrete example of an Odome-
ter object. We define our MakeRenyiOdometer constructor for OpenDP to take in Renyi

%
in

divergence order o*, input dataset distance d},, input domain X', and input metric dy. The

returned Renyi Odometer returns the query computation and the total RDP privacy loss of
(a*,0Q.state[1]) so far for df -close input datasets. To do so, the OdometerQueryable 0Q
keeps track of the total privacy loss p in its state, incremementing the query privacy loss
that corresponds to each Measurement query.

MakeRenyiOdometery 4. 4+ o--function(z): returns OdometerQueryable OQ = (so, Evalro)

e Initial state so = (x,0) with zero privacy loss
e Query evaluator Evalgo(q, $):

1. Parse s as s = (z,p)

2. If the data domain of the query g doesn’t match data domain X', set a = ‘domain

mismatch’ and set p/ = p.
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3. Else if query output measure is not RenyiDP, set a = ‘output measure mismatch’

and set p/ = p.

4. Else perform a binary search to find query privacy loss p,, and then set a =

query.function(z) and set p’ = p+ p,.

5. Set ' = (z,p') and return (a, s).

For the OdometerQueryable object 0Q returned by 0.function(data), we define the
OQ.relation_eval to be

true if df, == d;p, 0 > o*,and p < state[1]
0Q.relation eval(d,,, (a, p),state) =
false otherwise

As a result, OQ.relation(d;,, dy,;) = True checks whether (a*, state[l])-RDP for d;,-
close input datasets satisfies input privacy loss of d,,,~RDP for d;,-close input datasets, the
input privacy parameters. 0Q.relation eval iteratively updates OQ.relation, which acts
as a filter that checks whether the input privacy parameters satisfy (o*,0Q.state[1])-RDP,
where state[1] is the total privacy loss tracked so far.

An example code implementation that constructs a Renyi Odometer is shown below.

MakeRenyiOdometer (input_domain, input_metric, d*_in, alphax):
0 = Odometer ()
0.input_domain = input_domain;
0.input_metric = input_metric;
0.output_measure = RenyiDP;
0.function(data):
initial_state = (data, O0)
def eval(query: Measurement, state):
(st_data, st_rho) = state
if query.input_domain != input_domain:
return (’domain mismatch’, state);
elif query.output_measure != ’RenyiDP’:
return (’ouput measure mismatch’, state);
query_rho = argmin{rho: query.relation(d#*_in, (alpha*, rho)}l};
new_state = (st_data, st_rho + query_rho);

return (query.function(st_data), new_state);
0Q = OdometerQueryable(initial_state, eval);
0Q.relation_eval(d_in, d_out, state) = return (d*_in == d_in & d_out
[0] >= alphax & d_out[1] <= state[1])
return 0Q;
return 0O

Figure 4.2: RenyiFilter code where query function takes privacy loss as input

Another design choice is to modify the eval function in MakeRenyiOdometer to take in

the query privacy loss. This code can be modified to imitate MakeRenyiFilterPrivInput
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(Figure 3.5) where the eval function for Renyi Filter takes in query privacy loss.

4.2.1 MakeRenyiOdometer Example

We demonstrate sample input parameters for MakeRenyiOdometer to create RenyiOdome-
ter. In this example, we create a Renyi Odometer privacy order a* = 3, d}, = 2. We then
query the queryable object from the RenyiOdometer, and print out answer, states, and the

relation each time.

# Initialize Odometer with Renyi order alpha*=3 for 2-close inputs
RenyiOdometer = MakeRenyiOdometer (float, 2, 3);

queryable_obj = RenyiOdometer.function(dataset);

# NoisySum query has privacy loss of (3, 5)-RDP for d_in = 2

al, s2 = queryable_obj.query(NoisySum) ;

print(al, si1)

>> al = 102.568, s1 = (dataset, 5)

print (queryable_obj.relation)

>> "def relation(d_in, d_out):
return (d_in == 2 & d_out[0] >= 3 & d_out[1] <= 5)"

# NoisyCount query has privacy loss of (3, 3)-RDP for d_in = 2
a2, s2 = queryable_obj.query(NoisyCount)
print (a2, s2)
>> a2 = 16, s2 = (dataset, 8)
print (queryable_obj.relation)
>> "def relation(d_in, d_out):
return (d_in == 2 & d_out[0] >= 3 & d_out[1] <= 8)"

# NoisyMedian has privacy loss of (3, 3)-RDP for d_in = 2
a3, s3 = queryable_obj.query(NoisyMedian)
print (a3, s3)
>> a3 = "10.23", s3 = (dataset, 10)
print (queryable_obj.relation)
>> "def relation(d_in, d_out):
return (d_in == 2 & d_out[0] >= 3 & d_out[1] <= 10)"

Figure 4.3: MakeRenyiOdometer Example. Notice that the relation updates iteratively time
to include the total privacy loss stored in 0Q.state[1].

4.3 Renyi Odometer Privacy Definition and Analysis

Say that the adversary A interacting with OdometerQueryable OQ = O(x) has made up to

k queries on the dataset, for any positive integer k. For given inputs d;,, dy.:, we define the
k

n adout

truncated view Truchiewi (A <> O(x))) of the dataset to be return value including
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randomness and the query answers of Algorithm 3. The truncated view “truncates” the
view from Algorithm 2 with 0Q.relation as a halting rule. Only one query halts, so we do

not allow any rewinding like in RenyiF'ilter.

Algorithm 3: Truncated View of adversary A interacting with Odometer O on

dataset x for k rounds given inputs d;,, dou:-

r, = randomness of A

0Q = 0.function(x)
for:=1,2,...,k do

Query ¢; = A(aq, ..., a;-1,74)
Answer a; = 0Q.query(g;)

if not OQ.relation(d;,, dyy:) then
| Halt

end

end
Result: TruchieW(i:"vdout (A< O(x))) = (ra,ar,...,a;_1)

Definition 4.3.1 (Valid Odometer). Odometer O is wvalid if for all d,, dps, Vx,z' €

0.input_domain st x,z’ are d;,-close wrt 0.input metric. For all adversaries A,

TruncViewy,, 4,.,(A <> O(x)) is dpy-close to TruncViewy,  4,.,(A <> O(2')) with respect to

0.output_measure.

Remark 4.3.2 (Adversary cannot query OQ.relation). Definition 4.3.1 does not allow the
adversary to query 0Q.relation, as the adversary only has access the truncated view. For
the TruncView in Algorithm 3, the adversary never receives a Halt answer when OQ.relation

returns false.

Definition 4.3.1 ensures that the odometer has privacy guarantee of d,,; with respect to
0.output_measure. Notice the difference between Valid I.M. and Odometer. For a valid
.M., we add the condition where M.relation must be true because the relation is fixed
for valid I.M. Since Odometer changes the relation, we do not add a relation condition to
Definition 4.3.1 on valid Odometer because the relation is implicit within the TruncView
with d;,, do,: as inputs.

We now present Lemma 4.3.1, which will be used to prove that the Renyi Odometer in

Figure 4.2 is a valid Odometer.

Lemma 4.3.1 (Renyi Odometer Privacy Loss). Given fized Renyi order o*, let p,, be query

privacy loss rho_q computed in the OdometerQueryable eval code in MakeRenyiOdometer
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(Figure 4.2) at time t. Let i be the last time that the Odometer continues. Then the total
privacy loss is upper bounded by 0Q.state[1] at time i, denoted as OQ.state[1];:

> " pg, < 0Q.statel1];.
t=0

Proof: At time 0, we initialize the queryable state privacy loss to be p := 0 before any
queries have been made. At any arbitrary time ¢, the queryable with state privacy loss p;

accepts query ¢ with (a*, p,,) privacy loss if all conditions hold:
1. ¢;.input_domain == M.input_domain
2. gq;.output_measure == ‘RenyiDP’

3. ge.relation(d},, a, p,, ).

m?

Recall that ¢;.relation(d;,,dy,;) = True means ¢, of type Measurement satisfies d,,;-
RDP for d;,-close inputs by the privacy guarantee of valid Measurement in Definition 2.2.1.
Condition 3 ensures that the query privacy loss is valid. It ensures that the query ¢; has a
privacy loss of (a*, p,, )-RDP.

Therefore, q; is (a*, p,, )-RDP over correct domain, where we assume p,, > 0. At the end
of time ¢, we increment the state filter privacy loss p;11 := pt + pg, > 0. This privacy upper

bound p; is stored in 0Q.state[1], so we are done. O]

The proof of valid Renyi Odometer in Figure 4.2 is very similar to Theorem 3.3.3. The
main difference is that we keep track of total privacy loss 0Q.state[1], and we want to
show that the Renyi Odometer is (o*, 0Q.state[1])-RDP. Then it follows that the truncated

views are d,,;-RDP.

Theorem 4.3.3 (Valid Renyi Odometer). The Odometer object O returned from
MakeRenyiOdometer (X, dy,d},  a*) code in Figure 4.2 is a valid Odometer.

Proof: Let OdometerQueryable OQ = 0.function(x) from the code (Figure 4.2). Say
adversary A makes a total of k queries for any positive integer k. Then let t = 1,... &k be
the times that A queries OQ and ¢; be the query at time t. Let ¢ be the last time that O
continues. We define random variable p;(a<;) that takes any input of ¢ answers a.;. For
OQ = 0.function(z) and OQ’ = 0.function(z’),

prlac) = Dy (0Q. query(q )| TruncViews? (A+ O(x)) =axy

dinadout
| 0Q° . query(g;)| TruncViewy! ; (A« O(x')) = ax).

Given fixed Renyi Divergence order o, let p,, be query privacy loss rho_q computed in

the Queryable eval code if OQ continues at time ¢. In other words, p;(a~;) is the tighest
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privacy upper bound for the query at time ¢, while the privacy loss p,, that OQ computes
is potentially looser.

If OQ halts at time ¢, then in Figure 4.2, OQ) never has access to the dataset x since
OQ only calls ¢;.function(z) when OQ continues. So, O@) never returns any answers
computed from the dataset to A, so a;, = 0Q.query(q;) and a, = 0Q.query(g;) are identical

distributions, and therefore the Renyi Divergence defined in p;(a~;) must be 0.

pq. if OQ continues at time ¢

0 if OQ halts at time ¢

ﬁt(a<t) <

The optimal p;(a~;) must be a lower bound >7i_ pr(a<t) < Si_, pg,- By Lemma 4.3.1,
given order o*, the privacy loss of all the queries ¢; that continue must be upper bounded

by the fixed total privacy loss at time ¢, denoted as 0Q.state[1];:

Zﬁt(a<t) < qut < 0Q.state[1],.
t=0 =0

Then by Theorem 3.3.2, D, (View(A <> O(z))|| View(A < O(2'))) < 0Q.state[1];.
By definition of TruncView, we filter for only the answers returned from Queryable where
OQ.relation(d;,, dyut) holds. Then TruncViewy,, 4,.,(A <> O(2') = View(A < O(2'), so

D (TruncViewy,, 4,.,(A <> O(z))
|| TruncViewg,, 4,.,(A <> O(2"))) < 0Q.state[1];.

Then it follows from Corollary 1 since OQ.relation(d;,, dyy:) is true that for z, 2’ that are
d:, = di,-close, TruncViewy, 4..,(A <> O(x)) is dyy-close to TruncViewy,, 4..,(A <> O(2))
with respect to 0.output_measure = RenyiDP.

[

4.4 Conversion to Filter Code

We provide constructor code Odometer2IM that takes in an Odometer O with inputs dj,

(closeness of input datasets) and d}, (privacy loss) and returns an Interactive Measurement

out

with parameters d}, and d,,, which we later prove is a valid Interactive Measurement.

out?

An important distinction is that the [.M. that 0dometer2IM returns always halts after
the first query halts. On the other hand, even with the same input parameters, I.M. that
MakeRenyiFilter returns can still continue even after the first query that halts, as long as

the new query is within budget.
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We define the privacy relation for the .M. returned in Odometer2IM as

true  d;, < dF, doy > d
M.relation(d;y, dout) = in S Qi Qout = Goyy
false otherwise

This relation checks whether the d7, -close input parameters with privacy loss of d,, wrt
M.output_measure satisfies d,,; wrt M.output_measure for d;,-close inputs, see preliminaries

in Remark 2.1.2. We now give constructor code that converts an odometer to an I.M.

Odometer2IMo g: g4: ,.function(z): returns OdometerQueryable OQ = (so, IMEval)

e Initial state sp = (0.function(data), True) to indicate that the initial state is within

the privacy budget.
e Query evaluator IMEval(q, s):

1. Parse s as s = (0Q,b)
2. If b = True and 0Q.relation(d},,d},,), set a = 0Q.query(q) and b’ = True.

m)

3. Else a = ‘Halt’ and set b’ = False.
4. Set s’ = (0Q,d') and return (a, s').
An example code implementation that constructs a Interactive Measurement given an
Odometer is shown below in Figure 4.4. Notice that in the constructor code, the constructor

only has access to the public attributes like query and relation of the OdometerQueryable

and cannot access the private Eval function.
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def Odometer2IM(0Odometer 0, d*_in, d*_out):
M = InteractiveMeasurement () ;
.input_domain = 0.input_domain;
.output_domain = 0.output_domain;
.input_metric = 0.input_metric;
.output_measure = 0.output_measure;
.function(data):
# boolean state True means within privacy budget
IMstate = (0.function(data), True)
def IMeval(q, state):
(0Q, b) = state;
# modifies 0Q and hence state
a = 0Q.query(q);

EEEER

© oo ~ o v = W [V —
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14 if b = True and 0Q.relation(d*_in, d*_out):
15 # CONTINUE

16 return (a, state);

17 else:

return (’Halt’, (0Q, False));
return Queryable (IMstate, IMeval);
M.relation(d_in, d_out) = return d_in <= d*_in & d_out >= d*_out;
return M;

NN = e
= O © w

22

23 # Example: Converting Odometer into an I.M. with d*_in=2, d*_out=(3, 5)
24 Odom = MakeRenyiOdometer (...);

25 Odometer2IM(Odom, 2, (3, 5));

Figure 4.4: Code that converts Odometer Object to Interactive Measurement Object

4.5 Conversion to Filter Privacy Analysis

Given any valid Odometer as input, we now show that any I.M. returned from 0Odometer2IM

is valid.

Theorem 4.5.1 (Odometer2IM Privacy). If we convert a valid Odometer O in the
Odometer2IM O, d},. d;

wn? oul

) code from Figure 4.4, then resulting object M is a valid I.M.

Proof: Recall that

true  diy < diy, dows > d
M.relation(dm,dout): in X Winy Qout = oyt

false otherwise
We assume M.relation(d;,, doye) = True. We will show that for every z, 2’ that are d},-close,
View(A < M(z)) is df,-close to View(A <> M(x')) with respect to M.output_measure.
Then it follows from Remark 2.1.2 that for z,2’ that are d;,-close, View(A < M(x)) is
dout-close to View(A <> M (x)).
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Let Queryable ) = M.function(x). To show that View(A <> M(z))) is dyu-close to
View(A <> M(z')) with respect to M.output_measure, we show that () has privacy loss at
most that allowed by d,, < d, With respect to M.output_measure.

Note that O is a valid odometer, so for d},-close (and therefore d;,-close) inputs x and

2" wrt M.input_metric = O.input_metric, we have

TruncViewg: 4: (A <> O(x)) is d},,~close to TruncViewg: 4= (A <> O(2')) with respect to

M.output_measure = 0.output_measure.

.M. Queryable with privacy loss accepts query ¢ if 0Q.relation(d},,d}, ) holds and
no other queries before have halted (follow from b=True condition). We define the post
processing function fj that takes TruncView as input and adds Halts to end as follows. For
any k queries, which generalizes to infinitely long queries, if TruncView stops before OQ)
halts, then f; does not change anything to input. Otherwise, let a; be the first answer that
halts, then f; adds k£ — ¢ halt answers to the end of TruncView.

Then View<,(A <> M(z)) = fr o TruchieW%:d:ut(A < O(x)). Notice that after the
first answer that halts, the M’s view will continue to output ‘Halt’ for all the answers

afterward in Figure 4.2, while TruncView will not output any Halt answers in Figure 4.5.

Adversary A
q1 qz cas qdi-1 q; ces L
|| |, | |
I
TruncViewy, a,., . 1o lation(d;y,, dyyt)
tnflout | 1, aq as s aj_q Q. relation(d;y, doy:
(A <->0(x)) E first fails
View(A<->M(x)) | 1, a, a, - aj—1 YHalt e Halt

Figure 4.5: Comparison of O’s TruncView to View of M returned from Odometer2IM.
Notice that View continues to output halt while TruncView stops returning any answers to

the adversary the first time 0Q.relation(d;,, dy,) fails.
Because privacy is preserved under post processing in the OpenDP programming frame-
work by Remark 2.2.2 then for x, 2’ that are d;,-close,

View(A <> M(x)) = f o TruncViewg: q= (A > O(z)) is doy-close to
View(A <> M(2')) = f o TruncViewg: 4= (A <> O(2')) with respect to M.output measure

= 0.output_measure.
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Therefore M is a valid 1.M. O

4.6 Filter Corollaries

We give corollaries of converting odometers to filters, which extend our converted Renyi
filters to other privacy measures. The first corollary converts a valid Renyi Odometer to a
valid Renyi filter. The second and third corollaries convert the Renyi filter to pure e-DP
filter and approximate (g,0)-DP filters.

Corollary 2 (Conversion to Renyi Filter). Let O = MakeRenyiOdometer(X,dy,d;,, d}, ., o)

in) out’

be valid Renyi Odometer. Then M = Odometer2IMO,d;, , d,,) is valid I.M, in particular a

) “iny Pout

Renyi Filter.

Proof: By Theorem 4.3.3, O = MakeRenyiOdometer(X,dy,d},,d" ,, a*) is a valid Renyi

in’ “out?
Odometer. [
Corollary 3 (Pure DP Filter). Let O = MakeRenytOdometer(X,dxy,d},, d} ., a* = c0) be
valid Renyi Odometer. Then M = Odometer2IMO,d},, d%,,) is valid 1. M, in particular a

pure €*-DP filter where €* = 0Q.state[1] where 0@ = 0. function(z) for dataset x.

Proof: By Remark 1.2.3, e-DP is equivalent to (0o, e)-RDP. O

Corollary 4 (Approx DP Filter). For every 6* € (0,1), a filter with privacy budget of

(a*, p*)-RDP is equivalent to an (p* + log*l/i ,0%)-DP filter.

Proof: From | ], (@, p)-RDP satisfies (p + 212 §)_DP for any § € (0, 1).

In Corollary 4, the privacy leakage 6* allows for extra flexibility.
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Chapter 5
Conclusion

In this thesis, we designed a programming framework to construct Renyi filters and odome-
ters for the OpenDP software library and verified its privacy properties.

To introduce Renyi filters, we expand on Interactive Measurement object to the OpenDP
library. We present two design choices for Renyi filter constructor, where privacy loss is or
is not an input to the evaluation function. To prove the Renyi filter constructor satisfies
its privacy properties, we introduce the adversary’s view of the dataset, which consists of
all the answers returned from the interactive queryable object. Our privacy proof for valid
Interactive Measurements requires us to show for “close” datasets, the views of two similar
output distributions are also bounded or “close.” To do so, we also generalize RDP Adaptive
Composition in | | for general random variables.

For Renyi odometer, we introduce an Odometer object to the OpenDP library. It is
similar to the Interactive Measurement, except that the relation attribute is not in the
Odometer object but is iteratively updated within the OdometerQueryable object spawned
by the Odometer object. To prove the Renyi odometer satisfies privacy properties, we intro-
duce the adversary’s truncated view of the dataset, which consists of the answers truncated
by the relation from the interactive OdometerQueryable object. We then show our Renyi
Odometer constructor is privacy preserving by showing for “close” datasets, the truncated
view of two similar datasets are bounded or “close”. Finally, we introduce a constructor that
converts any Odometer object to an Interactive Measurement and prove that this construc-
tor is privacy preserving. Finally, we introduce some collaries that convert any constructed

Renyi filter into one with other privacy measures, like € or (g,6)-DP filters.
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5.1 Future Work

There are several directions for future work. The first is to implement these results into
the OpenDP library. Another is to design an OpenDP programming framework for (e, d)-
DP Filters and Odometers introduced in | ] and | |. There are some unique
challenges that come with designing (e, )-DP filters and odometers. One is that adaptive
composition bounds for (g,6)-DP are more complicated than («, p)-RDP. For Renyi differ-
ential privacy, the o parameter is fixed during composition, and only p changes. However
for the composition bound for (e,d)-DP, both parameters in (g,d) change after adaptive

composition, making (e, d)-DP filters and odometers more challenging.
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