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Detecting System Anomalies Using
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ABSTRACT

Modern cyber-attacks are increasingly difficult to detect. For example, advanced persistent threats
(APTs) slowly infiltrate a network of systems and can remain undetected for months. Alternatively,
attackers can corrupt digital supply chains to distribute malware from trusted software vendors,
infesting millions of systems for weeks before the malware (and the corrupted supply channels) is
discovered.

We develop anomaly-based techniques to detect attacks without a priori attack knowledge. A
key insight of our work is that attackers frequently request system-level services, such as system calls,
to accomplish their mission; however, they manipulate kernel objects in ways that deviate from
normal system behavior. Therefore, by analyzing interactions between these objects, we can identify
anomalies that signify attack footprints. To this end, we leverage kernel-level data provenance, which
represents the history of system execution as a directed acyclic graph (DAG) called a provenance
graph, as the information source to analyze these interactions.

To detect APTs, we present UNICORN. UNICORN continuously monitors host behavior to de-
tect anomalous system activities that hide amongst normal operations for long periods of time. To
do so efficiently as the provenance graph grows large over time, UNICORN summarizes essential
properties of the graph into a time series of compact graph sketches. Graph sketches that deviate
significantly from known benign sketches indicate the presence of an attack.

To detect malicious software installation, we introduce SI1GL. S1GL learns kernel interactions of
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benign software installations to pinpoint unusual graph patterns from specific installation processes
that are likely launched by malware. To do so, SIGL adapts graph-based machine learning (ML)
techniques to system-level provenance graphs and uses an unsupervised learning architecture to
explain its detection.

In summary, this dissertation demonstrates that modern attacks can exhibit distinguishable
system-level behaviors; that these behaviors result in anomalies that are captured in kernel-level data
provenance; and that provenance graphs can be used to detect system anomalies to perform effective

intrusion and malware detection.
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Introduction

THE RISE OF LARGE-SCALE, HIGH-IMPACT TARGETED ATTACKS, such as advanced persistent
threats (APTs) [52] and software supply chain attacks [150], threatens the security of individual
users as well as enterprises and governments. Traditional security analytics tools constantly fall short
of providing adequate protection, because they make assumptions that no longer hold true in these

modern attacks. For example, intrusion detection systems (IDSes) that monitor short sequences of



system calls [158, 221] implicitly assume that attacks quickly subvert a system and conduct mali-
cious activity. It therefore comes as no surprise that these IDSes are oblivious to persistent attacks
such as APTs that take place over a long timescale. Similarly, virus scanners that assign trust to file
servers and web pages [203, 226] implicitly assume that legitimate software vendors do not dis-
tribute malware. Unfortunately, corrupted supply chains provide malicious content via trusted
sources, enabling attackers to circumvent these anti-virus tools [150].

To combat these attacks, defenders resort to designing highly specialized analytics frameworks [105s,
177]. These frameworks incorporate existing threat intelligence data and correlate indicators of
compromise found in the system(s) they monitor to identify an attack. For example, recent ID-

Ses [105, 177] leverage manually-curated signatures, called tactics, techniques, and procedures
(T'TPs), that describe low-level system activities indicating the presence of APTs. However, as with
traditional signature-based malware detection [89], it is questionable whether T'TPs can ever be
completely enumerated or at least sufficiently inclusive to describe behaviors of previously unknown
exploits. In fact, the number of TTPs continues to grow over time as new attacks surface [75].

We take attack-agnostic approaches to detecting targeted threats, making no assumptions about
how a system must behave under attack. Adversaries in these attacks require system-level services,
most notably, system calls, to accomplish their goals (e.g., exfiltration, encryption, and destruc-
tion of sensitive and mission-critical data in an organization). However, these system calls lead to
chains of events on a system (or on a network of systems) that manipulate low-level kernel objects
(e.g., processes, files, and sockets) in ways that are different from normal execution. Therefore, our
key insight is that we can detect targeted attacks without a priori knowledge of their characteristics by
identifying system anomalies from interactions between low-level kernel objects. These low-level inter-
actions can be formally represented in kernel-level data provenance [194], which represents system

execution as a directed acyclic graph (DAG) that describes causal relationships between system sub-



jects (e.g., processes) and objects (e.g., files and sockets). * Leveraging provenance graphs, we develop
anomaly-based approaches to perform system-level security analysis. In particular, we present two
systems, UNICORN [98] and S1GL [101].

UNICORN is an online IDS that analyzes large, streaming provenance graphs to detect anomalous
activities caused by APTs in a system. APTs regularly exploit previously unknown vulnerabilities,
known as zero-day attacks. Therefore, instead of matching known attack patterns, UNICORN com-
pares benign system activity, as observed in the past, with current real-time activity. A core challenge
is that APTs slowly unfold their malicious behavior in various stages (e.g., reconnaissance, privilege
escalation, and lateral movement) across weeks or even months. Thus, a naive design for UNICORN
would be forced to store and analyze extremely large provenance graphs. UNICORN instead uses
a fixed-size, incrementally-maintainable graph sketch to summarize the essential properties of an
entire provenance graph. As the graph evolves, UNICORN tracks the changes in the time series of
graph sketches, creating a model of benign behavior and behavioral transitions. Later, at deploy-
ment time, UNICORN examines the activity of the machine being monitored and flags anomalous
behavior using the model. We evaluate UNICORN against APT attack scenarios that were simulated
by DARPA’s Transparent Computing program as well as from our own attack simulation and data
collection framework, Xanthus (Appendix A). We show that UNICORN can detect APT campaigns
with high accuracy. For example, compared to previous work [165], UNICORN significantly im-
proves precision and accuracy by 24% and 30%, respectively.

S1GL is a malware detection tool that detects anomalies in software installation caused by malware
that hides behind a seemingly legitimate software installer. It also provides explanations for those

anomalies. SIGL detects malware without placing any trust in software vendors or having any a pri-

“Data provenance and information flow is a duality. Data provenance describes dependencies; therefore,
for example, when information flows from a process to a file (e.g., due to write), provenance shows that the
file is dependent on the process. As a result, the direction of the edges in a provenance graph reflects depen-
dency, which is the opposite direction of information flow.



ori knowledge of the malware itself. Instead, it analyzes provenance graphs that describe installation-
time system behavior. SIGL’s approach is fundamentally different from that of UNICORN, because
S1GL focuses on a distinct problem domain. More specifically, while UNICORN targets APTs that
can take place at arbitrary times and through arbitrary ways, which means that UNICORN must an-
alyze activity of the entire system, SIGL can restrict its analysis to installation activity, targeting only
kernel objects that are manipulated by software installers. We call a provenance graph that describes
installation activity on a system a software installation graph (SIG). Therefore, unlike UNICORN,
which reduces high-fidelity provenance logs to lower-fidelity graph sketches (thus omitting impor-
tant contextual information about e.g., the specific processes that malware launched and the spe-
cific files that malware accessed), S1GL analyzes full provenance traces from installation activity (i.e.,
SIGs). To do so efficiently, SIGL leverages two key machine learning (ML) techniques, graph neural

networks and autoencoders.

1. Graph neural networks (GNNs): SIGL uses a graph long short-term memory network (LSTM) [197]
to analyze interactions between kernel-level objects. At a high level, graph LSTMs capture
dependencies (i.e., ancestor/descendant relationships) between nodes in a graph, taking into
account graph topology and node/edge labels. S1GL applies graph LSTM:s to SIGs, encoding
information about a process’ installation behavior (e.g., files accessed and sockets opened)
into the feature vector of the corresponding process node in the graph. In addition, S1cL
initializes an object’s feature vector using heuristics that are specific to the object’s type; for
example, on-disk files are initialized with their path information, whereas sockets are ini-
tialized with their destination IP addresses. During initialization, SIGL embeds two objects
closer in the latent space if they share type-specific features. For example, S1GL embeds two
file objects closer if they have identical parent directories, since these files likely play simi-
lar roles in the system. This embedding approach encodes semantic similarity between the

objects represented by their feature vectors, thus facilitating downstream graph learning.



2. Autoencoders: To detect anomalies in a malware-agnostic manner, SIGL leverages autoen-
coders. An autoencoder learns to reconstruct a feature vector from the vector’s compressed
representation. To do so, the autoencoder simultaneously trains an encoder and a decoder.
In S1GL, the encoder is a graph LSTM, which generates compressed representations of be-
nign process nodes. The decoder uses a neural network (i.c., a standard multilayer percep-
tron) to reconstruct the original embeddings from those representations. Since both the
encoder and the decoder are trained on benign SIGs only (from machines known to be
malware-free), it is difficult for the autoencoder to reconstruct malicious process nodes from
malware installation, because attacker-launched processes have different behavior than be-
nign processes and interact with potentially different sets of kernel objects. The autoencoder
allows SIGL to quantify the likelihood of a process being malicious by measuring the differ-

ence between the process node’s original and the reconstructed embedding.

Using a test corpus of 625 malicious installers containing real-world malware, we demonstrate

that S1GL has a detection accuracy of 96%, outperforming similar systems from both industry and
academia by up to 87% in precision and recall and 45% in accuracy. We also demonstrate that S1GL
(1) can pinpoint the processes most likely to have triggered malicious behavior, (2) works on dif-
ferent audit platforms and operating systems, and (3) is robust to training data contamination and
adversarial attack. SIGL can be used with application-specific models, even in the presence of new
software versions, as well as application-agnostic meta-models that encompass a wide range of appli-

cations and installers.

In summary, we make the following contributions:

1. We leverage kernel-level data provenance as the basis for detecting system anomalies that are

caused by APTs and malicious software installation.



2. We develop a sketch-based, compact provenance graph encoding that is able to efficiently
summarize large, dynamic provenance graphs over long time periods. This enables us to

develop anomaly detection system tailored to APT attacks.

3. We present a node featurization model to embed system entities in a provenance graph that

encodes semantic meanings of these entities.

4. We are the first to apply deep graph learning to the automatic detection of anomalies in soft-
ware installation. Our approach uses a novel autoencoder architecture layered atop a long

short-term memory network.

1.1 OVERVIEW

The organization of the remainder of this dissertation is as follows: In Chapter 2, we provide back-
ground materials on kernel-level data provenance, the types of attacks we address, and relevant de-
fensive approaches. Chapter 3 presents UNICORN in detail, and Chapter 4 presents S1GL. In Chap-
ter 5, we survey various kinds of security mechanisms empowered by kernel-level data provenance
and compare the relevant ones with the systems presented in this dissertation. Finally, in Chapter 6,
we conclude with a summary of our work and some thoughts about future work on using kernel-

level data provenance to detect system anomalies.



Background

We begin by introducing the type of data frequently used in security systems, the ways these data are
collected, and the kinds of threats against which we want to protect systems. More specifically, we
first introduce the concept of kernel-level data provenance in Section 2.1. In Section 2.2, we detail
different approaches for collecting raw provenance data. Fundamentally, the data flows of interest
are triggered by system calls. Thus, kernel-level provenance graphs can be directly constructed by

instrumenting the kernel’s system call interface [140, 166, 180] or 1ibC’s system call wrappers [29].



However, system call behavior can also be inferred, e.g., from audit logs [82] and analysis of VM-to-
hypervisor traps [157, 251] or through a reference monitor [32, 194]. Afterwards, we provide some
background information on advanced persistent threats (Section 2.3) and software supply-chain
attacks (Section 2.4), which are the attack vectors targeted by UNICORN and SIGL, respectively.
Finally, in Section 2.5, we describe intrusion detection approaches that are often deployed on host

machines to combat these attacks.

2.1 KERNEL-LEVEL DATA PROVENANCE

Digital provenance is the record of transformations applied to a digital artifact, starting from its cre-
ation, to explain the derivation history of the artifact. We can view digital provenance as a kind of
metadata that offers additional insight on the artifact it describes [219]. For example, the value of
each piece of program state, as a program executes, is dependent on some historical data flows that
are manipulated by the program’s computations. Provenance records these data flows, enabling sub-
sequent analyses to answer questions such as “What data flows influenced a particular piece of pro-
gram state?”, “How did its value evolve temporally?”, and “What other parts of program state did they
influence?”. Kernel-level data provenance, first introduced in the Lineage File System (LFS) [211]
and Provenance Aware Storage Systems (PASS) [180], is a specific type of digital provenance that
records data flows between OS-level abstractions such as processes, files, and sockets.

We can represent digital provenance as a directed graph, in which vertices represent digital objects
(such as processes and data artifacts) and edges represent relationships between them. The specific
semantics of a provenance graph are determined by the level of abstraction at which a provenance
framework sits and are constantly evolving to incorporate additional semantics required to describe
different layers of abstraction. For example, a modified SQL engine can track provenance relation-

ships between individual table rows (each represented by a node) [55]; database systems have long
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Figure 2.1: An example of a kernel-level provenance graph.

used such knowledge to trace the origins of data for query debugging and optimization [219]. At
the OS level, we extend the W3C PROV Data Model (PROV-DM) [247], which represents a prove-
nance graph using entities, activities, and agents. Entities are typically kernel data objects such as
files, messages, and packets, but they can also be xattributes, inode attributes, exec parameters, net-
work addresses, etc. Activities are typically processes that manipulate entities. Agents are persons or
organizations (e.g., users, and groups) on whose behalf the activities operate. All these elements (i.e.,
entities, activities, and agents) are nodes, connected by edges representing different types of inter-
actions. For example, Figure 2.1 is an example of a kernel-level provenance graph. It shows that an
output file was generated by a process that was associated with a user Alice and used an executable
and an input file. Kernel-level provenance graphs have proven useful in a variety of practical set-
tings. For example, they improve the reproducibility of scientific experiments, allowing researchers
to understand exactly how a computational experiment occurred in the past [57, 180]. They enable
powerful debugging tools that perform root-cause analysis for incorrect program state [38, 254].
Kernel-level data provenance has also had a major impact in the field of computer security, since

many kinds of security analyses must determine how a system-managed resource has been corrupted
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Figure 2.2: Commonly deployed introspection points for collecting kernel-level provenance data.

or used inappropriately [99].

2.2 CAPTURING KERNEL-LEVEL DATA PROVENANCE

We can capture kernel-level data provenance from several vantage points. Figure 2.2 shows four
commonly deployed introspection points. User-level approaches can track provenance data via libc
instrumentation (D) or audit log analysis ((4)). In the kernel, provenance graphs can be extracted by
wrapping top-level system call interfaces (@), or by injecting trace instrumentation deeper within

a system call’s implementation, e.g., in the hooks placed by Linux Security Modules [261] ((3)). In
the following sections, we explain each approach in more detail, surveying prior work on collecting

kernel-level data provenance.

2.2.1 USER-LEVEL SYSTEM CALL INTERPOSITIONING

The most obvious way to track system-level provenance is to record the system calls (and the system
call arguments) generated by a program. Few applications directly invoke a system call; instead, ap-

plications typically invoke a 1ibc function, which in turn issues one or more system calls. Thus, for

I0



most applications, a modified 1ibc library can track system call activity without requiring kernel
modifications (Figure 2.2 (D). For example, OPUS [29] uses the LD_PRELOAD linker option to rede-
fine application-visible symbols for 1ibc functions such as read. OPUS makes those symbols point
to OPUS wrapper code; the wrapper code logs the arguments and then invokes the actual system
call (i.e., read).

libc-interpositioning cannot track system calls that applications invoke directly. This limitation
can be problematic for security tools that try to identify anomalous system call behavior [119, 154,
158]. For example, a ROP"-exploited program [51, 206] can jump between preexisting snippets of
program code, preparing system call arguments and then directly invoking instructions such as the
x86 int or sysenter.

The application-facing libc interface is wide, containing approximately 1, 661 functions [7].
Hand-instrumenting the entire interface would be tedious, so many interposition frameworks only
wrap a subset of functions. For example, OPUS targets file system activity, instrumenting 180 libc
calls to provide coverage of 54 file-system-related system calls.

If a program uses kernel-visible threads, a provenance framework should capture thread lifecycle
events such as thread creation and destruction, as well as scheduling events such as the invocation
of synchronization primitives. Inspector [238] achieves these goals by instrumenting the pthreads
library. Inspector also uses Intel’s Processor Trace hardware to efficiently log control flows aris-
ing from branch instructions and cross-thread data dependencies arising from loads and stores to

thread-shared memory.

2.2.2 KERNEL-LEVEL SYSTEM CALL LOGGING

As shown in Figure 2.2 ), system call invocations can be tracked within the kernel itself. For exam-

ple, a provenance system can make the system call table point to wrapper functions; each wrapper

“ROP stands for return-oriented programming.
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function logs the arguments for the associated system call and then jumps to the traditional entry
point for the system call. Alternatively, a provenance system can replace the first instruction in each
system call handler with a breakpoint instruction (e.g., int3 on x86) [166]. In this approach, the
provenance framework configures the hardware to vector control to provenance tracing code upon
hitting a breakpoint. That code logs the necessary provenance information before transferring con-
trol to the normal system call handler.

PASS [180], Flogger [140], S2Logger [227], and Progger [141] all leverage kernel-level system
call interpositioning. However, system call interpositioning is known to be problematic for au-
diting purposes, because it introduces exploitable concurrency vulnerabilities that lead to audit
bypass [258]. For example, system call wrappers and the kernel (i.c., system call implementation)
independently copy system call arguments that are referenced by pointers. A race window exists
in-between the two separate copy operations, which allows the attacker to modify system call argu-
ments so that the audit trail diverges from the actual execution. Therefore, system call interposition-
ing is not recommended as a basis for security mechanisms [258].

A hypervisor may want to create provenance graphs for activity in guest VMs. Conveniently, a
virtualization platform already requires the ability to vector control to the hypervisor when guest
code invokes a system call [16]. Thus, a hypervisor can instrument its own system-call-handling
code to generate provenance graphs [157]. However, similar concurrency-related vulnerabilities may

arise.

2.2.3 LOW-LEVEL TRACING USING REFERENCE MONITORS

From the perspective of user-level code, the system call interface hides the details of a kernel’s im-
plementation. However, those implementation details may be important for the reconstruction
of provenance flows. For example, in a Unix-derived OS, a variety of low-level system resources are

named via integer file descriptors. System calls such as open or accept return file descriptors to user-
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level code; internally, the kernel allocates specific data structures (e.g., file objects or socket objects)
that implement the functionality associated with a file descriptor (fd). Later, when user-level code
invokes a system call such as read(fd, ---)orwrite(fd, ---), the kernel uses an fd to locate the
relevant in-kernel object and invoke the object’s interfaces to handle the call. In turn, the object’s
interfaces may read and write a variety of additional kernel structures such as dentry nodes (which
manage file system directories) or sk_buffs (which contain metadata for network packets).

All of this activity is hidden from a provenance framework that introspects at the system call
layer. At best, such a provenance framework can try to infer low-level activity from the user-facing
semantics of the system call interface. However, lack of visibility into kernel behavior can lead to a
variety of problems. For example, consider user-level code that invokes open(“some/path/name”,

-+ +). When the kernel receives the user-specified file path, the kernel translates that string into
kernel-level objects such as direntries and inodes. The kernel performs critical security checks

on those kernel objects, not on the user-specified path string. A system-call-level provenance frame-
work can try to infer what these objects will be; however, the inference is susceptible to time-of-
check/time-of-use races due to concurrent file system operations affecting “some/path/name” [117].
Further, kernel objects may be referenced through several names (e.g., different paths pointing to
the same underlying object). This is difficult to infer efficiently without access to the internal logic
of the kernel.

To avoid these problems, a provenance framework can use an zn-kernel reference monitor to ob-
serve system behavior. In-kernel monitors sit beneath the system call layer, interposing directly on
kernel object interfaces (Figure 2.2 (3)). From this low-level vantage point, a provenance framework
can track fine-grained data flows involving both user-facing abstractions such as file descriptors and
kernel-hidden structures such as inodes. Such low-level provenance is particularly useful for secu-
rity analyses that require knowledge of what a kernel is actually doing, not just which system calls a

user-mode process has issued [32, 99, 136, 155]. Moreover, reference monitors do not suffer from
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the same concurrency vulnerabilities as system call wrappers [257], because they use the same object
copies as the system call. Reference monitors also lock relevant kernel states when security policies
are being enforced or when provenance records are being made.

The best-known in-kernel reference monitor is Linux Security Modules (LSM) [68, 78, 261].
LSM provides a variety of “hook points” in the kernel code paths that manipulate sensitive objects.
An LSM kernel module defines hook callbacks that dynamically inspect the relevant kernel objects
and reject the attempted kernel operations if necessary. LSM is used by Linux hardening systems
such as SELinux [220] and AppArmor [91] to implement Mandatory Access Control. LSM hooks

are also used by provenance tracers such as Hi-Fi [200], LPM [32], and CamFlow [194].

2.2.4 AUDIT-BASED CAPTURE

Many operating systems provide in-kernel support for event logging (Figure 2.2 (3)). For exam-
ple, Windows natively logs OS-level events such as context switches and packet arrivals [192]. This
event tracing facility is leveraged by Microsoft-provided diagnostic tools such as Resource Moni-
tor [5] and Windows Performance Analyzer [8]. Provenance capture tools such as SPADE [82] also
use Windows event tracing infrastructure to create kernel-level provenance graphs. Unfortunately,
when Windows creates an event, it records the relevant process ID but does not include additional
context about the process (e.g., the executable name and the command-line arguments). Thus, tools
(such as SPADE [82]) must use the Windows Management Instrumentation API [148] to retrieve
this context information.

The incomplete nature of kernel-provided audit data is not unique to Windows. Android,
Linux, and macOS all support Windows-style auditing frameworks, but on each platform, kernel-
generated event traces must be supplemented with additional information to build semantically-

complete system-level traces. One reason is that in-kernel auditing mechanisms were designed to
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Figure 2.3: Mandiant’s Targeted Attack Lifecycle framework.

comply with CAPP [186] and LSPP [187], two specifications’ that define the minimum amount
of audit data that must be collected by a “secure” OS. Unfortunately, traces that are CAPP/LSPP-
compliant only capture a subset of the information needed to reconstruct high-fidelity system-level
provenance.

Despite the shortcomings, audit-based provenance collectors are popular, because they require no
modifications to kernel code or user code. Besides SPADE, a number of systems, such as Holmes [177],
NoDoze [106], SLEUTH [110], and Winnower [107] collect audit-based provenance data to per-

form security analysis.

2.3 ADVANCED PERSISTENT THREATS

An advanced persistent threat (APT) is a targeted attack, frequently involving nation-state actors,
towards government or other large organizations that takes place over a long timescale. The goal of
an APT is to gain control of a specific network of systems, typically to exfiltrate, encrypt, or even
destroy confidential and mission-critical data, while remaining undetected for an extended period

of time (weeks or even months). Real-world APTs have stolen hundreds of terabytes of sensitive

"Both CAPP and LSPP are international standards defined as part of the Common Criteria for Informa-
tion Technology Security Evaluation (CC), in which 31 countries participate.

IS5



data from companies and organizations spanning a variety of industries, including I'T, aerospace,
financial services, and healthcare [75].

The cybersecurity firm Mandiant, who released the first APT report implicating China in cyber-
espionage [161], decomposes an APT’s lifecycle into seven stages (Figure 2.3) to model attack be-
haviors. In the first initial compromise stage, APT actors commonly leverage social engineering
(such as spear phishing), which targets individual users within an organization’s network that the at-
tackers plan to penetrate. For example, the attackers may send victim users spear phishing messages
that contain a malicious attachment, a link to a malicious file, or a link to a malicious website [161].
APT attackers then use backdoors to establish a foothold that maintains access to and control of one
or more systems within the victim organization’s network. A backdoor is a type of malware that
typically establishes an outbound connection from the victim network to an attacker-controlled ma-
chine, providing illegal access to a system through e.g., a command shell or graphical user interface.
To escalate privileges, the attackers usually attempt to obtain usernames and passwords from victim
systems, which allow access to more resources within the victim environment. There exist a number
of publicly available tools that “dump” password hashes from a computer and “crack” those hashes
to obtain legitimate account passwords [161]. APT actors collect information about the internal
network of a victim organization and identify data of interest (e.g., sensitive documents or the con-
tents of user email accounts) in the internal reconnaissance stage. When victim systems that were
initially compromised do not contain data of interest, the attackers move laterally within the victim
network to other systems that contain such data. Internal reconnaissance makes lateral movement
easier since the attackers have already obtained user credentials. To ensure continued control over
important victim systems, the attackers often install additional backdoors and other malware in the
maintain presence stage. The attackers may even leverage other methods of access that do not in-
volve backdoors, such as the use of valid VPN credentials to masquerade as legitimate users [161].

This stage makes it difficult for the victim organization to identify and remove all access points and
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malicious presence of the attackers. Finally, once the attackers discover data of interest, they can
steal data by transferring them out of the victim network through e.g., FTP, existing backdoors,
or custom file transfer tools [161]. The attackers can also destroy mission-critical data or encrypt
data for extortion. APTs often use zero-day vulnerabilities or malware, which are attacks that are

unknown a priori to security experts [37], in various stages of the attack lifecycle.

2.4 SOFTWARE SUPPLY CHAIN ATTACKS

Software supply-chain attacks corrupt legitimate supply channels of trusted software vendors to
distribute malware. Modern software systems almost always use third-party APIs, open-source
projects, proprietary code, or other oft-the-shelf components. These dependencies expand the at-
tack surface of an organization that deploys such a software system, making the organization vulner-
able even if the organization hardens its own software components. According to GitHub’s State
of the Octoverse survey [84], a software project today has on average over 200 dependencies. The
attackers can target the “weakest link,” e.g., the least secure software supplier, so that any software
system that depends on that compromised vendor is compromised as well. The chain of compro-
mise grows as the chain of dependency grows; eventually, all downstream systems get infected from
an infected upstream dependency. Apart from this type of upstream server attacks, supply-chain at-
tacks can take other forms too. For example, a midstream attack targets intermediary components
such as software development tools. A dependency confusion artack manipulates open-source ecosys-
tems (e.g., public repositories such as PyPI and Gem) to create a false dependency with the same
name as that of a legitimate dependency; during software build, the attack tricks the build system to
pull the malicious dependency instead of the actual one.

Supply-chain attacks are on the rise by 430% [222] in 2020. In fact, supply-chain attacks have

even been used in state-sponsored, high-impact APT attacks to penetrate systems in large organiza-
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tions and establish footholds [163].

2.5 HoOST-BASED INTRUSION DETECTION

Host-based intrusion detection systems (IDSes) * monitor a system’s run-time activity, using e.g.,
audit logs produced by the host machine, to identify attacks. One important (and earliest) infor-
mation source for analyzing system activity is system call sequences [76]. Host-based IDSes use
run-time system call information to (1) detect known attack signatures (i.e., signature-based detec-
tion [126]), (2) verify conformation to system specifications or rules (i.e., specification- or rule-based
detection [139]), or (3) learn benign behavioral patterns and quantify deviations from normality
(i.e., anomaly-based detection [76]). To improve detection accuracy, in addition to system call se-
quences, host-based IDSes also inspect contextual information, such as system call parameters [158],
call stacks [73], and control flow [212], either at run time or from static analysis [154, 218].
Signature-based approaches excel at identifying known exploits, because attack signatures are
directly extracted from those exploits. Moreover, it is relatively straightforward to explain detection,
since a matched signature typically corresponds to a specific attack activity. On the other hand,
rule-based tools capture discrepancies from specifications of normal system behavior; therefore,
these tools are better suited for identifying zero-day exploits (since they most likely do not adhere to
specifications). However, detection accuracy depends largely on the quality of specifications, which
can be difficult to define. In contrast, anomaly-based intrusion detection uncovers malicious activity
without a priori attack knowledge or manual effort to define high-quality specifications. Instead,
an anomaly detector learns a model of benign system behavior during the training stage and uses

the learned model to detect large deviations that suggest attacks during an actual deployment (i.c.,

A different type of IDSes, called network-based intrusion detection systems, operates on network sensors,
inspecting network packets to identify potential threats. We do not discuss network-based IDSes since they
are tangential to the topics in this dissertation.
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the test stage). However, to achieve low false-positive and low false-negative results, anomaly-based
intrusion detection systems often require extensive training and fine-tuning. It is also difficult to

interpret the alerts and understand the nature of an attack.

2.6 SUMMARY

Kernel-level data provenance is the backbone of the two security systems, UNICORN and SIGL, that
we present in the following two chapters. As we see in these chapters, unlike traditional approaches
to combating APTs and software supply-chain attacks, UNICORN and S1GL design novel anomaly-

based detection mechanisms, using provenance data collected from different vantage points and OS

platforms, to provide effective protection.
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1t’s no use going back to yesterday, becanse I was a

different person then.

— Lewis Carroll, Alice’s Adventurers in Wonderland

UNICORN: Runtime Provenance-Based

Detector for Advanced Persistent Threats

We now present UNICORN, an anomaly-based intrusion detection system (IDS) that eftectively
leverages data provenance analysis to detect advanced persistent threats (APTs). APTs are difficult
to detect due to their “low-and-slow” attack patterns and frequent use of zero-day exploits. From

modeling to detection, UNICORN tailors its design specifically for the unique characteristics of
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APTs. Through extensive, yet time-efficient, graph analysis, UNICORN explores provenance graphs
that provide rich contextual and historical information to identify stealthy anomalous activities
without pre-defined attack signatures. Using a graph sketching technique, UNICORN summarizes
long-running system execution with space efficiency to combat slow-acting attacks that take place
over a long time span. UNICORN further improves its detection capability using a novel model-

ing approach to understand long-term behavior as the system evolves. Our evaluation shows that
UNICORN outperforms an existing state-of-the-art APT detection system and detects real-life APT

scenarios with high accuracy.

3.1 INTRODUCTION

As discussed in Section 2.3, advanced persistent threats (APTs), like many other types of attacks,
often rely on zero-day exploits [230, 245] to gain a foothold in the victim system, However, the
long timescale over which such attacks take place makes them fundamentally different from more
conventional attacks.

As such, traditional detection systems are not well-suited to APTs. For example, detectors de-
pendent on malware signatures are blind to attacks that exploit new vulnerabilities [37]. Anomaly-
based systems (Section 2.5) typically analyze series of system calls [221] and log-adjacent system
events [266], but most of them [73, 158, 182, 212] have difficulty modeling long-term behavior
patterns. Further, they are susceptible to evasion techniques, because they typically inspect only
short sequences of system calls and events. Systems that attempt to capture long-term program be-
havior [217] limit their analysis to event co-occurrence to avoid high computational and memory
overheads.

More recent work [31, 36, 165, 177] suggests that kernel-level data provenance might be a better

data source for APT detection. As discussed in detail in Section 2.1, kernel-level data provenance
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represents system execution as a directed acyclic graph (DAG) that describes causal dependencies
between system subjects (e.g., processes) and objects (e.g., files and sockets). It connects causally-
related events in the graph, even when those events are separated by a long time period. Thus, even
though systems under APT attack usually behave similarly to unattacked systems, the richer contex-
tual information in provenance allows for better separation of benign and malicious events [106].

However, leveraging kernel-level data provenance to perform run-time APT analysis is difficult.
Provenance graph analysis is computationally demanding, because the graph size grows continu-
ously as APTs slowly penetrate a system. The necessary contextual analysis, which requires large
graph components, makes the task even more challenging. One approach to provenance-based APT
detection [177] uses simple edge-matching rules based on prior attack knowledge, but this makes
it difficult to detect new classes of APTs [31]. Provenance-based anomaly detection systems rely
on graph neighborhood exploration to understand normal behavior through either static [99] or
dynamic [165] models. However, practical computational constraints limit the scope of the contex-
tual analysis that is feasible. Thus, current systems suffer from some combination of the following
three problems: 1) static models cannot capture long term system behavior, 2) the low-and-slow
APT attack strategy can gradually poison dynamic models, and 3) detection approaches that require
in-memory computation [165] scale poorly in the presence of long-running attacks.

UNICORN, a provenance-based anomaly detector capable of detecting APTs, addresses these chal-
lenges. UNICORN uses graph sketching to build an incrementally updatable, fixed size, longitudinal
graph data structure that enables efficient computation of graph statistics [71]. This longitudi-
nal nature of the structure permits extensive graph exploration, which allows UNICORN to track
stealthy intrusions. The fixed size and incrementally updatable graph data structure obviates the
need for an in-memory representation of the provenance graph, so UNICORN is scalable with low
computational and storage overheads. It can succinctly track a machine’s entire provenance history

from boot to shutdown. UNICORN directly models a system’s evolving behavior during training,
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but it does not update models afterward, preventing an attacker from poisoning the model.

In summary, we make the following contributions:

3.2

We present a provenance-based anomaly detection system tailored to APT attacks.

We introduce a novel sketch-based, time-weighted provenance encoding that is compact and

able to usefully summarize provenance graphs over long time periods.

We evaluate UNICORN against both simulated and real-life APT attack scenarios. We show
that UNICORN can detect APT campaigns with high accuracy. Compared to previous work,

UNICORN significantly improves precision and accuracy by 24% and 30%, respectively.

We provide an open source implementation.

PROBLEM STATEMENT

Prior research [31, 165, 177] explored the use of data provenance for APT detection. However,

these approaches all suffer from some combination of the following limitations:

©

@2

Pre-defined edge-matching rules are overly sensitive and make it difficult to detect zero-day

exploits common in APTs [177].

Constrained provenance graph exploration provides only limited understanding of infor-
mation context critical to detect low-profile anomalies. For example, graph exploration

is limited to small graph neighborhoods, single node/edge attributes, and truncated sub-
graphs [31, 99, 165].

System behavior models fail to cater to the unique characteristics of APT attacks. Static
models cannot capture dynamic behavior of long-running systems [99], while dynamic mod-

eling during run-time risks poisoning from the attackers [165].
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@: Provenance graphs are stored and analyzed only in memory, sacrificing long-term scalabil-
ity [165, 177].

UNICORN addresses those issues. We formalize the system-wide intrusion detection problem in
APT campaigns as a real-time graph-based anomaly detection problem on large, attributed, stream-
ing whole-system provenance graphs. At any point in time, the entirety of a provenance graph,
captured from system boot to its current state is compared against a behavior model consisting of
known good provenance graphs. The system is considered under attack if its provenance graph devi-

ates significantly from the model. For APT detection, an ideal provenance-based IDS must:

* Continuously analyze provenance graphs with space and time efficiency while taking full

advantage of rich information content provided by whole-system provenance graphs;

* Take into consideration the entire duration of system execution without making assump-

tions of attack behavior;

* Learn only normal system behavior changes but not those directed by the attackers.

3.3 THREAT MODEL

We assume APT scenarios for host intrusion detection: an attacker illegitimately gains access to
a system and plans to remain there for an extended period of time without being detected. The at-
tacker may conduct the attack in several phases and use a variety of techniques during each phase [269].
The goal of UNICORN is to detect such attacks at any stage by interpreting the kernel-level data
provenance generated by the host. We assume that, prior to the attack, UNICORN thoroughly ob-
serves the host system during normal operation and that no attacks arise during this initial modeling
period.

The integrity of the data collection framework is central to UNICORN’s correctness. We use Cam-

Flow [194] as the reference implementation throughout this chapter, although there exist other
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provenance implementations; for example, in Section 3.6, we show that UNICORN works seamlessly
with other capture mechanisms as well. As mentioned in Section 2..2.3, CamFlow adopts the Linux
Security Modules (LSM) framework [261], which is the Linux reference monitor implementation,
to ensure high-quality, reliable recording of information flows among data objects [83, 195]. We as-
sume that LSM correctly provides reference monitor guarantees [22] for CamFlow. Specifically, we
assume that LSM integrity is provided via an attested boot sequence [32]. We make similar integrity
assumptions for other data collection frameworks. UNICORN can further safeguard its data source
by streaming it across the network. While we primarily envision UNICORN as an endpoint security
monitor, UNICORN’s ability to stream provenance data enables oft-host intrusion detectors that are
not co-located with a potentially compromised machine.

For the remainder of this chapter, we also assume the correctness of the kernel, the provenance

data, and the analysis engine.

3.4 DESIGN

UNICORN is a host-based intrusion detection system capable of simultaneously detecting intrusions
on a collection of networked hosts. We begin with a brief overview of UNICORN and then follow
with a detailed discussion of each system component in the following sections. Figure 3.1 illustrates
UNICORN’s processing pipeline.

® Takes as input a labeled, streaming provenance graph.

UNICORN accepts a stream of attributed edges produced by a provenance capture system running
on one or more networked hosts. By default, UNICORN uses CamFlow [194] as its provenance cap-
ture mechanism. Provenance systems construct a single, whole-system provenance DAG with a
partial-order guarantee, which allows for efficient streaming computation (Section 3.4.2) and fully

contextualized analysis (@) We present UNICORN using CamFlow, although it can obtain prove-
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Figure 3.1: Unicorn (D takes a streaming provenance graph, @ periodically summarizes graph features into histograms,

and then @) creates fixed-size graph sketches. The resulting clustering-based model @ captures the dynamics of system
execution. During deployment, graph sketches are created through the same steps (D, @ and B)) and then compared
against the model in @.

nance from other systems, such as LPM [32] and Spade [82], the latter of which interoperates with
commodity audit systems such as Linux Audit and Windows ETW.

@ Builds at runtime an in-memory histogram.

UNICORN efficiently constructs a streaming graph histogram, in which each histogram element

(or “bucket”) counts a unique graph neighborhood of a given size, taking into consideration the
heterogeneous label(s) attached to the vertices and edges within the neighborhood, as well as the
temporal order of those edges. As new edges arrive in the graph data stream, UNICORN updates the
counts of existing histogram buckets and/or includes additional buckets if UNICORN discovers new
graph neighborhoods. Each neighborhood describes causal relationships between system entities
providing execution context, while the graph histogram as a whole represents the entire history of
system execution. This is UNICORN’s first step in building an efficient data structure that facilitates
contextualized graph analysis (@)

To adapt to expected behavioral changes during the course of normal system execution, which

26



is essential given that we must monitor the system to detect “slow” APT attacks that could span a
long period of time, UNICORN periodically discounts the influence of histogram elements that have
no causal relationships with recent events (@) Slowly “forgetting” irrelevant past events allows
UNICORN to effectively model meta-states (Section 3.4.4) throughout system uptime (e.g., system
boot, initialization, serving requests, failure modes, etc.). However, it does not mean that UNICORN
forgets informative execution history; rather, UNICORN uses information flow dependencies in the
graph to keep up-to-date important, relevant context information. Attackers can slowly penetrate
the victim system in an APT attack, hoping that a time-based IDS eventually forgets this initial
attack, but they cannot break the information flow dependencies that are essential to the success of
the attack [177].

3) Periodically, computes a fixed-size graph sketch.

In a pure streaming environment, the number of unique histogram elements can grow arbitrarily
large as UNICORN summarizes the entire provenance graph. This variation in size makes it chal-
lenging to efficiently compute similarity between two histograms and impractical to design algo-
rithms for later modeling and detection. UNICORN employs a similarity-preserving hashing tech-
nique [270] to transform the histogram to a graph sketch [18]. The graph sketch is incrementally
maintainable, meaning that UNICORN does not need to keep the entire provenance graph in mem-
oryj its size is constant (@) Additionally, graph sketches preserve normalized min-max similar-

ity [121] between two graph histograms. This distance-preserving property is particularly important
to the clustering algorithm in our later analysis, which is based on the same graph similarity metric.
@ Clusters sketches into a model.

UNICORN builds a normal system execution model and identifies abnormal activities without a
priori attack knowledge () However, unlike traditional clustering approaches, UNICORN takes
advantage of its streaming capability to generate models that are evolutionary. The model captures

behavioral changes within a single execution by clustering system activities at various stages of its
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execution, but UNICORN does not modify models dynamically during runtime when the attacker
may be subverting the system. It is therefore more suitable for long-running systems under potential

APT attacks.

3.4.1 PROVENANCE GRAPH

UNICORN compares two system executions based on the similarity between their corresponding
provenance graphs. UNICORN always considers the entire provenance graph to detect long-running
attacks. There exist many graph similarity measures, but many approaches (e.g., graph isomor-
phism) are too restrictive (i.e., require two graphs to be exactly or largely identical) [215], because
even normal executions often produce slightly different provenance graphs. Kernel-level prove-
nance graphs can also grow large quickly [194], so NP-complete [80, 190] and even polynomial
algorithms [142, 246] are too computationally expensive for streaming settings. As we show in the

following sections, UNICORN’s graph similarity algorithm does not exhibit these problems.

3.4.2 CONSTRUCTING GRAPH HISTOGRAMS

Our goal is to efficiently compare provenance graphs while tolerating minor variations in normal

executions. The two criteria we have for an algorithm are:
* The representation should take into account long-term causal relationships.

¢ We must be able to implement the algorithm on the real-time streaming graph data so that

we can thwart intrusions when they happen (not merely detect them).

We adapt a linear-time, fast Weisfeiler-Lehman (WL) subtree graph kernel * algorithm based on

the one-dimensional WL test of isomorphism [259]. The WL test of isomorphism and its subtree

“An algorithm that builds a graph data structure is called a graph kernel, which is an overloaded term that
also refers to functions that compare the similarity between two graphs. We adopt the second definition here.

2.8



kernel variation [215] are known for their discriminative power for a broad class of graphs, beyond
many state-of-the-art graph learning algorithms (e.g., some graph neural networks [97, 265]).

Our use of the WL subtree graph kernel hinges on our ability to construct a histogram of ver-
tices that captures the graph structure surrounding each vertex. We bin vertices according to aug-
mented vertex labels that describe fully the R-hop neighborhood of the vertex. We construct these
augmented vertex labels by iterative label propagation; we provide an intuitive description here and
a more formal one below. For simplicity of exposition, assume we have an entire static graph. A
single relabeling step takes as input a vertex label, the labels of all its incoming edges, and the la-
bels of the source vertices of all those edges. It then outputs a new label for the vertex representing
the aggregation of all the input labels. We repeat this process for every vertex, and then repeat the
entire procedure R times to construct labels describing an R-hop neighborhood. Once we have con-
structed augmented vertex labels for every vertex in the graph, we create a histogram whose buckets
correspond to these labels. The WL test of isomorphism compares two graphs based on these aug-
mented vertex labels; two graphs are similar if they have similar distributions across similar sets of
labels.

Algorithm 1 presents the algorithm more formally. We define a static graph G as a s-tuple,

(V.E,F°,7°,C)

where Vis the set of vertices, £ is the set of directed edges, i.c.,e = (#,v) € Eand (#,v) # (v,u)
Yu,o € V.F" : V — Xisafunction that assigns labels from an alphabet X to each vertex in
the graph, and similarly, ¢ : £ — ¥ assigns labels from an alphabet ¥ to each edge. C is a func-
tion that records the timestamp of each edge. In line 1, R is the number of neighborhood hops that
each vertex explores to generate histogram elements. UNICORN creates a histogram representation

of an entire graph by examining rooted subtrees around every vertex in the graph. By considering
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Algorithm 1: Graph Histogram Generation

Input :G=(V,E,¥°,F°C),R
Output: Histogram
1 for7i < 0toRdo

2 foreachv € VV'do
3 M — {}
4 if 7 == 0 then
5 lo(v) « F(v)
6 sy < lo(v)
” continue to the nextv € V/
8 else if 7 == 1 then
9 s < {}
10 foreach ¢ € In(v) do
I w <— Source(e)
12 M — M+{F“(e) :: lp(w)}
13 T(w) «— C(e)
14 1S — TS+ {T(w)}
1s T(v) « Min(T5)
16 else
17 TS « {}
18 foreach w € N (v) do
19 M — M+ {l;1(w)}
20 TS — TS+ {T(w)}
21 T(w) « Min(TS)
22 Sort (/M) based on timestamps 7(w), Vw whose label is included in A4
23 sy < L;_1(v) + Concat (M)
24 foreachv € VV'do
25 1(v) < Hash(s,)
26 if /;(v) ¢ Hthen H[/;(v)] « 1
27 else H[/;(v)] « H[/;:(v)] +1

such non-linear substructures, in addition to the attributes of each vertex/edge, UNICORN preserves
structural equivalence of provenance graphs, which has been demonstrated to outperform linear
approaches such as random walk [184]. A1 is a list of neighboring vertex and/or edge labels of a ver-

tex v and /;(v) is the label (i.e., histogram element) of the vertex v in the " iteration (or the -hop
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neighborhood, where the 0-hop neighborhood is the vertex itself). 75 'is a list of timestamps of the
neighboring vertices. In line 1o, the function In(v) returns all the incoming edges of the vertex v
and the function Source(e) in line 11 returns the source vertex of the edge e. 7 records the times-
tamp of each vertex v. Inline 18, N(v) = {w | (w,v) € E} is the set of vertices to which v is
connected by an in-coming edge. Other functions, such as Min, have self-explanatory names.

Our goal is to construct histograms where each element of the histogram corresponds to a unique
vertex label, which captures the vertex’s R-step in-coming neighborhood. Labels capture informa-
tion about the edges in the neighborhood and the identities of the vertices in that neighborhood,
including complex contextual information that reveals causal relationships among objects, subjects,
and activities [184]. We bootstrap the labels as follows: each vertex begins with its own initial la-
bel. We then incorporate 1-hop neighbors by adding the labels of the incoming edges and the initial
vertex labels of the sources of those edges. After this bootstrapping process, every vertex label now
represents both vertex and edge labels so that, as we expand to increasingly large neighborhoods,
we need to only add labels for the sources of all the incoming edges (since those labels already in-
corporate edge labels from their incoming edges). We sort all the labels by the timestamp of their
corresponding edge, respecting the sequence of events in the system, and then hash the label list to
facilitate fast lookup and bookkeeping. Some vertices/edges may have multiple labels, but the same

hashing trick permits multi-label computation at negligible cost.

STREAMING VARIANT AND COMPLEXITY

In a streaming environment, we run Algorithm 1 only on newly-arriving vertices and on vertices
whose incoming neighborhood is affected by new edges. In provenance graphs that use multiple
vertices per provenance entity or activity to represent different versions or states of the correspond-
ing object [180], we need to compute or update on/y the neighborhood of the destination vertex

for each new edge, because all incoming edges to a vertex arrive before any outgoing ones [195].
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Figure 3.2: A simple, abstracted provenance graph where dotted edges arrive after all solid edges have been processed
and dotted vertices are newly-arrived. If the provenance graph observes partial ordering, edge 1 must arrive before edge
2 and only the local structures of vertex £ and F'need to be computed. However, in a provenance graph where partial
ordering is not observed, we can encounter edge 3 and 4 and the newly-arrived vertex G (in dotted red) after the solid
edges. In such a case, with R = 2, we need to update both vertex C and E (descendants of D) for edge 3 and vertex C,
D, and E (descendants of G) for edge 4.

UNICORN takes advantage of this partial ordering to minimize computation (Figure 3.2), which
is particularly important during exploration of large neighborhoods. Our implementation (Sec-
tion 3.5) further reduces computation using batch processing. Consequently, the practical runtime
complexity of the streaming variant of Algorithm 1 is approximately equivalent to that of the origi-
nal 1-dimensional Weisfeiler-Lehman algorithm [215]: using R-hop neighborhoods, the complexity
is O(R|E|). Therefore, R determines the tradeoff between computational efficiency and expressive-

ness of the resulting graph representation.
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DiscouNTING HisTOGRAM ELEMENTS FOR CONCEPT DRIFT

In APT scenarios, the long duration of a potential attack suggests that a good model must include
the system’s long-term behavior. However, system behavior often changes over time, which results
in changes in the underlying statistical properties of the streaming provenance graph. This phe-
nomenon is referred to as concept drift [241].

UNICORN accounts for such changes in system behavior through the use of exponential weight
decay [138] on histogram element counts to gradually forget outdated data. It assigns weights that
are inversely proportional to the age of the data [143]. For each element 4 in the histogram H, as a
new data item x; (i.c., a hashed label /;(v) from Algorithm 1 line 25) streams in at time #, instead of

counting /1), as:

H), = Z Ve=p
t

UNICORN discounts the influence of existing data according to their age:

L,= Z w,ly =
t

where 1,,,, is an indicator function that returns 1 when cond is true and 0 otherwise, and w, =
¢ * UNICORN increments ¢ monotonically with the number of edges added to the graph. From

now on, we use L instead of A to denote weighted histograms (Table 3.1).

APPLICABILITY IN INTRUSION DETECTION SCENARIOS

The gradually forgetting approach helps UNICORN focus on the current dynamics of system ex-
ecution (i.c., the most recent part of the provenance graph), as well as any parts of the graph that

are causally related to the current execution (based on the path length), while maintaining fading
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“memory” of the past, the rate of which is controlled by the weight decay factor 1. Notably, regard-
less of how temporally distant an event has occurred from the current state of system execution, if
it is causally related to a current object/activity, as reflected by the information flow dependencies
through provenance graph edges, that event and its surrounding neighborhood will contribute to
the histogram without discount. Therefore, provenance graphs ensure that relevant contextual in-
formation remains in the analysis regardless of time. In Section 3.4.4, we discuss how UNICORN
models a system’s evolutionary behavior by incorporating system behavior at various stages of the

execution. As a result, the model itself contains the entire history of system execution.

With the graph histogram efficiently summarizing the entire provenance graph as it streams, taking
into account contextual information and normal behavior changes, we can now compare similarity

between two provenance graphs based on graph histograms.

3.4.3 GENERATING GRAPH SKETCHES

The graph histogram is a simple vector space graph statistic that describes system execution. How-
ever, unlike traditional histogram-based similarity analysis [28, 47, 271], UNICORN constantly up-
dates the histogram as new edges arrive. Measuring the similarity between streaming histograms is
challenging, because the number of histogram elements is not known « przori and changes contin-
uously. Moreover, we should measure the similarity based on the underlying dzstribution of graph
features, instead of absolute counts. However, many existing machine learning [64, 108] and data
mining [70, 102] techniques applicable to modeling system behavior from graph histograms require
fixed-length numerical vectors.

One naive solution is to enumerate all possible histogram elements beforehand, e.g., through
combinatorial enumeration and manual feature engineering. However, given a potentially large

number of vertex and edge labels, exacerbated by the multi-label nature of the graph and a possibly
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large number of neighborhood iterations, the resulting histogram will be sparse and thus problem-
atic in terms of space and time complexity. Alternatively, manual feature engineering might reduce
the size of the histogram, but it is time-consuming and inevitably requires arbitrary handling of
unseen histogram elements.

We instead use locality sensitive hashing [114], also called similarity-preserving data sketch-
ing [256], which is commonly used in classifying [17] and filtering [26] high-cardinality data streams.
UnN1corN employs HistoSketch [270], an approach based on consistent weighted sampling [160],
that efficiently maintains compact and fixed-size sketches for streaming histograms. HistoSketch
is a constant time algorithm, so it is fast enough to support real-time streaming analysis on rapidly
growing provenance graphs. It also unbiasedly approximates histograms based on their normalized,
generalized min-max similarity [262]. Min-max similarity [58] has been successfully applied in a
variety of machine-learning-based real-world problems, such as document analysis [216], malware
classification [202], and malware detection [66]. In the remainder of this section, we first introduce
notation and some basic concepts and then present the HistoSketch algorithm. For proof of cor-

rectness of the algorithm, we refer interested readers to the original work by Yang et al. [270].

NoTATION AND BAsic CONCEPTS

¢ = Setofhistogram elements

h £ Histogramelement: b € ¢

L 2 Cumulative, weighted histogram count vector: L € R'jlo
L, % Count of histogram element »

A £ Weight decay factor

w; = Exponential decay weight: w, = e

S = Sketch of histogram vector L: |S| < |¢| and is fixed

Table 3.1: Notation.
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Table 3.1 presents the notation we use in the rest of this section. Similarity-preserving data
sketching, or locality sensitive hashing (LSH), allows us to efficiently compute the similarity be-
tween two graphs by projecting their high-dimensional histogram representations to a low-dimensional
space while preserving their similarity [270].

Formally, we define LSH as follows (adopted from Charikar [48]):
Definition 1 A locality sensitive hashing scheme is a distribution on a family F of bash functions op-

erating on a collection of objects, such that for two objects m, n,

Pyeglh(m) = b(n)] = sim(m, n)

where sim(m, n) is some similarity function defined on the collection of objects.

HistoSketch [270] uses normalized min-max similarity to measure the similarity between two

histogram vectors:

Definition 2

i - Y e min(He, HY)
’ Y pes max(FHe, HY)

Zngl

hee

> e

hee

. a
SIMnin—max (H

where the superscript a, b denotes the identity of a histogram.

SKETCH CREATION

HistoSketch uses a variation of consistent weighted sampling that takes as input positive real num-
bers to generate fixed-size sketches [151]. The size of the sketch S| controls the tradeoffs between

information loss and computation efficiency for real-time detection (Section 3.6).
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Algorithm 2: Creating Graph Sketch Using HistoSketch.

Input : Histogram L, 7, ¢, 8

Output: Sketch S and the corresponding hash values 4
forj < 1to|S| do

2 foreach » € ¢do

-

3 Inj = exp(logly, — Vh»ﬁgh,j)
P A
+ Ahj = 5y jep(ry)

s S; = argminpe.aj J

6 A;= Minpecd,

To generate one sketch element S, we first draw three random variables for each / € ¢:

7pj ~ Gamma(2,1)
¢y ~ Gamma(2,1)

ﬂh,j ~ Uniform(0, 1)

and then follow the steps in Algorithm 2. 7, ¢, and £ are fixed for each element in . For each 7, the
sketch element §; is the element  in ¢ whose hashed value 4, ; is the minimum among all hashed

values 4, js for all bs in e.

SkETCH UPDATE

HistoSketch makes it possible to quickly update the sketch as new data arrives. At time # + 1, it
incrementally updates the sketch S(# + 1) based on the weighted histogram Z, the previous sketch
S(#) and its corresponding hash values 4(#), the new data item x;,1, and the weight decay factor 1.

Algorithm 3 describes this process in detail.
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Algorithm 3: Updating Graph Sketch.

Input :L,S5(2), A(2), %041, 1
Output: New sketch S(# + 1) and the corresponding hash values 4(z + 1)
1 foreach ) € ¢do

2 | Ly=Ly¢) -t

3 /* exponential decay */
4 forj < 1to S| do

5 ifxg €cthenl, =L, +1

6 else

7 ¢=e+ {1}

8 L, =1

9 Compute ay,,, ;
10 /* see Algorithm 2 */
1 if a,,,; < 4;(¢) - ¢ then

12 S]-(t +1) = x41

13 A(t+1) = ay,,,
14 else

s Si(t+1) = S5;(8)

16 A(t+1) = A4;(r) - e

3.4.4 LEARNING EVvOLUTIONARY MODELS

Given graph sketches and a similarity metric, clustering is a common data mining approach to iden-
tify outliers. However, conventional clustering approaches fail to capture a system’s evolutionary
behavior [19]. APT scenarios are sufficiently long term that failing to capture this behavior leads
to too many false positives [165]. UNICORN leverages its streaming capability to create evolution-
ary models that capture normal changes in system behavior. Crucially, it builds these evolutionary
models during training, not during deployment. Systems that dynamically evolve models during
deployment risk poisoning their models during an APT’s drawn out attack phase [165].

UNICORN creates a series of temporally-ordered sketches during training. It then clusters this

sketch sequence from a single server using the well-known K-medoids algorithm [125], using the sil-
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Algorithm 4: Generating an Evolution Trace.

Input : Sketches S(z),2=0,--- , T of a streaming provenance graph, ordered by
time ¢
Output: Evolution List £
r E=1}
2 fort < 0to T'do
3 k = BelongsTo(S(2))
4 /* ke{l,--- K} */
s if Empty(F) || Tail(E) /=kthenE=F :: k

houette coefficient to determine the optimal value of K [208]. The clusters represent “meta-states”
of system execution, e.g., startup, initialization, and steady state behavior. UNICORN then uses both
the temporal ordering of the sketches in all clusters and the statistics of each cluster (e.g., diameter
and medoid) to produce a model of the system’s evolution. Algorithm 4 describes the construction
of the evolutionary model. Each sketch S(#) belongs to a single cluster indexed k. The evolution E'is
an ordered list of cluster indices, whose order is determined by the temporally-ordered sketches S(z).
For each training instance, UNICORN creates a model that captures the changes of system execu-
tion states during its runtime. Intuitively, this is similar to an automaton [118, 212] that tracks the
state of system execution. The final model consists of many sub-models (one sub-model per training
graph) from all the provenance graphs in the training data. With evolutionary modeling, UNICORN
learns system behavior at many points in time. With the gradually forgetting scheme (Section 3.4.2),
atany point in time, UNICORN is able to focus on the most relevant activities with contextualized

information based on causal relationships.

3.4.5 DETECTING ANOMALIES

During deployment, anomaly detection follows the same streaming paradigm described in previous

sections. UNICORN periodically creates graph sketches as the histogram evolves from the stream-
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ing provenance graph. Given a graph sketch, UNICORN compares the sketch to all the sub-models
learned during modeling, fitting it to a cluster in each sub-model. UNICORN assumes that mon-
itoring starts from system boot and tracks system state transitions within each sub-model. To be
considered valid in any sub-model, a sketch must either fit into the current state or (one of) the next
state(s) (i.e., in the cases where the sketch captures state transition in system execution); otherwise,
it is considered anomalous. Thus, we detect two forms of anomalous behavior: sketches that do not
fit into existing clusters (which we call “out-of-bounds” anomalies) and invalid transitions between
clusters (which we call “out-of-order” anomalies). Finally, UNICORN raises an intrusion alert, if and

only if a sketch is considered anomalous in @// sub-models.

3.5 IMPLEMENTATION

We use the vertex-centric graph processing framework, GraphChi [147], to implement UNICORN’s
graph processing algorithms in C++; we implement its data parsing and modeling components in
Python. Note that UNICORN is a research prototype and our current implementation is a proof-of-
concept; some implementation decisions will undoubtedly benefit from further refinement.
GraphChi [147] is a disk-based system that efficiently computes on large graphs with billions of
edges on a single computer. Using GraphChi, UNICORN achieves efficient analysis performance
without needing to store the entire provenance graph in memory. UNICORN relies on two impor-

tant features of GraphChi:

1. GraphChi uses a Parallel Sliding Windows (PSW) algorithm to split the graph into shards,
with approximately the same number of edges in each shard; it computes on each shard in
parallel. The algorithm allows fast vertex and edge updates to disk with only a small number
of non-sequential disk accesses. This allows UNICORN to analyze the whole provenance

graph independent of memory constraints.
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2. UNICORN leverages GraphChi’s efficient computation on streaming graphs. Per edge up-
dates are efficient in their use of I/O, and selective scheduling reduces computation. UNI-
CORN’s guaranteed partial ordering (Section 3.4.2) minimizes the number of vertices it visits
even when the neighborhood hop parameter, R, is large. Batching edge additions, rather
than processing one edge at a time, makes processing even faster. Batch processing requires a

small change to the GraphChi framework but introduces no additional overhead.

The implementation described in this section and the material to reproduce the evaluation pre-
sented in Section 3.6 are available online under Apache License V2.0 and GPL v2 (see individual

subcomponents for more details) at https://github.com/crimson-unicorn.

3.6 EvaruaTIiON

We analyzed approximately 1.5 TB of system monitoring data containing approximately 2 billion
OS-level provenance records from various tracing systems, demonstrating the applicability of our
approach. Our evaluation addresses the following research questions:

Q1. Can UNICORN accurately detect anomalies in long-running systems under APT attacks? (Sec-
tion 3.6.1, Section 3.6.2, Section 3.6.3)

Q2. How important are the design decisions we made that are tailored to the characteristics of
APTs? (Section 3.6.3)

Q3. Does UNICORN’s gradually forgetting scheme improve understanding of system behavior?
(Section 3.6.3)

Q4. How effective are UNICORN’s evolutionary models compared to existing clustering-based ap-
proaches that use static graphs? (Section 3.6.1)

Qs. Is UNICORN fast enough to perform real-time monitoring and detection without falling be-

hind? (Section 3.6.5)
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Q6. What are UNICORN’s memory and CPU utilization during system execution? (Section 3.6.6)

We compare UNICORN to StreamSpot, a state-of-the-art anomaly detector that has shown promis-
ing results for APT attacks. We show that multiple factors lead to UNICORN’s higher detection ac-
curacy; both UN1CORN’s multi-hop graph exploration (Q2) and the evolutionary modeling scheme
(Q4) are better suited for provenance-based APT detection.

We then explore the efficacy of UNICORN with three real-life APT attack datasets, all of which
were captured during a red-team vs. blue-team adversarial engagement organized by U.S. DARPA
and are publicly available [128]. We separate DARPA’s datasets based on the underlying provenance
capture systems (i.e., Cadets, ClearScope, and THEIA). We show that UNICORN can detect system
anomalies during real APT campaigns (Q1).

Lastly, we create our own simulated APT supply-chain attack datasets (SC-1 and SC-2) using
CamFlow in a controlled lab environment to demonstrate that UNICORN is performant in terms
of processing speed (Qs) and CPU and memory efficiency (Q6). We show that UNICORN is capa-
ble of detecting simulated APT attacks using evolutionary modeling (Q4) with diverse normal and
background activities. We further demonstrate that detection capability can be improved with con-
textualized graph exploration (Q2), and that the gradually forgetting scheme improves detection
accuracy, because it helps better understand system behavior (Q3).

Properly evaluating and benchmarking security systems is difficult. Criticisms towards relzabil-
ity and validity of evaluation methodology [237] and usability and reproducibility of evaluation
data [189] rarely have been addressed; problematic practices continue to prevail [242]. We adhere
to the guidelines proposed by Kouwe et al. [242] to the best of our ability. For example, the testbed
that we designed to create the SC datasets ensures proper documentation of experiment specifica-
tions and easy reproduction of evaluation data and results. We also use 5-fold cross-validation to

provide a more accurate evaluation [154].
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EvaruaTioN METRICS

We use precision, recall, accuracy, and F-score as the evaluation metrics. We denote false positives by

/p» false negatives fz, true positives £p, and true negatives ¢7.
. . tp
Definition recision = ——
3p p+fp

1p
fn

Definition 4 recall =

Precision and recall measure relevance in classification, where precision is a measure of exactness and

recall completeness.

tp+in

Definition s accuracy = prevevy ¥

% precisionXrecall

Definition 6 F-score =2 X ——=——
precision+recall

F-score combines precision and recall using their harmonic mean. In our measurement, recall and

precision are evenly weighted.

3.6.1 UNICORN VS. STATE-OF-THE-ART

Experiment ~ Dataset  # of Graphs Avg. |V|  Avg. |E| Preprocessed Data Size (GiB)

YouTube 100 8,292 113,229 0.3

Gmail 100 6,827 37,382 0.1

StreamSpot Download 100 8,831 310,814 1
VGame 100 8,637 112,958 0.4

CNN 100 8,990 294,903 0.9

Attack 100 8, 891 28,423 0.1

Table 3.2: Characteristics of the StreamSpot dataset. The dataset is publicly available only in a preprocessed format.

StreamSpot [165] is a clustering-based anomaly detection system that processes streaming het-
erogeneous graphs. From each vertex in a graph, StreamSpot extracts, through breadth-first traver-

sal, a local graph substructure (i.e., a graph neighborhood) by concatenating node and edge labels.
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StreamSpot then vectorizes each graph substructure (i.e., a string of node and edge labels) into a
binary feature vector (of 1s and —1s) to construct a graph embedding, which is the sum of the fea-
ture vectors of all the graph substructures in the graph. StreamSpot’s graph embeddings preserve
the cosine similarity between graphs; therefore, the cosine similarity is also the similarity metric for
clustering and classification. During training, StreamSpot clusters the graph embeddings of static
benign training graphs to build a “bootstrap” model. At test time, StreamSpot periodically updates
the graph embeddings of streaming test graphs as these graphs evolve over time. Meanwhile, test
graph embeddings can also update the parameters of the model’s clusters (e.g., the centroid and the
diameter of a cluster) as long as they fit into the model. StreamSpot generates an alarm every time a

test graph embedding does not fit into any model cluster.

EXPERIMENTAL DATASET

The StreamSpot dataset is captured by the Linux SystemTap logging system [116]. The dataset con-
tains information flow graphs derived from six scenarios, five of which are benign [164]. The benign
scenarios record system calls from normal browsing activities, such as watching YouTube videos and
checking Gmail, while the attack scenarios involve a drive-by download from a malicious URL that
exploits a Flash vulnerability and gains root access to the visiting host. The original scripts and the
precise attack are unknown to us; however, the datasets are publicly available [164], and we con-
firmed with the authors that the information flow graphs were constructed from all system calls on a
machine from the start of a task until its termination. Each scenario runs 100 times, producing 100
graphs for each. Table 3.2 summarizes the dataset.

We use this dataset to fairly compare UN1CORN with StreamSpot. These nicely isolated scenarios
may not represent today’s typical workloads. However, they provide insight into how the differ-
ent systems perform relative to each other. Furthermore, we might also interpret them as a proxy

for the design pattern of today’s microservice architecture [183] that separates individual tasks to
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Batch Size  Sketch Size  Decay Factor ~ Sketch Interval
3,000 2,000 0.02 500

Table 3.3: Unicorn configurations (except hop count) for the StreamSpot dataset.

Experiment Precision Recall Accuracy F-Score

StreamSpot (baseline) 0.74 N/A 0.66 N/A
R=1 0.51 1.0 0.60 0.68
R=3 0.98 0.93 0.96 0.94

Table 3.4: Comparison to StreamSpot on the StreamSpot dataset. We estimate StreamSpot’s average accuracy and
precision from the figure included in the paper [165], which does not report exact values. StreamSpot did not report
recall or F-score.

run as discrete, decoupled services in datacenters for scalability and fault-tolerance. As we will see
next, UNICORN performs particularly well in such scenarios, but it is also capable of accurately
detecting anomalies in more diverse, heterogeneous computing environments (Section 3.6.2 and

Section 3.6.3). We discuss this point further in Section 3.7.

EXPERIMENTAL RESULTS

We compare UNICORN to StreamSpot, using StreamSpot’s own dataset. We configure UNICORN
to use a sketch size [S| = 2000 T and examine different neighborhood sizes, R = 1 (equivalent to
StreamSpot) and R = 3. Table 3.3 summarizes the rest of the configuration for this experiment.
As shown in Table 3.4, UNICORN’s ability to trivially consider larger neighborhoods (R = 3) pro-
duces significant precision and accuracy improvement. The detailed precision results in Table 3.5

further show that analyzing larger neighborhoods greatly reduces the false positive rate. This sup-

"We tune UNICORN’s hyperparameters (such as sketch size) using OpenTuner [23], an automated pro-
gram tuner which finds the hyperparameters that produce the best results given a fixed time budget. See more
discussion in Section 3.7.2.
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Experiment | # of Test Graphs # of FPs(R=1) #of FPs(R =3)
YouTube 25 14 0
Gmail 25 19 0
Download 25 25 2
VGame 25 20 0
CNN 25 18 0

Table 3.5: Decomposition of Unicorn’s false positive results of the StreamSpot dataset.

ports our hypothesis that contextual analysis is crucial. UNICORN raises false positive alarms only on
the Download dataset, the most diverse of StreamSpot’s benign datasets (which also displays a large

average number of edges, as shown in Table 3.2). We discuss the importance of graph exploration in
more depth in Section 3.6.4.

StreamSpot uses szatic training graphs to model system behavior. This bootstrap clustering
model results in high false positives as the model contains normal behavior az only one specific point
of time for each training graph. UNICORN avoids this issue by taking into account multi-hop, com-
plex causality between system’s objects and activities and accurately modeling training graphs in a
streaming fashion. It keeps track of normal behavior of the system starting from its initialization
when the provenance graph is still small.

The following sections evaluate UNICORN on various real-life and simulated APT attacks. Un-
fortunately, we were unable to evaluate StreamSpot on these datasets, because StreamSpot could not

handle the large number of edge types present nor could it scale to the size of the graphs.

3.6.2 DARPA TC DATASETS

We next demonstrate that UNICORN can eftectively detect APTs utilizing data from a variety of

different provenance capture systems.
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Experiment Dataset # of Graphs Avg. |V| Avg. |E| Raw Data Size (GiB)

DARPA Benign 66 59,983 4,811,836 271
CADETS Attack 8 386,548 5,160,963 38
DARPA Benign 43 2,309 4,199,309 441
ClearScope  Attack 51 11,769 4,273,003 432
DARPA Benign 2 19,461 1,913,202 4
THEIA Attack 25 275,822 4,073,621 85

Table 3.6: Characteristics of graph datasets used in the DARPA experiments.

DARPA’s Transparent Computing (T'C) program focuses on developing technologies and proto-

type systems to provide both detection of APTs and forensic analysis.

EXPERIMENTAL DATASETS

The DARPA datasets (Table 3.6) were collected from a network of hosts during the 2-week long
third adversarial engagement of the DARPA TC program [128]. The engagement involved various
teams responsible for collecting audit data from different platforms (e.g., Linux, Windows, and
BSD), launching attacks during the engagement period, and analyzing the data to detect attacks and
perform forensic analysis. The red team that carried out attacks also generated benign background
activity (e.g., normal web browsing), thus allowing us to model normal system behavior.

The CADETS dataset was captured via the Causal, Adaptive, Distributed, and Efficient Tracing
System (CADETYS) on FreeBSD [3]. ClearScope instruments the entire Android mobile software
stack to capture provenance of the operations of mobile devices [4]. THEIA is a system for tagging
and tracking multi-level host events [72]; it captures data from Ubuntu Linux machines during the
engagement.

The experiment simulated an enterprise setup [177], including security-critical services such as a
web server, an SSH server, an Email server, and an SMB server (for shared file access). The red team

carried out various nation-state-level and common threats through the use of, e.g., a Firefox back-
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Experiment ‘ Batch Size  Sketch Size  Hop Count Decay Factor ~ Sketch Interval

CADETS 3,000 2,000 3 0.02 500
ClearScope | 20,000 2,000 3 0.02 500
THEIA 5,000 2,000 3 0.02 500

Table 3.7: Unicorn configurations for the DARPA datasets.

door, a NGINX backdoor, and phishing emails. Detailed descriptions of the attacks are available

online [128].
EXPERIMENTAL RESULTS

Experiment Precision Recall Accuracy F-Score

DARPA CADETS 0.98 1.0 0.99 0.99

DARPA ClearScope 0.98 1.0 0.98 0.99

DARPA THEIA 1.0 1.0 1.0 1.0

Table 3.8: Experimental results of the DARPA datasets.

We partition each benign dataset into a training set (90% of the graphs) and a test set (10% of the
graphs). The benign test set is used to evaluate false positives. We use the same sketch size (S| =
2000) and neighborhood hop (R = 3) as in the StreamSpot experiment. Table 3.7 summarizes the
configurations for all the DARPA experiments. Table 3.8 shows that UNICORN’s analytics frame-
work generalizes to different provenance capture systems and various provenance graph structures.
UNICORN’s high performance suggests that it can accurately detect anomalies in long-running sys-
tems of various platforms. During the engagement, the red team launched APT attacks using dif-
ferent attack vectors and the attacks account for less than 0.001% of the audit data volume [177].
UNICORN’s anomaly-based detection mechanism detects abnormal system behavior without a pri-

ori attack knowledge, even though attack activity is embedded in an abundance of benign activ-
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Experiment Dataset # of Graphs Avg. |[V| Avg. |[E| Raw Data Size (GiB)

SC.1 Benign 125 265,424 975,226 64
Attack 25 257,156 957,968 12
SC2 Benign 125 238,338 911,153 59
Attack 25 243,658 949,887 12

Table 3.9: Characteristics of the datasets used in the supply-chain APT attack experiments.

ity. However, we note that the exceptionally good results are mostly due to how distinct the attack
traces are from the background noise. We designed our own intrusion datasets (Section 3.6.3) to
avoid this pitfall.

Some existing systems (e.g., Holmes [177] and Poirot [176]) also use the DARPA datasets for
evaluation. Comparison between UNICORN and these systems is difficult, because they use a rule-
based approach that requires a priori expert knowledge to construct a model. UNICORN is funda-
mentally different, using an unsupervised learning model, requiring no expert input. However,
UNICORN’s performance is comparable, based on the number of detected attacks: UNICORN de-
tects all attacks on FreeBSD and Linux as do Holmes and Poirot. We discuss the differences between

these systems and UNICORN in greater detail in Chapter s.

3.6.3 SurprLy CHAIN ATTACK SCENARIOS

We designed two APT attack scenarios to run in a controlled lab environment. These experiments
evaluate the importance of graph analysis and evolutionary modeling (this section and Section 3.6.4)
to show that UNICORN is able to perform efficient, real-time monitoring (Section 3.6.5). Addition-
ally, we use these experiments to understand how UNICORN performs when faced with attacks that
behave similarly to normal system workloads. We carefully design benign and attack scenarios to
achieve this goal. Previous experiments, conducted by others, do not necessarily guarantee similarity

between benign and attack scenarios.
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EXPERIMENTAL DATASETS

We simulated two APT supply-chain attacks (SC-1 and SC-2) on a Continuous Integration (CI)
platform and used CamFlow (v0.5.0) to capture kernel-level data provenance, including back-
ground activity, during both benign and attack scenarios. For each scenario, the experiment ran
for three days. To facilitate reproduction, we leverage virtualization technology as our test harness
and provide automated scripts for push-button replication of the experiments that generated the
data (see Appendix A for a detailed description of the infrastructure that we design to orchestrate
virtual machines to generate realistic provenance data).

To simulate APT attacks, we roughly follow Mandiant’s Targeted Attack Lifecycle framework
described in Section 2.3. In the SC-1 experiment, the attacker identified an enterprise CI server
that routinely wgets Debian packages from various repositories. She discovered that the server runs
GNU wget version 1.17, which is vulnerable to arbitrary remote file upload when the victim re-
quests a malicious URL to a compromised server (CVE-2016-4971) [85]. The attacker embedded a
common remote access trojan (R AT) into a Debian package and compromised one of the reposito-
ries so that any request to download the legitimate package is redirected to the attacker’s FTP server
that hosts the RAT-embedded package. As the CI server downloaded and installed the package,
it also unknowingly installed the trojan software. The RAT established a command-and-control
channel with the attacker, creating a reverse TCP shell session on the CI server. The attacker then
modified the CI server configuration to gain control of the CI deployment output. The SC-2 ex-
periment had a similar setup but the attacker exploited a difterent vulnerability from GNU Bash
version 4.3, which allows remote attackers to execute arbitrary code via crafted trailing strings after
function definitions in Bash scripts (CVE-2014-6271). Both scenarios represent supply-chain com-
promise (Section 2.4) as the initial access mechanism to subvert a company’s software distribution

channel to spread malware [87, 130].
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‘ Batch Size  Sketch Size  Hop Count Decay Factor ~ Sketch Interval
Baseline ‘ 6,000 2,000 3 0.02 3,000

Table 3.10: Unicorn configurations for supply-chain APT attack scenarios.

In both experiments, we model normal behavior of the victim system (i.e., the CI server) with
wget requests to verified benign URLs and legitimate package installations. Table 3.9 summaries the
datasets. The intervals between consecutive commands follow a Poisson distribution with A = 5.
The design avoids the pitfall of the DARPA datasets: 1) benign and attack traces contain (in addi-
tion to background noise) similar applications; 2) the benign traces contain different software in-
stallations, which would lead to diverse system behavior; and 3) we avoid repeating patterns at fixed

time intervals.

EXPERIMENTAL RESULTS

We split 125 benign graphs randomly into 5 groups to enable 5-fold cross validation. Afterwards, we
use UNICORN to model normal behavior on the training set, which consists of 100 benign graphs
(i.e., 4 groups). We evaluate it on the remaining 25 benign graphs (i.c., the 5t group) for false pos-
itive validation. We then evaluate the model on the 25 attack graphs for false negatives (Table 3.9).
We repeat this procedure for each group and report the mean evaluation results. Table 3.10 summa-

rizes the configuration for the experiments and Table 3.11 shows the experimental results.

Experiment | Precision Recall Accuracy F-Score

SC-1 0.85 0.96 0.90 0.90
SC-2 0.75 0.80 0.77 0.78

Table 3.11: Experimental results of the supply-chain APT attack scenarios.

We sce in Table 3.11 that UNICORN is able to detect attacks with high accuracy with only a small
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number of false alarms (as reflected in precision and recall). We observe that UNICORN creates many
clusters in the sub-models during modeling, and many alarms originate from the first several clusters
as UNICORN tracks system state transition. This suggests that UNICORN’s evolutionary model cap-
tures system behavior changes and that it is able to detect attacks in their early stages, e.g., the initial
supply-chain access point. This has important implications. Traditional clustering approaches that
use static benign graphs to build the initial model generate a large number of false positives (Sec-
tion 3.6.1). These can easily overwhelm system administrators and cause “threat fatigue,” leading to
alert dismissal. In supply-chain attacks, the attackers can take advantage of this initial stage to break
into an enterprise network. UNICORN reduces false positives as its evolutionary models precisely
but flexibly define normal system behavior. We further note that dynamically adapting the model
during runtime is also suboptimal in APT scenarios, because once the attackers break into the net-
work from the initial supply chain, they can guide the model to slowly and gradually penetrate the
network without the model raising an alarm.

It is more difficult to detect attacks in the SC scenarios than in the DARPA ones. The attackers
in the DARPA datasets spend time finding vulnerabilities in the system, and that behavior appears
in the traces. In contrast, in the SC scenarios, the attacker has a priori knowledge of the target sys-
tem (i.e., we act as both the attacker and the victim), so we can launch an attack without any prior
unusual behavior. This partially explains UNICORN’s lower performance on the SC datasets.

In Section 3.6.4, we conduct additional experiments on SC-1 to demonstrate the importance of

graph exploration in detecting anomalies in provenance graphs.

3.6.4 INFLUENCE OF GRAPH ANALYSIS ON DETECTION PERFORMANCE

We analyze the importance of UNICORN’s key parameters using the SC-1 dataset. We use the same
setup from Section 3.6.3 as our baseline configurations (Table 3.10). We then vary parameters inde-

pendently to examine the impact of each. Figure 3.3 shows the experimental results.
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Figure 3.3: Detection performance (precision, recall, accuracy, and F-score) on the SC-1 dataset with varying hop counts
(Figure 3.3(a)), sketch sizes (Figure 3.3(b)), intervals of sketch generation (Figure 3.3(c)), and weighted decay factors
(Figure 3.3(d)). Baseline values (*) are used by the controlled parameters (that remain constant) in each figure.

(a): Hop Count (R)
11

I
(b): Sketch Size (|S])

4
s
o 05Ff IIII
0

oo I000 B 000 I0000
2000

(c): Interval of Sketch Generation (SG)

500 1000 3000* 5500
(d): Weighted Decay Factor

1 - |
o
o 05 R
0
O.1

o 0.02*

2 3*

_

Rate
o
() (V) —_
I I
| |

B

I Accuracy I Precision ! Recall BF-Score

53



BaTcH S1ZE

This indicates the number of edges submitted to GraphChi at once; it does not affect detection

performance.

Hor CouNT (R)

This defines the size of the neighborhood used to characterize each vertex; it is a measure of the
expressiveness of the features in our sketches. Larger hop counts capture more contextual informa-

tion, some of which might be irrelevant, which can mask potential attacks [165, 177], as shown in

Figure 3.3(a).

SkeTCH S1ZE (|S])

This is the size of our fixed-size histogram representation. Larger S| allows UNICORN to include
more information about the evolving graph, thus reducing the error of approximating normalized
min-max similarity (Section 3.4.3). However, a large || ultimately leads to the curse of dimension-
ality [77] in clustering (Section 3.4.4). Figure 3.3(b) confirms that, in general, detection precision,

recall, and accuracy improve as we increase |S| up to a point, after which it degrades.

INTERVAL OF SKETCH GENERATION (SG)

This is the number of edges added to the graph between the construction of new sketches. Smaller
SG makes adjacent sketches look similar to each other, which can produce higher false negative rates
and lower recall and accuracy. Meanwhile, given fixed-size sketches, which are approximations, a
larger SG leads to coarser-grained changes, which also makes graphs look too similar to each other.

In Figure 3.3(c), we observe that SG = 500 edges per new sketch cannot detect any attack graphs,
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resulting in 0 recall and undefined precision and F-score. We obtain optimal results when setting the

interval to be around 3, 000 in the SC-1 experiment.

WEIGHTED DECAY FACTOR

This determines the rate at which we forget the past. We observe that both never-forget (4 = 0.0)
and always-forget (1 = 1.0) yield unsatisfactory results, while a slow decay rate (around 0.02)

achieves a good balance between factoring past and current graph components into the analysis.

3.6.5 PROCESSING SPEED

In the previous section, we show how UNICORN’s parameters influence detection performance; this
section and the one that follows examine UNICORN’s run-time overhead. These sections consider
only the CamFlow implementation, which has been shown to produce negligible overhead [194],
allowing us to isolate UNICORN’s performance characteristics. We use Amazon EC2 i3.2xlarge
Linux machines with 8 vCPUs and 61 GiB of memory.

Runtime performance is important in APT scenarios where an IDS is constantly monitoring the
system in real time. We analyze the SC-1 experiment using the same baseline settings and parame-
ters as in the previous section. (We also evaluate batch size here, which has no impact on accuracy.)
Together, these two sections illustrate the tradeoff between accuracy and runtime performance.

Figure 3.4 shows the total number of edges processed over time as a metric to quantify UNI-
CORN’s processing speed. The CamFlow lines (in blue) represent the total number of edges gener-
ated by the capture system; the closer other lines are to this line, the better the runtime performance,

meaning that UNICORN “keeps up” with the capture system.
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Figure 3.4: Total number of processed edges over time (in seconds) in the SC-1 experimental workload with varying
batch sizes (Figure 3.4(a)), sketch sizes (Figure 3.4(b)), hop counts (Figure 3.4(c)), and intervals of sketch generation (Fig-
ure 3.4(d)). Dashed blue line represents the speed of graph edges streamed into Unicorn for analysis. Triangle maroon
baseline has the same configurations as those used in our experiments and indicates the values of the controlled param-
eters (that remain constant) in each figure.
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BaTcu S1ze (BS)

Figure 3.4(a) shows that runtime performance improves as we increase BS. We use BS of 6, 000 as it

approximates CamFlow. There is marginal improvement as we increase BS above 6, 000.

SKETCH SIZE (|S))

As shown in Figure 3.4(b), || has minimal impact on runtime performance, except during the be-
ginning of the experiment when UNICORN initializes the sketch, which requires more computation
with larger sketch sizes. Afterwards, runtime performance is similar among different [S], thanks to

UNICORN’s fast, incremental sketch update.

Hor CouNT (R)

Figure 3.4(c) shows that R has minimal impact on provenance graphs because of the graph structure

and its adaption of fast WL algorithm.

INTERVAL OF SKETCH GENERATION (SG) & WEIGHTED DEcAY FacTOR (DF)

Neither SG nor DF affect runtime performance (we show SG results in Figure 3.4(d) but omit DF

from the figure).

Overall, we show that UNICORN runtime is relatively insensitive to these parameters. This means
that UNICORN can perform real-time intrusion detection with parameters optimized for detection

accuracy.
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Figure 3.5: Evaluation of Unicorn’s CPU utilization.
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3.6.6 CPU & MEMORY UTILIZATION

We evaluate UN1cOoRrN’s CPU utilization and memory overheads for a system under relatively heavy
workload, i.e., CI performing kernel compilation. We show that UN1CORN exhibits low CPU uti-
lization and memory overheads.

Figure 3.5(a) shows the average CPU utilization due to UNICORN over a long-running experi-
ment using the baseline configuration. The average CPU utilization stabilizes around 12.3% on a
single CPU. Figure 3.5(b) shows the per-vCPU and the average CPU utilization of the same exper-
iment (but with a shorter timeline to avoid cluttering). Note that the parameters discussed in the
previous sections do not significantly impact average CPU utilization.

PassMark Software’s Enterprise Endpoint Security performance benchmark [30] shows an av-
erage CPU utilization of 26%-90% for commercial products such as Symantec Endpoint Protec-
tion, Kaspersky Endpoint Security, and McAfee Endpoint Security. However, direct comparison
is difficult. Research IDSes we surveyed (Chapter 5) do not report metrics that allow meaningful
comparison. We leave the design of meaningful performance benchmarks for IDSes to future work.

Table 3.12 shows memory overheads for the same workload under two different parameters.
Other parameters in the basic configurations do not significantly influence memory consumption.

The graph histogram and the random variables sampled for sketch generation represent the ma-
jority of UNICORN’s memory usage. The size of the histogram is proportional to the number of
unique labels, which in turn is determined by the size of the neighborhood that each vertex explores.
Table 3.12 shows that as we increase the number of neighborhood hops, UNICORN requires more
memory for the histogram. In theory, the total number of unique labels is bounded by the number
of possible combinations of node and edge types within |R| hops. In practice, however, many parts
of a provenance graph exhibit similar structures and therefore the value is significantly lower than

the theoretical upper bound. For example, the maximum memory usage of the experiment corre-
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Configuration Parameter Parameter Value Max Memory Usage (MB)

R=1 562

R=2 624

R =4 749

R=5 812

15| = 500 312

15] = 1, 000 437

giee“h 18] = 2, 000 687
15| =5, 000 1,374
15| = 10, 000 2,498

Table 3.12: Memory overheads with varying hop counts and sketch sizes. The highlighted configurations gave the best
detection performance.

sponding to Figure 3.5(a) remains around 680 MB, which is acceptable for modern systems. As we
increase the sketch size, UNICORN consumes more memory to store additional random variables
sampled for sketch generation and update. Although with || = 10, 000, memory consumption
increases up to 2.5 GiB (Table 3.12), the previous sections suggest that such a large value does not

produce improved detection accuracy.

3.7 DiscuUssSION

UNICORN shares assumptions, architecture, and therefore limitations with other anomaly-based
intrusion detection systems.

First, we assume there is a modeling period where system administrators can run their systems
safely to capture benign system behavior (Section 3.3). Second, we assume that there exists an ex-
haustive, finite number of system behavior patterns and most, if not all, patterns are observed during

modeling [212]. UNICORN will raise a false alarm if it observes a new behavior that is, in fact, nor-
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mal; such alarms will require human-in-the-loop intervention.

Adversaries may try to steer malicious behavior towards learned models to evade detection, simi-
lar to the well-known mimicry attacks [191]. However, conducting mimicry attacks on provenance
graphs and/or UNICORN’s graph sketches is more challenging than on e.g., sequences of system calls,
because provenance graphs contain complex structural information that is difficult to imitate with-
out affecting the attack. Additionally, UNICORN’s consistent weighted sampling approach random-
izes sketch generation, making it hard to guarantee that the low-dimensional projections of mimicry
provenance graphs will be close to learned normal clusters. At the same time, this complexity will
make it difficult to use models to identify the cause of an alarm. Fortunately, there exist tools that
facilitate attack causality analysis on provenance graphs (Chapter s).

UNICORN, like other anomaly-based systems, requires sufficient benign behavior traces to learn
behavior models. Our current modeling design and implementation assumes that UNICORN mon-
itors a system from the same starting point as its model, tracking state transitions as the system exe-
cutes. It can easily perform such continuous monitoring given its high performance and scalability
(Section 3.6). However, UNICORN may raise false alarms if the current state does not match the
modeled state as a result of, e.g., the system restoring to a saved state due to failure. One approach
to addressing this issue is to integrate UNICORN more closely with the system so that it can save
its model state at the same time the system creates snapshots; when the system restores a snapshot,
UNICORN would restore the corresponding model state. We leave further improvement of the mod-

eling design to future work.

3.7.1 FALSE ALARMS

As briefly mentioned above, when normal system behavior changes, UNICORN might raise false
positive alarms, since it does not dynamically adjust its model (to avoid attacker poisoning). The

false alert problem is not unique to UNICORN. In fact, it is a major concern even for signature-based
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approaches used in practice, although in theory, these approaches are designed to generate few such
alarms due to rigid attack matching [6]. UNICORN partially mitigates this issue using concept drift
(Section 3.4.2), modeling system evolution. As we demonstrated in Section 3.6, UNICORN improves
precision by 24% compared to the state-of-the-art and achieves near perfect results on the DARPA
datasets. However, UNICORN must also ensure stability to avoid adversarial manipulation, which
inevitably increases the potential for false alerts. Therefore, system administrators might need to
periodically retrain UNICORN’s model to stay up-to-date. Fortunately, updating UNICORN models
is quick; the important caveat is to ensure that new training data is known to be devoid of malicious

activity.

3.7.2  GRAPH ANALYSIS

UNICORN enables efficient and powerful graph analysis, but similar to many IDS [19, 45, 165, 177],
it also requires parameters that must be tuned to each system to improve detection performance
(Section 3.6.4). Finding ideal parameters for a specific task is a well-known research topic in ma-
chine learning [239]. We used OpenTuner [23] to enable program autotuning. Although our tests
are by no means exhaustive, it is encouraging that we were able to use the same settings on almost

all of our evaluation datasets, even though they came from disparate sources and modeled rather

different attacks. We leave automatically tuning UNICORN to future work.

3.7.3 HETEROGENEOUS HosT AcTIvVITY

In testing, we observed that UNICORN performed extremely well in domains featuring homoge-
neous normal activities. For example, we achieve near-perfect detection rates for the StreamSpot
dataset (Table 3.2). This makes UNICORN a promising security tool in datacenters and other pro-

duction environments that perform well-defined tasks, which are frequently the target of attacks [145,
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201, Center]. Hosts that exhibit more diverse behaviors, such as workstations [35], pose a greater
challenge for IDSes in general. Modern provenance capture systems (e.g., CamFlow) help mitigate
this issue as they can separate provenance data based on, e.g., namespaces and control groups [194].
However, we acknowledge that endpoint security for workstations presents extra challenges that
UNICORN does not attempt to address in this work, as it was originally designed to protect more

stable environments.

3.7.4 LARGER CROSS-EVALUATION

We emphasize that comparing UNICORN with other existing IDSes (most of which are system-call-

based) is difficult for several reasons:
1. Many IDSes are not open-source.

2. Existing public IDS datasets are either outdated [1o, 168] or require a translation [6o, 94,
95] from, e.g., system call traces to data provenance, which is challenging and sometimes

impossible (due to lack of information).

3. Systems that create their own private datasets only superficially describe their experimental

procedures, making it difficult to fairly reproduce the experiments for provenance data.

We believe that such a meta-study is a worthwhile endeavor that we plan to pursue in future work.

3.8 SUMMARY

We presented and evaluated UNICORN, a real-time anomaly detection system that leverages kernel-
level data provenance to detect advanced persistent threats that are deemed difficult for traditional
detection systems. UNICORN models system behavior via structured provenance graphs that ex-

pose causality relationships between system objects, taking into account the entirety of the graph
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by efficiently summarizing the graph as the graph streams into UNICORN’s analytic pipeline. Our
evaluation shows that the resulting evolutionary models can successfully detect various APT attacks
captured from different audit systems, including real-life APT campaigns, with high accuracy and

low false alarm rates.
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Sanity was statistical. It was merely a question of learn-

ing to think as they thought.

— George Orwell, 1984

SIGL: Securing Software Installations

Through Deep Graph Learning

Many users implicitly assume that software can only be exploited after it is installed. However, re-

cent supply-chain attacks demonstrate that application integrity must be ensured during installation
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itself. We present SIGL, a tool for detecting malicious behavior during software installation. * S1GL
collects traces of system call activity, building a kernel-level data provenance graph that S1GL then
analyzes using a novel autoencoder architecture with a graph long short-term memory network
(graph LSTM) for the encoder and a standard multilayer perceptron for the decoder. S1GL flags sus-

picious installations as well as the specific installation-time processes that are likely to be malicious.

4.1 INTRODUCTION

Software installation is risky. Installer programs often execute with administrative privileges, pro-
viding installation-time attackers with powerful capabilities to immediately corrupt a system or es-
tablish longer-term persistent threats. Signed installation packages verify a package’s origin, but not
its semantic integrity—installers can be corrupted before they are signed. Thus, as post-installation
malware detection has become more sophisticated, corruption of digital supply chains increased

by 78% in the one year from 2018 to 2019 [2]. For example, CCleaner is a popular application for
removing unused files on desktop computers. In 2017, attackers breached several workstations be-
longing to its developers, inserting bot software into the official application. The compromised
installer was downloaded by 2.27 million users, including employees from major tech companies
(e.g., Google, Microsoft, and Samsung), before being detected and removed [129].

Unfortunately, there are no strong defenses against malicious installation [229]. Fingerprint-
based malware detection is easy to evade by tweaking a few bytes of installation data [123]. Content-
agnostic tools try to blacklist the untrusted servers and web pages that host malicious software [41,
152,224, 268]; however, as the CCleaner attack demonstrates, corrupted supply chains provide
malicious content via trusted sources. More sophisticated detection algorithms assign dynamic

reputation scores to file servers [203, 226]. However, calculating reputation scores is difficult, re-

*SIGL is pronounced as “seagull.” SIGL’s source code is not publicly available as it is now a proprietary
system owned by NEC Labs America.
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quiring labeled malware samples [22.6] or a priori knowledge about the characteristics of malicious
files [203].

To improve detection accuracy, server reputation scoring can be augmented with client-side
anomaly detection leveraging kernel-level data provenance. Malicious installers will manipulate
kernel-level objects in ways that are statistically unlikely (and thus detectable using statistical anal-
ysis). However, existing approaches using data provenance [99, 165], including UNICORN, are
designed for long timescales and unpredictable exploit timings: a provenance log spans weeks or
months of system activity, with threats potentially arriving at any moment during the logging pe-
riod. To reduce log sizes, as we have seen in Chapter 3, provenance systems reduce high-fidelity
event logs to lower-fidelity summarizations, performing intrusion detection on the summaries. Un-
fortunately, summarizations hurt dzagnostic ability; they omit important contextual information
about, for example, the specific processes that malware launched and the specific files that malware
accessed. When they correctly detect an anomaly, reconstructing the low-level details of how the
attack unfolded requires additional tools (Section 3.7) and manual work that is difficult and error-
prone, but critical for understanding which attack vectors need to be patched.

S1GL reduces the manual effort needed to (1) detect malicious installations and (2) identify the
malicious processes. We observe that once a malicious installation begins, a machine typically ex-
hibits anomalous behavior (Section 4.3). Thus, S1GL can afford to collect high-fidelity (but short-
term) provenance graphs, discarding old ones if no malicious installations are detected. SIGL ana-
lyzes provenance data using a novel form of unsupervised deep learning, which means that human
analysts do not have to label training sets with both benign and malicious graphs. Instead, given a
machine that is known to be malware-free, S1GL automatically featurizes provenance graphs using a
novel component-based embedding technique tailored for system graphs (Section 4.4.3). It then ap-
plies long short-term memory networks (LSTM:s) [197] to extract the graph features corresponding

to normal behavior. These features do not rely on any particular malware; therefore, they are general
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and robust against malicious behavior. When deployed on in-the-wild machines, S1GL uses anomaly
scores (Section 4.4.5) to calculate how far a machine deviates from the baseline features (and thus
how likely it is that a machine is experiencing a malicious installation).

We evaluate S1GL by collecting baseline data from an enterprise database storing system events
from 141 machines at NEC Labs America. Using malicious installers from the wild (as well as the
ones that we created ourselves), we tested S1GL’s ability to detect malicious installation activity. S1GL
achieved precision, recall, accuracy, and F-score values all greater than 94%; in contrast, compet-
ing systems that we tested were unable to achieve better than 90% on more than a single metric,
producing substantially worse scores on the remaining metrics (Section 4.5.4). We also found that
S1GL’s ranking system typically produces a small set of candidate processes responsible for the at-
tack, including the one actually responsible (Section 4.5.5). To demonstrate the applicability and
robustness of our approach, we further evaluate S1GL on different platforms (i.e., Windows and
Linux) and with various adversarial scenarios (e.g., data contamination and evasion).

In summary, we make the following contributions:

* We formalize the problem of detecting malicious software installation. In particular, we in-
troduce a new kind of provenance graph, called a software installation graph, that records the
short-term (but high-fidelity) provenance information needed to capture malicious installa-

tion activity.

* We are the first to apply deep graph learning to the automatic detection of anomalies in soft-
ware installation graphs (SIGs). Our approach uses a novel autoencoder architecture layered

atop a long short-term memory network.

* We present a novel node featurization model for system-level provenance entities that is gen-

eralizable to applications beyond S1GL.
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* We build and thoroughly evaluate S1GL, which creates SIGs using information provided
by lightweight audit frameworks such as Windows ET'W and Linux Audit. Thus, S1GL re-
quires no additional infrastructure on end hosts, besides a daemon that collects audit data
and sends it to a centralized analysis machine. Optionally, S1GL can be deployed with in-
kernel reference monitors, such as CamFlow [194] and Hi-Fi [200], for better visibility into
system-level installation activity (Section 2.2.3). SIGL outperforms current state-of-the-art
malware detectors, while also providing the unique ability to identify the set of processes

potentially involved in malicious installation activity.

* To the best of our knowledge, we are the first to investigate graph-based adversarial attacks [249,

275] given realistic and practical systems constraints faced by the attackers.

4.2 A MOTIVATING EXAMPLE

We simulate the following real-world enterprise attack scenario [170] to illustrate the limitations of
existing tools and motivate SIGL’s design. Our scenario uses the Dharma ransomware, also known

as CrySIS, which has become increasingly prevalent in enterprises [24]. One important factor that
contributes to its popularity is its continuous evolution to avoid detection. We simulate a recent
Dharma variant where the adversary bundles the ransomware tool with a benign anti-virus remover,
ESET AV Remover, creating a new version of the software package. The attackers then launch a
phishing attack, impersonating Microsoft, urging enterprise employees to upgrade their anti-virus
tool. When an unsuspecting employee runs the installer, Dharma runs in the background, encrypting
user files, while the employee interacts with the ESET AV Remover installer T. Neither existing mal-
ware detection tools nor newer log- or provenance-based analysis systems (as discussed below) are a

good match for these kinds of attacks for the following reasons.

TWe evaluate SIGL in this scenario in Section 4.5.
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Figure 4.1: The software installation graph from the attack scenario described in Section 4.2. The shaded area shows
malicious activities not observed in a legitimate installation. We omit some edges, nodes, and node labels for clarity.

4.2.1 LIMITATIONS OF MALWARE DETECTION ToOLS

The bharma scenario poses several challenges to existing malware detection solutions. First, cus-
tomized variants of Dharma will effectively evade signature-based malware analysis, including com-
mercial anti-virus detection [162]. In fact, many variants of ransomware families, including Dharma,
leverage popular installation frameworks (Section 4.5.1) to circumvent anti-virus detection without
even changing the malware signature [61, 96]. A recent incident demonstrates that, similar to our

motivating scenario, malware can safely hide in those installation frameworks, bypassing all anti-
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virus products on VirusTotal [205]. Second, bundling malicious software with legitimate software
thwarts conventional file reputation analysis [203, 226].

Downloader graph analysis [146] or malware distribution infrastructure analysis [41] might have
proven effective in this instance 7f" it were possible to notice the suspicious origin of the bundled in-
staller. However, if the attackers infiltrated trusted software vendors to distribute the compromised
software package [59] (e.g., the CCleaner incident), then, even those approaches would have been
rendered ineffective [41, 152, 224, 268].

In summary, these types of exploits can successfully evade detection from existing solutions.

4.2.2 LIMITATIONS OF LOG AND PROVENANCE ANALYSIS SOLUTIONS

Today’s enterprises are rich in commercial threat detection tools and log data; however, as we show
in Section 4.5.3, the log-based commercial TDS [188] deployed in our enterprise produces a large
number of false positive alarms, because it is strict in matching predefined, single-event signatures
(e.g., a process should not write to an unknown file). Newer research prototypes use provenance
for intrusion detection [99, 100, 165, 195], which provides more contextual analysis, but these
systems value time and space efficiency over fine-grain learning precision. As such, they tend to
over-generalize statistical graph features with constrained graph exploration. For example, Figure 4.1
depicts the graph structure surrounding a malicious process (taskhost.exe). Rectangles, ovals, and
diamonds represent processes, files, and sockets, respectively; edges represent relationships between
these objects. The shaded area represents the malicious activity that does not exist in normal ESET
AV Remover installations. These malicious activities comprise only a small portion of the entire
graph, essentially hiding among the greater number of normal events that take place during benign
installation. Notice that the graph structure surrounding the malicious process (taskhost . exe) is
similar to that around the benign AVRemover . exe, both of which start a new process and commu-

nicate with an outside IP address. Existing IDS cannot distinguish these similar structures, because
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many of those systems use localized graph analysis (e.g., 1-hop neighborhoods) that limits their abil-
ity to explore more distant relationships that provide a richer picture of host behavior. Thus, they
produce a large number of false alarms. Even when the alarms are real, it is difficult to pinpoint the
cause of an alarm, because existing systems summarize features, thereby losing details.

These existing systems make rational trade-offs, because their goal is system-wide real-time detec-
tion over a long time period. Consequently, they must handle large and fast-growing provenance
graphs. In contrast, SIGL focuses on the detection of malicious installation and thus requires a dif-

ferent set of trade-offs.

4.2.3 SIGL INSIGHT

The key insight behind S1GL is that software installation is generally a well-defined, multi-staged pro-
cess that can be represented as a bounded, static graph. The bounded nature of the graph means that
we can analyze the graph in its entirety rather than having to summarize it. The multiple stages of
installation suggest that we use models that are inherently temporal. S1GL learns both the structure

and sequencing of installation without manual feature engineering.

4.3 PROBLEM FORMULATION AND THREAT MODEL

We formalize the software installation malware detection problem as a graph-based outlier detection
problem. Software installation begins when installer execution begins, e.g., when the user double
clicks on the downloaded package. Software installation terminates when the installer process and
all of its descendants exit.

We characterize the installation behavior of a software package as a chain of system events lead-
ing to its binary files being written to a host system. We then define a software installation graph

G = (V,E),anattributed directed acyclic graph (DAG), to represent this event chain. Nodes
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V represent system subjects (i.e., processes) and objects (e.g., files, sockets), and edges £ record
interactions between them. Given a number of benign installations of the same package £ =
{g(“), GW, .. Q(ff)} on endpoint systems sy, 52, . . . , 5, our goal is to learn a model M of the
installation behavior that classifies a new installation graph G©¥, & ¢ {1,2,...,;} as benign or ma-
licious. In addition, given an abnormal G, we also want to rank process nodes V, € Vto identify
processes exhibiting the most anomalous behavior.

We assume that the attacker’s attempt to infiltrate an enterprise network through malicious soft-
ware installation is the initial system breach. The attacker may distribute malicious installers using
phishing emails, through legitimate software distribution channels (i.e., by compromising the in-
tegrity of such channels or acting as a man-in-the-middle), or by direct access to the network (i.e., an
insider attack).

Similar to UNICORN (Section 3.3), S1GL’s threat model assumes the integrity of the underlying
OS and audit framework, as is standard for existing provenance-based systems [99, 177]. Like in
UNICORN, we also further assume the integrity of provenance records, which can be guaranteed
by using existing secure provenance systems [104]. Prior to the attack, we assume that S1GL ob-
serves system activity on end-point workstations during normal software installations administered
by trusted personnel (e.g., system administrators) and that the integrity of the installers is verified
by the distributors during the initial training period. We do not consider attacks exploiting kernel
vulnerabilities or those performed during software installation if they are not triggered by the in-
stallation process. We also do not consider attacks that cannot be captured by the underlying audit
framework. For example, our capture mechanism does not track shared memory states, which may
be leveraged to compromise the host system. If an attacker modifies an executable’s shared mem-
ory, the executable could potentially compromise the host system but remains undetected. While it
is important to address such limitations of the capture mechanism, it is orthogonal to the goals of

S1GL and therefore beyond the scope of this dissertation. We note that this limitation of the capture
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Figure 4.2: Sigl collects existing audit data from enterprise workstations and constructs software installation graphs
to train a deep autoencoder using a graph LSTM as its encoder. The resulting model is used to detect anomalous test
graphs and rank nodes within the graph based on their anomaly scores.

mechanism has been partially addressed by others [195].

4.4 SIGL FRAMEWORK

We begin with an overview of SIGL’s architecture and then present the technical details of each

major C()IIlI)CHlCIlt

4.4.1  SYSTEM OVERVIEW

S1GL uses abnormal system behavior to detect installation of malicious software. Its operation
consists of three stages: @ data collection & featurization, @ model training & validation, and (3)
anomaly detection & prioritization. Figure 4.2 illustrates S1GL’s architecture and workflow.

® Data Collection & Featurization. For each software installation considered, S1GL gathers audit
logs from a collection of machines in the enterprise and transforms each machine’s audit logs into
a graphical representation called a software installation graph (S7G, Section 4.4.2). It then divides

the complete set of graphs (G) into a training set (G7) and a validation set (Gy), with approximately



Subject Object  Event Relationship

process start;end

process file rename; read; write; execute; delete
socket send; receive

Table 4.1: System entities and dependency relationships.

80% in the training set and 20% in the validation set (G N Gy = 0). G represents a benign soft-
ware installation graph for a particular install. S1GL then learns two node embedding models (Sec-
tion 4.4.3) from G and applies the learned models to all nodes in G-

@ Model Training & Validation. Given the features learned in @, SIGL trains a deep graph learning
model (Section 4.4.4), which is a deep autoencoder with a graph LSTM component as its encoder
and a multilayer perceptron as its decoder. The autoencoder learns to reconstruct normal process
nodesin G € Grfrom their latent representations encoded by the graph LSTM, minimizing re-
construction errors. SIGL then uses the validation data G- to verify the performance of the learned
model and, using the reconstruction errors, determine the threshold for anomaly detection.

(3) Anomaly Detection & Prioritization. Given a trained model and threshold (Section 4.4.5),
S1GL takes audit logs from a new software installation, generates its corresponding SIG, embeds its
nodes using the trained node embedding models, and uses the autoencoder model to reconstruct
all process nodes. The resulting reconstruction losses are the anomaly scores for each node. If the
overall anomaly score exceeds a threshold, S1GL classifies the installation as abnormal and reports a
list, sorted by anomaly score, of the most suspicious processes. System administrators can analyze

process behavior through the SIG, prioritizing the ones with the highest anomaly scores.
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4.4.2  SOFTWARE INSTALLATION GRAPHS

Similar to some prior systems [82, 106], SIGL builds SIGs using common logging frameworks (e.g.,
Windows ETW and Linux Audit) based on standard provenance models [247]. SIGL transforms
each audit log event into an edge, whose source represents the subject of the event (i.e., the entity re-
sponsible for creating the log record) and whose destination represents the object being acted upon
(e.g., files and socket connections). The edge itself represents a dependency relationship between
these entities. Table 4.1 shows the dependency relationships that we consider in our work. Note
that SIGL can also use systems such as CamFlow [194] as the underlying audit infrastructure that
directly outputs provenance graphs, without needing the additional intermediate step to build SIGs
from audit logs *.

S1GL produces the SIG by backtracking [136] from the installed software executable(s), repre-
sented as file node(s). Given a file node, SIGL adds all edges having that node as their destination.
It then recursively repeats this procedure for each newly added node, backtracking to the download
of the installation package. The resulting graph includes all processes involved in the installation
as well as any e.g., dynamically linked libraries (DLL) that were executed. We apply an adjustable
time bound on how far back we track generic system services (represented as process nodes) that are
commonly invoked during software installation, thereby minimizing dependency explosion [149].
If the installation produced more than one installed executable, we combine the backtraces into
asingle SIG. As is done in existing provenance-based analysis work [177, 194, 195], we produce
acyclic SIGs by creating multiple node versions as the state of the corresponding subject (or object)

changes [180].

IUnfortunately, NEC Labs America has not yet adopted CamFlow as its logging framework.
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4.4.3 NODE EMBEDDING FOR SYSTEM ENTITIES

Machine learning tasks depend on having a set of informative, discriminative, and independent
features [90]. Thus, node featurization is an important building block in graph representation learn-
ing.

Popular network representation learning frameworks, such as nodezvec [90], DeepWalk [199],
and metapathavec [65], apply natural language processing (NLP) techniques, most notably wordavec [175],
to derive latent embeddings that capture contextual information encoded in the networks. How-
ever, these approaches are not designed in the context of representing system entities. In particu-
lar, their node features do not encode relationships between system entities and their functionality
within the system, which are important for downstream graph learning and anomaly detection.

A good embedding approach for system-level provenance nodes must satisfy two important
properties. First, given a system entity that plays a particular role in a system, its embedding must
be close to that of other entities if and only if their roles are similar. For example, both system DLLs
c:\windows\system32\ntd1l1l.d11 and c:\windows\system32\kernel32.d11 contain kernel func-
tions. Their embeddings should be close to each other in the embedding space to facilitate down-
stream graph learning that captures behavioral similarity of processes loading and executing these
two DLLs.

Second, the embedding approach must generalize to system entities 7oz in the training dataset.
Such entities are especially common in software installation, because the installation almost always
introduces temporary files and processes that have semi-random path names. Mishandling such
entities (e.g., assigning random embeddings) would cause downstream graph learning to produce
excessive false positives for lack of meaningful features.

We satisfy both of these properties by featurizing SIG nodes in an embedding space such that

node embeddings encode semantic meanings of the system entities they represent, while effectively
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leveraging the classic wordavec [175] learning model. To the best of our knowledge, we are the first

to use a neural-network-based approach to meaningfully featurize system-level provenance nodes.

NopE EMBEDDING IN S1GL

In NLP, wordavec embeds words into a low-dimensional continuous vector space, where words
with similar context map closely together. Given a sequence of words, word2vec employs a skip-
gram model whose objective is to maximize the log probability of predicting the context around a
given target word. A fixed size sliding window on the text sequence determines the context. Assum-
ing the likelihood of observing each context word is independent given the target word, wordavec

maximizes:

T T
max Z logP(w;—c, ..., Weclwy) = m;zxZ Z logP(wysc|w;)

=1 =1 —-C<c<C

P(wyc|w,) is defined by a softmax function:

exp(Wese - W)

14
i=1 €p(Wi - Wy)

P( Witc | wt) =

where Cis the window size, and w,,.. and w, are the embeddings of the context word w;,, and the
target word wy, respectively. V'is the vocabulary size.

We apply wordavec as a basis for our embedding approach to featurize path names associated
with SIG nodes. Each node in a SIG, whether file, process, or socket, corresponds to a file system
path name. These path names encode important semantic relationships. Using the same example
from earlier, c: \windows\system32\ntd11.d11 and c: \windows\system32\kernel32.d11 reside in
the same directory, because they both contain kernel functions.

To map semantically related nodes close in the embedding space, we use a component-based node

embedding model, where S1GL learns the embedding of each component of a path and then follows
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an additive method [112] to embed a node as the normalized summation of its path components.
S1GL performs directed random walks of fixed length / to construct the causal context for each node:
Given a source node ¢y in the SIG, SIGL traverses the graph following the direction of the edges. If
anode has more than one outgoing edge, S1GL randomly picks an edge to continue the walk. Let¢;
denote the 77 node in the walk. The causal context C for ¢g is {¢;]7 = 1, .. ., [}, where ¢; is generated

by the following distribution:

if (u,v) € E

=z~

P(c; = U|Ci—1 = %) =

0 otherwise

where N is the number of outgoing edges from ¢;_;. SIGL generates multiple causal contexts (e.g.,
performs multiple walks) for each node.

Unlike existing embedding frameworks [65, 90, 199], our approach does not consider each node
label as an atomic individual whose meaning can be derived only from neighboring nodes through
random walks along the network; instead, each path component essentially becomes part of the con-
text. If we treat the path name as a single attribute, such context information is lost in the resulting

embedding.

EMBEDDING UNSEEN NODES

The approach described so far produces embeddings only for those nodes that have been observed in
the training graphs (G7). As mentioned above, software installation often creates temporary folders
with meaningless base path names, sometimes containing machine-specific variations. In these cases,
S1GL uses the a la carte embedding model [132], which follows the distributional hypothesis [103]
to efficiently infer the embeddings for out-of-vocabulary (OOV) words via a linear transformation

of additive context embedding (i.c., the average embeddings of context words). Given the contexts
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Cy of aword w in a vocabulary and assuming a fixed context window size |c[, a linear transformation

is learned through

Vi & Avaddiie - A(ﬁ > vw)

ceC, w€c
where v,, are existing high-quality word embeddings. After learning the matrix A, any OOV word f

can be embedded in the same semantic space by

vp= Avpidione A(@ D2 v

‘ECf wec

a la carte complements the component-based embedding approach, because it uses the same context-
aware and additive mechanism. Thus, we produce meaningful embeddings using both random
walks and path name components. For example, given an unseen DLL c: \windows\system32\
wow64 . d11, our component-based approach allows 4 la carte to take into consideration its parent
directories (which are the same as those learned for the ntd11.d11 and kernel32.d11 nodes), in
addition to any random walks that pass through the node.

S1GL trains the @ la carte model using Gand uses the trained model to featurize unseen nodes in

the validation graphs G- and during live deployment.

4.4.4 DEEP GRAPH LEARNING ON SIGs

S1GL uses an autoencoder (Figure 4.3) to learn a robust representation of the process nodes in a
SIG for both anomaly detection and prioritization. The autoencoder consists of two parts: an en-
coder, for which we use a graph long short-term memory network (graph LSTM), and a decoder, for

which we use a multilayer perceptron (MLP).
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Figure 4.3: Sigl's autoencoder architecture.

Grary LSTM

An LSTM [109] captures long-term dependencies of linear sequences. Originally developed for
NLP tasks (e.g., machine translation [27] and speech recognition [86]), LSTMs have been suc-
cessfully adapted to a variety of sequence modeling and prediction tasks, such as image caption-

ing [244], program execution [273], and attack prediction [214]. The standard LSTM architecture
learns sequential information propagation only; tree-structured LSTM:s [232] and the more general
graph LSTM:s [197] are two natural extensions that incorporate richer network topologies. Graph
LSTMs allow for flexible graph structures (e.g., DAGs) and consider distinct edge types. As in stan-
dard LSTMs, each graph LSTM unit j contains input and output gates, s and 0j, 2 memory cell, s
and the hidden state b;. A graph LSTM unit might have multiple child units C(;). For each child

unit £, there is a forget gate f and a type-specific weight matrix U, where ¢;, denotes the edge type
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that connects  and k. Given the input vector for unit 7, the transition equations are:

;= o( Wi+ Z Uiﬂebk +b;)
keC(j)

oy =c(Wpy+ D Ul'bp+b,)
keC(j)

¢ = tanh(Wx; + Z U by + b.)
keC(j)

fe = o(Wp + Uj}%k +by)

G=50G+ ) fioq

keC())

= 0; © tanh(c))

S
|

where x; is the input feature vector, /#”s are the input weight matrices, 4’s are the bias vectors, 7 is
the sigmoid function, zanb is the hyperbolic tangent function, and ® is the Hadamard product. We

refer interested readers to Peng et al. [197] for technical details.

S1GL’S AUTOENCODER

Intuitively, S1GL’s autoencoder models process nodes as a function of those nodes that came be-
fore them (temporally) in the SIG. The intuition underlying this encoder-decoder architecture is
that anomalous nodes are inherently difficult to be represented accurately in the embedding space,
so trying to reconstruct them produces much larger reconstruction losses. SIGL uses those losses to
distinguish abnormal installations from normal ones (Section 4.4.5).

Although an alternative solution would be to use a binary classifier to determine if a SIG repre-
sents a normal installation or not, training such a classifier would require more labeled data (both

normal and anomalous SIGs) than can easily be collected [25]. A set of SIGs dominated by nor-
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mal installations produces class imbalance, and imbalanced two-class training often results in poor
model performance [253]. Additionally, as an attacker’s modus operandi changes over time, keep-
ing the trained classifier up-to-date becomes impractical [214]. Binary classification also provides
no insight on the cause of the attack. A system administrator would have to manually compare a
problematic SIG to one or more known good SIGs to identify potentially malicious processes.
S1GL’s autoencoder addresses limitations of binary classification through unsupervised one-class
learning that requires only normal SIGs. It jointly trains the graph LSTM, as the encoder, with a
MLP as the decoder. The encoder learns the hidden representation of each process node through
the graph LSTM, taking into account the node’s attributes (i.e., feature embedding) and the hidden
representations of all its source nodes (i.e., temporality) distinguished by the connection types (i.c.,
heterogeneity). The decoder then learns to reconstruct the original node embedding from the hid-
den representation (/;). The objective is to minimize the reconstruction loss in the training dataset

G, which consists of only normal SIGs (i.e., unsupervised learning).

4.4.5 ANoMALY DETECTION

The autoencoder’s neural network architecture learns to reconstruct process nodes. Nodes that
show significant topological difference from those encountered during training correspond to
unexpected changes in installation behavior, which signals malware activity and will lead to large
reconstruction errors. SIGL is a deviation-based anomaly detection system [21], in that it treats pro-
cess nodes with high reconstruction loss as anomalies. By ranking process nodes in a SIG by their
reconstruction losses (i.e., anomaly scores), SIGL helps system administrators prioritize analysis of
anomalous nodes and quickly eliminate false alarms.

S1GL determines a normality threshold from the reconstruction losses observed during validation.
We typically observe that a small number of process nodes (e.g., those with a large number of de-

scendants) are inherently much more difficult to reconstruct than the rest of the process nodes in
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a SIG. These nodes have orders of magnitude higher reconstruction losses. If we arrange the losses
in descending order, we observe “natural breaks” that partition nodes into ranges. The losses in the
first range, i.e., the ones with the largest values, represent the “limits” of S1GL’s representational ca-
pability, thus providing us with a reasonable baseline to determine the threshold of normal software
installation.

S1GL uses Jenks’ natural breaks [120), a statistical mapping method, to systematically discover
class intervals of the natural breaks in the data series (i.e., reconstruction losses). Jenks’ natural
breaks is an iterative optimization method that minimizes intra-class variance while maximizing
inter-class variance by moving one value from the class with the largest deviations from the mean to

the class with the lowest until the sum of the intra-class deviations reaches its minimum [122].

Algorithm s: Normality Threshold
Input  : Validation graph set Gy
Output : Normality threshold 7
Variables: thresholdList < list of largest average losses from G-
1 thresholdList < []
» forG € Gy do
3 nodeLosses = GraphAutoEncoder (&)
4 lﬂrgestA vera geLoss = JenksMaxZoneAvg( nodelLosses)
5 threshold List.append (largestAverageLoss)
6 std « standardDeviation(thresholdList)
5 mean < mean(thresholdList)
8 T «— mean + 3 *std
o return 7
10 Func JenksMaxZoneAvg(nodeLosses):

I zoney, zonesy, . . . = JenksNaturalBreaks (nodeLosses)
12 return max(mean(zgoney ), mean(zoney), ... )

Using Jenks’ natural breaks, which separates reconstruction losses of a SIG’s process nodes into
multiple “zones”, SIGL identifies the zone with the largest average loss for each validation graph

and constructs a threshold list that contains those average losses for all the validation graphs. The
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normality threshold in our experiments (Section 4.5) is set to be three standard deviations above the
average value of the threshold list. However, system administrators can easily adjust this threshold
according to their needs (e.g., to optimize towards a low false positive or negative rate). Algorithm s
shows the pseudo-code for setting the threshold. Given the normality threshold, S1GL considers
any SIG exceeding this threshold as abnormal and provides system administrators with a list of its

process nodes sorted by their anomaly scores.

4.5 EvaLuaTtionN

We present a number of experiments to evaluate SIGL as a behavior-based malware detection system
for secure software installation on enterprise end-point systems and an experimental testbed. In
particular, we focus on the following research questions:

Q1. What s the performance of S1GL in detecting malicious software installation, and how does it
compare to existing commercial TDS and other anomaly-based detection systems that leverage data
provenance? (Section 4.5.3, Section 4.5.4)

Q2. Can S1GL effectively guide cyber-analysts to quickly identify abnormal processes and potential
malware? (Section 4.5.5)

Q3. Can S1GL be realistically used in an enterprise setting? (Section 4.5.6, Section 4.5.7, Section 4.5.8,
Section 4.5.10, Section 4.5.11)

Q4. How robust is SIGL against adversarial attackers? (Section 4.5.9)

Qs. Can S1GL generalize to a large variety of software packages and different platforms? (Sec-

tion 4.5.12)
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Software Installer Version Installation Framework #T #V #BT #M

FireFox - 18.1.0 Mozilla Installer 86 12 24 20
FileZilla - 3.35.1 Nullsoft Scriptable Install System 88 12 24 40
PWSafe 3.48.0 Nullsoft Scriptable Install System 88 12 24 40
MP3Gain 1.2.5 Nullsoft Scriptable Install System 88 11~ 23 40
ShotCut 18.12.23 Nullsoft Scriptable Install System 85 12 24 40
TeamViewer « 14.4.2669  Nullsoft Scriptable Install System 84 12 24 40
Foobar 1.4.6 Nullsoft Scriptable Install System 85 12 24 40
7Zip 18.5.0 SFX 88 12 24 40
TurboVNC 2.1.2 Inno Setup 8 12 24 40
WinMerge 2.14.0 Inno Setup 8 11 23 40
Launchy 2.5 Inno Setup 151 21 42 40
Skype « 8.50.0 Inno Setup 80 11 22 40
WinRAR 5.71.0 SFX 84 12 24 20
DropBox - 79.4.143 DropBox Installer 84 11 23 20
Slack - 4.0.1 NuGet Package 84 12 24 20
Flash « 32.0.0.223 Flash Installer 84 12 24 20
OneDrive - 19.103.527 SEFX 84 12 24 20
NotePad++ 7.7.1 NotePad Installer 8 11 23 20
ICBC Anti-Phishing  1.0.8 ICBC Installer 8 11 23 20
ESET AV Remover »  1.4.1 ESET Installer 75 10 21 20

T: Training V: Validation BT: Benign Test M: Malicious Installer

Table 4.2: Software installers used in the experiments. Popular software installations in the enterprise are marked with =.
The software discussed in Section 4.2 is marked with . Malicious installers are included only in the test dataset.

4.5.1 DATASETS

We describe our methodology to collect audit data from benign and malware-infected software in-
stallations from all the workstations at NEC Labs America using Windows ETW. We also generated
additional datasets on our Linux testbed using Linux Audit. All experiments related to the testbed
are discussed in Section 4.5.12, while other sections focus on real-world Windows logs from the

enterprise.
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Installer Name Malware Signature (MDs) Malware Type Malware Family

TeamViewer a2fd7c92f1fb8172095d8864471e622a  Winj2/Agent Trojan
TeamViewer 2538439e6406780b30d77219f86ebofc  Win32/Skeeyah.Alrfn Trojan

ESET AV Remover x  d3sfasocess8feo89ssceoe8o7ceoydo Winz2/Wadhrama.Alrsm  Ransomware

Flash ab6cef787fo61097¢d73925d6663fcdy  Winz2/Banload TrojanDownloader
Flash 7092d2964964eco2188ecfofo7aefc88  Winsz2/Rabased HackTool

Flash 5a9€6257062d8fdogobc1612cd99sb797  Win32/Offerbox PUA

Table 4.3: Malicious installers found in the wild. The malware discussed in Section 4.2 is marked with .

BeEnigN DATA

We collected benign data from the enterprise event database where system administrators store and
monitor company-wide system activity. We constructed software installation graphs (Section 4.4.2)
for popular software in the enterprise. Software versions are consistent across different machines.
Administrators carefully monitor installations to ensure their authenticity. We installed additional
legitimate and popular software packages [74] to increase the size of our dataset. We also included
benign versions of malicious installers found in the wild (Table 4.3). Table 4.2 shows the complete

list of software installers used in our evaluation.

MarLwaRrE DaTa

We collected malware data from malicious installers discovered in the wild (Table 4.3). We also cre-
ated more than 600 malicious installers by combining benign software installers in Table 4.2 with
real malware from VirusShare [12].

Table 4.4 lists the malware samples we used in our evaluation. We randomly selected malware
samples from a wide range of malware families that exhibit diverse behavior. For example, trojan
attacks and ransomware typically communicate with a remote server, while malware of the PUA
family downloads and installs potentially unwanted applications.

We investigated past real-world security incidents (e.g., [131, 170, 171]) that involve malicious
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Malware Signature (MDs) Malware Type Malware Family
o3dyas332fbibeyof189f94747a1720f  Win3a/VBInject. AHB!bit  VirTool
o2c7c46140a30862a7f2f7e91fd976dd  Win3za/VBInject ACM!bit  VirTool
1243¢2d61686¢7685d777fbso32foo6a  Winsz2/Ceelnject. ANO!bit  VirTool
os6asa6bdyesaagb6co21s9sfidsascbo  Winsz2/Prepscram SoftwareBundler
ofobr1fse86117817b3cfa8bg8ef2dcd  Winsz2/Prepscram SoftwareBundler
c649ac255dg7bdgzeccbbfedz137fbb8  Winj2/Unwaders.C!ml SoftwareBundler
02a06ad99405cb3ass86bd7ofbedszofy  Winz2/Fareit AD!IMTB PasswordStealer
1537083e437dder6eadd7abdf33e2751  Winz2/Fareit AD!IMTB PasswordStealer
o1abfaacsoosfs21f38aeb81di1ogcttt Win32/Primarypass.A PasswordStealer
c622e1a51a1621b28e0c77548235957b  Wing2/Fareit!rfn PasswordStealer
o4e8ce374csf7f338bd4bob8s1docos6  Winz2/DownloadGuide PUA
c62cedzcbric6bscoacy438098asbzrs  Wing2/Puwaders.Alml PUA
73717d5d4012832806f8e07919237702  Win32/KuaiZip PUA
05339521a09cef5470d2a938186a68¢7  Win32/Adload TrojanDownloader
oe8cceofsfacagczes3810azafbbbs8o Win32/Gandcrab.EIMTB ~ Ransomware
ofo30516266fofod731c2e06704aa5d3  MSIL/Boilod.C!bit HackTool
oed7544964d66dcodezdbzez64953346 Winz2/Emotet.Alsms Trojan
€60947549042072745¢954f185csefds  Winz2/Delpem.A Trojan
02346¢8774c1caboe3abg20a6f5c8424  Winz2/Occamy.C!MTB Trojan
0314a6da893cdodcb2oesbq6babady27  Winz2/Occamy.B!bit Trojan

Table 4.4: Real malware used in the experiments to create malicious installers.

installers as the entry point to high-profile attacks and observed two general approaches to designing
malicious installers:

Bundle malware with legitimate installers. The attackers create a “wrapper installer” that simulta-
neously runs an unmodified benign installer in the foreground and malware in the background. We
bundle each legitimate installer with every malware sample in Table 4.4 to create malicious installers.
Embed malware in legitimate installers. The attackers modify an existing benign installer and
embed malware in it. The installer executes the malware during installation. This approach requires
us to decompile existing installers and recompile them with malware.

To construct representative malicious installers, we select software using three popular installa-
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Inno Setup (631)

—

Other (171)
13.8% \

SFX (141)

Nullsoft (294)

Figure 4.4: Popularity of installation frameworks for Windows applications. Other frameworks include UPX, Install-
Shield, PEncrypt, Createlnstall, etc..

tion frameworks: Nullsoft Scriptable Install System (NSIS) [14], Inno Setup [209], and SEX [13],
and insert every malware sample in Table 4.4. Those frameworks are popular vehicles to spread mal-
ware [61, 96, 205 ]; they are also widely used among popular software installers. Based on our survey
(Figure 4.4) of 1, 237 Windows applications hosted on Softpedia [9], over 86% of the installers use

these three frameworks.

4.5.2 IMPLEMENTATION & EXPERIMENTAL SETUP

We implement S1GL’s data collection and graph generation module in Java 8 so that we can use the
existing audit event server deployed in our enterprise, which provides APIs only in Java. S1GL’s core
analytic algorithms, including node embedding, modeling, and anomaly detection, are implemented

in Python 3.5 and PyTorch 1.1.0 with the CUDA 9.0 toolkit. We use the Gensim [204] library to
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Method ‘Precision Recall Accuracy F-Score FP Percentage

SiGL 0.94 0.99 0.96 0.96 0.06
Commercial TDS [188] 0.07 0.59 0.90 0.12 0.93
StreamSpot [165] 0.97 0.52 0.72 0.68 0.03
Frappuccino [99] 0.95 0.12 0.51 0.21 0.05

Table 4.5: Overall Sigl experimental results compared to other approaches. Best results are highlighted.

generate node embeddings for training graphs and the Deep Graph Library (DGL) [dgl] to imple-

ment deep graph neural networks on top of PyTorch.

For all experiments, we partition the benign input data into a training set (70%), a validation set
(10%), and a false positive test set (20%). Table 4.2 shows the number of software installation graphs
used for training, validation, and testing.

We parameterize the node context for node embedding with window size 5, 10 random walks,
each of length 10, and 128 dimensions. The same window size is used in 4 la carte. We use the skip-
gram training algorithm with negative sampling [93] and run 20 epochs over the corpus.

S1GL performs unsupervised learning, so we need only benign installers for training. We train
S1GL’s deep graph neural network on a system with a NVIDIA GTX 1080 Ti GPU with 12 GiB of
memory. We train the model for 100 epochs with the training batch size set to 25, validate model
performance after every epoch, and choose the model that produces the best performance on the

validation data.

4.5.3 SIGL EXPERIMENTAL RESULTS

We evaluate S1GL’s detection performance on 625 malicious installers across a variety of software
packages (Table 4.2). Table 4.5 shows that S1GL achieves over 90% precision, recall, accuracy, and

F-score, correctly identifying all malicious installers found in the wild. In Section 4.6, we discuss
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Software Installer Precision Recall Accuracy F-Score
FireFox 0.78 0.70 0.77 0.74
FileZilla 0.98 1.0 0.98 0.99
PWSafe 0.98 1.0 0.98 0.99
MP3Gain 0.98 1.0 0.98 0.99
ShotCut 0.98 1.0 0.98 0.99
TeamViewer 0.87 1.0 0.91 0.93
Foobar 1.0 1.0 1.0 1.0
7Zip 0.98 1.0 0.98 0.99
TurboVNC 0.95 1.0 0.97 0.98
WinMerge 0.98 1.0 0.98 0.99
Launchy 0.8 1.0 0.88 0.89
Skype 1.0 1.0 1.0 1.0
WinR AR 0.95 1.0 0.98 0.98
DropBox 0.91 1.0 0.95 0.95
Slack 0.91 1.0 0.95 0.9
Flash 1.0 1.0 1.0 1.0
OneDrive 0.74 1.0 0.84 0.85
NotePad++ 1.0 1.0 1.0 1.0
ICBC Anti—Phishing 0.95 1.0 0.98 0.98
ESET AV Remover 0.95 1.0 0.98 0.98

Table 4.6: Sigl experimental result breakdown for each software installer. All results >= 95% are highlighted.

two attack cases from Table 4.3 to further illustrate S1GL’s ability to detect real-world malicious
installers.
S1GL shares a common characteristic with many anomaly-based detection systems in that it pro-

duces more false positives (FPs) than false negatives (FNs), as reflected by its higher recall (99%) than
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precision (94%). However, precision and recall are well balanced, meaning that S1GL does not re-
duce the number of FPs by compromising its ability to detect actual malicious installers, as do other
anomaly-based detection systems (Section 4.5.4).

Table 4.6 further details the experimental results for each installer. It shows that S1GL delivers
consistent performance over a wide range of software exhibiting vastly different installation behav-
iors. We investigate two, FireFox and OneDrive, that have slightly lower precision and recall. We
notice that the installation process of these applications sometimes includes software updates that
are captured in SIGs. S1GL has difficulty generalizing both installation and update behavior from
only a few instances of training graphs, resulting in lower performance than that of other applica-

tions.

4.5.4 COMPARISON STUDY

We compare S1GL to NEC Labs America’s in-house commercial TDS [188] and two provenance-
based research anomaly detection systems, StreamSpot [165] and Frappuccino [99]. We do not
compare SIGL to other commercial TDSes, because they typically require intelligence service sub-
scriptions and customized deployment from external vendors. Similarly, we exclude comparison
to academic systems (such as Mastino [203] and Dropper Effect [146], see Chapter ) that leverage
proprietary information from security vendors that is unavailable to us. S1GL enables an enterprise
to detect threats using Jocal, enterprise-wide information readily available to system administrators;
additional protection from global security services (e.g., Symantec) is complementary.

We conducted a preliminary experiment to show that our malicious installers (created using real
malware in Table 4.4) can already significantly reduce the efficacy of commercial anti-virus tools,
even without changing malware signatures. We upload the original malware samples (Table 4.4) to
VirusTotal [15], which scans the samples and reports the number of anti-virus engines that detect

them. On average, 80.8% of the engines detect the malware listed in Table 4.4; the lowest detection
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rate was 70.0%. Testing on our malicious installers, VirusTotal reports only 42.4% on average and
the minimum detection rate of 10.8%. Therefore, we do not further compare SIGL to commercial
anti-virus tools, because their limitations are well documented in the literature [66, 203].

We briefly describe each evaluated system and discuss the results in the remainder of this section.

Table 4.5 summarizes the overall results for all the systems in this study.

CoMMERCIAL TDS

The commercial TDS [188] inspects every event between a process and a file and determines its

potential to be a threat based on two factors.

1. The familiarity of a file: if the TDS has some knowledge of the file in the past (based on the

file name in the training data), then it is less likely to be malicious.

2. The diversity of a process: if a process writes to many different files, then the write event itself

is less likely to be malicious, even if the file is unfamiliar to the TDS.

FrarrucciNo

Frappuccino [99] detects program anomalies by analyzing kernel-level provenance graphs. It ex-
plores the graph’s local neighborhood structures using a vertex-centric label propagation algorithm
to compare the similarity between two provenance graphs. Based on the assumption that normal
behavior of a program produces similar provenance graphs when it runs on different host systems,
it clusters normal provenance graphs of many running instances of the program as its model and
detects abnormal program runs when their graphs cannot fit into any existing clusters. We compare

S16L to Frappuccino ¥, because both systems make similar assumptions on the ability to distinguish

§Frappuccino is in fact UNICORN’s prototype. UNICORN builds upon Frappuccino to specifically target
long-term persistent attacks, which means that UN1cORN further reduces high-fidelity provenance graphs
to lower-fidelity graph summarizations for time and space efficiency. As we see later in this section, such re-
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abnormality from normalcy using provenance graphs.

STREAMSPOT

StreamSpot [165] detects host-system intrusions based on information flow graphs. Similar to
Frappuccino, it leverages a clustering-based approach using a similarity function that compares

two graphs based on their statistics. It represents each graph as a vector of local substructure fre-
quencies and further approximates the vector using a similarity-preserving hashing scheme. The
hashing scheme reduces the dimensionality of the vector while preserving discriminatory, principal
features that better generalize the learned model. See Section 5.1.3 for a more detailed description
of StreamSpot. Since StreamSpot claims to detect @7y anomalies on the host system, we expect it to

identify abnormal installation activity.

EXPERIMENTAL RESULTS

Table 4.5 shows the overall results for all the baseline systems. For StreamSpot and Frappuccino,
we use the same experimental setups as described in their respective papers or as implemented in
their publicly available code repositories. We notice that StreamSpot’s original implementation ana-
lyzes only small local substructures in the graph. Such constrained graph exploration tends to make
graphs look overly similar to each other, thus resulting in high FNs and low true positives (TPs). We
reimplement StreamSpot to analyze larger graph neighborhoods. We show the reimplementation
results (i.e., better performance) in Table 4.5.

We see from Table 4.5 that S1GL significantly outperforms all baseline systems in terms of recall,
accuracy, and F-score. It reported only 42 FPs among over 1, 000 software installations in three

months. On the contrary, the commercial TDS produces an overwhelmingly large number of FPs

duction is not necessary for small SIGs and only negatively affects detection capability. As such, analytically
speaking, UNICORN should perform similarly to, if not worse than, Frappuccino.
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(9, 240 events are considered potential threats during the experiment), resulting in exceedingly
low precision ¥. The commercial TDS results are consistent with a recent study that shows that
many enterprises receive at least 300 alerts per day with more than 50% being FPs [6]. StreamSpot
marginally outperforms SIGL in precision by only 3%, at the expense of a much lower recall (by
47%). A low recall is typically a product of low TPs and high FNs. Both StreamSpot and Frap-
puccino suffer from low recall because they have limited graph analytical capability. They use a
vertex-centric approach to explore local graph neighborhoods, but such exploration ignores tem-
poral relationships among those substructures and provides only limited views of graph evolution.
As a result, they are unable to distinguish malicious installers from benign ones, producing few FPs
(i.e., higher precision) but many FNs (i.e., lower recall). Although S1GL reports slightly more FPs,
we show in Section 4.5.5 that it provides auxiliary information that allows rapid inspection and
dismissal of FPs, which is absent in both StreamSpot and Frappuccino. Reducing FPs from the
hundreds per day of a typical commercial TDS [6] to fewer than one per day is a significant step at
mitigating “alert fatigue” [106]. Existing techniques, such as whitelisting trusted processes during
backtracking, can further reduce these FPs. The performance of our StreamSpot reimplementation
demonstrates the importance of incorporating structural information in the analysis. StreamSpot
outperformed Frappuccino, because Frappuccino is unable to retain just the relevant information;
it overgeneralizes its model with “noise” in the dataset.

S1GL benefits from three important features of graph neural networks. First, they effectively filter
noise. SIGL learns to capture relevant information during training, a data-oriented approach dif-
ferent from the hashing technique used in StreamSpot. Second, they preserve long-term memory.

S1GL memorizes the sequential procedure of a software installation and uses this long-term memory

9The commercial TDS’s performance values are computed on a per-event basis, rather than a per-graph
basis, because it has no notion of causality. To understand an alarm, however, system administrators typically
resort to causal analysis, which requires them to inspect benign events in addition to the alarm-triggering
event.
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to determine the legitimacy of a process during different stages of the installation. StreamSpot and
Frappuccino consider only “bag-of-subgraphs” when analyzing provenance graphs. Third, they con-
sider non-linear encoding of graph structures. Graph structures are contexts that help distinguish
normal and abnormal process nodes. SIGL learns graph structure via its unique neural network ar-

chitecture, while the commercial TDS isolates each event from its broader execution context.

4.5.5 PRIORITIZING ANOMALOUS PROCESSES

Many existing provenance-based detection systems [99, 165, 195] lack support for postmortem
attack investigation, because their contextual analysis typically requires a holistic understanding
of a large provenance (sub)graph. It is therefore difficult to pinpoint the exact nodes or edges re-
sponsible when a decision is made based on the entire (sub)graph. Others [106, 110, 177] instead
focus on using data provenance to correlate alerts from simple edge-based detection systems (e.g.,
commercial TDS) to reduce false alarms and provide attack attribution. However, they depend on
the underlying threat detection system to reliably report 2// possible threats, assuming a 100% de-
tection rate [106]. SIGL conducts contextual graph analysis to maintain high detection accuracy.
Meanwhile, we show in Figure 4.5 that it also assists attack attribution by accurately identifying
anomalous processes within the graph.

We consider three levels of attribution that provide cyber-analysts with increasing degrees of
guidance. These levels of guidance are based on typical behavior of system administrators trying to
understand the sequence of steps that produced an attack [136], and the value (e.g., time savings)
that S1GL brings to the human analysts. We call the malware process (and its associated file) the zar-
get and the ranked list generated by SIGL based on processes’ anomaly scores the /zsz. Note that S1GL
assigns every process and its versions (Section 4.4.2) an anomaly score. If S1GL identifies a process
among the top 10 in the list that is fewer than 3 hops away from the target (Figure 4.5, checks), we

consider S1GL successfully having provided basic guidance. If the process is ranked among the top 5
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Figure 4.5: Prioritization of anomalous processes.

and is less than or equal to 3 hops away (Figure 4.5, stripes), SIGL has provided improved guidance.
Finally, if S1GL identifies the target among the top 5 in the list or the target is only 1 hop away from
a top-5 process (Figure 4.5, solid), we say that S1GL offered targeted guidance.

Figure 4.5 shows that S1GL is able to provide at least basic guidance to identify almost all mali-
cious processes or files for all software installers in the experiment. In fact, it provides targeted guid-

ance for at least 10% of malicious installers in all cases and more than 50% of them in the majority
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(75%) of the cases. We investigate two specific examples, Foobar and OneDrive, as they have distinc-
tive results. SIGL has difficulty providing effective guidance for about half of the malicious Foobar
installers. We inspected the SIGs of those installers manually and discovered that S1GL identifies
many versions of a process that originally connects to the malware file as the most anomalous. It is
likely that anomaly scores “accumulate” as later versions of the process are being analyzed. Concrete
investigation of how provenance graph versioning affects graph analysis is left for future work.

S1GL is not able to provide targeted guidance for OneDrive, because OneDrive frequently identi-
fies the update processes in the SIG as among the most anomalous. As mentioned in Section 4.5.3,
a small number of OneDrive training SIGs include both installation and update processes. S1GL
cannot accurately learn update behavior from only a small number of samples and therefore incurs
high reconstruction losses for those processes. The same situation is less severe in FireFox, because
the update process occurs more frequently in its training data. However, it does result in lower re-
call (Table 4.6) as the FireFox model attempts to generalize both behaviors using a small number of
training samples.

Overall, we show that SIGL can effectively guide cyber-analysts to quickly identify abnormal pro-
cesses and potential malware. Note that neither StreamSpot nor Frappuccino provides any guidance

to assist attack attribution.

4.5.6 USING SIGL IN AN ENTERPRISE

In an enterprise environment, system administrators configure workstations to include a standard
set of installations. When there is a new software release, the installed software needs to be updated.
This can lead to a supply-chain-attack scenario, where the attacker exploits a vulnerability in the
new release by compromising the software distribution channel, so no legitimate version of the new
release is available. Therefore, we investigate how well S1GL models generalize across versions, given

that administrators’ only defense is the model from the previous version of the software installation.
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EXPERIMENTAL SETUP

We installed an adjacent version of the software listed in Table 4.2. In some cases, our modeled soft-
ware was already the latest release (at the time of writing); in those cases, we installed its previous
version instead. To create malicious installers, we bundle each software installer with a random mal-
ware in Table 4.4. Table 4.7 lists the versions of the software we use in this experiment. Note that

ICBC Anti-Phishing has only one version.

Software Installer Modeled Version Test Version False Alarm  True Alarm  Guidance

FireFox 18.1.0 19.0.1 X v Q@
FileZilla 3.35.1 3.34.0 X v Q@
PWSafe 3.48.0 3.49.0 X v Q@
MP3Gain 125 1.2.4 X v @
ShotCut 18.12.23 18.12.25 X v ]
TeamViewer 14.4.2669 14.5.1691 X v @
Foobar 1.4.6 1.5 X v @
7Zip 18.5.0 19.0.0 X v Q@
TurboVNC 2.1.2 2.2.2 X v Q@
WinMerge 2.14.0 2.13.22 v v Q@
Launchy 2.5 2.6 X v [
Skype 8.50.0 8.51.0 X / @
WinR AR 5.71.0 5.61.0 X v @
DropBox 79.4.143 69.4.102 v/ v L
Slack 4.0.1 4.0.2 X v @
Flash 32.0.0.223 32.0.0.238 X v @
OneDrive 19.103.527 19.086.502 v v @
NotePad++ 7.7.1 7.7.0 X v @
ICBC Anti-Phishing 1.0.8 N/A N/A N/A N/A
ESET AV Remover  1.4.1 1.3.2 X v @

@: Targeted Guidance @: Improved Guidance @®: Basic Guidance

Table 4.7: Results when testing an adjacent software version on a model.
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EXPERIMENTAL RESULTS

Table 4.7 shows the results for each installer modeled in Section 4.5.3. We run only one benign
and one malicious instance against each model. If S1GL considers a benign installer abnormal, we
put a check mark (v') in the False Alarm column in Table 4.7; we check the True Alarm column
if S1GL correctly detects a malicious installer. We see in Table 4.7 that S1GL continues to maintain
high precision and recall across versions. Among the 19 benign installers, SIGL correctly classifies
16 of them (84%) without raising a false positive alarm. False alerts in our experiments are caused
by significant changes in graph structures (corresponding to changes in installation behavior) and
node identities (corresponding to changes in files installed) between two versions. For example,
Dropbox’s installation behavior changed across the two versions. We observe that the older version
of the Dropbox installer frequently reads from and executes a temporary file during the installation
process. This behavior creates a large subgraph in the SIG between the file and the process that is
absent in the training dataset. We quickly identify this difference following the guidance provided
by S1GL. In Section 4.7, we further discuss this issue regarding software evolution. In terms of true

alerts, S1GL detects all malicious installers with the majority (74%) having targeted guidance.

4.5.7 SENSITIVITY ANALYSIS

Anomaly-based detection systems [45] typically require setting threshold values representing how
much of a deviation from normality constitutes an anomaly. Thresholds determine the trade-offs
between precision and recall. Detection systems that are overly sensitive to threshold settings are
difficult to use in practice, even if there exists an optimal threshold that performs perfect detection.
S1GL quantifies a normality threshold from the validation dataset based on the anomaly scores
of individual nodes in the graph (Section 4.4.5). We demonstrate in Figure 4.6 that the anomaly

scores of benign and malicious graphs are well-separated with considerable margins such that S1GL’s
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Figure 4.6: Sensitivity analysis to determine the normality threshold for each software installer in the experiment. We

use a log-10 scale for x-axis.

detection performance generally does not depend on finding a precise threshold for each installer.

Figure 4.6 shows the average (circled mark), minimum, and maximum (two ends of the error bar)

anomaly scores for benign (blue) and malicious (red) installers for each experiment. None of the in-

stalls have overlapping benign and malicious ranges, although the precise break between the ranges

is, in fact, installer specific. However, many of the benign installers have scores orders of magnitude

smaller than those of the malicious installers. For example, compared to the malicious NotePad++

installer with the smallest anomaly score (Figure 4.6), even the benign installer with the largest score

has a value two orders of magnitude smaller. Such liberal margins not only make it practical to set
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Figure 4.7: AUC result breakdown for each software installer with various degrees of data contamination.

anomaly thresholds but also indicate the likelihood of an installer being benign or malicious.
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4.5.8 ROBUSTNESS AGAINST DATA CONTAMINATION

So far, we have assumed that anomaly-free data is available for training, but this assumption does
not hold in most real-life scenarios. On the contrary, real-world data often contains noise or unde-
tected anomalies (e.g., contaminations) that potentially affect detection performance [34]. Hence,
a fully unsupervised learning system requires a certain degree of robustness that minimizes the need
for weak labeling of benign data [133]. We evaluate the effects of anomaly contaminations in the

training set for each software installer in Table 4.2.

EXPERIMENTAL SETUP

We contaminated 5%, 10%, 15%, 20%, and 25% of the original training set with malware data from
the test set and rebuilt the model for each level of contamination. Malware data used for training

is also included in the test set to evaluate SIGL’s robustness against anomaly data pollution. We use
the Area Under the Receiver Operating Characteristics (ROC) curve, or AUC, to compare anomaly
detection results for each installer (Figure 4.7). AUC, ranging between 0 and 1, measures the quality

of model prediction regardless of classification threshold.

EXPERIMENTAL RESULTS

Figure 4.7 shows that in general, SIGL is tolerant to contamination in training data. In the majority
of cases, the AUC stays above 0.90, even when contamination is severe (e.g., 25%). We notice that
applications with lower performance in Section 4.5.3 (e.g., FireFox) are more likely to be affected
by contamination, as their benign installation behavior is already difficult to learn even with clean

training data.
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4.5.9 ROBUSTNESS AGAINST ADVERSARIAL ATTACKS

With the growing popularity of graph-based classification methods in security applications, adver-
sarial attacks on graph data are likely to become increasingly common for an attacker to evade those
methods [249]. However, there exist only a few studies [39, 54, 62, 249, 275, 276] on this topic,
with the majority focusing on citation networks (e.g., Cora [167], Citeseer [42]) and social networks
(e.g., Facebook, Twitter [250]), and designed only for a particular type of graph neural networks
(e.g., GCN [276]).

To demonstrate SIGL’s robustness against adversarial attacks, we investigate two realistic attack
scenarios from a practical, systems perspective. Different from prior approaches that focus on net-
work graph attacks, our scenarios require a distinct set of attacker behavior (and thus resulting graph
perturbations), constrained by the threat model (Section 4.3), our neural network architecture and

classification method, and more importantly, the feasibility of system manipulations.

BAckGRrROUND

We consider the restrict black-box attack (RBA) and practical black-box attack (PBA) adversarial
settings [62] I. In RBA, the attacker must perform adversarial graph modifications without any
knowledge of our model, given only sampled benign and attack graphs. The PBA scenario relaxes
the restrictions on model knowledge by disclosing discrete prediction feedback from the target clas-
sifier (but not any other information e.g., the normality threshold). Our threat model assumes the
integrity of data provenance, so the attacker cannot directly modify SIGs. They can manipulate
graph structures (i.e., structure attack) and node feature vectors (i.c., feature attack) only by manipu-

lating software installation process, while ensuring successful malware execution.

IWe do not consider the white-box attack (WBA) setting in which the attacker can access any model in-
formation, including model parameters and gradient information, since such accessibility is rarely possible in
real-life situations [46].

104



We follow state-of-the-art graph-based adversarial machine learning literature [249, 275] to gen-
erate adversarial attack graphs by 1) adding or removing edges, and 2) modifying node attributes on
the malicious graphs in Table 4.2. As discussed in detail below, we also define an equivalency indi-
cator [62] for each attack setting to restrict graph perturbations that are realistically available to the

attacker (e.g., the attacker cannot add a directed edge between two file nodes).

ExPERIMENTAL SETUP (RBA)

We define the equivalency indicator as any allowed graph modifications on nodes or edges related to
the malicious processes. The attacker can easily identify those graph components given both benign
and attack graphs. Without any additional information, the attacker is empirically better off to focus
on malicious process nodes that typically receive high anomaly scores and influence graph classifi-
cation (Section 4.4.5). Conceptually, this is equivalent to adversarial attacks in node classification
problems, where malicious process nodes are the attacker’s zarget nodes. Prior studies have demon-
strated that manipulations on target nodes result in significantly more adversarial damage [46, 275].

One strategy is to disguise malicious processes to mimic the benign ones. We design a feature at-
tack, a structure attack, and a combination of both. In the feature attack, we modify the malicious
process’ node attributes to be the same as those of the benign ones, effectively aligning feature vec-
tors of both malicious and benign nodes (Section 4.4.3). In the structure attack, we ensure that the
malicious processes read or write the same number of files or sockets and fork the same number of
child processes, so that their local structures approximate those of the benign processes. In the com-
bination of both attacks, we further make sure that feature vectors of files/sockets/processes related
to the malicious processes are similar to those related to the benign processes (e.g., by manipulating
file node attributes). We evaluate the effects of all attack vectors for each software installer in Ta-

ble 4.2.
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Figure 4.8: AUC result breakdown for software installers affected by RBA.

ExPERIMENTAL RESULTS (RBA)

Figure 4.8 shows the results for only those software installers affected by at least one attack vector.
AUC: of the other installers in Table 4.2 remain unchanged. We see that the efficacy of the feature
and structure attack in isolation is installer independent: while TeamViewer and Slack are slightly
more vulnerable to the structure attack, the rest are more affected by the feature attack. Combining
both feature and structure attacks improves attack performance, but overall, SIGL is robust to ad-
versarial attack in this scenario. SIGL’s use of deep graph learning means that changes in one part of
the graph can have far-reaching consequences. Manipulating anomalous process nodes does not re-
move all the effects of such nodes; the benign nodes to which they connect are also affected by their
originally malicious behavior [275]. The attackers could strengthen RBA if they can also accurately
identify target nodes that are 7o malicious but have been influenced by the malicious processes, but

such information is not available in this setting.
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ExPERIMENTAL SETUP (PBA)

PBA allows the attacker to obtain prediction feedback from the classifier, so the attacker can itera-
tively add or remove edges or modify node features in the graph, until the resulting graph produces a
false negative from S1GL’s model. We will generate such a PBA attack using reinforcement learning
(RL). Our goal is to build an RL-model that takes as input a SIG produced by an existing malware
package and produces, as output, a SIG that S1GL improperly classifies as benign. We constrain the
changes that the RL-model can make on the graph to structural changes that can be produced ac-
cording to the criteria discussed in the previous section (e.g., that the attackers can produce manip-
ulated graphs only by changing their attack implementation), and define the equivalency indicator
as the minimal number of such modifications within a fixed budget [275]. We adopt a hierarchical
reinforcement learning (RL) based attack method through Q-learning to learn a generalizable attack
policy over graph structure [62]. We build our RL-model using a subset of the malware of a single
application (we randomly chose 5% of the Skype malware installations) and then evaluate the model

using the full suite of malware from Table 4.2.

ExPERIMENTAL RESULTS (PBA)

The adversarial attacker tries to increase the false negative rate (FNR) of the attack graphs, but we
observe no such changes for Skype nor for the majority of the other installers in Table 4.2. The two
exceptions are TeamViewer and FireFox; TeamViewer exhibits more FNs for one attack graph, and
FireFox exhibits fewer FNs for one attack graph. When applying the adversarial model trained on
the Skype dataset to other installers, its performance varies depending on the installer. In fact, its
efficacy fluctuates even within the Skype dataset itself where the target model is known to the at-
tacker. We investigate the changes in anomaly scores of Skype’s attack graphs under the adversarial

influence. Figure 4.9 shows that even the best possible manipulation (predicted by the trained RL
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Figure 4.9: Anomaly scores of Skype attack graphs affected by PBA.

model) does not necessarily reduce an attack graph’s anomaly score. Our results differ significantly
from prior work demonstrating the efficacy of adversarial attacks on graphs (e.g., [62]). This prior
work demonstrated efficacy on graphs from citation and social networks. We hypothesize that ad-

versarial attacks are less effective in our setting, because 1) provenance graphs are structurally differ-

ent from these network graphs, and 2) our setting allows a more constrained set of changes to the

graph.

4.5.10 BUILDING S1GL META-MODEL

S1GL is designed to build one model per application, but it can easily build a “meta-model” that
learns generic software installation behavior. Intuitively, such a generalized model can classify un-
seen installers, thus saving considerable manual labor from training new application-specific models.
On the other hand, it must perform comparably to those models to warrant its usability for the in-

stallers in the training dataset.
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Figure 4.10: AUC result comparison for each installer using application-specific vs. meta model. The Skype dataset
(highlighted in red) is not used in training the meta-model.

EXPERIMENTAL SETUP

We trained a meta-model using the training sets from all but the Skype installer (chosen randomly).
We then evaluated the meta-model using both the benign and malicious datasets from each appli-
cation, including Skype. This experimental setup is identical to the one described in Section 4.5.2
to fairly compare against application-specific models. We repeated this experiment by randomly
excluding different installers; the results are similar.

We further investigated meta-model performance when trained with various numbers of appli-
cations. We excluded 5%, 10%, 20%, and 40% of the original applications from the training set and
rebuilt the meta-model for each scenario. We evaluated each meta-model with two sets of test data,
1) the benign and malicious test sets from the applications used in training (INC in Figure 4.11),

and 2) the benign and malicious test sets from the excluded applications (EXC).
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Figure 4.11: AUC results when meta-models are trained with various numbers of applications. The meta-models are
tested on applications included (INC) in and excluded (EXC) from the training data.

EXPERIMENTAL RESULTS

Figure 4.10 shows the AUC results for all the installers. For half of the installers, the AUC is un-
changed; even for the other half, it decreases marginally. Most installers achieve over 0.9 AUC
under the meta-model. Although the model is never trained on the Skype dataset, it is able to ac-
curately separate its benign and malicious instances. This result implies that commonalities exist in
legitimate software installations, and S1GL learns these shared characteristics. Surprisingly, we also
see AUC improvement for TeamViewer and WinMerge, which is likely the result of model generaliz-
ability. Figure 4.11 shows the AUC results for meta-models trained with different percentages of
applications. When the meta-model learns from a smaller set of applications, it inevitably faces more
challenges generalizing to unseen software, but works better on the trained ones. Since the perfor-
mance gracefully degrades with an increasing number of new applications, SIGL provides abundant

opportunities for system administrators to retrain the meta-model ( Section 4.7).



4.5.11  RUNTIME PERFORMANCE

S1GL takes, on average, fewer than 90 minutes (on a single GPU on our local test machine) to train

a model for a particular software package. Training for different installations can be performed in
parallel and/or distributed to the cloud. Table 4.2 shows the number of installation graphs we used
for training. We train only on the graphs available in our current database; S1GL can be effective even
across versions (Section 4.5.6) and on unseen software (Section 4.5.10). SIGL supports incremental
learning to efficiently train on new graph samples. With S1GL’s guidance (Section 4.5.5), system ad-
ministrators can easily decide to further improve a model if top-ranked processes are not malicious.

Once trained, SIGL takes less than a second to evaluate a SIG and provide guidance.

4.5.12  S1GLIN LINUX

We see in Section 4.5.10 that SIGL can build generic, application-agnostic models that detect abnor-
mal installation behavior on Windows. In this section, we further demonstrate that S1GL is general-
izable to an even larger variety of software packages and on different platforms. Since our enterprise
monitoring system collects only Windows audit data, we set up our own Linux testbed and gener-

ated a dataset of 2, 885 Python package installation graphs.

EXPERIMENTAL SETUP

We trained S1GL on 1, 708 benign installation graphs, each of which was collected using Linux Au-
dit from installing different Python packages including popular tools [243] such as urlib3, and six.
After training such a meta-model on all 1, 708 packages, we design our experiments to focus on two
research questions:

Q1. Given that SIGL is trained on a large number of distinct software packages, is it able to generalize

to new benign packages and maintain a low false positive rate (FPR)? We are particularly concerned



with FPs, because anomaly-based systems are generally more likely to produce excessive FPs that
overwhelm cyber-analysts, especially when they are trained on diverse datasets. We tested the model
on 1,176 installation graphs of benign packages unknown to the model.

Q2. Can S1Gr accurately detect malicious software packages and provide targeted guidance? We used
a real-world malicious Python package python3-dateutil that was uploaded to PyPIin 2019. The
benign version of the same package is a popular utility tool that extends Python’s standard datetime
module. We note that the attack does not create any malicious binary files on the victim system. In-
stead, it executes obfuscated malicious code in the package that transmits sensitive user information

to a remote host.

EXPERIMENTAL RESULTS

Q1. Among 1,176 benign test graphs, SIGL reports 29 FPs, resulting in only 2.47% FPR. This fur-
ther corroborates our experimental results in Section 4.5.10 that SIGL is capable of learning from a
diverse set of training data to model generic installation behavior.

Q2. S1GL correctly detects the malicious Python package. It indicates the process making a network

connection to a Bitly URL as the most abnormal, thus providing accurate attack attribution.

Overall, we conclude that S1GL is effective in modeling diverse installation behaviors from a large

variety of software packages on different OS platforms and installation frameworks.

4.6  CASE STUDIES

We describe two case studies illustrating S1GL using different real-world malicious installers in Ta-

ble 4.3.



4.6.1 MALWARE BUNDLED WITH ESET AV Remover INSTALLER

In Section 4.2, we described a real-world attack scenario where the user is phished to install a legiti-
mate ESET AV Remover installer [172] bundled with malware. Figure 4.1 shows a simplified software
installation graph from this scenario. When the malware (taskhost.exe in the shaded area in Fig-
ure 4.1) runs during benign software installation (AVRemover .exe), it establishes a communication
channel (x.y.z.s:t) with the attacker, which allows the attacker to perform further damage (e.g.,
exfiltrate sensitive information). Note that the user is unaware of this activity since she is distracted
interacting with the benign ESET AV Remover installer.

We discuss in Section 4.2 how existing tools might fail to detect malicious activities from such
an installation. S1IGL, on the other hand, constructs a SIG from the audit data and tests the graph
against the existing ESET AV Remover model. SIGL generates a threat alert for this graph because its
anomaly score is much larger than the set threshold and orders of magnitude greater than those of
the training graphs. S1GL also ranks the AVRemover . exe process node in the shaded area in Figure 4.1
among the most anomalous processes (i.e., targeted guidance). We observe that AVRemover . exe is
considered more anomalous than the malware process taskhost . exe, probably because it is uncom-
mon for the installer process to spawn two child processes at the beginning of the installation. S1GL
ranks the malware process taskhost . exe lower because structurally, it resembles benign process be-
havior that also communicates with outside IP addresses. However, system administrators can easily
identify the malicious process through quick one-hop backtracking starting from the top-ranked
AVRemover . exe process. Compared to the entire SIG, S1GL reduces the number of events that the

administrator needs to inspect by two orders of magnitude.
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Figure 4.12: The software installation graph from the malicious Flash installer. The colored process nodes are top-
ranked by Sigl.

4.6.2 MALWARE EMBEDDED WITHIN Flash INSTALLER

Different from the malicious ESET AV Remover installer, the malicious Flash installer embeds a
dropper and a potentially unwanted application (PUA). The dropper (downloader .exe) commu-
nicates with outside channels and downloads additional malware (e.g., yandexsetup.exe). The
installer also installs anti-virus software (AvastAntiVirusSetup.exe) without user consent. Fig-
ure 4.12 shows a simplified software installation graph for this installer.

S1GL identifies FlashPlayer . tmp (red) as the most anomalous process (i.e., targeted guidance)
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and downloader . exe (yellow) in the top 10. The additional processes started by the installation pro-
cess (FlashPlayer . tmp) and their progeny subgraphs possibly lead to its high anomaly score. The
PUA, the dropper, and the malware it drops all behave differently from the benign Flash installer.
S1GL ranks the dropper process and all the malware processes (not shown in Figure 4.12 for clarity)
above the PUA process, because the PUA process behaves in a manner closer to that of the real in-
stallation process (FlashPlayerInstaller.exe) than do the other malicious processes. We can see
from Figure 4.12 that their substructures resemble each other. Regardless, given the dropper pro-
cess, system administrators already have sufficient information to confirm the malicious nature of

the installation.

4.7 DiscussioN

S16L’s ML model shares characteristics common to other statistical models [240]; model perfor-
mance improves with more training data. As we see in Section 4.5.3 and Section 4.5.4, SIGL achieves
good detection performance with only a small number of benign installation graphs for training be-
cause of the specificity of the domain, which enables S1GL to quickly learn representative behavior
patterns. Other deep-learning-based detection systems, e.g., DeepLog [67] and Tiresias [214], also
enjoy the same advantage as they target specific areas in the security domain. For example, DeepLog
mines log data in regulated environments such as Hadoop and thus can learn normal application
behavior from a small fraction of normal log entries.

Regardless of training data size, one important key to SIGL’s success, and of any modeling-based
system, is data quality. We see in Section 4.5.3 that when data quality deteriorates, it adversely aftects
system performance. However, SIGL can significantly outperform its peer systems, even with fairly
limited training data. We attribute its efficacy to the fact that S1GL learns on the entire graph, not a

summary of it. This makes SIGL desirable in an enterprise environment where the only training data
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available have been generated internally or in which the third party tools that collect the data might

lose data, e.g., due to small buffers or slow ingestion rates [173].

SOFTWARE EVOLUTION

We see that S1GL delivers consistent performance across software versions (Section 4.5.6) and builds
application-agnostic models with a diverse training dataset (Section 4.5.10, Section 4.5.12). It can
also learn deltas of software versions, by modeling past versions of software, which we leave for fu-
ture work. However, as software continues to evolve and additional software packages are installed,
S1GL may eventually require retraining on the SIGs of new installers. We lessen such burdens in

several ways:

1. SIGL maintains a good margin between anomaly scores of benign and malicious installers
(Section 4.5.7). System administrators can easily position an installer’s anomaly score among
those used in training and determine whether retraining is necessary. For example, the be-
nign NotePad++ installer with the highest anomaly score (1.233 x 10~#) is, in fact, the older
version, while the training instances used to model the newer version have much lower scores
(between S X 107¢ and 5 X 107°). System administrators might want to consider retraining if

they want all benign instances to have anomaly scores less than 1 X 1074,

2. SIGL provides effective guidance (Section 4.5.5) to help analysts identify alert causes and

dismiss false positives.
3. SIGL’s performance degrades slowly (Section 4.5.10).

4. SIGL’s retraining is fast (Section 4.5.11).
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EvasioN

Stealthy malware might leverage process injection techniques (e.g., DLL injection [50]) to inject
malicious code into a legitimate live process. If a SIG does not capture the causality relationship be-
tween the malware and the legitimate process as a result of the injection, the attacker could evade
detection. This may be the case given that our current prototype monitors only a subset of system
events, but state-of-the-art provenance capture systems [194] are capable of tracking memory-related
events between processes, which would allow S1GL to include affected legitimate processes into anal-
ysis. We leave as future work to show that such evasion is a mere artifact of our prototype, not the
approach.

Attackers might use software installation to deposit malicious software on a system but delay ex-
ploiting that software until some time in the distant future. As SIGL is optimized for detecting ma-
licious installations, such a deployment might go unnoticed: S1GL might notice that an extra piece
of software appeared, but if that software is not executed during the installation process, S1GL might
not flag its existence as an anomaly. One possible solution is to leverage forward tracking [137] to
obtain a broader view of system behavior to detect such time-dispersed anomalies. Prior work [177]
has shown that data provenance facilitates such analysis by closely connecting causal events, even if
they are temporally distant. This makes it manageable to incorporate forward tracking into S1GL’s

analysis. Interesting future work would quantify the amount of tracking necessary for detection.

BENIGN DATASET

Many enterprises tightly control software installation via centralized I'T departments. Best practices
for deploying new software are to test initially on a limited set of canary machines to detect stabil-
ity or compatibility issues; those machines are a natural source of labeled installation data. Our IT

department at NEC Labs America also places remote telemetry facilities on end-user machines, col-
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lecting data using enterprise-wide security monitoring solutions. Although we cannot guarantee the
collected data is perfectly clean; in practice, our evaluation in Section 4.5.8 demonstrates that SIGL is

robust against potential data contamination.

ADVERSARIAL ROBUSTNESS

We evaluated two realistic adversarial scenarios in Section 4.5.9, taking into consideration systems
constraints that are absent in existing ML literature. The experimental results show that S1GL is
robust against practical adversarial attacks, which is consistent with recent studies [62, 275] show-
ing that effectively attacking graph structured data is hard. Granted, our evaluation is by no means
complete given increasing interests in ML to advance graph-based adversarial attacks. For example,
Chang et al. [46] recently proposed a graph signal processing based approach to attack the graph
filter of given models, nullifying the need for any model information. Dai et al. [62] proposed a ge-
netic algorithm based attack in PBA (although it requires additional information, e.g., a normality
threshold). However, these approaches are evaluated on the same citation network datasets, which
are structurally different from provenance graphs (Section 4.5.9). Further technical discussion and

evaluation of adversarial ML is beyond the scope of this dissertation.

4.8 SUMMARY

We presented and evaluated S1GL, a malware detection system that secures software installation by
analyzing the behavior of end-point systems through software installation graphs. SIGL uses a novel
deep graph learning architecture to understand installation behavior and assist attack attribution.
Our evaluation shows that S1GL achieves high detection performance using only a small amount

of training data, while accurately guiding human analysts to identify the cause of alarms. S1GLis a

practical tool that can be deployed in any enterprise for eftective and labor-saving malware detection.
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Related Work

As this work focuses on detecting system anomalies, we categorize the related work into two broad
areas, provenance-based security analysis and malware detection. Section 5.1 focuses on the former.
We present various types of security analyses that leverage kernel-level data provenance, including
intrusion detection (Section 5.1.1, Section 5.1.2, Section 5.1.3) and forensic analysis (Section 5.1.4).
Section 5.2 focuses on prior research in malware detection, which is closely related to S1GL (Chap-

ter 4).
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5.1 PROVENANCE-BASED SECURITY ANALYSIS

We survey a large collection of prior work that uses kernel-level data provenance to tackle security
problems. In particular, we begin with three categories of host-based intrusion detection systems
that we introduced in Section 2..5. Specifically, Section 5.1.1 and Section s.1.2 discuss existing ap-
proaches that leverage provenance to perform signature- and rule-based intrusion detection, respec-
tively. Section 5.1.3 focuses on anomaly-based detection, which is closely related to UNICORN. As
such, we further expand our discussion in Section 5.1.3 and include, as a preamble, prior anomaly
detection approaches that do not leverage provenance. Finally, we present various systems that per-

form different kinds of forensic analysis, including attack tracking and threat hunting.

5.1.1 SIGNATURE-BASED HosT INTRUSION DETECTION

Using expert knowledge, host-based IDSes leveraging kernel-level data provenance can match graph
elements (e.g., subgraphs and node/edge attributes) at runtime with known attack signals. Some
existing signature-based IDSes focus on general bebavioral characteristics that are common across
different attack vectors, rather than generating a unique signature for each specific malware [177].
Those behavioral characteristics can be translated into graph substructures for pattern matching.
This strategy has been shown to be particularly useful for APT detection [105, 177], since an
APT actor typically follows a chain of known attack tactics, and each step in the chain manifests
in a provenance graph in the form of a subgraph (Section 2.3). For example, Holmes [177] speci-
fies edge-matching rules (i.e., behavioral signatures) for each tactic. Most rules involve only a single
edge in a provenance graph, so it is efficient to perform graph matching at runtime. For instance, in
the first znitial compromise stage of an APT’s lifecycle (Figure 2.3), an attacker can launch a spear-
phishing attack to penetrate a victim system through untrusted reads. Untrusted reads are a tactic

that is reflected in a provenance graph as a read edge between a process and a socket whose source IP
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address is not trusted (e.g., IP addresses that are not whitelisted by system administrators). Holmes
matches any read edge connecting to an untrusted IP address and considers a match to be a poten-
tial signal that an APT was initiated. To correlate signatures in different parts of the graph, Holmes
tracks information flows between objects in two matched signatures. If a node in one edge is reach-
able from a node in the other edge, i.e., an information flow exists between them, Holmes considers
the possibility that the two behaviors are related in the same APT. To further assist attack investiga-
tion, Holmes builds a high-level scenario graph (HSG) over the original, low-level provenance graph.
Each node in an HSG represents a matched behavioral signature in the APT lifecycle, which con-
tains the original edge in the provenance graph as a reference. Two nodes in the HSG are connected
by an edge if there exist information flows between objects in the original edges. RapSheet [105]

is another APT-focused IDS that follows the same design as Holmes but incorporates additional
rules from a real-world Endpoint Detection and Response (EDR) tool. RapSheet introduces zacti-
cal provenance graphs (TPGs), which are conceptually similar to HSGs, except that a TPG contains
more specific knowledge of the attack tactics (e.g., MITRE ATT&CK technique IDs) that Rap-

Sheet matched for attack investigation.

5.1.2 RULE-BASED HosT INTRUSION DETECTION

Existing rule-based IDSes [110, 111] use provenance graphs as a convenient representation to prop-
agate tags, which are labels associated with nodes in the provenance graph to indicate the confiden-
tiality and integrity property of the system objects they represent. For example, a confidentiality
tag assigned to a file node can describe whether the file is secrer (such as login credentials and pri-
vate keys), sensitive, private, or public [110]. Tags are manually initialized by system administrators
or cyber-analysts (through tag initialization policy) and propagated along provenance graph edges
when information flows between two nodes, similar to taint propagation [228]. Attack detection

is based on the rules defined on those tags. For example, when a trusted process (i.e., the process

I21



node has been assigned a t7usted tag) executes or loads an executable file with an untrusted tag, an
untrusted code execution violation is detected. Sleuth [110] is such a framework that allows users to
provide customized tag initialization, propagation, and detection policies to detect intrusions. Tags
turther guide Sleuth’s postmortem graph investigation, which we discuss in Section 5.1.4.

The efficacy of a tag-based detection framework such as Sleuth relies heavily on provenance
graphs accurately describing system activity. However, dependency explosion [235], where coarse-
grained provenance tracking creates false dependencies, can mislead tag propagation, which results
in false detection. For example, consider a single-threaded, event-driven program such as NGINX.
Each event handler may read and write a distinct set of files and sockets. Unfortunately, the logical
independence of each event handler is invisible to a system-level provenance tracer (such as Cam-
Flow). As a result, the provenance graph will connect the single event-handling process to the aggre-
gate set of all files and sockets manipulated by any event handler. Since tag propagation is typically
performed conservatively, propagating the most restrictive of all source node tags to the destina-
tion node, false dependencies can quickly propagate restrictive tags throughout the graph causing
unnecessary policy violations.

Morse [111] mitigates this issue by defining two downgrading mechanisms called tag attenuation
and tag decay to downgrade confidentiality and integrity. These mechanisms are conceptually sim-
ilar to declassification and endorsement in lattice-based information flow control [43]. However,
instead of using a small, fixed number of tag levels (as Sleuth does) and downgrading a tag between
those discrete levels, Morse uses a real number between 0 and 1 as a tag value to gradually decrease
an object’s confidentiality and increase its integrity. This helps reduce false dependencies without
introducing high security risks due to faulty, abrupt downgrades. Note that in Morse, higher confi-
dentiality corresponds to a lower value while higher integrity corresponds to a higher value. Morse
assigns initial integrity and confidentiality values to files and processes based on its knowledge of the

system. For example, files that are located in /etc/passwd are considered confidential and therefore
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assigned arbitrary values between 0 and 0.5, which is considered high confidentiality value range.
All files already present on the system before running Morse and all preexisting processes are as-
signed high integrity values, which are between 0.5 and 1. Network addresses are one example where
low integrity (between 0 and 0.5) and low confidentiality (between 0.5 and 1) values are assigned.
Tag attenuation increases the confidentiality and integrity value of a benign process when it writes
to a data object, even if the process previously read highly confidential (or low integrity) data. Con-
sequently, the confidentiality and integrity values of the data object, as inherited from the process,
are also increased. Tag attenuation is justified based on the assumption that an attacker cannot con-
trol the data output by a benign process, and therefore, the data object might not be as confidential
(or suspicious) as the input data read by the process. Tag attenuation is parametrized by an additive
factor a (e.g., 0.2), which gradually increases output objects’ confidentiality and integrity values

by 4. Tag decay restores the integrity and reduces the confidentiality of a process through a time-
parametrized exponential decay function, based on the assumptions that a compromise must hap-
pen soon after a benign process consumes a low integrity input and that benign processes typically
use highly sensitive data (like passwords) quickly and immediately erase them from memory. Em-
pirically, Morse shows that tag attenuation and tag decay reduce false positives and help construct
more accurate attack scenario graphs. However, there is no principled way to assign tag values. Con-
crete values are assigned by Morse without justification; therefore, they may be appropriate only for
specific attacks. Moreover, high values for tag attenuation and decay ultimately lead to large false
negatives (i.e., an attack circumvents detection), especially in APT scenarios where the assumptions

made do not always hold.

5.1.3 ANOMALY-BASED HosT INTRUSION DETECTION

Before we dive into provenance-based anomaly detection approaches, we briefly discuss existing

approaches that predate kernel-level data provenance.
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PREAMBLE: HOST-BASED ANOMALY DETECTION

Host-based anomaly detection was pioneered by Forrest et al. [76]; their approach uses fixed-length
sequences of system calls to define normal behavior for UNIX processes. Debar et al. [63] and Wespi
et al. [260] later generalize the approach to incorporate variable-length patterns. As attacks became
increasingly sophisticated [234, 248], systems that model only system call sequences suffer from

low detection accuracy. Next generation systems added state to provide contextual information

to system calls. Sekar et al. [212] design a finite-state automaton (FSA) that models each state as

the invocation of a system call from a particular call site. VtPath [73] extends this idea to avoid the
impossible path problem, in which there may exist sequences of state transitions in the FSA that
cannot occur in practice. VtPath performs more extensive call stack analysis to identify such im-
possible paths as anomalies. Jafarian et al. [118] address the impossible path problem by using a
deterministic pushdown automaton (DPDA). Maggi et al. [158] extend these approaches by com-
bining models of system call sequences with models for the parameters to those system calls. As
automaton-based models approach their theoretical accuracy limit, which is equivalent to a linear
bounded automaton (LBA) or a context-sensitive language model, their detection capacity increases;
however, the non-polynomial complexity of such theoretical models makes it impossible to realize in
practice [218]. Even a constrained DPDA model exhibits a polynomial time complexity [118]. Shu
etal. [218] present a formal framework that surveys host-based anomaly detection, discussing in de-
tail various dynamic and static approaches. Liu et al. [154] summarize the state-of-the-art host-based
IDSes [53, 134, 181] and discuss future research trends, indicating data as one of the decisive factors

in IDS research.

Provenance-based host anomaly detection systems [81, 107, 236] learn the behavior of a host sys-
tem from its provenance graph. In a distributed environment in which many hosts perform similar

tasks, a common assumption is that the majority of the hosts are 7oz under attack, so “normality”

124



is defined by graph features that exist in the majority of provenance graphs; any host whose prove-
nance graph contains rare components is considered acting anomalously. Existing anomaly-based
IDSes differ in the graph features they use. Frappuccino [99] counts the number of different sub-
graphs in a single provenance graph and uses those counts as graph features. Frappuccino uses
a vertex-centric approach to construct subgraphs efficiently in parallel. From every vertex in the
graph, Frappuccino traverses backwards breadth-first to include a neighborhood of its ancestor
nodes in the subgraph. Each subgraph therefore describes system objects that most recently influ-
enced the object represented by the “root” vertex. StreamSpot [165] uses graph features similar to
those used by Frappuccino, but StreamSpot hashes the count vector to a fixed-size feature vector.
Both systems cluster graph features from a number of benign provenance graphs to define nor-
mality; any instance whose provenance graph features cannot be fitted into a cluster is considered
anomalous. Similar to UNICORN (Chapter 3), StreamSpot leverages hashing to handle new sub-
graphs in a streaming fashion. As new edges arrives, StreamSpot continuously updates its count
vector, potentially adding new elements if new subgraphs do not already exist in the vector. At run-
time, as the test graph evolves, StreamSpot hashes the count vector into a fixed-size feature vector.
StreamSpot’s hashing algorithm preserves the cosine similarity between two count vectors; there-
fore, clustering the fixed-size hash vectors is equivalent, with high probability, to clustering the orig-
inal count vectors. Frappuccino, on the other hand, uses heuristics to determine a fixed window size
M of graph edges that contains the largest possible number N of unique subgraphs and always uses
N as the size of the feature vector. At runtime, the feature vector describes only A1 graph edges in
the window and the same number of edges are periodically compared (through their feature vectors)
among the benign and the test graphs.

UN1coRrN difters from StreamSpot in two major aspects. First, StreamSpot’s graph features are
locally constrained while UNICORN ’s embody execution context. We showed in Section 3.6.1 that

contextualized graph analysis has great impact on detection performance. Second, StreamSpot cre-
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ates one feature vector from an entire training graph and clusters all benign feature vectors into a
single model, dynamically maintaining its clusters during test time. StreamSpot’s model results in
many false positives when runtime detection compares a changing provenance graph to the model,
which creates an opportune time window for the attacker. We also consider such an approach inap-
propriate in APT scenarios, where persistent attackers can manipulate the model to gradually and
slowly change system behavior to avoid detection. UNICORN, on the other hand, builds a behavioral
model from each streaming graph in the training dataset using feature vectors generated periodi-
cally, creating a set of models that describe many benign behaviors. As a result, UNICORN’s model
captures behavioral changes in the system’s execution history, which are then compared against be-
havioral changes at detection time. This approach not only reduces the number of false positives,
but also makes UNICORN suitable for detecting APTs.

Winnower [107] infers a graph grammar for provenance nodes based on their incoming and out-
going neighborhood. The grammar is a set of rules that describe common subgraph patterns, anal-
ogous to regular expressions on strings. An instance is anomalous if its provenance graph cannot be
parsed by those grammatical rules.

PIDAS [264] uses graph paths as graph features. All graph edges during training are stored in
a database as a pair of source and destination node names. For example, when a root shell modi-
fies password files using vim, two edges, (sh, vim) and (vim, /etc/passwd), are recorded in the
database. PIDAS explores the provenance graph depth-first, starting from every edge in the graph
and following the direction of the edges. For each path of length Z, PIDAS counts the number of
edges that are zot in the database. If the count is above a threshold 7, PIDAS considers the entire
provenance graph anomalous. Both L and 7 are tunable parameters predetermined by the system
administrator. Sophisticated attacks such as APTs typically do not “accumulate” all attack behavior
on a single path and thus can avoid detection. Pagoda [263] improves upon PIDAS by computing

an additional graph anomaly score. Pagoda first performs path-based anomaly detection similar to
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PIDAS. To explore a path, however, Pagoda starts only from root nodes (i.e., nodes with no par-
ents) and terminates only at leaf nodes (i.e., nodes with no children). Therefore, the path length L
is not fixed and the anomaly threshold 7 for a path is the percentage of the edges in the path that are
not in the normal database. If Pagoda does not detect any anomalous paths, it computes the graph
anomaly score and compares it against a predetermined threshold 7. The graph anomaly score is
the sum of the anomaly edges in all paths weighted by the total length of those paths. Pagoda con-
siders the entire graph anomalous if the graph anomaly score exceeds the tunable threshold 7.
Instead of learning from a provenance graph and classifying the entire graph as benign or mali-
cious, Barre et al. [31] propose to learn and classify only process nodes within a graph. They define a
number of process node features, such as the number of files a process reads and writes, that they con-
sider relevant to APT and use a random forest model for classification. However, with hand-picked
process features, their system delivers a detection rate of only around 50%. Such low performance
suggests that simple feature engineering on provenance graphs without considering graph topology

is insufficient in detecting stealthy APT attacks.

5.1.4 FORENSIC ANALYSIS

For forensic analysis, prior work typically leverages kernel-level data provenance to trace attacks,

hunt threats, and classify malicious events.

AT1TACK TRACING

This type of forensic analysis traces along the edges of a provenance graph to understand the his-
tory and the impact of an attack. Given a suspicious event flagged by an IDS, one can explain its
root cause (called attack attribution) through a chain of causally-related events thatled to it. Ina

provenance graph, this is equivalent to reasoning about a (directed) subgraph terminating at the de-
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tected point. If we instead reason about a subgraph starting from the detected point, we can identify
system objects that are causally affected by the attack, evaluating aztack impact [19].

BackTracker [136] is the first to use provenance graphs for attack attribution. It reconstructs, by
processing system call logs backwards from a detection point, a subgraph of a full system-level prove-
nance graph consisting only of system objects and their dependencies that could affect the state of
the detected point. For example, if at time # a file /' was detected to be suspicious, BackTracker first
parses system call logs from # and initializes a provenance graph with a single file node representing
F. From ¢ — 1 backwards, events affecting F(e.g., a process P writes to F) or any other objects already
in the subgraph will be added to the subgraph. Although BackTracker records (and therefore parses)
only a small number of event types, such as process creation and read/write of files and pipes, the
resulting provenance subgraph can still become too large for a human analyst to manually inspect,
especially if the system was busy. BackTracker proposes several filtering rules to address this issue.
For example, it allows users to ignore common files such as .bash_history that could lead to a large
number of dependencies, filter out certain types of events, and hide read-only files. However, ob-
jects or events critical to the understanding of the attack might accidentally be filtered; therefore,
one must iteratively remove filters if the analysis reveals insufficient information about the attack.

BackTracker’s backtracking approach becomes the backbone of later graph-based attack attribu-
tion systems, many of which focus on improving BackTracker’s “filtering” techniques. For example,
PrioTracker [155] attempts to construct the most relevant subgraph on a limited time budget. Start-
ing from a detected point, PrioTracker updates a priority quene with all prior events that affected
the detected point. However, unlike BackTracker, PrioTracker includes only the one at the head of
the queue to the subgraph. That event is then popped from the queue and used to add more prior
events to the queue. This process is repeated until either all related events have been included in the
subgraph, which would generate the same graph as BackTracker, or when PrioTracker runs out of

time. Essentially, PrioTracker prioritizes BackTracker’s backtracking. To compute an event’s prior-

128



ity score for the queue, PrioTracker considers three factors:

1. event rareness according to a reference model that counts the past occurrences of different
types of events. A frequently-occurring event would receive a low priority score. This means
that PrioTracker is suitable primarily in a homogeneous computing environment in which a

large number of hosts should have similar, consistent behavior.

2. node fan-out. PrioTracker prefers to explore nodes with a smaller number of out-going edges,

because they are faster to analyze than those with a large fan-out.

3. read-only files have low priority since they cannot be influenced by attackers. This is identical

to BackTracker’s filter that hides read-only files.

PrioTracker can suffer from evasion techniques where attackers hide their footprints based on these
prioritization strategies. For example, they can mislead Prio Tracker with many low fan-out but be-
nign events while hiding their activity in high fan-out nodes. However, although these techniques
prolong the investigation of true attack history, Prio Tracker could eventually reveal the activity
given sufficient time, but then it offers little advantage over BackTracker. PrioTracker uses the same
approach to evaluate attack impact through forward tracking.

In PrioTracker, event rareness is a major factor that determines the likelihood of an event being
part of the attack, but it is computed without context. A rare event (edge) in isolation might look sus-
picious, but if it is preceded (and/or followed) by many common benign events, its rareness hardly
suggests abnormality (and an analyst would likely terminate further investigation on the event).
PrioTracker, on the other hand, would still include such an event in the subgraph. Conversely, Pri-
oTracker might never include a seemingly common event (e.g., unzipping a file) if its sibling events
are less common, even if, for example, the unzipped file initiated a large number of network con-
nections afterwards, which is likely to be abnormal. NoDoze [106] attempts to address this lack

of context sensitivity by computing an anomaly score for each path that contains a detected point.
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High-anomaly paths can be merged together to construct an attack subgraph for both attack at-
tribution and impact evaluation. Path anomaly score is computed as the difterence between 1 (the
highest anomaly score) and the product of regularity scores of individual edges in the path, normal-
ized by a decay factor due to the influence of path length. Similar to PrioTracker, NoDoze’s edge
score calculation uses event frequency (using a similar reference model) and node fan-out (and fan-
in), but unlike PrioTracker, NoDoze considers changes in a process node’s fan-in/out over time,
instead of its magnitude. If a node’s fan-in/out changes dramatically when the process is active, it is
considered to be more anomalous than a stable process. NoDoze claims to outperform PrioTracker
in that it generates a more precise attack graph, but there is no empirical evaluation that substanti-
ates the claim. Moreover, NoDoze requires a significant amount of tuning due to its extensive use of
environment-dependent parameters: in additional to a reference model, NoDoze must be trained to
calculate the decay factor, the anomaly threshold for merging paths, and the maximum path length
threshold, to name a few.

Sleuth [110] uses a similar path-based approach to identify a path as the attack history. The path
traces back to an entry node, i.e., a node with no incoming edges, which is considered to be the ori-
gin of the attack. This entry node might represent a malicious network connection or a malware ex-
ecutable file on a USB stick. Sleuth associates each edge with a “cost” and uses Dijkstra’s algorithm
to find the path with the lowest total cost as the attack path. Cost assignment is based on node tags
that were initialized and propagated at runtime (Section 5.1.2). For example, the cost to traverse
an edge between two benign nodes (e.g., a process with a benign code and data integrity tag reads
from a file with a benign data integrity tag) is high, because it is unlikely to be part of the attack (and
therefore should not be selected by the algorithm). While Sleuth does not use a reference model to
obtain knowledge about prior system behavior, its ability to perform accurate attack attribution
depends largely on the manually-crafted tag policy, which again is based on the knowledge of the

system. Sleuth uses the same tag-based approach to evaluate attack impact.
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TureEaT HUNTING

While attack tracing requires no knowledge of the attack, leaving attack subgraph interpretation
to cyber-analysts, threat hunting, a process that investigates the presence of a speczfic threat when
intrusion alarms are triggered, incorporates threat knowledge into the analysis. To some extent,
post-hoc threat hunting is similar to classic signature matching in intrusion detection, but often
times, it is difficult to generate a precise and lightweight signature that enables efficient runtime
matching, especially for large-scale, complex attacks such as APTs.

In a provenance graph, one could construct a graph motif that summaries the threat behavior
and extract subgraphs that match the motif. A matched subgraph therefore directly identifies the
particular threat in the system and requires little further interpretation from a human operator, al-
though it is still necessary to check for false positives. For example, Poirot [176] manually constructs
threat motifs that describe concrete APT campaigns from existing cyber-threat intelligence reports
and performs graph pattern matching on provenance graphs. One distinguishing issue of graph
matching in threat hunting is that attackers often create noise to evade detection and thus exact
matching is ineffective. Therefore, Poirot’s graph motifs express only high-level information flows
among entities and a single edge in a motif is matched to a path in the provenance graph. For exam-
ple, a process (P) — file (F) edge in a graph motif can be matchedtoa P — P* — P — Fpathin
the provenance graph where the attacker forks new processes to eventually influence the target file.
To identify the most probable path for a motif edge, Poirot ranks all possible paths based on 7f7u-
ence, i.c., the likelihood that the attacker can produce a flow. Unlike prior systems, this likelihood
does not depend on rareness or fan-outs, but the number of ancestors shared among all processes in
a path. Specifically, the influence score is inversely proportional to the number of ancestors. In our
example above, if P forks 7', which in turn forks P/, there is only one ancestor in the path (i.e., P’s

ancestor or Pitself), and the path will have an influence score of 1, the highest possible score. This
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path selection approach is based on the observation from many documented APTs that attackers
typically compromise only a small number of processes. Poirot identifies the matched subgraph
with the largest average influence score. If the score is larger than a predetermined threshold, the
subgraph is considered to represent the target threat. Piorot’s threat hunting requires substantial
expert knowledge and manual effort to generate representative graph motifs and is limited to only

known threats that do not violate the influence assumption.

ENTITY AND EVENT CLASSIFICATION

Without a known threat signature, it is difficult to determine whether an object (node) or an event
(edge) is under the influence of an attack. Attack tracing makes a general assumption that any
node/edge reachable from the detected point might be influenced by the attack and attempts to
only reduce the number of nodes/edges that need to be inspected by a human analyst. ATLAS [20]
automates this process using machine learning. ATLAS’ approach is based on the assumption that
different attacks probably share a similar attack sequence (i.., a temporally-ordered list of edges rele-
vant to the attack) and therefore can be modeled through sequence-based natural language process-
ing (NLP) techniques. To construct a training set of attack sequences, ATLAS uses a set of known
attack nodes (e.g., socket nodes with blacklisted IP addresses) to first create a combinatorial number
of subsets and then for each subset, extracts an attack sequence from all edges containing at least
one attack node. Model training also requires non-attack sequences, which are generated similarly
except that each node subset consists of a subset of attack nodes and one node from a set of non-
attack nodes. Both attack and non-attack sequences are encoded into real-value feature vectors using
word embedding techniques such as wordavec [174], which are then used to train a long short-term
memory (LSTM) model. In a typical provenance graph, there are orders of magnitude more benign
nodes than attack ones, so the training set is imbalanced. To mitigate this issue, ATLAS under-

samples non-attack sequences by removing similar sequences and over-samples attack sequences by
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randomly mutating them. ATLAS uses the trained model and a set of known attack entities to test
whether an unknown entity belongs to the attack set. If a sequence generated by a subset of known
attack nodes and the unknown entity is classified as attack, ATLAS considers the unknown entity to
be an attack node. While ATLAS does not need to construct graph motifs as Poirot does, building
an accurate sequence model requires authenticated attack traces, which must be constructed man-
ually by identifying malicious entities in a provenance graph. Depending on the available training

data, an ATLAS model, like a Poirot motif, might be applicable only to a specific type of attack.

5.1.5 OTHER SECURITY-ORIENTED PROVENANCE SYSTEMS

HERCULE [196] analyzes intrusions by discovering attack communities embedded within prove-
nance graphs. Bates et al. [32] are the first to use provenance for data loss prevention, and Park et
al. [193] formalize the notion of provenance-based access control (PBAC). Ma et al. [156] design

a lightweight provenance tracing system ProTracer to mitigate the dependency explosion problem
and to reduce space and runtime overhead, facilitating practical provenance-based attack investiga-
tion. Gao et al. [79] leverage complex event processing platforms and design a domain-specific query
language, SAQL, to analyze large-scale, streaming provenance data. The system combines various
anomaly models (e.g., rule-based anomalies) and aggregates data streams across multiple hosts, but
it ultimately requires expert domain knowledge to identify elements or patterns to match against
queries. Pasquier et al. [195] introduce a generic framework, called CamQuery, that enables inline,
real-time provenance analysis, demonstrating great potential for future provenance-based security

applications.
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5.2 MALWARE DETECTION

Traditional approaches to securing software installations (to detect or prevent malware) emphasize
authentication [33] (e.g., code signing [210] and secure content distribution [178]), policy-guided
sandboxing [124, 229, 267], and information flow control (IFC) [231]. Recent incidents [87] show
that attackers can compromise legitimate software distribution channels, bypassing cryptographic
authentication protection. Meanwhile, in an enterprise environment, sandboxing becomes imprac-
tical and is routinely bypassed through social engineering and advanced exploit techniques [110];

sophisticated policy-driven IFC is still too complex to be widely adopted [252].

5.2.1 GRAPH-BASED MALWARE DETECTION

Panorama [272] uses taint graphs to detect privacy-breaching malware. It analyzes information
access and processing behavior of software to identify violations of policies that indicate suspicious
behavior traits. Panorama generalizes signature-based malware detection to a behavior problem like
S1GL does, but ultimately requires a “behavior-signature” that limits its detection scope.

Polonium [49] and Marmite [226] detect malware through large-scale graph mining on a machine-
file graph, an undirected bipartite graph where nodes represent host machines in a global network
and files on those machines and edges connect files to machines that contain them. They compute
file reputation scores and identify malware as files with low reputation. Mastino [203] improves
upon Polonium and introduces additional URL nodes to graph analysis, training classifiers for
URL:s and files. These approaches require network- and system-level data from machines across
the Internet, which is unattainable in a typical enterprise. They consider relationships between users
(e.g., machines) and files only, assuming that malicious files appear on few machines and on ma-
chines with low reputation. Such assumptions, however, are no longer valid as recent supply-chain

attacks leverage legitimate channels to distribute malware to a large number of victim machines.
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Kwon et al. [146] propose a downloader-graph abstraction that describes relationships between
downloaders and payloads on 5 million end-point workstations. Using hand-crafted graph features
as strong indicators of malicious activity, the authors construct a random forest model for malware
detection. The approach, however, requires a large amount of data (e.g., features from about 24 mil-
lion distinct files) to achieve high accuracy, and any changes in malware delivery mechanisms that
affect those cherry-picked features are likely to invalidate the model.

Many other graph-based malware detection approaches exist, with the majority focusing on char-
acterizing malware delivery networks [115, 152, 169, 198, 224, 225, 274]. In contrast, SIGL targets
local end-point protection without knowledge of global malware networks. In other words, S1GL
does not rely on extracting indicators that signify typical cyber-criminal operations, but learns to
generalize expected behavior of a particular enterprise given easily-accessible audit information.
Nevertheless, a security-aware enterprise should leverage both global and local information, comple-

menting SIGL with existing global malware network analytic tools.
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Conclusion

We explored two different approaches to detecting modern attacks on systems, leveraging kernel-
level data provenance. Data provenance represents, as a directed acyclic graph, interactions between
low-level system objects, such as processes, files, and sockets. Provenance graphs reveal causal re-
lationships between system events. By understanding the history of system execution from those
graphs and learning the dependencies between OS-level objects as the result of host activities, the

systems we proposed in this dissertation are effective in detecting advanced persistent threats and
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malicious software installation.

More specifically, in Chapter 3, we presented an intrusion detection system called UNICORN that
specializes in APT detection. Like traditional attacks, APTs often exploit previously unknown vul-
nerabilities, launching zero-day attacks. However, unlike traditional attacks, which quickly subvert
a system and conduct malicious activity, APTs take their time and slowly work their way through
the host, while compromising multiple processes and applications on the system. To handle zero-
days, UNICORN leverages the insight that, we know benign system behavior a priori, so it is easier to
define those behaviors than malicious ones, which may be unknown to us. Therefore, UNICORN
uses an anomaly-based approach, instead of e.g., matching known attack signatures, to compare
real-time graphs with known benign graphs. UNICORN monitors the behavior of the entire system
(not just specific applications), to address the fact that APTs regularly infect multiple components
on the system. However, a system-wide provenance graph can grow large very quickly. UNICORN
leverages a similarity-preserving hashing technique, which allows UNICORN to use a fixed-size,
incrementally-maintainable graph sketch to summarize the essential properties of an entire graph.
As the graph evolves over time, UNICORN generates a time series of graph sketches. These sketches
also preserve the similarity between the graphs, so UNICORN can directly use them to detect anoma-
lies. UNICORN is in fact the first to demonstrate that large-scale APT attacks can be practically de-
tected online without a priori knowledge of specific attack characteristics. For example, we show
that UNICORN achieves comparable performance to other detection systems (such as Holmes) that
manually generate and match attack signatures on DARPA’s large-scale APT engagements.

Chapter 4 focuses on a different, but equally dangerous type of attack, called supply-chain at-
tacks, which corrupt legitimate supply channels of trusted software vendors to distribute malware.
Using additional techniques such as code obfuscation and mutation, these attacks can easily af-
fect millions of systems while evading fingerprint- or trust-based malware detection. We presented

an anomaly-based approach called S1GL that detects malware without placing any trust on soft-
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ware vendors or having any a priori knowledge of the malware itself. Instead, S1GL analyzes prove-
nance graphs that describe installation-time system behavior. By analyzing full provenance graphs
from software installation, S1GL is able to pinpoint, for example, the specific processes that mal-
ware launched or the specific files that malware accessed, which facilitate post-detection forensic
analysis. To do so, SIGL leverages two key machine learning techniques, graph-based LSTMs and
autoencoders. A graph-based LSTM is a type of neural network that captures spatial and temporal
dependencies between nodes in the graph. An autoencoder uses an encoder-decoder architecture
to learn encodings of benign graphs and reconstruct those graphs from the learned encodings with
minimal errors. Reconstruction becomes difficult if a graph contains anomalies, which enables S1GL
to detect malicious activity. In our experiments, SIGL achieves 96% detection accuracy. SIGL was
also deployed in a real enterprise network to monitor Python package installation and successfully
detected real-world malicious package that was uploaded to PyPL

The introduction of kernel-level data provenance * has created new areas of interest, especially for
security applications. We demonstrated provenance’s application in APT and malware detection by
proposing UNICORN and S1GL, respectively. Others have shown that system-level data provenance is
also useful for reconstructing attack scenarios, hunting large-scale cyber-threats, expediting forensic
analysis, and triaging alerts to name a few, as we extensively surveyed in Chapter 5. Research in these
areas in turn contributes to the design of more transparent and secure systems. As graph analysis,
machine learning, and causality reasoning techniques continue to improve, we anticipate that data

provenance will become a major tool when reasoning about the behavior of a computing system.

“Data provenance at the application level is long-established, particularly for database [40] and workflow
systems [56, 255].



6.0.1 FUTURE WORK

We have already discussed some future work in Section 3.7 and Section 4.7. Here, we expand on two

broad directions for future work on provenance-based anomaly detection.

ROBUSTNESS

Machine learning (ML) has become increasingly prevalent in systems security analysis that leverages
kernel-level data provenance; however, at present it is unclear how, or even if, ML-based provenance
graph analyses, such as S1GL (Chapter 4) and ATLAS [20], are successful in the face of determined,
resourceful, and adaptive adversaries. For example, Wagner and Soto in their introduction of the
mimicry attack [248] first questioned whether malicious acts are innately distinct from regular ac-
tivity. Due to various imperfections in IDSes’ representation of system normality, it has historically
been possible for attackers to pattern their actions such that they are indistinguishable from benign
processes. For instance, Wagner and Soto demonstrated that a malicious process could defeat the
IDS proposed by Forrest et al. [76] by executing no-op system calls, preserving the semantics of the
attack while simultaneously matching the malware’s system call sequences to approved process n-
grams. This finding was repeatedly replicated and extended [144, 233]. We believe that it is more
difficult for attackers to evade detection by provenance graph based IDSes, as we have empirically
shown in Section 4.5.9. However, due to the current dependency on out-of-the-box ML solutions
(most, if not all, of which were designed for dramatically different application domains that did not
consider the unique constraints of the system environment) to analyze provenance graphs, it is likely
that such IDSes, limited by the robustness of the ML techniques they use, are generally suscepti-
ble to similar kinds of mimicry attacks that have plagued past IDSes. In the future, we would like

to create dedicated, carefully-designed learning algorithms to more effectively analyze kernel-level

provenance graphs for robustness.
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EXPLAINABILITY

While UNICORN can detect that an anomaly has happened (Section 3.6), UNICORN does not ex-
plain how the attack happened or its root cause. Consequently, when UNICORN detects an anomaly,
human security analysts must manually inspect a large number of nodes and edges to understand
the attack (if the identified anomaly is in fact an attack), its root cause, and its impact. This is clearly
labor-intensive. We took the first step towards improving explainability in anomaly-based detection
with S1GL, which pinpoints specific nodes in a provenance graph to explain its decisions. However,
S1GL focuses only on installation-time system activity, which results in much smaller graphs com-
pared to e.g., system-wide graphs needed for APT detection. It can be challenging to scale S1GL’s
approach to large graphs, because graph LSTMs may have difficulty learning very long-term system
dependencies. Moreover, providing only nodes as starting points for human analysts to explore very
large graphs (with millions of nodes and edges) is likely still inadequate for efficient forensic analysis.
As a future work, we can leverage state-of-the-art graph representation learning on continuous-time
dynamic graphs (e.g., temporal graph networks [207]) to learn behavior patterns of individual nodes
and edges in a large graph based on nodes’ temporal and spatial interactions with the rest of the
graph and to identify abnormal patterns. Then, we can correlate individual anomalies based on their
causal dependencies, as captured in the provenance graph, to construct subgraphs that meaningfully
describe attacks. In addition, we can design novel visualization tools to help bridge the semantic gap
between low-level system activity and higher-level application behavior, to further facilitate human-

in-loop exploration and comprehension.
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XANTHUS: Push-button Orchestration of

Host Provenance Data Collection

Host-based intrusion detectors sift through audit data for signs of attack. Training and evaluating
such detectors requires trace data. Unfortunately, the security community suffers from a lack of
publicly-available, high-quality datasets [237]. For example, DARPA’s IDEVAL traces [153] are

publicly available but suffer from well-known deficiencies that hurt the realism of the traces [158,
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159, 168]. However, academics continue to use these traces [69, 113] (which are over 20 years old!)
due to a lack of alternative public datasets.

The rise of provenance-based intrusion detection systems (Section 5.1) has emphasized the dearth
of realistic, openly-available traces. The typical workflow to evaluate such detection systems, as we

have seen in Section 3.6, consists of three steps:

1. Trace benign and/or attack workloads to construct a training dataset;
2. Build a model based on the training traces;

3. Trace new scenarios on which to test the model.

In theory, publicly released datasets are the output of the first step.

While evaluating UNICORN (Section 3.6), we repeatedly found that released traces were insuffi-
cient for our purposes. For example, only attack scenario traces are publicly available in DARPA’s
Transparent Computing dataset [128]; the StreamSpot dataset [164] was pre-processed, removing
key information. These are all symptoms of a fundamental problem: each IDS typically requires a
specific kind of trace data, and published traces are specific to the system for which they were origi-
nally designed. Unlike conventional machine learning applications, where training data consists of a
set of samples and their labels, the “samples” in this case are large, complex, non-standard traces. To
address this mismatch, we facilitate faithful replication of both the training and test data. In other
words, XANTHUS enables replicability [185] of both training and test workloads for the evaluation
of provenance-based IDSes.

XANTHUS is a framework for collecting host-based provenance datasets, which automates: (1)
configuring a data collection framework, (2) recording data using that framework, and (3) pub-
lishing the results. During the configuration stage, XANTHUS creates VMs with a deterministic
set of initial states defined by user-provided scripts and a specific provenance tracking framework

(e.g., SPADE [82] or CamFlow [194]). XANTHUS saves these images for repeated use. Then, in
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the recording phase, XANTHUS runs a specified workload, which can include hooks for additional
scripts that control the monitoring infrastructure in real time. When execution completes, XAN-
THUS bundles the data, the XANTHUS scripts, and the XANTHUS configuration files into a single
archive and publishes the archive (e.g., on a configured data repository such as Dataverse or on
GitHub). Other researchers can download the archive to validate correctness of the collected traces,
replay the workloads with different auditing systems and experimental settings (e.g., with or without
attacks), or replay the saved traces to an analysis tool. For large-scale experiments, it works seamlessly

with Amazon Elastic Compute Cloud (EC2).

A.1 DESIGN GOALS

We designed XANTHUS with the following properties in mind:

* Replicability: The framework must collect enough information to allow a third party to
recreate an experiment so that different graph semantic models can be adopted to describe
identical system execution. For example, it must capture the discrete events or generative
models associated with both malicious behavior and innocuous background activity. It also
needs to capture environmental features such as version information for the operating system

and user-level binaries that were running during an experiment.

* Flexibility: The framework should not make assumptions about the downstream data
consumers. When possible, it should emit raw, unprocessed data. Storage is cheap; thus, it

should err on the side of collecting too much data, not too little.

* Longevity: The framework must collect and publish data in a way that is not dependent
on a particular hosting server or distribution technology. An ideal dataset is self-hosting in

the sense that, once a researcher has downloaded the bytes in the dataset, minimal additional
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Provenance Open  Actively Tagged Binary  Documentation

Tool Source Maintained Release Release Support
PASS [180] v X X X X
Story Book [223] X X X X X
Burrito [92] v X X X X
Hi-Fi [200] v X v X v
LPM [32] v X X X v
SPADE [82] v v v X v
PVM [29] (w/ DTrace [88]) X v X X X
CamFlow [194] v v v v v

Table A.1: The provenance tools we examined and selected (below the middle bar) that are supported by Xanthus.

infrastructure should be necessary to analyze the data or recreate the experiments that gener-

ated the data.

* Usability: The framework should provide explicit interfaces that allow easy scripting to gen-
erate host behavior, collect trace data, and so on. To the greatest extent possible, configuring
the software inside the system to trace should be automated. Creating a self-hosting archive

should also be automated.
* Shareability: Researchers should be able to exchange entire experimental environments.

Shareability is enabled by flexibility, longevity, and usability.

A2 XANTHUS FRAMEWORK

XANTHUS assumes that the downstream analytic system requires as input host audit data, but it is
agnostic to the specific tracing system used. Currently, we focus on capturing kernel-level prove-
nance data (e.g., for UNICORN). Table A.1 outlines a set of criteria we used to compare and select

provenance tools supported by XANTHUS.
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XANTHUS is written in Ruby and can be easily installed through Ruby’s package manager RubyGems.
Figure A.1 shows the three high-level stages that comprise XANTHUS. In the remainder of this sec-
tion, we elaborate on each stage with simple code snippets to demonstrate concepts and design deci-

sions.

XANTHUS FRAMEWORK

© » H » @

Virtual Environment Setup  Experimentation  Package & Data Preservation

Figure A.1: The Xanthus framework.

A.2.1 VIRTUAL ENVIRONMENT SETUP

It is tempting to believe that the script that executes an experiment is a long-lived artifact. While a
script may provide detailed specifications about a particular environment, software versions used,
and instructions that automate the experimental setup, its correct execution depends on the avail-
ability of those artifacts. If some version becomes unavailable, replication becomes impossible.

One solution is to provide virtual machine (VM) images encapsulating the correct environment
and software dependencies. Those materialized images enable immediate replication of an identical
working environment.

XANTHUS leverages Vagrant to manage VMs. Before running an experiment, it creates the nec-
essary VM image(s), which can be stored locally or shared on VagrantCloud [11], an online box
repository where users share public boxes. XANTHUS also supports pre-existing images hosted on
VagrantCloud, which can be further customized through scripts. For example, in Listing A.1, we

use the ubuntu/trusty64 image and customize it with the box_config script. vm. ip defines the vir-
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config.vm :server do |vm|
vm.box = "ubuntu/trusty64’
vm.ip = "192.168.33.3"
vm.boxing = [:box_config]
end
config.script :box_config do
%0 {%{
sudo apt-get install vim apache2
gem install json rgl mqtt rake bundler
I3

end

Listing A.1: Set up a user-configured VM in Xanthus.

tual IP address used during the experiment. XANTHUS boxes the VM once in the first run and uses
the materialized VM afterwards; this also provides a more efficient out-of-box experience for those
wishing to use the artifact since they do not have to configure the machine for each experiment.

Users can upload the resulting Vagrant box to VagrantCloud.

config.vm :aws do |vm|
vm.on_aws = true
vm.aws_env_key_id = "AWS_ACCESS_KEY_ID’
vm.aws_env_key_secret = "AWS_SECRET'
vm.aws_key_pair_name = "AWS_KEY_PAIR’
vm.aws_region = 'eu-west-2'
vm.aws_ami = ’ami-XXXXXXXXXXXXX'
vm.aws_instance_type = "i3.large’
vm.aws_security_group = "AWS_SG_1"’

end

Listing A.2: Set up VMs on AWS.

To enable large-scale, multi-host experiments, XANTHUS works seamlessly on Amazon EC2
(Listing A.2); users simply need to switch to the AWS mode (Line 2) and provide their EC2 creden-

tials in the configuration file to set up VMs in the cloud.
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A.2.2 SPECIFYING AN EXPERIMENT

Each experiment is called a job, which consists of instantiation(s) of VM image(s), execution of user-
defined tasks assigned to particular instances, and management of outputs (e.g., to retrieve audit

logs). A XaNnTHUS workflow is composed of one or more jobs that can be executed multiple times.

config.job :attack do |job|
job.iterations = 2
job.tasks = {server: [:server], client: [:pre, :camflow_start, :attack,
camflow_stop, :post]} # VM tasks
job.inputs = {server: ['ipscan_3.5.5_amd64.deb’, 'exploit.py’]} # VM
inputs
job.outputs = {client: {config: '/etc/camflow.ini’, trace: '/tmp/audit.
log’'}} # VM outputs

end

Listing A.3: Configure a job in Xanthus.

Listing A.3 is an example of a job configuration, in which a job called attack is configured to run
twice. During each iteration, two VMs, server and client, are instantiated and run their respec-
tive task(s). In Line 3, server runs a single task, defined in config.script :server (similar syntax
as in Listing A.s), while client has multiple tasks that run sequentially. A XANTHUS task allows
users to logically encapsulate a single step in the experiment. Line 4 defines two inputs to server, a
Debian package and a Python script, while Line 5 shows that we expect two outputs from client, a
configuration file and trace data.

XANTHUS is a framework for cybersecurity experiments, so it is important to ensure easy inte-
gration with popular security tools. We show how users can readily use XANTHUS to retrieve traces
during penetration testing using Metasploit, Armitage, and Cortana. Without XANTHUS, a re-
searcher would have to manually 1) set up an attacker and a victim machine, 2) log onto the attacker

machine to configure Metasploit and Armitage, 3) log onto the victim machine to configure its au-
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dit system, 4) execute the attack, and 5) extract audit data from the victim machine.

SECURITY EXAMPLE

Metasploit [127] is a well-known penetration testing framework that helps security experts verify
vulnerabilities, manage security assessments, and improve security awareness. Armitage [127] isa
scriptable cyberattack management tool for Metasploit and a force multiplier (i.e., creates synergy)
for red-team operations. Cortana is the scripting language behind Armitage that automates the

Metasploit framework and creates long running bots.

config.vm :victim do |vm|
vm.box = 'e314c/Metasploitable2’
vm.version = '0.0.1’
vm.ip = "192.168.33.8"'

end

config.vm :attacker do |vm|

vm.box = 'Sliim/kali-2018.1-amd64’
vm.version = "1’
vm.ip = "192.168.33.10’

end

Listing A.4: Configure attacker and victim VMs.

In Listing A.4, we configure an intentionally vulnerable version of Ubuntu Linux VM called
Metasploitable [179]. The Metasploitable VM is designed specifically for testing security tools and
demonstrating vulnerabilities. We then configure a Kali Linux machine, a security-oriented Linux
distribution that pre-installs many useful penetration testing tools, including Metasploit and Ar-
mitage. As we are using existing images from the VagrantCloud, setting them up is trivial, as illus-
trated in the listing.

Now, let’s assume that we wish to simulate an adversarial scenario where the attacker exploits the

FTP vulnerability in Metasploitable and uses the vsftpd_234_backdoor module in Metasploit to
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config.job :cortana do |job]|

job.iterations = 1
job.tasks = {victim: [:actions], attacker: [:attack]}
job.inputs = {attacker: ['local.prop’, 'demo.cna’]}
end
config.script :attack do
%0 {%{
teamserver 192.168.33.10 password &
java -jar cortana.jar local.prop demo.cna
+}
end

Listing A.5: Configure the adversarial scenario.

install a backdoor and create a reverse shell payload to remotely control Metasploitable. Listing A.s
describes the experiment in XANTHUS. The attacker consists of a single task, attack, that launches
the attack with a Cortana script. To run Cortana as a stand-alone script, the attacker needs to set up
an Armitage teamserver locally on the VM. The user then specifies properties of the team server
by placing them in the file local.prop. The file demo. cna is the Cortana script that runs the attack
(Listing A.6). It creates a virtual Metasploit console that prepares the exploit and configures the
payload (e.g., setting up the remote host IP address through RHOST). To show that our attack suc-
ceeds, the script registers two listeners, one for when a reverse shell session is open and one for when
the shell responds to the whoami command. When the session_open event triggers the listener, the
attacker automatically sends a whoami command to the victim and prints victim’s response on its
console.

XANTHUS allows a researcher to easily run similar experiments multiple times with different
capture mechanisms and share precise configurations with others. XANTHUS’ modularized design
allows researchers to reuse their experimental setup, simply changing e.g., Metasploit’s exploit mod-

ule to create new experiments.
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on shell_whoami {

printIn(”[ $+ $1 $+ 1 I am: $3");
¥
on session_open {

if (!-isshell $1)

return;

s_cmd($1, "whoami”);
}
$console = console();

cmd($console, "use exploit/unix/ftp/vsftpd_234_backdoor”);
cmd_set($console, %(RHOST => "192.168.33.8"”, RPORT => "21", TARGET => "0",

PAYLOAD => "cmd/unix/interact”));
cmd($console, "exploit -j”);

Listing A.6: The Cortana script.

A.2.3 PACKAGE AND DATA PRESERVATION

A oW op

o Nl G\ W

XANTHUS enables push-button execution of the framework. The artifacts of the workflow, in-
cluding user-supplied scripts and packages (as defined in job. inputs) and experimental results and

datasets (as defined in job.outputs), are all bundled and archived locally.

config.github do |github|
github.repo = '"<ADD GITHUB REPO>’
github.token = "<ADD GITHUB TOKEN>'

end

config.dataverse do |dataverse]
dataverse.server = '<ADD DATAVERSE BASE URL>'’
dataverse.repo = '<ADD DATAVERSE NAME>'
dataverse.token = '<ADD DATAVERSE TOKEN>'
dataverse.subject = '<ADD DATAVERSE SUBJECT>'

end

Listing A.7: Configure GitHub and Dataverse.

XANTHUS allows users to automatically share the collected experimental data. For example, if
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the user provides a GitHub repository address and an access token, it pushes the archive to GitHub
automatically using Git Large File Storage (Listing A.7). XANTHUS also supports automatic shar-
ing via Dataverse [135], and we are working on providing more archiving options. We have made

an example archive available at https://github.com/margoseltzer/wget-apt. The archive con-
tains a . xanthus file for push-button replicability. The . xanthus file is the central orchestration

file that controls the entire pipeline described in this section. It contains metadata describing the
experiments and actionable instructions to 1) generate VM images, 2) schedule tasks, 3) setup exper-

iments, and 4) store and upload data.

A.3 DiscussioN

Our XANTHUS prototype is fully functional, and we have already used it to evaluate UNICORN
(Section 3.6). For example, we used XANTHUS to generate APT traces (Section 3.6.3). One of the
traces describes an APT attack that exploited a wget vulnerability (CVE-2016-4971) to install a cor-
rupt Debian package; once installed, the package contacted a command-and-control server, and

slowly exfiltrated data. XANTHUS achieved the desired goals from Section A.1:

* Replicability: XANTHUS archives all of the information needed to recreate a trace. For ex-
ample, XANTHUS records the environmental scripts provided by the user and the contents of
the corrupt Debian package. The Vagrant boxes that XANTHUS outputs are sufficient for a

third party to replicate the original tracing conditions.

* Flexibility: In XANTHUS, the selection of an audit framework is orthogonal to the selection
of the environmental conditions that drive the system behavior in the trace. This flexibility
makes it easy to generate multiple datasets that use different logging mechanisms to observe

the same environmental setup.



* Longevity: Currently, VM:s are considered best practice for long-term digital preservation
as the only requirement for running them is a compatible hypervisor. XANTHUS captures all

necessary information inside a VM.

* Usability: XANTHUS’ script-based interface encourages the design of incremental, modular
experiments. For example, as shown in Section A.2.1, XANTHUS scripts enable a user to
directly configure a VM and its applications. XANTHUS also directly integrates with popular
penetration testing tools such as Metasploit (Section A.2.2), allowing off-the-shelf attacks to

easily be added to a trace. XANTHUS re-runs an experiment using a single command.

* Shareability: XANTHUS automatically pushes VM images to VagrantCloud and the rest of a

dataset archive to GitHub.

The interested reader can find our APT dataset at https://github.com/tfjmp/xanthus.
XANTHUS improves dataset replicability, but does not automatically improve dataset realism.
XANTHUS users are responsible for ensuring that environmental scripts and VM configurations re-
flect plausible real-life scenarios. Prior work on dataset fidelity [168, 213] can help XANTHUS users

to create high-quality traces.

A.4 SUuMMARY

XANTHUS is a practical tool for generating and sharing provenance traces. By automating the
minutiae of trace collection and bundling, XANTHUS enables the replicable evaluation of host-
based intrusion detection systems. XANTHUS is an open-source project, available at https://
github.com/tfjmp/xanthus under an MIT license. XANTHUS’s Ruby gem is freely distributed at

https://rubygems.org/gems/xanthus.
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