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Theoretical and Observational Developments of Inflation in Cosmology

Abstract

This thesis takes modest steps towards the goal of understanding the earliest period in the history of the

universe—inflation. In the first leg, we focus on loop effects in de Sitter space. Therein we explain the physical

meaning of anomalous dimensions and demonstrate how to compute them systematically for a broad class of

scalar theories. Ultimately focusing on phenomenology, we highlight how otherwise undetectable light scalars

can be visible in the cosmological collider signal of sufficiently heavy particles via its anomalous dimension.

Moreover, we demonstrate how strong infrared effects in de Sitter lead to an enhancement of this quantity.

Then, we focus on a special class of light scalars called axions, or compact scalar fields. Such particles

are very theoretically well motivated as they can resolve several problems within the standard model of

particle physics, one of which is the strong CP problem. Being field theoretic analogues of the quantum

mechanical particle on a circle, we show that the quantization of these scalars crucially depends on their

gauge constraint, or periodicity, unlike their behavior in flat-space. We further illustrate that taking care for

their quantization, in addition, has phenomenological consequences which could aid their detection through

a cosmological collider channel as well.

We also point out that strong infrared effects qualitatively change their primordial signal from the naive

expectation for a light scalar in inflation. In the process, we organize the primordial bispectrum generated

by a broad class of higher-loop processes into a novel and useful form.

In the second leg, we turn our focus towards the late universe. We specifically utilize a careful compression

of the three-point correlation function, known as the skew-spectrum, in order to efficiently extract the non-

Gaussian information in late-universe tracers of the dark matter density. It is well known that tracers of the

matter density in the late universe are highly non-Gaussian, and extracting this information using traditional

means can quickly become highly expensive. The skew-spectra due to its compressed nature enables access

to this non-Gaussian information with a dramatic improvement in speed. We first test the skew-spectra on

simulations of lensing and galaxy cross-correlation analyses in order to estimate the galaxy bias parameters.

Finally, we apply the skew-spectrum to the SDSS-BOSS galaxy catalog in order to measure fequilNL , finding no

evidence of primordial non-Gaussianity.
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1
Introduction and Literature Review

1.1 Introduction

Cosmology, being a historical discipline, is unique among the sciences. Much like archaeologists uncover

fossils of the past and piece together a consistent narrative, cosmologists rely on relics (mostly photons)

from previous epochs in order to build a consistent history of the universe. Although this effort is in some

sense as old as humanity itself, it has become systematized into a modern fashion only in the last hundred

years.

The standard model of cosmology, i.e. the ΛCDM paradigm, has shown remarkable success in describing

the universe on the largest scales. Requiring only a few components—radiation, baryons, cold dark matter

and dark energy—the model has successfully explained both the acoustic peaks of the cosmic microwave

background (CMB) in the distant past [6] and the clustering of galactic structures in the near present [7,8].

An accurate understanding of the particle content in our universe is crucial to arrive at a consistent

cosmological model. As we record increasingly precise data at a variety of different points in cosmic history,

we can open up more room to test our understanding of particle physics. The most important example

of this is the dark sector. From the CMB in the early universe to galactic rotation curves in the late

universe [9], multiple cosmological measurements have cemented the existence of dark matter, a mysterious

form of matter which does not fit into the standard model of particle physics. Likewise, we have learned from

1



both the CMB and local supernovae measurements that the expansion of the universe is accelerating [10], an

observation which can best be explained by a positive vacuum energy density, called dark energy. While all

available data suggests dark matter and dark energy makes up the overwhelming majority of the contents of

the universe, surprisingly little is known about them. Cosmology has therefore been established as a site for

going beyond our current understanding of fundamental physics. In this thesis, we will predominantly focus

on the primordial universe.

1.2 Initial conditions

A crucial input to the ΛCDM paradigm is the initial conditions of the universe, or the statistical distribution

of the gravitational potential at the moment of the hot big bang. The leading paradigm to explain this

distribution, and therefore the era preceding the hot big bang, is called inflation [11–13]. This is an epoch

characterized by a positive and weakly time-dependent vacuum energy driving the expansion of the universe,

and serves to explain multiple aspects of the CMB temperature and polarization power spectra. Firstly,

CMB observations exhibit correlations at distances which have only recently entered the physical horizon,

and thus appear to violate causality. This problem, termed the horizon problem, is solved with inflation by

ensuring that this distance scale was at a previous time inside the physical horizon, and therefore in causal

contact. In addition, inflation offers an explanation for the smallness of the observed spatial curvature of

the universe and the absence of defects such as monopoles.

The metric for an inflationary spacetime is

ds2 = −dt2 + e2Htdx2 (1.1)

where H(t) is known as the Hubble parameter. It is approximately de Sitter space as the H(t) is roughly

constant in time. In other words, the slow-roll parameters ε ≡ −Ḣ/H2 and η ≡ ε̇/(εH) are small. The

simplest known microphysical model that can produce an inflationary epoch is known as single field slow-

roll, wherein a scalar field φ rolls sufficiently slowly down an appropriate potential V(φ).
Inflation predicts a quantum mechanical origin for inhomogeneities in the universe. In this paradigm, the

Newton potential ΦN (or to be precise, the co-moving curvature ζ) is merely in its ground state, commonly

known as the Bunch-Davies vacuum ΨBD[ζ], by the end of inflation. The subsequent cosmological periods

can be understood as a classical evolution of this initial probability distribution, |ΨBD[ζ]|2, according to the

laws of gravity. Statistical observables such as the power spectrum, or variance, of ζ can then be known by
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an application of the Born rule, which states that in general

〈ζ(k1) · · · ζ(kn)〉 =
∫

Dζ |Ψ[ζ]|2ζ(k1) · · · ζ(kn) . (1.2)

The details of this wavefunction are calculable, and the leading order prediction of the theory is that we

should expect the distribution to be approximately Gaussian. The width of this distribution is known as the

power spectrum Pζ(k), which takes the form

Pζ(k) =
Aζ

k4−ns
, (1.3)

where the amplitude Aζ = 2 × 10−9 and the spectral index ns ≈ 0.96 is fixed by a measurement of the

CMB power spectrum [14]. A confirmation of this scale-invariant power spectrum is one of the major

successes of the standard model of cosmology. The fact that ns is only approximately unity informs us

that the inflationary period can only be quasi de Sitter. In addition to the scalar mode, inflation also

predicts a statistical background of gravitational waves hij which follow a nearly Gaussian distribution.

These gravitational waves have not been observed yet and their amplitude is constrained to be smaller than

0.18×
√

Aζ from a null detection of primordial B-mode polarization in the CMB photons [15]. This in turn

constrains H ≲ 1013 GeV.

Inflation predicts more than just two-point statistics. Interactions during this epoch lead to non-trivial

higher-order correlation functions, broadly termed primordial non-Gaussianity (PNG). This implies a weak

deviation from a pure Gaussian probability distribution function of matter and radiation fluctuations in the

early universe. For example, matter fluctuations would exhibit a non-trivial bispectrum

〈δm(k1)δm(k2)δm(k3)〉 = T(k1)T(k2)T(k3)〈ζ(k1)ζ(k2)ζ(k3)〉 , (1.4)

where T(k) is known as the transfer function. Such a signal could be generated by processes at energy scales

as large as 1013 GeV, and therefore a detection of PNG could provide an opportunity to probe physics at

unprecedented energy scales [16–19].

The simplest model of inflation, featuring a single field, can be captured by the so-called Effective Field

Theory (EFT) of inflation [20], which produces two dominant types of primordial bispectra. One is the

equilateral shape, which peaks when the wavenumbers of the fluctuations, k1, k2, and k3, satisfy k1 ∼

k2 ∼ k3, and the other one is the orthogonal shape which additionally peaks in the flattened configuration

(k1 ∼ k2 ∼ k3/2). Their amplitudes are parametrized by fequilNL and forthoNL , respectively.

The leading constraints on fequilNL and forthoNL have thus far been obtained through cosmic microwave back-
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ground (CMB) observations. The Planck 2018 satellite provided us with measurements of fequilNL = −26 ± 47
and forthoNL = −38± 24 at 68% CL [21]. It is expected that CMB constraints will be improved with the advent

of upcoming large-scale structure (LSS) surveys, which in principle contain orders of magnitude more modes

of information [22]. The search for PNG in the Sloan Digital Sky Survey (SDSS)-III Baryon Oscillation Spec-

troscopic Survey (BOSS) catalog [7, 23] has already begun [24–29], and while the status is not currently at

a competitive level with the CMB, these constraints are expected to improve with upcoming galaxy surveys

such as DESI [30], the Vera Rubin Observatory [31], SPHEREx [32], and EUCLID [33], among others.

Inflationary theories are generically interacting theories. Even in the most minimal model of inflation,

i.e. single field slow-roll, interactions are present, although suppressed by ε and η [34]. The late-time

distribution, then, is expected to be very weakly non-Gaussian. In the presence of additional propagating

degrees of freedom, the non-Gaussian structure of the wavefunction is much richer and therefore more

phenomenologically interesting [35,36].

1.3 The late universe

After the initial conditions are set, matter fluctuations evolve classically under gravity. This evolution

is linear for a brief period and later becomes increasingly non-linear. Indeed the universe around us has

undergone gravitational collapse to form dark matter halos and baryonic galaxies. The formation of these

compact clumps is a by-product of highly non-linear processes [37].

Thus, even in the absence of non-trivial inflationary dynamics, non-Gaussianities are known to be gen-

erated by this nonlinear gravitational evolution in the late matter-dominated universe. This fact can be

understood in perturbation theory (see e.g. [38]) in which the late time matter fluctuations can be written

as

δm(z, k) =
∞∑

n=0
Dn

+(z)δ(n)(k) = D+(z)δL(k) + D2
+(z)

∫
d3q
(2π)3 F2(q, k− q)δL(q)δL(k− q) + · · · , (1.5)

where D+(z) is the growth factor, which measures the growth of perturbations over time, and δL(k) is the

linear matter fluctuation. The function F2(k, k′) is determined by gravitational kinematics and is a known

function of momenta. The growth factor increases at late times, signaling the growing non-linearity in large

scale structure. For example, at lowest order in perturbation theory the matter fluctuations will acquire a

non-trivial bispectrum

〈δm(z, k1)δm(z, k2)δm(z, k3)〉′ = 2D4
+(z)F2(k1, k2)Pm(k1)Pm(k2) + cyc. , (1.6)
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where the ′ indicates that we have stripped off an overall momentum conserving Dirac delta function and

Pm(k) ≡ T2(k)Pζ(k) is the matter power spectrum.

Unlike the CMB, tracers of the matter density in the late universe such as lensing convergence maps and

galaxy catalogs are highly non-Gaussian datasets and contain a wealth of cosmological information beyond

the two-point correlation function. This also means that most interesting inflationary signals are buried

under orders of magnitude stronger foregrounds from the classical late-time evolution of these fluctuations.

It is therefore important not just to model these foregrounds accurately, but also to harness new techniques

to extract non-Gaussian information from these datasets.

1.3.1 Organization of this document

This dissertation has been organized according to cosmological time. As previously mentioned, the space

of predictions for the primordial distribution is much richer than what is captured in the EFT of inflation.

Deviations from Gaussianity, if detected, could be generated by interactions in the inflationary epoch, and

therefore such a detection channel is a way to observe signatures of new particles, i.e. to realize a cosmological

particle collider [35, 36, 39–65]. Already, CMB and large-scale structure data has started to be utilized to

search for such cosmological collider signals [66–68]. In this spirit, we will begin by studying quantum field

theory in de Sitter space (dS). In Chapter 2, we will study loop effects in dS and point out how otherwise

indistinguishable light scalars can be visible in data by carefully accounting for their effects on heavier scalars

during inflation. In Chapter 3 and Chapter 4 we will study the cosmological collider phenomenology of a

class of beyond the standard model particles—axions.

Progressing onto the late universe, we will study new ways of extracting cosmological information from

the late non-Gaussian universe. In Chapter 5 we will study a carefully chosen compression of the bispectrum,

known as the skew-spectrum,when applied to lensing and galaxy clustering cross-correlation analyses. Fi-

nally, in Chapter 6 we will apply the skew-spectrum technology in order to analyze the SDSS-BOSS galaxy

clustering catalog and measure fequilNL .
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2
Light Scalars at the Cosmological Collider

2.1 Introduction

Light, weakly-coupled scalar fields are ubiquitous in modern high energy physics. Not only do they often

appear in solutions to various theoretical puzzles—for example, in the axion solution to the Strong CP

problem [69–73], as viable dark matter candidates [74–78], in solutions to the electroweak hierarchy prob-

lem [79–83]—they also arise naturally, and often in great numbers, in low energy theories consistent with

quantum gravity [84–86]. If such light scalars exist, they must be coupled so weakly to the Standard Model

to have so far evaded detection. In light of the substantial theoretical pressure towards their existence, it

is important to find new ways of detecting them and to understand their impact on other more directly

observable fields. The goal, then, of this paper is to study the impact such light, weakly-coupled scalars can

have on primordial cosmological signals, specifically in the very light and very weakly-coupled limit.

It is widely believed that our universe once enjoyed a phase of rapid cosmic inflation at energy scales far

beyond those accessible in terrestrial experiments, with an associated Hubble scale that could have been as

high as H ∼ O(1014 GeV). Information about extremely high-energy processes could then be imprinted upon

inflationary correlators which, in turn, would affect future observations of the cosmic microwave background

and our universe’s large-scale structure [18]. In particular, they would change the inferred primordial bis-

pectrum, or equivalently the three-point function of the co-moving curvature perturbation 〈ζk1 ζk2 ζk3〉. This
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may be characterized by a dimensionless “shape” function S(k1, k2, k3),

〈ζk1 ζk2 ζk3〉 ≡
(2π)4P2

ζ
(k1k2k3)2 (2π)3δ(3)

(
k1 + k2 + k3)S(k1, k2, k3) , (2.1)

where Pζ ' 2×10−9 is the amplitude of the scalar power spectrum and ki = |ki|. Unfortunately, because their

energy is relatively small during inflation, light and weakly-coupled scalars often have a very small effect on

density fluctuations [87]. Similarly, their effect on the shape S(k1, k2, k3) is difficult to distinguish1 from the

so-called local shape [35, 91], making their impact on inflationary correlation functions either ambiguous or

unobservable.

In contrast, a heavy scalar σ, with mσ > 3
2 H, imparts an unambiguous “cosmological collider” signal

[35, 36, 39–42, 44, 50, 51, 91, 92] onto the bispectrum in its so-called squeezed limit, k1 ≈ k2 � k3. Assuming

that σ couples directly to the curvature perturbation ζ, it will contribute to the bispectrum via the tree-level

exchange that can be depicted diagrammatically as

σ

ζk1 ζk3 ζk2 (2.2)

where the top-most grey line denotes the time at which inflation ends. This depicts a process in which

two ζ curvature perturbations (in [red]) and a σ particle (in [black]) are spontaneously created from the

vacuum. The σ particle then evolves freely until it eventually decays into a third ζ, ultimately correlating

the fluctuations of ζ at three distinct points. In the squeezed limit, this σ particle is long-lived and freely

propagates over large distances, oscillating at a frequency determined by its rest mass. It thus acquires a

phase proportional to this frequency and the distance it propagates, which in turn imparts a characteristic

oscillatory signature onto the shape function of the form

S(k1 ≈ k2 � k3) ∼ A
(k3

k1

)β
sin
[
ω log

(k3
k1

)
+ δ
]
, (2.3)

where the parameters A, β, ω and δ correspond to the amplitude, rate of decay, frequency, and phase of

these oscillations and are all calculable given a specific model. In particular, for the tree-level exchange of a

heavy scalar σ shown above, the decay rate β and frequency ω are completely controlled by how σ propagates

freely in de Sitter space. The decay rate β = 1
2 is determined by how quickly fluctuations in σ dilute due

to Hubble expansion and is the same for all free scalar fields, while ω =
√

m2σ/H2 − 9/4 is its frequency at

1Recent work, however, has shown that the shape function can receive important contributions from isocurvature
modes excited by such light scalars [56,88–90]
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“rest” in de Sitter.

Unfortunately, a light particle ϕ with mass mϕ < 3
2 H that directly couples to the curvature perturbation

does not impart such an oscillatory signature in bispectrum. However, even in the absence of a direct coupling

to the inflaton, a light scalar ϕ will modify how the heavy scalar σ propagates over large distances [59],

imbuing it with non-trivial self-energy. Diagrammatically, in the presence of ϕ the process (3.3) becomes

σ σ

ζk1 ζk3 ζk2 , (2.4)

where we use a hatched blob to denote the exact σ propagator. Specifically, interactions with ϕ will cause

σ to decay faster than any free field [93], and so β > 1
2 . Interestingly, these effects are seemingly enhanced

as the field becomes lighter and lighter, causing a massive suppression of the cosmological collider signal as

mϕ → 0. This enhancement, as we show in the main text, is directly tied to the behavior of the light scalar

in the infrared, which is known to fluctuate violently in the limit of light mass [94–111].

To leading order in the slow roll parameter, we can extract this induced decay by studying σ’s self-energy

in pure de Sitter space. The main goal of this paper is to understand how to compute the self-energies of both

the heavy scalar σ and light scalar ϕ in the limit mϕ/H → 0. Interacting quantum field theory in de Sitter

is a notoriously rich2 subject, and many treatments are plagued by infrared divergences. We choose to work

first in Euclidean de Sitter [93, 97, 112–115] in which correlations functions are free of infrared divergences

and then analytically continue to Lorentzian signature. This analytic continuation is subtle [116] but can

be done via the Froissart-Gribov inversion formula [117–122] and we explain how to take advantage of the

small parameter mϕ/H in making cosmological predictions. We explain how to efficiently extract physical

predictions from this formula, and find that the self-energies induced by cubic and quartic interactions

drastically simplify in the limit mϕ → 0, though our methods are straightforwardly applicable to any two-

vertex loop diagram. Furthermore, we explain how to efficiently extract the singularity structure of, and thus

physically meaningful information from, these diagrams. This is especially useful as the complete analytic

expressions can be exceedingly complex (see, e.g. [93]). We will argue that, in this light limit, only a few

of these singularities are needed to determine the infrared behavior of two-point functions in de Sitter. We

also explain how to extract the ultraviolet divergences of these contributions, and do so for the two-loop

“sunset” diagram. Our perturbative approximations can only be trusted at suitably weak couplings, in a

sense that we make precise in the main text, and so our results only apply to light fields that are also very

2This may be interpreted as a euphemism for “complicated.”
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weakly coupled.

Outline In Section 3.2, we review the basic properties of free scalar fields in de Sitter space. Specifically, in

§2.2.1, we first describe the geometry of D-dimensional de Sitter space in Euclidean and Lorentzian signatures.

Free fields in Euclidean de Sitter space permit a useful momentum space representation in terms of the

hyperspherical harmonics, which we review in §2.2.2. There, we use this representation to derive the free

field propagator and discuss its analytic continuation from Euclidean signature to Lorentzian signature, via

the Watson-Sommerfeld transformation. This transformation requires that one use the “correct” momentum

space representation of a correlator, and we explain in §2.2.3 how this is provided by the Froissart-Gribov

or Lorentzian inversion formula, illustrating its use by applying it to the free field propagator.

Our main results appear in Section 2.3. After reviewing general aspects of two-point functions of interact-

ing quantum fields in de Sitter, we derive the self-energy of a heavy scalar σ induced by a cubic interaction

with a light scalar ϕ in §2.3.1 and explain how it simplifies in the limit mϕ/H → 0. This section is meant

to illustrate the techniques we use, and so we only study a particular contribution to the self-energy, the

so-called bubble diagram. In §2.3.2, we study the most general (renormalizable) theory of a heavy scalar

σ interacting with a light scalar ϕ, with a Z2 × Z2 global symmetry σ → −σ and ϕ → −ϕ. We derive the

self-energies of both σ and ϕ to leading order in perturbation theory. These are determined by the so-called

sunset diagram which we study in the limit mϕ → 0. Finally, we present our conclusions and mention some

future directions in Section 4.4.

In Appendix B.1, we have collected various definitions and conventions for the special functions we use

in the main text. In Appendix A.2, we discuss the uniqueness of the interpolations used in the analytic

continuation of two-point functions from Euclidean to Lorentzian signature. Appendix A.3 computes the

UV divergences for both the bubble and sunset diagrams in dimensional regularization via the Mellin-Barnes

representation of the self-energy and contains several new results. These are used in §2.3.1 and §2.3.2 to

set the kinetic and mass counterterms for σ and ϕ. Finally, in Appendix A.4, we analyze the ultraviolet

contributions to the self-energies and argue that they are subleading to the infrared contributions as mϕ → 0.
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2.2 Free Fields in de Sitter Space

We will study interacting quantum fields in D-dimensional de Sitter space and, in particular, how interactions

with a light field ϕ affect the long-distance propagation of a heavy field σ. These theories we consider will

have Euclidean actions of the form

Se =

∫
dDx√g

[ 1
2 (∂σ)2 + 1

2 m2
σσ2 + 1

2 (∂ϕ)2 + 1
2 m2

ϕϕ2]+ Sint (2.5)

with (∂σ)2 = gμν∂μσ∂νσ while Sint encodes the interactions between the two fields. As discussed in [93,112,

113], we may define the de Sitter correlation functions of these fields by first computing them in Euclidean

signature and then appropriately analytically continuing them to Lorentzian signature. The goal of this

section is to review how free fields in de Sitter behave and explain how this analytic continuation works as

a way of setting the stage for our loop calculations. We first review the geometry of de Sitter space in both

signatures in §2.2.1, and then discuss basic properties of de Sitter free fields in §2.2.2. There exists a useful

“momentum space” representation of observables in terms of the hyperspherical harmonics—their analytic

continuation to Lorentzian signature requires the use of the Froissart-Gribov inversion formula, which we

discuss in §2.2.3.

2.2.1 The Geometry of de Sitter Space

In Lorentzian signature, D-dimensional de Sitter space is defined as the maximally symmetric space with

positive constant curvature, and has isometry group SO(D, 1). In global coordinates, its metric is given by

ds2 = ℓ2
[
−dt2 + cosh2 t dΩd

]
(2.6)

where dΩ2
d = dθ2

1+sin2 θ1 dΩ2
d−1 is the standard round metric on the d-dimensional sphere, with θ1, . . . , θd−2 ∈

[0, π] and θd−1 ∈ [0, 2π), while t ∈ R [93, 123, 124]. We will find it extremely convenient to introduce the

shorthand α = d/2, as it will simplify many expressions. The radius of curvature ℓ is determined by the

Hubble constant ℓ = H−1. It will also be convenient to measure all quantities in terms of this radius of

curvature, and so we thus set ℓ = 1.3 Of course, dimensions can be restored in any expression by restoring

appropriate powers of ℓ.

The main goal of this paper is to compute loop corrections induced by a light scalar ϕ on a heavy scalar

σ. However, such corrections are plagued by IR divergences in Lorentzian signature which make it difficult

3This also has the effect of setting our renormalization group scale (often denoted μ) to the Hubble scale H = ℓ−1,
as we only analytically continue dimensionless quantities that are made so by multiplying by appropriate factors of
ℓ.
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to extract physical predictions. As discussed in [93, 112], we can instead compute these loop corrections in

Euclidean de Sitter space, which is simply the sphere SD equipped with the standard round metric

ds2 = dΩ2
D = dτ2 + sin2 τ dΩ2

d . (2.7)

Generally, we will parameterize a point x in this (d + 1)-dimensional sphere in terms of its τ coordinate

and a unit vector x on the d-dimensional sub-sphere, x = (τ, x), with |x|2 = 1. All potential IR divergences

are automatically regulated by the finite volume of the sphere, and so—up to UV divergences that can be

renormalized away—these loop corrections are finite and physical. We may then analytically continue the

loop-corrected Euclidean correlation functions to a Lorentzian correlation function4 by taking τ → it + π
2

with an appropriate iϵ-prescription to specify an operator ordering [93]. It is particularly natural to use

Euclidean de Sitter to study the dynamics of light fields since it explicitly isolates the mode that causes

physical results to diverge in the massless limit.

Any function of two points on the sphere that is invariant under the SO(D+ 1) isometry group, and thus

any de Sitter-invariant two-point function, may be written in terms of the so-called embedding distance,5

ξ12 ≡ ξ(x1, x2) = cos τ1 cos τ2 + sin τ1 sin τ2 (x1 · x2) , (2.8)

where x1 · x2 is the standard dot product in Rd. Specifically, if we embed the SD into RD+1, the embedding

distance ξ is the cosine of the angle subtended by the great arc connecting the two points. We will drop the

subscripts ξ12 → ξ when there is no chance of ambiguity.

In Euclidean signature, this embedding distance is constrained to the interval ξ ∈ [−1, 1] while upon

analytic continuation to Lorentzian signature, τi → iti + π
2 , it takes values on the entire real line ξ ∈ R. The

coincident limit x1 → x2 corresponds to ξ → 1, and this is also true for points connected by a null geodesic

in Lorentzian signature. Furthermore, |ξ| < 1 or ξ > 1 if the two points are connected by a spacelike or

timelike geodesic, respectively. Finally, points with ξ < −1 are not connected by a geodesic. This limit is

particularly important for cosmological observations, as taking two points to future infinity with fixed spatial

separation corresponds to the limit ξ → −∞.

Finally, we will find it convenient to simplify many expressions like (B.12) by instead working in terms

4Euclidean-signature Feynman diagrams will converge to define an interacting SO(D + 1)-invariant state on the
sphere as long as the linearized field theory admits an SO(D+ 1)-invariant propagator, which will be the case as long
as our scalar fields both have non-zero mass. The correlators in this state will thus be invariant under the isometries
of Euclidean de Sitter space and will satisfy the Euclidean Schwinger-Dyson equations. Upon analytic continuation to
Lorentzian signature, these correlators will automatically be SO(D, 1)-invariant and satisfy the Lorentzian Schwinger-
Dyson equations, thus defining a consistent de Sitter-invariant state and correlators.

5This embedding distance is also called Z by [93], σ by [118], and s by [119].
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of the variable6

ζ =
2

ξ − 1 , (2.9)

in which the limits ξ → ±∞ correspond to ζ → 0±. Because of its relationship to the long-time or long-

distance limit, we will refer to the region |ζ| ∈ [0, 1) as the “infrared.” Likewise, we will call |ζ| ∈ [1,∞) the

“ultraviolet.”

2.2.2 Free Fields from Euclidean to Lorentzian

One very nice feature of Euclidean de Sitter space is that there exists a useful momentum space representation

of scalar fields in terms of the hyperspherical harmonics,

σ(x) =
∑
J

σJYJ(x) . (2.10)

These harmonics are the D-dimensional analogs of the familiar spherical harmonics. They are labeled

by an integer vector J = (J,m1, . . . ,md), where J ∈ N is a non-negative integer (J = 0, 1, . . .) and m =

(m1,m2, . . . ,md) ∈ Zd are a set of integers such that J ≥ m1 ≥ m2 ≥ · · · ≥ |md|. Most importantly, they

diagonalize the Laplacian on the sphere SD,

∇2YJ(x) = −J(J + d)YJ(x) , (2.11)

where we call J and m the total angular momentum quantum number and magnetic quantum numbers,

respectively. We will not need the explicit forms for these harmonics, though a special role will be played by

the zero mode with J = 0,

Y0(x) =
√

Γ(α + 1)
2πα+1 =

1√
vol SD (2.12)

which is just a constant profile on the sphere with amplitude determined by the volume of SD.

These hyperspherical harmonics are orthonormal and complete,

∫
SD
dΩD YJ(x)Y∗

K(x) = δJK and
∑
J

YJ(x)Y∗
J(y) = δ(D)(x − y)/√g , (2.13)

and so the momentum space representation of a function of a single point on the sphere can be easily found

by computing, for example, σJ =
∫
dΩD σ(x)Y∗

J(x). Usefully, the sum over magnetic quantum numbers

∑
m

YJm(x)Y∗
Jm(y) =

Γ(α)
2πα+1 (J + α)Cα

J (ξ) , (2.14)

6Not to be confused with the comoving curvature perturbation ζk.
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Since any de Sitter-invariant two-point function H(x, y) is necessarily a function of the embedding distance

ξ(x, y), by completeness its harmonic decomposition will only depend on the total angular momentum J,

H(x, y) =
∑
J
[H]JYJ(x)Y∗

J(y) =
Γ(α)
2πα+1

∞∑
J=0

(J + α)[H]JCα
J (ξ) . (2.15)

For integer J, the coefficients [H]J may be extracted by the “Euclidean” inversion formula,

[H]J =
(4π)αΓ(α)Γ(J + 1)

Γ(J + 2α)

∫ 1

−1
dξ
(
1 − ξ2)α− 1

2 Cα
J (ξ)H(ξ) . (2.16)

Strictly speaking, the expansion (3.15) only converges when the inversion formula (3.16) does. Analogously,

since Cα
J (−1) ∼ J2α−1 as J → ∞, these expansions only converge if [H]J decays faster than 1/J2α+1 as J → ∞.

Generally, these conditions will not be satisfied for most of the functions we work with in four dimensions,

α = 3
2 . We will instead keep α = 1

2 (3 − ε) arbitrary throughout our calculations and use dimensional

regularization to remove any ε-divergences, defining these functions via analytic continuation in α.

The hyperspherical harmonics can allow us to easily determine the propagator G(x, y) for a free field

with mass m. This propagator obeys the Klein-Gordon equation

(−∇2 + m2)G(x, y) = δ(D)(x − y)/√g , (2.17)

which, using (3.12) and (3.11), can be solved to find

G(x, y) =
∑
J

YJ(x)Y∗
J(y)

J(J + 2α) + m2 =
Γ(α)
2πα+1

∞∑
J=0

J + α
J(J + 2α) + m2 Cα

J (ξxy) . (2.18)

The propagator in momentum space is thus

[G]J =
1

J(J + 2α) + m2 =
1

(J + Δ)(J + Δ̄)
, (2.19)

the poles of which are determined by the so-called scaling dimension of the field,

Δ =


α + i

√
m2 − α2 , m ≥ α

α −
√

α2 − m2 , m < α
(2.20)

and its conjugate or shadow dimension Δ̄ ≡ d−Δ. A “heavy” scalar field, with mass m ≥ α is said to belong

to the principal series with dimension Δ = α + iν, ν ∈ R. Likewise, a “light” scalar field, with m < α, is

said to belong to the complementary series with Δ ∈ (0,α). Specifically, the single-particle states created
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by these fields fall into irreducible representations of de Sitter’s SO(D, 1) isometry group, of which there are

two continuous families called the principal and complementary series.7

Unfortunately, this representation is useless if we are interested in the propagator in Lorentzian signature,

since each term in the sum diverges as ξJ as |ξ| → ∞. To analytically continue this expression to ξ ∈ R,

we can make use of the Watson-Sommerfeld transform, in which we rewrite a sum
∑∞

J=0 s(J) as a contour

integral over the product of a “kernel” k(J) = −eiπJΓ(−J)Γ(J+1) with unit residue poles at the non-negative

integers and a meromorphic “interpolation” s̃(J) ∝ (J + α)[G]J which agrees with s(J) at the integers and

continues it to complex J. For (3.23), this takes the form

G(ξ) = (−1)
2πα+1

Γ(α)
Γ(2α)

∫
C

dJ
2πi Γ(−J)Γ(J + 2α)(J + α) [G]J 2F1

[
−J, J + 2α

α + 1
2

∣∣∣∣ 1 + ξ
2

]
. (2.21)

The contour C sandwiches the positive real axis, enclosing the poles at the non-negative integers J ∈ N in

a counterclockwise fashion. This integral representation again only converges for ξ ∈ [−1, 1], but we can

derive a convergent integral expression for ξ ∈ C/[−1,∞) by deforming the contour C to lie parallel to the

imaginary axis, cf. Appendix A.2. Crucially, the integrand (2.21) is well-behaved as |J| → ∞, decaying as

exp(−π|Im J|) as |Im J| → ∞, and analytic away from the real axis, so we do not pick up any additional

contributions as we deform the contour in this way as long as we do not shift it too far to the left. Thus,

(2.21) defines an analytic continuation of the series (3.23) to Lorentzian signature.

The integrand in (2.21) has poles at J ∈ N, J ∈ −2α − N, and at the poles of (3.24). It is also odd

under J → −(J + 2α), so by deforming C so that it passes through the fixed point of this transformation

J = −α [93], we can make use of this antisymmetry to force the integral to vanish. However, to do this we

must always encircle one of the poles of (3.24), and so the free field propagator reduces to the residue of this

pole,

G(ξ) = Γ(Δ)Γ(Δ̄)

(4π)α+ 1
2 Γ
(
α + 1

2
) 2F1

(
Δ, Δ̄;α + 1

2 ;
1
2 (1 + ξ)

)
. (2.22)

The free field propagator (3.26) is analytic for all ξ aside from a branch cut along ξ ∈ [1,∞) or, in terms of

our ζ variable (3.9), ζ ∈ [0,∞). It will be helpful to rewrite the propagator in the form

G(ζ) = GΔ(ζ) + GΔ̄(ζ) = A(Δ)(−1/ζ)−Δ2F1

[Δ, Δ − α + 1
2

2Δ − 2α + 1

∣∣∣∣−ζ
]
+ (Δ → Δ̄) , (2.23)

with coefficient

A(Δ) =
1

(4π)α+ 1
2

Γ(Δ)Γ(2α − 2Δ)

Γ
(
α + 1

2 − Δ
) . (2.24)

7There is a third series, the discrete series, with non-negative integer dimension Δ ∈ N, which includes exactly
massless and tachyonic fields. Since we always work with fields of finite (albeit potentially small) and non-negative m2,
we will not consider discrete series fields here.
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It is clear from this expression that the dimension Δ, and thus the field’s mass, controls the asymptotic

behavior of the free propagator for very large separations ζ → 0 or as ξ → ±∞.

2.2.3 The Lorentzian Inversion Formula

While the momentum space representation in Euclidean signature is an extremely useful tool, it can be

nontrivial to extract physics in Lorentzian signature from it. As we saw for the propagator (3.23), the core

issue is that these momentum space expressions cannot be analytically continued term-by-term, but we must

instead rely on the Watson-Sommerfeld transformation to continue the entire sum away from ξ ∈ [−1, 1]. As

we discussed, this transformation proceeds by first identifying a meromorphic interpolation s̃(J) that agrees

with the summand s(J) at all positive integers and extends it to arbitrary complex values. We then recast

the sum as a contour integral over J, deforming the contour so that the resulting expression is absolutely

convergent for Lorentzian separations. There are infinitely many such interpolations but, fortunately, there

is only one well-behaved enough as |J| → ∞ to enable this analytic continuation. Given a function H(ξ),
how do we determine this correct momentum space representation [H]J? How do we invert expressions like

(2.21)? This is the role of the Lorentzian inversion formula, which we describe and illustrate in this section.

The ambiguity in the interpolation is easy to see—given any interpolation s̃(J) of the summand s(J), we

can add to it an arbitrary analytic function multiplied by sin πJ and it will still agree with the summand

s(J) at the integers. However, this will always mess up the behavior of s̃(J) as |J| → ∞, causing it to

diverge at least as fast as ∝ eπ|J|. As we describe in more detail in Appendix A.2, this would make the

interpolation completely useless for analytic continuation from Euclidean to Lorentzian signature. So, if we

also require that the interpolation s̃(J) does not diverge as |J| → ∞, Carlson’s theorem8 guarantees that

this interpolation is unique, see e.g. [122]. Thus, while there may be infinitely many interpolations of the

summand s(J), there is only one which should be used to analytically continue the sum beyond its domain

of convergence.

Thus, we should understand how to compute this correct interpolation given a function H(ξ) defined, aside

from possible singularities and branch cuts, on ξ ∈ C. The Euclidean inversion formula (3.16) cannot work

because the Gegenbauer-C functions behave very poorly away from the real J-axis, growing exponentially

as |Im J| → ∞. For instance, Cα
J (−1) ∝ exp(π|Im J|) as Im J → ∞, cf. (B.11), and so the [H]J provided

by (3.16) behave very poorly for complex J and thus yields one of the wrong interpolations. Instead, the

appropriate interpolation is provided by the Froissart-Gribov formula [117, 118, 120, 122], first used in the

8Carlson’s theorem states that, if f(z) is regular in the right half plane Re z > 0 and |f(z)| ≤ Cek|z| with C > 0 and
k < π, and if f(z) = 0 for z = 0, 1, 2, . . ., then f(z) ≡ 0 is identically zero.
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context of de Sitter in [118], which defines [H]J as

[H]J =
(4π)αΓ(α)Γ(J + 1)

Γ(J + 2α)

∮
C

dξ
2πi
(
ξ2 − 1

)α− 1
2 Qα

J (ξ)H(ξ) . (2.25)

The contour C is taken to wrap the interval ξ ∈ [−1, 1] counterclockwise, while the Qα
J (ξ) are the Gegenbauer

Q-functions defined in (B.12).

Let us justify this expression. The Gegenbauer Q-functions Qα
J (ξ) satisfy the same differential equation

(B.7) as the Gegenbauer C-functions Cα
J (ξ) and have a branch cut along ξ ∈ [−1, 1]. While we could have

chosen any linear combination of Cα
J (ξ) and Qα

J (ξ) and written a formula analogous to (3.18) that agrees

with (3.16) for non-negative integer J, the trick is that Qα
J (ξ) are the unique solutions to the Gegenbauer

differential equation which decay as ξ−J−2α as ξ → ∞, and so the interpolation defined by (3.18) necessarily

decays as Re J → ∞. By Carlson’s theorem, (3.18) is then the unique well-behaved extension of (3.16) from

the integers to complex J, and is the one relevant for physics in Lorentzian signature.

The functions we work with will all have a discontinuity along ξ ∈ [1,∞), and so we may deform the

contour9 in (3.18) so that it becomes an integral over the discontinuity of H(ζ),

[H]J = − 2πα+1Γ(J + 1)
4JΓ(J + α + 1)

∫ ∞

0

dζ
2πi ζJ−1

2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣−ζ
]
discH(ζ) , (2.26)

with the discontinuity defined as

discH(ζ) = lim
ε→0+

H(ζ + iε)− H(ζ − iε) . (2.27)

The inversion formula (3.19) is the main tool we will use in this work—it defines the momentum space

representation of H(ξ) as long as Re J is large enough and α is small enough so that the integral converges

at its endpoints ζ → 0 and ζ → ∞, respectively.

It will be useful to illustrate the inversion formula (3.19) by applying it to the propagator (3.27). The

discontinuity of the propagator along ζ ∈ [0,∞) is given by

discG(ζ) = − 2πi
(4π)α+ 1

2

ζα− 1
2

Γ
( 3

2 − α
) 2F1

[α + 1
2 − Δ, α + 1

2 − Δ̄
3
2 − α

∣∣∣∣−1
ζ

]
. (2.28)

9Technically, (3.18) only applies to functions which are analytic in a region around the interval ξ ∈ [−1, 1]. This is
not the case for the functions we consider, which have a discontinuity along ξ ∈ [1,∞), and is related to the fact that
(products of) the propagator diverge in the coincident limit ξ → 1, causing their spectral representations to converge
poorly. As is clear from (B.11), the convergence of these series is strongly dependent on α, and so we will work at
small enough α so that (3.19) applies and then define the [H]J at α = 3

2 by analytic continuation. Of course, these
will often diverge as α → 3

2 , but these are the typical divergences one encounters in any loop calculation and may be
absorbed by local counterterms.
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The integral (3.19) can be explicitly evaluated by a computer algebra system to again yield (3.24),

[G]J =
1

(J + Δ)(J + Δ̄)
, (2.29)

extending (3.19) to arbitrary complex J and arbitrary α. However, it will be more helpful to evaluate (3.19)

in a way more readily applicable to cases in which an exact answer is not known, or is too complicated to

be useful.

For example, throughout this paper we will be interested in expanding integrals like (3.19) order-by-order

in the mass of a field or, analogously, order-by-order in Δ. Already from (2.29), it is clear that this expansion

can be complicated by the fact that singularities of [H]J may depend on the dimension Δ, and an expansion

in Δ may depend sensitively on J. It will thus be helpful to rewrite (3.19) in a way that both analytically

continues it to arbitrary J and identifies any potential singularities.

By use of a Kummer relation, the discontinuity (2.28) can be written in a form that evokes (3.27),

discG(ζ) = − 2πi
(4π)α+ 1

2

Γ(2α − 2Δ)

Γ(1 − Δ)Γ
(
α + 1

2 − Δ
) ζΔ

2F1

[Δ, Δ − α + 1
2

2Δ − 2α + 1

∣∣∣∣−ζ
]
+ (Δ → Δ̄) . (2.30)

The benefit of this form is that it makes it clear why (3.19) generates a pole at both J = −Δ and J = −Δ̄.

We have

[G]J = NJ,Δ

∫ ∞

0
dζ ζJ+Δ−1

2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣−ζ
]

2F1

[Δ, Δ − α + 1
2

2Δ − 2α + 1

∣∣∣∣−ζ
]
+ (Δ → Δ̄) (2.31)

where we have defined the coefficient

NJ,Δ =
1

22J+2Δ+1 Γ
[

J + 1, α − Δ
J + α + 1, 1 − Δ

]
. (2.32)

When J = −Δ, the integrand in (2.31) behaves as ζ−1 as ζ → 0 since 2F1(a, b; c;−ζ) ∼ 1 + O(ζ), and so

the integral diverges in the infrared. Indeed, we can analytically continue (3.19) to arbitrary J by splitting

the integral into an infrared contribution sensitive to the long-distance |ξ| → ∞ (ζ → 0) behavior of the

propagator and an “ultraviolet” contribution sensitive to the short-distance ζ → ∞ behavior,

[G]irJ = NJ,Δ

∫ 1

0
dζ ζJ+Δ−1

2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣−ζ
]

2F1

[Δ, Δ − α + 1
2

2Δ − 2α + 1

∣∣∣∣−ζ
]
+ · · · (2.33)

where the · · · denotes the contribution from the shadow Δ → Δ̄, while the UV contribution [G]uv
J =

[G]J − [G]irJ has the same integrand but is instead integrated over ζ ∈ [1,∞).

Since the integrand is a regular function for all J and ζ ∈ (0,∞), the only way the integral could develop

17



a singularity in J is if the integrand diverges in a J-dependent way at one of its endpoints, ζ = 0 or ζ = ∞.

As we also discuss in Appendix A.4, the integrand is regular in J as ζ → ∞ if we include the coefficient

(2.32), and so the only way a singularity can develop is if the integrand diverges as ζ → 0. It is then trivial

to isolate the singularities of [G]J and compute their residues by series expanding the integrand in [G]irJ about

ζ = 0 and then integrating term-by-term. This is a technique that we will rely on throughout this work.

Since the integral (2.33) is over ζ ∈ [0, 1], we have no problem in replacing the integrand with its series

expansion around ζ = 0 since it has radius of convergence |ζ| = 1,

ζJ+Δ−1
2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣−ζ
]

2F1

[Δ, Δ − α + 1
2

2Δ − 2α + 1

∣∣∣∣−ζ
]
=

∞∑
k=0

ck(J,Δ)ζJ+Δ+k−1 . (2.34)

The series coefficients are explicitly given by

ck(J,Δ) =
(−1)k4Δ−α

√π Γ
[Δ + k, Δ − α + 1, Δ − α + 1

2 + k
k + 1, Δ, 2Δ − 2α + 1 + k

]
× 4F3

[
J + 1, −k, J + α + 1

2 , 2α − 2Δ − k
2J + 2α + 1, 1 − Δ − k, α + 1

2 − Δ − k
∣∣∣ 1] .

(2.35)

Integrating term-by-term we find that [G]irJ has a infinite number of potential poles at J = −Δ − k and

J = −Δ̄ − k, for positive integer k ∈ N,

[G]irJ = NJ,Δ
∞∑

k=0

ck(J,Δ)

J + Δ + k + (Δ → Δ̄) , (2.36)

but since ck
(
−[Δ+k],Δ

)
= δk,0, the only poles with non-vanishing residue are those at J = −Δ and J = −Δ̄,

with residues N−Δ,Δ = 1/(2α − Δ) and N−Δ̄,Δ̄ = 1/(2α − Δ̄) respectively. The rest are then “spurious” in

the language of [120]. Since [G]uv
J is necessarily regular in J, we may then write

[G]J =
1

(J + Δ)(J + Δ̄)
+ f(J) (2.37)

with f(J) is some entire function. But since [G]J → 0 as Re J → +∞, this entire function must also vanish

as |J| → ∞ and thus f(J) = 0. [G]J is thus completely determined by its singularities, which can be easily

extracted from (2.33).

In the next section, we will find that a similar structure appears when analyzing the self-energy of a

heavy field σ in the presence of a light field ϕ. Fortunately, corrections to the long-distance behavior of

the two-point function 〈σ(x)σ(y)〉 will be dominated by only one singularity (and its shadow) and thus the

strategy outlined above provides an extremely efficient way of extracting corrections in the limit mϕ → 0.
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2.3 Loop Corrections from a Light Scalar

Having reviewed the basics of free de Sitter quantum field theory in both Euclidean and Lorenztian signatures,

we are now ready to include interactions. The main goal of this paper is to determine how an interaction

with a light scalar field ϕ, with mass mϕ, corrects the two-point function 〈σ(x)σ(y)〉 of a heavy scalar field

σ, with mass mσ, in the limit that mϕ → 0. Specifically, we will work with actions of the form

Se =

∫
dDx√g

[ 1
2 (∂σ)2 + 1

2 m2
σσ2 + 1

2 (∂ϕ)2 + 1
2 m2

ϕϕ2 + Lint + Lct
]
, (2.38)

where Lint is the interaction Lagrangian and Lct is the counterterm Lagrangian. We consider cubic and

quartic interactions in §2.3.1 and §2.3.2, respectively, though it will be helpful to discuss general aspects of

perturbation theory first.

We organize corrections to the two-point functions 〈σ(x)σ(y)〉 and 〈ϕ(x)ϕ(y)〉 diagrammatically. We

denote the free-field propagators of σ and ϕ by Gσ(ξ) and Gϕ(ξ), respectively, and their dimensions as Δσ

and Δϕ. We represent σ by black lines and ϕ by blue lines,

x y = Gσ(ξ)

x y = Gϕ(ξ)

= −J(J + 2α)δZσ− δmσ

= −J(J + 2α)δZϕ − δmϕ

(2.39)

with associated counterterm vertices from Lct ⊃ 1
2 δZσ(∂σ)2 + 1

2 δZϕ(∂ϕ)2 + 1
2 δmσ σ2 + 1

2 δmϕ ϕ2, which account

for mass and wavefunction renormalization and whose Feynman rules we display in momentum space. In

position space, each vertex is associated with an integral over the D-dimensional unit sphere which we write

in shorthand as
∫
SD dDzi

√
g(zi) ≡

∫
dDzi suppressing the metric factor, with zi always representing integration

dummy variables. Finally, open circles like represent external legs at coordinates labeled by xi or, when

there are only two, x and y.

As usual, corrections to the two-point function can be organized in terms of the self-energy Πσ(J), which

is defined by the sum over all one-particle irreducible (1PI) diagrams. We denote the self-energy as

= Πσ(z1, z2) =
∑
J

Πσ(J)YJ(z1)Y∗
J(z2) , (2.40)

and it can be computed order-by-order in perturbation theory in Euclidean signature and then appropriately

analytically continued to non-integer J, or Lorentzian signature, by using (3.19).10 Diagrammatically, the

10Strictly speaking, we only require that inversion of the full two-point function [σσ]J be well-behaved as J → ∞
to be able to perform the Watson-Sommerfeld transform and analytically continue the Euclidean de Sitter result to
Lorentzian signature. However, the same should be true for the self-energy Πσ(J), which should also be well-behaved
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exact two-point function is then given by

〈σ(x)σ(y)〉 = + + + · · · , (2.41)

which forms a geometric series that can be subsequently summed to yield

〈σ(x)σ(y)〉 = (−1)
2πα+1

Γ(α)
Γ(2α)

∮
C

dJ
2πi

Γ(−J)Γ(J + 2α)(J + α)
(J + Δσ)(J + Δ̄σ)− Πσ(J) 2F1

[
−J, J + 2α

α + 1
2

∣∣∣∣ 1 + ξ
2

]
. (2.42)

Following [93], the asymptotic behavior of (2.42) at future infinity and fixed spatial separation, ξ → −∞,

and thus the physical mass of the field,11 is controlled by the pole J∗ of the integrand,

(J∗ + Δσ)(J∗ + Δ̄σ)− Πσ(J∗) = 0 , (2.43)

with maximal real part.

For a weakly interacting heavy field σ, there is a pair of poles with largest real part, one the complex

conjugate of the other, which we denote as J∗ and J̄∗. At future infinity, the heavy field propagator thus

behaves as 〈σ(x)σ(y)〉 ∼ C1(−2ξ)J∗ + C2(−2ξ)J̄∗ as ξ → −∞ for some constants C1 and C2. For free fields,

Πσ(J) = 0 and so J∗ = −Δσ and J̄∗ = −Δ̄σ, while at leading order in perturbation theory the non-zero

self-energy shifts the pole to

J∗ ≈ −Δσ − Πσ(−Δσ)

Δσ − Δ̄σ
, (2.44)

with J̄∗ given by the conjugate of this expression, or by taking Δσ → Δ̄σ. Specifically, decomposing the pole

into its real and imaginary parts,

J∗ ≈ −

[
α +

ImΠσ(−Δσ)

2
√

m2σ − α2

]
− i
[√

m2σ − α2 +
ReΠσ(−Δσ)

2
√

m2σ − α2

]
. (2.45)

we find that the real part of the self-energy affects the physically-measured mass of σ, while its imaginary

part changes the decay of the correlator at long distances. We will work in an “on-shell” mass renormalization

scheme in which mσ is σ’s physically-measured mass, and so we adjust our counterterms so that

Im J∗ = −
√

m2σ − α2 , (2.46)

as J → ∞, since there is an order-by-order equivalence between in-in perturbation theory and Euclidean perturbation
theory [113].

11This is familiar from quantum field theory in flat space, where the poles of the momentum space propagator
G(k) = 1/(k2 + m2 − Π(k2)), with Π(k2) the self-energy, control the long-distance behavior of the position space
propagator, and thus provides a physical notion of mass in the interacting theory.
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or equivalently, to first order in perturbation theory, ReΠσ(−Δσ) = 0. The shift in J∗’s real part is a

purely physical effect that cannot be mimicked in free field theory. Furthermore, to ensure that the two-

point function is properly normalized in the long-distance limit, we require that the residue of this pole is

unchanged and thus Π′
σ(−Δσ) = 0.

A weakly interacting light field ϕ only has one pole with largest real part, which we again denote as J∗.

As for the heavy field, J∗ = −Δϕ in the free theory, while at leading order in perturbation theory a non-zero

self-energy Πϕ(J) corrects this to

J∗ ≈ −Δϕ −
Πϕ(−Δϕ)

Δϕ − Δ̄ϕ
. (2.47)

We will find that Πϕ(−Δϕ) is purely real. If we define the physically-measured mass of a light field by

J∗ ≡ −α +
√

α2 − m2ϕ, thus working in an on-shell renormalization scheme, this requires that we choose

our counterterms such that Πϕ(−Δϕ) = 0. So, unlike the heavy field, a non-zero self-energy Πσ(J) does not

result in a measurable effect as ξ → −∞.

Finally, before we move on to our specific examples, it will be useful to discuss the general strategy we will

use for simplifying self-energy corrections in the limit mϕ → 0. The self-energies we study will be expressed

in terms of the inversion formula (3.19) applied to products of σ and ϕ propagators. As discussed in §2.2.2,

the free field propagator can be decomposed into a sum (3.27) of terms with definite scaling behavior in the

infrared,

G(ζ) = GΔ(ζ) + GΔ̄(ζ) ∼ A(Δ)(−1/ζ)−Δ +A(Δ̄)(−1/ζ)−Δ̄ , ζ → 0 , (2.48)

where A(Δ) ∝ Γ(Δ) ∼ Δ−1 as Δ → 0 is given by (3.28). Our self-energies will then be sums of terms

like [GΔϕGΔσ ]J and [GΔ̄ϕGΔσ ]J. As we will show in this section, and as we might expect from our analysis

of the propagator in §2.2.3, a term like [GΔϕGΔσ ]J contributes “potential” poles to the self-energy at J =

−(Δϕ + Δσ + k), with k ∈ N, whose residues may be zero (i.e. the so-called “spurious poles” of [120]) but

are proportional to A(Δϕ)A(Δσ) ∝ Γ(Δϕ)Γ(Δσ).

Since we are interested in how the light scalar ϕ affects the long-distance behavior of the heavy scalar

σ, we want to approximate Πσ(J) near the free-field pole J∗ = −Δσ. As mϕ → 0, the dimension of ϕ also

vanishes, Δϕ ∼ m2
ϕ/(2α) → 0, and so we find that there are two simplifications of the self-energy in this

limit. The first is that the terms with factors of GΔϕ ∝ Γ(Δϕ) ∝ m−2
ϕ are enhanced compared to those

with ḠΔϕ , whose amplitude does not diverge as mϕ → 0. The second is that only terms with factors of GΔϕ

can contribute poles that approach the free-field pole at J∗ = −Δσ as Δϕ → 0, and there are only finitely

many that do. Such poles are further enhanced by a factor of Δ−1
ϕ ∝ m−2

ϕ compared to other poles or regular

terms in the self-energy. We thus find that the self-energy near the free-field pole, and thus the correction

to σ’s long-distance behavior, is governed by a single easily-calculated term as mϕ → 0.
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We will first illustrate this procedure in the so-called “bubble” diagram in §2.3.1, which is the leading

correction in a theory with a cubic interaction Lint =
1
2 gϕσ2. Here, there are exact analytic results we can

use to check our approximations. Then, in §2.3.2, we study the general theory with quartic interactions with

Lint =
1
2 gσ2ϕ2 + 1

4!gϕϕ4 + 1
4!gσσ4, computing the leading order physical corrections to the two-point functions

in the limit mϕ → 0. Throughout, we will regulate UV divergences by first working with α = 1
2 (3 − ε) and

then taking ε → 0.

2.3.1 The Bubble

We begin by studying the theory with a cubic interaction, Lint =
1
2 gϕσ2, which we denote diagrammatically

as

= −g . (2.49)

We should also include the relevant vertex counterterms, i.e. Lct =
1
2 δgϕσ2 + · · · , but since the goal of this

section is to compute σ’s self-energy Πσ(J) to leading order in perturbation theory, these counterterms will

not contribute to the final answer and so we will not include them.

The first correction to σ’s self-energy appears at O(g2), and is generated by the bubble diagram

= + , (2.50)

or equivalently,

Πσ(J) = (−g)2[GσGϕ]J − J(J + 2α)δZσ − δmσ , (2.51)

where [GσGϕ]J is determined by the inversion formula (3.19) applied to the collection of propagators appear-

ing in the loop, H(ζ) = Gσ(ζ)Gϕ(ζ). An exact expression for [GσGϕ]J was found in [93], which we present

in (A.15). As we illustrate in Figure 2.1, they found that the bubble has poles at J = −Δσ − Δϕ − 2k,

J = −Δσ − Δ̄ϕ − 2k, J = −Δ̄σ − Δϕ − 2k and J = −Δ̄σ − Δ̄ϕ − 2k, for all non-negative integer k ∈ N.

Physically, these correspond to the appearance of long-lived two-particle states with non-zero momenta. Our

goal is to see this structure directly from the inversion formula (3.19) and to extract the self-energy’s mϕ → 0
behavior.

Using (3.27), we can expand the bubble into its constituents with definite scaling as ζ → 0,

[GσGϕ]J = [GΔσGΔϕ ]J + [GΔ̄σGΔϕ ]J + [GΔσGΔ̄ϕ ]J + [GΔ̄σGΔ̄ϕ ]J . (2.52)

We will focus on the first term, [GΔσGΔϕ ]J, and recover the behavior of the others by simply interchanging
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J

iνσ

−iνσ

−3
2−3−9

2−6

Figure 2.1: The analytic structure of the bubble diagram [GσGϕ]J for α = 3
2 . In [black], we denote the

free-field poles at J = −Δσ = −(α + iνσ) and J = −Δ̄σ = −(α − iνσ) at which [GσGϕ]J is regular. It instead
has singularities at J = −(Δσ +Δϕ +2k) and J = −(Δ̄σ +Δϕ +2k), with k ∈ N, in [blue]. These singularities
encroach upon the free-field poles and dominate the self-energy as Δϕ → 0. The bubble also has singularities
at J = −(Δσ+Δ̄ϕ +2k) and J = −(Δ̄σ+Δ̄ϕ +2k), with k ∈ N, pictured in [red ], which remain well-separated
from the free-field poles as Δϕ → 0.

the dimensions Δσ and Δϕ with their shadows Δ̄σ and Δ̄ϕ. The relevant discontinuity is then given by

discGΔσGΔϕ(ζ) = −
2πiA(Δσ)A(Δϕ)

Γ(Δσ + Δϕ)Γ(1 − Δσ − Δϕ)

× ζΔϕ+Δϕ 2F1

[Δσ, Δσ − α + 1
2

2Δσ − 2α + 1

∣∣∣∣−ζ
]

2F1

[Δϕ, Δϕ − α + 1
2

2Δϕ − 2α + 1

∣∣∣∣−ζ
] (2.53)

and so the inversion formula reads

[GΔσGΔϕ ]J = NJ,ΔσΔϕ

∫ ∞

0
dζ ζJ+Δϕ+Δσ−1

2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣−ζ
]

× 2F1

[Δσ, Δσ − α + 1
2

2Δσ − 2α + 1

∣∣∣∣−ζ
]

2F1

[Δϕ, Δϕ − α + 1
2

2Δϕ − 2α + 1

∣∣∣∣−ζ
]
,

(2.54)

with

NJ,ΔσΔϕ =
2πα+1A(Δσ)A(Δϕ)Γ(J + 1)

4JΓ(J + α + 1)Γ(Δσ + Δϕ)Γ(1 − Δσ − Δϕ)
. (2.55)

The coefficients A(Δ) are defined in (3.28), and crucially diverge A(Δ) ∝ Δ−1 as Δ → 0. This implies that,

barring any enhancements coming from singularities in J, the terms that depend on GΔϕ will be enhanced

over those that depend on GΔ̄ϕ in the limit that Δϕ → 0 and Δ̄ϕ → α.

Following our analysis of the propagator in §2.2.3, it is convenient to treat the infrared and ultraviolet
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regions of (2.54) separately, writing [GΔσGΔϕ ]J = [GΔσGΔϕ ]
ir
J + [GΔσGΔϕ ]

uv
J with

[GΔσGΔϕ ]
ir
J = NJ,ΔσΔϕ

∫ 1

0
dζ ζJ+Δϕ+Δσ−1

2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣−ζ
]

× 2F1

[Δσ, Δσ − α + 1
2

2Δσ − 2α + 1

∣∣∣∣−ζ
]

2F1

[Δϕ, Δϕ − α + 1
2

2Δϕ − 2α + 1

∣∣∣∣−ζ
]
.

(2.56)

We will focus on this infrared contribution first since we can use it to immediately read off where [GσGϕ]J’s

singularities are. As ζ → 0, the integrand behaves as ζJ+Δϕ+Δσ−1 and so it diverges when J = −Δϕ − Δσ.

Technically, this integral representation is only well-defined for Re J > −ReΔϕ − ReΔσ, but we may derive

an analytic continuation by series expanding the integrand about ζ = 0,

2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣−ζ
]

2F1

[Δσ, Δσ − α + 1
2

2Δσ − 2α + 1

∣∣∣∣−ζ
]

× 2F1

[Δϕ, Δϕ − α + 1
2

2Δϕ − 2α + 1

∣∣∣∣−ζ
] =

∞∑
k=0

ck(J,Δσ,Δϕ)ζk , (2.57)

and then integrating (2.56) term-by-term to find

[GΔσGΔϕ ]
ir
J = NJ,ΔσΔϕ

∞∑
k=0

ck(J,Δσ,Δϕ)
J + Δσ + Δϕ + k . (2.58)

Immediately, we see that the deep infrared ζ → 0 of the integral (2.56) generates a family of potential

singularities at J = −Δσ − Δϕ − k, with k ∈ N. However, some of their residues may vanish and so some of

these poles may be spurious.

Ignoring the coefficient NJ,ΔσΔϕ for the moment, the residue around each pole ck(Δσ,Δϕ) ≡ ck(−[Δσ +

Δϕ + k],Δσ,Δϕ) takes a relatively simple closed form, with non-zero even coefficients

c2k(Δσ,Δϕ) =
1

24kk!
Γ(Δϕ + k)

Γ(Δϕ)
Γ
[α + k , Δσ + k , α − Δσ − k , α − Δϕ − k

α , Δσ , α − Δσ , α − Δϕ

]
×Γ
[Δσ + Δϕ − 2α + 1 + 2k , Δσ + Δϕ − α + k
Δσ + Δϕ − 2α + 1 + k , Δσ + Δϕ − α + 2k

] (2.59)

and vanishing odd coefficients, c2k+1(Δϕ,Δσ) = 0. From this, we find that the bubble indeed has poles

at J = −Δσ − Δϕ − 2k, with k ∈ N. Furthermore, there is a hierarchy in residues as Δϕ → 0, with

c0(Δσ,Δϕ) = 1 while the rest are O(Δϕ). We can understand this hierarchy as follows. Since the integral

(2.56) is constrained to ζ ∈ [0, 1], we may approximate the last hypergeometric function as

2F1

[Δϕ, Δϕ − α + 1
2

2Δϕ − 2α + 1

∣∣∣∣−ζ
]
= 1 +

1
2Δϕ (−ζ) 3F2

[1 , 1 , 3
2 − α

2 , 2 − 2α

∣∣∣∣−ζ
]
+O(Δ2

ϕ) (2.60)

and so, to leading order in Δϕ, the integral in (2.56) reduces to that of (2.33), except that the factor of
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ζJ+Δ−1 there is now a factor of ζJ+Δσ+Δϕ−1, which as we argued there only has a single non-vanishing residue.

Since we are primarily interested in the behavior of the bubble near the free-field pole J = −Δσ, to leading

order in Δϕ we can approximate

NJ,ΔσΔϕ ∼ Γ(α)
4πα+1

NJ,Δσ

Δϕ
, Δϕ → 0 , (2.61)

with NJ,Δσ the coefficient appearing in the inversion of the propagator (2.32), and thus (2.56) as

[GΔσGΔϕ ]
ir
J ≈ Γ(α)

4πα+1
1

Δϕ

NJ,Δσ

J + Δσ + Δϕ
. (2.62)

Near the free-field pole J = −Δσ, the terms we have dropped are suppressed by a factor of Δ2
ϕ compared to

the one we have kept.

The analysis of the UV contribution [GΔσGΔϕ ]
uv
J is more involved because it diverges as α → 3

2 . We leave

its analysis in Appendix A.4, but the upshot is that [GΔσGΔϕ ]
uv
J is regular in J and is well-approximated by

[GΔσGΔϕ ]
uv
J ≈ Γ(α)

4πα+1
NJ,Δσ

Δϕ

∫ ∞

1
dζ ζJ+Δσ−1

2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣−ζ
]

× 2F1

[Δσ, Δσ − α + 1
2

2Δσ − 2α + 1

∣∣∣∣−ζ
]
+ · · ·

(2.63)

as Δϕ → 0, where the · · · denote terms that diverge as ε → 0. These divergences simplify drastically only

once we sum over dimensions and their shadows, i.e. only in [GσGϕ]J and not in expressions like [GΔσGΔϕ ]J.

Regardless, aside from the UV divergence, (2.63) is subleading in Δϕ compared to (2.62) near J = −Δσ and

so we may drop it.

A similar story applies to [GΔ̄σGΔϕ ]J, which dominates near the free-field pole at J = −Δ̄σ, and to compute

it we only need to replace Δσ with Δ̄σ in (2.62). The other terms in (2.52) are neither singular near the

free-field poles J = −Δσ or J = −Δ̄σ, nor are they enhanced by diverging factors of A(Δϕ). Thus, at leading

order in Δϕ, we can approximate the bubble as

[GσGϕ]J ≈ [GσGΔϕ ]
ir
J + · · · ≈ Γ(α)

4πα+1
1

Δϕ

1
(J + Δσ + Δϕ)(J + Δ̄σ + Δϕ)

+ · · · , (2.64)

where the · · · denote the UV divergences from [GσGϕ]uv
J . Specifically, as α → 3

2 , this becomes

[GσGϕ]J ≈ 3
8π2

1
m2

ϕ

1
(J + Δσ + Δϕ)(J + Δ̄σ + Δϕ)

+
1

8π2ε , (2.65)

where the 1/(8π2ε) is the divergence of the bubble in dimensional regularization (A.35). We compare this

approximation to the exact result (A.15) in Figure 2.2, where we find excellent agreement as mϕ → 0. To
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Figure 2.2: Plots of the relative error ρ ≡ |exact− approx|/|exact| between the approximation (2.65) to the
exact result (A.15), with α = 1

2 (3 − 10−8). On the left, we plot this relative error as a function of J, along a
line in the complex plane that is parallel to the real axis and passes through the free-field pole J = −Δσ, for
m2

ϕ = 10−2 and various values of mσ. On the right, we plot this relative error at the free-field pole J = −Δσ
as a function of mϕ. It can be seen that the relative error between the approximate (2.65) and exact (A.15)
results is O(m2

ϕ).

leading order in Δϕ, we thus find that the self-energy reduces to

Πσ(J) ≈
g2

8π2Δϕ

1
(J + Δσ + Δϕ)(J + Δ̄σ + Δϕ)

+
g2

8π2ε − J(J + 2α)δZσ − δmσ (2.66)

in the regions of J which are relevant for σ’s propagation over long distances. This allows us to determine

our counterterms as

δZσ =
g2

32π2ν2σΔ3
ϕ

and δmσ =
g2

8π2ε +
g2m2

σ
32π2ν2σΔ3

ϕ
, (2.67)

where νσ ≡
√

m2σ − α2. Furthermore, the free-field pole at J∗ = −Δσ = −(α + iνσ) is shifted to

J∗ = −3
2

(
1 +

3
16π2

g2

ν2σm4
ϕ

)
− iνσ . (2.68)

As noted in [93], the heavy field σ’s interaction with the light field ϕ causes it to decay faster than any free

field since σ’s coupling to ϕ provides it with another decay channel in addition to the standard dilution due

to Hubble expansion. On the other hand, as explained in [59], the enhancement of this decay of σ with

respect to mϕ can be interpreted as the washing out of σ correlations at long distances due to the enhanced

fluctuations of ϕ in the infrared. In this way, we can make contact with in-in perturbation theory wherein

the enhanced fluctuations of ϕ are tied to the dynamics of the super-horizon modes [99,100].

We have argued that [GσGϕ]J’s singularity structure in J can be extracted from the IR contribution
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[GσGϕ]J alone since the UV contribution is regular in J. We may then write

[GσGϕ]J =

∞∑
k=0

[
R(Δσ + Δϕ + 2k)
J + Δσ + Δϕ + 2k +

R(Δσ + Δ̄ϕ + 2k)
J + Δσ + Δ̄ϕ + 2k +

(
Δσ → Δ̄σ

)]
+ f(J) , (2.69)

where R(J∗) denotes the residue of this function at J = −J∗ and f(J) is an analytic function. Unlike the

propagator in §2.2.3, the bubble does not necessarily decay as |J| → ∞ because the product Gσ(ξ)Gϕ(ξ)
is too singular as ξ → 1, ultimately leading to the UV divergence [GσGϕ]J ∼ 1/(8π2ε). Analytically

continuing our Euclidean results defined on ξ ∈ [−1, 1] to Lorentzian signature with ξ ∈ R requires that

these coefficients decay sufficiently rapidly to use the Watson-Sommerfeld transform, and we ensure this is

possible by adjusting our counterterms, subtracting off the constant—or the J(J + 3) terms in cases where

the kinetic counterterm is needed—as J → ∞. Once this is done, the self-energy Πσ(J) vanishes as J → ∞

and thus we can conclude that f(J) = 0. The full self-energy can thus be recovered from the IR contribution

[GσGϕ]J alone. This agrees with (2.65), where we have truncated the sum in (2.69) to only its dominant

poles at J = −(Δσ + Δϕ) and −(Δ̄σ + Δϕ) and approximated their residues in the Δϕ → 0 limit.

Before we proceed to study quartic interactions, it will be helpful to understand how the approximation

(2.65) arises in Euclidean signature as in [59]. Here, the analysis is much more straightforward since we can

use the Euclidean inversion formula (3.16) for non-negative integer J,

[GσGϕ]J =
(4π)αΓ(α)Γ(J + 1)

Γ(J + 2α)

∫ 1

−1
dξ
(
1 − ξ2)α− 1

2 Cα
J (ξ)Gσ(ξ)Gϕ(ξ) , J ∈ N . (2.70)

Since this integral is restricted to the finite interval ξ ∈ [−1, 1], we may expand the light field propagator

into its harmonics (3.23),

Gϕ(ξ) = Γ(α + 1)
2πα+1

1
m2

ϕ
+

Γ(α)
2πα+1

∞∑
J=1

J + α
J(J + 2α) + m2

ϕ
Cα

J (ξ) , (2.71)

where the first term is the Euclidean zero mode (2.12) propagator. As mϕ → 0, we find that the Euclidean

zero mode dominates the bubble [GσGϕ]J, and (2.70) may be approximated as

[GσGϕ]J ∼ Γ(α + 1)
2πα+1

[Gσ]J
m2

ϕ
∼ Γ(α + 1)

2πα+1
1

m2
ϕ

1
(J + Δσ)(J + Δ̄σ)

. (2.72)

This agrees with (2.65) as Δϕ → 0 when J ∈ N, and so we can interpret the enhancement factor as the

Euclidean zero mode of the light field ϕ which becomes strongly coupled [96] as mϕ → 0.
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2.3.2 The Sunset

Having studied the bubble diagram, we now focus on sunset diagrams. Specifically, we will study the theory

with interaction and counterterm Lagrangians

Lint + Lct =
1
2 gσ2ϕ2 + 1

4!gϕϕ4 + 1
4!gσσ4 + 1

2 δZσ(∂σ)2 + 1
2 δZϕ(∂ϕ)2 + 1

2 δmσ σ2 + 1
2 δmϕ ϕ2

+ 1
2 δgσ2ϕ2 + 1

4!δgϕ ϕ4 + 1
4!δgσ σ4

(2.73)

and associated interaction vertices

= −2g , = −gϕ , = −gσ , (2.74)

To these, we add the analogous counterterm vertices, with g → δg, gϕ → δgϕ and gσ → δgσ , which we

distinguish with a crossed circle, e.g. . Specifically, we will compute the self-energies of σ and ϕ, Πσ(J)
and Πϕ(J) respectively, in the limit mϕ → 0 with g, gϕ, and gσ all � 1. We will work perturbatively in

each of these couplings to second order, which we will collectively denote O(g2) as shorthand—this includes

terms that are O(ggσ), O(g2
σ). This is the first order at which physical corrections arise and they will be

generated by so-called “sunset” diagrams.12

At first order in the couplings, σ’s self-energy is given by

= + + , (2.75)

where we exclude terms associated with vertex renormalization that are not needed to this order in pertur-

bation theory. Specifically, we have

Πσ(J) = −gGϕ(1)− 1
2 gσGσ(1)− J(J + 2α)δZσ− δmσ , (2.76)

where G(1) ≡ limξ→1 G(ξ) ≡ limy→x G(x, y) represents the coincident limit of the propagator. These diagrams

are UV divergent and, as before, we regularize them via dimensional regularization by working in α = 1
2 (3−ε)

and taking ε → 0 with masses held fixed. We define the coincident limit of the free-field propagator in general

dimensions as

G(1) = 1
(4π)α+ 1

2
Γ
[ 1

2 − α , Δ , 2α − Δ
1
2 + α − Δ , 1

2 − α + Δ

]
(2.77)

12The sunset diagram in de Sitter has also been studied using the Schwinger-Dyson equations for the O(N) scalar
field theory in [125].

28



which, as ε → 0, behaves as

G(1) ∼ − (Δ − 1)(Δ̄ − 1)
16π2

[2
ε − ψ

(
Δ − 1

)
− ψ

(
Δ̄ − 1

)
+ log 4πe−γe + 1

]
− 1

8π2 , (2.78)

with γe ≡ −ψ(1) the Euler-Mascheroni constant and ψ(z) = Γ′(z)/Γ(z) the digamma function. In our

renormalization scheme, this contribution is completely absorbed by the mass counterterm, such that δZσ =

O(g2) and δmσ = −gGϕ(1) − 1
2 gσ Gσ(1) + O(g2). The same is true for the self-energy of ϕ to first order,

which is given by

= + + , (2.79)

or equivalently

Πϕ(J) = −gGσ(1)− 1
2 gϕGϕ(1)− J(J + 2α)δZϕ − δmϕ . (2.80)

For a light field, there is only one pole with maximal real part, and ensuring this pole yields the physically

measured mass forces us to choose δZϕ = O(g2) and δmϕ = −gGσ(1)− 1
2 gϕGϕ(1)+O(g2). Physical corrections

to the propagation of both σ and ϕ instead occur at O(g2).

At second order in perturbation theory, σ’s self-energy Πσ(J) is given by

= + + + +

+ + + + + + .

(2.81)

It is clear that the diagrams on the second line of (2.81) all cancel in our renormalization scheme, while the

two diagrams associated with the O(g2) vertex counterterms can be absorbed into the O(g2) part of the δmσ

counterterm, as they yield just a constant factor − 1
2 δgσ Gσ(1) − 1

2 δg Gϕ(1). So, to O(g2) σ’s self-energy is

given by the sum of sunset diagrams,

= + + (2.82)

or

Πσ(J) =
1
2 (−2g)2[GϕGϕGσ]J +

1
3! (−gσ)2[GσGσGσ]J − J(J + 2α)δ(2)

Zσ − δ(2)
mσ (2.83)

where we use δ(2)
Zσ and δ(2)

mσ to denote the counterterms at O(g2), having absorbed the vertex counterterms.

29



The logic is identical for the O(g2) corrections to Πϕ(J), and so we have

= + + (2.84)

or, equivalently,

Πϕ(J) =
1
2 (−2g)2[GϕGσGσ]J +

1
3! (−gϕ)2[GϕGϕGϕ]J − J(J + 2α)δ(2)

Zϕ − δ(2)
mϕ . (2.85)

We see that the leading order corrections to the self-energies of σ and ϕ are determined by sums of sunset

diagrams, and our goal is to approximate how they correct the long-distance behavior of the propagators in

the limit mϕ → 0.

We begin by considering σ’s mixed sunset diagram, which we may decompose (3.27) as

∝ [GσGϕGϕ]J = [GσGΔϕGΔϕ ]J + 2 × [GσGΔϕGΔ̄ϕ ]J + [GσGΔ̄ϕGΔ̄ϕ ]J . (2.86)

Given our experience with the bubble diagram in §2.3.1, we already know which terms in (2.86) will dominate

as Δϕ → 0. The first term, [GσGΔσGΔσ ]J, will contain two factors of A(Δϕ) ∝ Δ−2
ϕ and have two families of

integer-spaced poles at J = −(Δσ + 2Δϕ + 2k) and J = −(Δ̄σ + 2Δϕ + 2k), for k ∈ N.13 As Δϕ → 0, the

right-most poles with k = 0 will encroach on the free-field poles at J = −Δσ and J = −Δ̄σ and dominate the

self-energy.

This does not happen with the other two terms in (2.86). By the same logic, [GσGΔϕGΔ̄ϕ ]J will only

contain one factor of A(Δϕ) and have two families of poles at J = −(Δσ +Δϕ + Δ̄ϕ + 2k) = −(Δσ + 2α + 2k)
and J = −(Δ̄σ + 2α + 2k), neither of which encroach upon the free-field poles as Δϕ → 0. Similarly,

[GσGΔ̄ϕGΔ̄ϕ ]J has no factors of A(Δϕ) and poles at J = −(Δσ + 2Δ̄ϕ + 2k) and J = −(Δ̄σ + 2Δ̄ϕ + 2k). Thus,

the terms [GσGΔϕGΔϕ ]J, [GσGΔϕGΔ̄ϕ ]J and [GσGΔ̄ϕGΔ̄ϕ ]J will be of order Δ−3
ϕ , Δ−1

ϕ and Δ0
ϕ, respectively, near

the free-field poles as Δϕ → 0 and so we will only need to keep the first. By similar logic, the other sunset

diagram ∝ [GσGσGσ]J will be of O(Δ0
ϕ) as Δϕ → 0, and so we need not consider it.

13From the representation (2.89), it is trivial to see that [GσGΔϕGΔϕ ]
ir
J potentially has poles at J = −(Δσ + 2Δϕ + k)

and J = −(Δ̄σ + 2Δϕ + k), for k ∈ N. Unfortunately, it is not so easy to see from this form that the residues of the
poles vanish for all odd k, and we do not have a proof of this. These residues are trivial to compute—one simply
sets J = −(Δσ + 2Δϕ + k) and series expands the integrand about ζ = 0 to find the coefficient of the ζk term. In
practice, we have confirmed that residues of the odd k poles vanish up to k = 15, though whether or not this is
true does not affect our results. Physically, that these odd poles vanish follows from momentum conservation—the
pole at J = −(Δσ + 2Δϕ + k) is generated by a long-lived state of a Δσ “particle” and two Δϕ “particles,” with
k units of integer-quantized momentum distributed among them. Since momentum must be conserved, we cannot
add momentum along one leg without adding the opposite momentum along the other, and so k must be even to
correspond to a long-lived physical state.
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The dominant contribution to σ’s self-energy as Δϕ → 0 is then given by

[GσGΔϕGΔϕ ]J = NJ,Δσ 2Δϕ

∫ ∞

0
dζ ζJ+Δσ+2Δϕ−1

2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣−ζ
]

(2.87)

× 2F1

[Δσ, Δσ − α + 1
2

2Δσ − 2α + 1

∣∣∣∣−ζ
]

2F1

[Δϕ, Δϕ − α + 1
2

2Δϕ − 2α + 1

∣∣∣∣−ζ
]2

+ (Δσ → Δ̄σ) ,

where we have introduced the coefficient

NJ,Δσ 2Δϕ =
2πα+1

4J
A(Δσ)A(Δϕ)A(Δϕ)Γ(J + 1)

Γ(J + α + 1)Γ(Δσ + 2Δϕ)Γ(1 − Δσ − 2Δϕ)
∼

Δϕ→0
Γ(α)2NJ,Δσ

16π2α+2Δ2
ϕ
. (2.88)

Following the same strategy we used with the bubble diagram, the self-energy near the free-field pole J = −Δσ

is dominated by the IR part of this integrand,

[GσGΔϕGΔϕ ]
ir
J ≈ Γ(α)2

16π2α+2
NJ,Δσ

Δ2
ϕ

∫ 1

0
dζ ζJ+Δσ+2Δϕ−1

2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣−ζ
]

× 2F1

[Δσ, Δσ − α + 1
2

2Δσ − 2α + 1

∣∣∣∣−ζ
]
+ (Δσ → Δ̄σ)

, (2.89)

which is well-approximated by the first term in the series expansion of the integrand about ζ = 0,

[GσGΔϕGΔϕ ]
ir
J ≈

[ Γ(α)
4πα+1Δϕ

]2 1
(J + Δσ + 2Δϕ)(J + Δ̄σ + 2Δϕ)

. (2.90)

To this, we must add the UV contribution [GσGΔϕGΔϕ ]
uv
J . This is subleading as Δϕ → 0, albeit UV divergent.

We regularize the general sunset diagram in Appendix A.3, finding (A.40) as α → 3
2 . We find that as Δϕ → 0,

the sunset diagram (2.86) is well-approximated by

∝ [GσGϕGϕ]J ∼ 1
64π4Δ2

ϕ

1
(J + Δσ + 2Δϕ)(J + Δ̄σ + 2Δϕ)

− J(J + 3)
2(4π)4ε − 1

64π4ε + U(Δσ) + 2U(Δϕ)

(2.91)

where U(Δ) is defined in (A.41). Since [GσGσGσ]J is subleading, (2.91) determines the self-energy Πσ(J) to

leading order in ε and Δϕ. Imposing our renormalization conditions, ReΠσ(−Δσ) = 0 and Π′
σ(−Δσ), we find

second-order corrections to the kinetic and mass counterterms to be

δ(2)
Zσ = − g2

(4π)4

[
1
ε − 1

2ν2σΔ4
ϕ

]

δ(2)
mσ = − 8g2

(4π)4ε +
g2

2(4π)4
m2

σ
ν2σΔ4

ϕ
+ 2g2 U(Δσ) + 4g2 U(Δϕ)

(2.92)
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at leading order in Δϕ → 0. The imaginary part of the self-energy is unaffected by these real counterterms

and is simply

ImΠσ(−Δσ) ∼
2g2

(4π)4νσΔ3
ϕ
, Δϕ → 0 . (2.93)

Using (2.45), we find that the free-field pole is shifted by

J∗ ≈ −3
2

(
1 +

9
128π4

g2

ν2σm6
ϕ

)
− iνσ . (2.94)

As with the bubble diagram of §2.3.1, coupling to the light scalar ϕ causes the heavy scalar σ to decay faster

than any free field in de Sitter.

This shift of the free-field pole translates into a clear observable in the context of the cosmological collider

signal [59]. Ultimately, given any operator which couples to the scalar mode during inflation, it is the leading

exponent of this operator in the infrared (i.e. in the late time limit) which fixes the decay of the three-point

function
〈
ζk1 ζk3 ζk3

〉
in the squeezed limit [36]. Therefore, the pole J∗ contains all the necessary information

to characterize the scaling exponents in the shape function. Recalling (3.4), in the interacting theory the

decay parameter corresponding to a σ exchange in the cosmological collider precisely becomes

β =
1
2

(
1 +

27
128π4

g2

ν2σm6
ϕ

)
, (2.95)

thereby resulting in a clear suppression of the signal.

We can also compute the leading-order corrections to the light scalar ϕ’s self-energy (2.85). This is

dominated by the sunset diagram involving three internal ϕ legs,

∝ [GϕGϕGϕ]J = [GΔϕGΔϕGΔϕ ]J + 3 × [GΔϕGΔϕGΔ̄ϕ ]J

+ [GΔ̄ϕGΔ̄ϕGΔ̄ϕ ]J + 3 × [GΔϕGΔ̄ϕGΔ̄ϕ ]J .

(2.96)

By the same logic we used for (2.86), the first term [GΔϕGΔϕGΔϕ ]J scales14 as Δ−2
ϕ and has poles at J =

−(3Δϕ + 2k), the second [GΔϕGΔϕGΔ̄ϕ ]J scales as ∝ Δ−2
ϕ and has poles at J = −(2Δϕ + Δ̄ϕ + 2k), the third

[GΔ̄ϕGΔ̄ϕGΔ̄ϕ ]J scales as ∝ Δ−1
ϕ and has poles at J = −(Δϕ + 2Δ̄ϕ + 2k), while the last term [GΔϕGΔ̄ϕGΔ̄ϕ ]J

scales as Δ0
ϕ and has poles at J = −(3Δ̄ϕ + 2k), with k ∈ N. We thus see that only the poles of the first

14From (2.98), we see that even though this term is proportional to A(Δϕ)
3 ∼ Δ−3

ϕ , the discontinuity in the inversion
formula (3.19) introduces an extra 1/Γ(3Δϕ) that causes this term to scale as Δ−2

ϕ as Δϕ → 0. This still matches with
the Euclidean picture—if we replace every internal leg with a zero mode propagator as in (2.71), we find that this
diagram should scale as m−6

ϕ ∝ Δ−3
ϕ when J = 0. At non-zero J, atleast one internal leg must be a non-zero mode,

and so this diagram scales as m−4
ϕ ∝ Δ−2

ϕ when J ̸= 0.
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term [GΔϕGΔϕGΔϕ ]J encroach on the free-field pole at J = −Δϕ and so dominates over the others—it is of

order Δ−3
ϕ while the others are of order Δ−2

ϕ , Δ−1
ϕ and Δ0

ϕ, respectively. However, if we are interested in the

behavior of the self-energy near the other free-field pole J = −Δ̄ϕ, then [GΔϕGΔϕGΔ̄ϕ ]J is of order Δ−3
ϕ and

dominates over the others.

Focusing on Πϕ(J) near J = −Δϕ, we argued that this is dominated by

[GΔϕGΔϕGΔϕ ]J = NJ,3Δϕ

∫ ∞

0
dζ ζJ+3Δϕ−1

2F1
[

J+α+ 1
2 , J+1

2J+2α+1

∣∣∣−ζ
]

2F1
[

Δϕ, Δϕ−α+ 1
2

2Δϕ−2α+1

∣∣∣−ζ
]3

(2.97)

with

NJ,3Δϕ =
2πα+1

4J
A(Δϕ)3Γ(J + 1)

Γ(3Δϕ)Γ(1 − 3Δϕ)Γ(J + α + 1) . (2.98)

As with (2.87), this integral is dominated by its IR contribution near J = −Δϕ, and we may approximate it

by the closest pole,15

[GΔϕGΔϕGΔϕ ]
ir
J ≈ 3

2α

[ Γ(α)
4πα+1Δϕ

]2 1
J + 3Δϕ

. (2.99)

To this, we must add its UV divergence (A.40) and so we find that, as Δϕ → 0,

∝ [GϕGϕGϕ]J ∼ 1
64π4Δ2

ϕ

1
J + 3Δϕ

− J(J + 3)
2(4π)4ε − 1

64π4ε + 3U(Δϕ) (2.100)

near J = −Δϕ. Since this diagram also dominates over the other, ϕ’s self-energy is well-approximated by

Πϕ(J) ≈
g2

ϕ
3!

[
1

64π4Δ2
ϕ

1
J + 3Δϕ

− J(J + 3)
2(4π)4ε − 1

64π4ε + 3U(Δϕ)

]
− J(J + 3)δ(2)

Zϕ − δ(2)
mϕ . (2.101)

This self-energy is completely real, and so its effect on the free-field pole J = −Δϕ can be completely absorbed

by the counterterms. Requiring ReΠ(−Δϕ) = Π′(−Δϕ) = 0, we find that

δZϕ ∼ −
g2

ϕ
12(4π)4ε −

g2
ϕ

18(4π)4Δ4
ϕ

δmϕ ∼ −
2g2

ϕ
3(4π)4ε +

g2
ϕ

6(4π)4Δ3
ϕ
+

1
2g2

ϕ U(Δϕ) ,

(2.102)

as Δϕ → 0. Of course, this is not to say that quantum fluctuations do not change the long-distance behavior

15When J = 0, we can easily evaluate (2.96) by decomposing the propagator into its zero mode and non-zero mode
contributions, cf. (2.71). Using the definition of [GϕGϕGϕ]J given in (3.15), we have that (2.96) reduces to the product
of three zero mode propagators multiplied the inverse square of the zero mode profiles (2.12).
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of 〈ϕ(x)ϕ(y)〉, as the self-energy

Πϕ(J) ∼
g2

ϕ
3(4π)4Δ3

ϕ

[ 2Δϕ
J + 3Δϕ

+
J(J + 3)

6Δϕ
− 1

2

]
, Δϕ → 0 , (2.103)

is still non-trivial in this limit.

Before we conclude, it will be helpful to discuss the conditions under which these perturbative results are

valid, concentrating on ϕ’s self-energy. There are a host of diagrams we can draw at O(g3), though the only

ones that yield physical effects are what we call the “Homer” diagrams,

⊃ + + + · · · . (2.104)

Specifically, the first dominates as Δϕ → 0 and is given in position space by

= H(z1, z2) ≡
1
4 (−gϕ)3

∫
SD
dDz3

[
Gϕ(z1, z3)

]2 [Gϕ(z3, z2)
]2 Gϕ(z1, z2) . (2.105)

We can easily compute this Homer’s leading Δϕ-dependence at J = 0 by replacing each internal leg with a

zero-mode propagator, cf. (2.71), and then multiplying by the inverse-square of the zero mode profile (2.12),

yielding

[H]0 ∼ −
g3

ϕ
8α

[ Γ(α)
4πα+1Δϕ

]4 1
Δϕ

, Δϕ → 0 . (2.106)

Our perturbative expansion is valid as long as the Homer is subleading to the sunset (2.96), and their ratio

at J = 0 is
[H]0
[S]0

= −
3gϕ
2

[ Γ(α)
4πα+1Δϕ

]2
∼

α→ 3
2

−
3gϕ
2

[
3

8π2m2
ϕ

]2

. (2.107)

We thus require that gϕ � 128
27 π4m4

ϕ to maintain perturbative control and ensure that [H]0 � [S]0. Equiva-

lently, our results only apply to light and very weakly-coupled fields, and our perturbative expansions break

down when ϕ becomes very light with mϕ ≲ g1/4
ϕ . Similar logic holds for the self-energy for σ which has

its own dominant Homer diagram with four internal ϕ legs. Ensuring that this Homer is subleading to the

sunset (2.86) similarly requires that g � 128
27 π4m4

ϕ. This is the familiar breakdown of perturbation theory for

light fields in de Sitter [96, 99, 106]. In Euclidean signature, this breakdown is tied to the fact that the zero

mode becomes strongly coupled as mϕ → 0 [96], and we will discuss how to restore control by rearranging

perturbation theory around this strongly coupled zero mode in a follow-up work.
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2.4 Conclusions

A heavy scalar σ, with mσ > 3
2 H, that is excited during inflation will freely propagate, oscillating in phase

at a frequency that depends on its mass, until it eventually decays. This, in turn, will impart an oscillatory

signal onto the primordial bispectrum in the squeezed limit—the cosmological collider signal—which cannot

be easily mimicked by other local processes, and so it serves as a “smoking gun” inflationary signature of the

field σ, from which we can determine its mass (and spin). Unfortunately, a light field ϕ does not generate a

similar oscillatory signal in the bispectrum, but it will modify how σ propagates over long distances, causing

it to decay more rapidly. We can thus infer the presence of such light fields via the cosmological collider

signal by their impact on σ. These effects grow larger the lighter ϕ is, and the goal of this paper was to

study these corrections in the limit mϕ/H � 3
2 .

Specifically, we described how to compute the self-energies of σ and ϕ in de Sitter space, using the

Froissart-Gribov or Lorentzian inversion formula (3.19) to analytically continue from Euclidean to Lorentzian

signature. We found that these self-energies drastically simplified in the limit mϕ/H → 0, and described

how to appropriately leverage the small parameter mϕ/H to make physical predictions. These techniques

should apply straightforwardly to any diagram with only two vertices, regardless of the number of internal

legs or loops. We first used them in §2.3.1 to analyze the bubble diagram, in which σ and ϕ interact via

a cubic interaction gϕσ2. We did not consider all possible interactions in this theory, as we mainly used

it as an illustrative test case to understand how self-energies behaved in the light limit. We then analyzed

the fully interacting theory of σ and ϕ invariant under σ → −σ and ϕ → −ϕ, whose physical corrections

were determined by various sunset diagrams. We regulated these sunset diagrams in Appendix A.3, fully

determining the mass and kinetic counterterms in this theory and computed how interactions affect the

long-distance behavior of both fields in the limit mϕ/H → 0. These results apply for light, weakly-coupled

fields with couplings g, gϕ � 128
27 π4m4

ϕ.

Given the ubiquity of such light scalar fields in modern high energy physics, there are several future

directions worth pursuing:

• As mentioned previously, our techniques are easily and straightforwardly applicable to any diagram

with only two vertices. It would be interesting to study diagrams with more internal vertices, like the

Homer diagrams of §2.3.2. Can we easily infer their analytic structure using (3.19), and do they also

simplify in the mϕ/H → 0 limit?

• Similarly, do other correlators like 〈σ(x)σ(y)σ(z)〉 also simplify in the limit mϕ/H → 0?

• Given that de Sitter correlators are uniquely sensitive to the quantum fluctuations of light fields, are

there other inflationary observables that can be used to detect them?
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• Finally, how do these correlators behave away from very weak coupling, g, gϕ ≳ 128
27 π4m4

ϕ?

We hope to return to some of these questions in the future.
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3
Compact Scalars at the Cosmological Collider

3.1 Introduction

It is hard to work in high energy physics these days without running into a compact scalar field. Also

commonly called an axion or an axion-like particle, such fields were originally proposed to solve the strong

CP problem [69–72] but have since seen use in a wide range of applications in beyond the Standard Model

physics [126, 127]. They could be a component of dark matter [74–76], the inflaton [128], or generate

matter/antimatter asymmetry [129], just to name a few examples. Their core utility arises from their

compact field space, i.e. that it is a circle rather than the entire real line, which allows them to enjoy a

robust mechanism—quantum tunneling, essentially—that protects the qualitative form of their potential

from currently incalculable quantum corrections. Beyond their utility for phenomenology, they also seem to

be a generic feature of quantum gravitational theories at low energies, arising in great numbers and across

wide ranges of masses in particularly well-studied lampposts of the string landscape [84–86,130–132].

Given the fundamental role it plays in the structure of the theory, are there any observational consequences

of an axion’s compact field space? Said differently, a compact scalar field ϕ enjoys the gauge symmetry

ϕ(x) ∼ ϕ(x) + 2πf, where f is often called the axion decay constant, which is not the same as a discrete

global shift symmetry ϕ → ϕ + 2πf even if it is often treated as such. Can we detect the difference? We

know the answer for electromagnetism, where the U(1) gauge symmetry Aμ(x) ∼ Aμ(x)+∂μΛ(x) removes the
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photon’s longitudinal mode and ensures that it has long-range correlations—there is no chance of confusing

it for a U(1) global symmetry. What about the axion? The goal of this paper is to explain how compact

and noncompact scalar fields can have qualitatively different behavior in de Sitter space, and thus the gauge

symmetry ϕ(x) ∼ ϕ(x) + 2πf can have distinct observational consequences, even if these fields are described

by exactly the same action.

The standard answer to the above question is a bit boring and not particularly dynamical: to distinguish

between compact and noncompact scalars, we simply catalog all states that couple to the scalar and determine

whether or not there exist axion strings. These are strings in which the scalar field winds around its field

space an integer number of times as we move around the string once, and thus only exist if the scalar is

compact. Here, however, the word “simply” is doing a lot of work. The tension of these strings may be

extremely high if the axion is fundamental [133–135], arising from the dimensional reduction of a higher-

dimensional gauge field, and so we may have no hope of ever creating or observing such an object. It seems

similarly hopeless to detect whether the axion’s potential is periodic or not if we are constrained to only lie

in a single minimum and perform scattering experiments. We need global information about the field space,

not just local.

Fortunately, things are different in de Sitter. As we explain in Section 3.3, compact and noncompact

scalar fields differ in how we perform the path integral. That is, given a scalar field ϕ, do we impose the gauge

constraint ϕ(x) ∼ ϕ(x) + 2πf and sum over all paths that respect this identification or not? This can often

be turned into a decision about how we integrate over the spatially isotropic zero mode of the field, which

we denote ϕ0, which becomes the only degree of freedom that knows about the field space’s compactness. It

is very difficult to distinguish between a compact and noncompact scalar field in Minkowski space because,

there, this zero mode has infinite action and thus freezes out. The field’s wavefunction cannot spread around

its field space and figure out that it is a circle. However, since the Hubble volume is finite, the analogous mode

in de Sitter is dynamically active and it can even dominate correlation functions [94–102,106–111,136]. For

instance, loop corrections [93] induced by a light scalar field ϕ in de Sitter, with mϕ < 3
2 H, are enhanced [1,59]

by powers of the inverse mass m−1
ϕ in the light limit, due to the violent fluctuations of ϕ’s zero mode.

The difference between compact and noncompact scalars is readily apparent in Starobinsky’s stochastic

picture [95, 106, 136]. In this framework, the scalar field is split into sub- and super-horizon modes and an

effective description for the super-horizon modes is constructed. This effective description is in terms of the

classical probability distribution p(ϕ0) for the light field’s one-point function 〈ϕ(x)〉 = ϕ0, which describes

the distribution of the spatially isotropic zero mode ϕ0 when averaged over Hubble patches. This probability
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Figure 3.1: The central idea of this paper. As the mass or potential of a scalar field ϕ goes to zero, its
dynamics in de Sitter cause it to explore its entire field space. For noncompact fields [left], this allows
the field to have arbitrarily large fluctuations and the variance of its spatially isotropic mode ϕ0 diverges,
〈ϕ2

0〉 ∝ (3H4)/(8π2m2
ϕ) for a quadratic potential. A compact field, however, only has so much field space

to explore [right] and its fluctuations remain under control even as its potential vanishes. We thus expect
qualitative differences between the two in de Sitter.

distribution evolves according to the Fokker-Planck equation

∂

∂t p(ϕ0, t) =
H3

8π2
∂2

∂ϕ2
0

p(ϕ0, t) +
1

3H
∂

∂ϕ0

(
p(ϕ0, t)

∂V(ϕ0)
∂ϕ0

)
, (3.1)

with V(ϕ) the field’s potential, and if the field is compact ϕ ∼ ϕ + 2πf we must impose periodic boundary

conditions p(ϕ+2πf, t) = p(ϕ, t) [137]. As illustrated in Figure 3.1a, in the limit that the noncompact field’s

potential vanishes and the scalar becomes massless, the equilibrium distribution p(ϕ0) ∝ exp
(
− 8

3 π2V(ϕ0)/H4)
spreads out over the entire field space and the variance 〈ϕ2

0〉 diverges. This is the origin of the large loop

corrections mentioned above, as the enormous fluctuations of the nearly massless noncompact field drive the

theory to strong coupling.

The compact field is clearly different. In the massless limit, its equilibrium distribution will also spread

out over its field space, as shown in Figure 3.1b. However, the variance (suitably defined) of the equilibrium

distribution no longer diverges as the field is constrained to the circle. The compact field fluctuations at

equilibrium are thus always under control, even when the field is massless. We should also expect qualitative

differences between the dynamics of the two, even if they have the same potential. After all (3.1) is a

Schrödinger-like equation, and the quantum mechanical analog of this is the comparing a particle that lives

on a circle and to one that lives in a one-dimensional crystal. Even though these may be described by exactly

the same Hamiltonian, they have distinct physics: the former has a discrete set of energy eigenstates while

the latter has a continuum of Bloch waves with no energy gap.

As one might expect from the discussion above, we will show that perhaps the sharpest difference be-

tween compact and noncompact scalars in de Sitter is for free massless fields. Said most simply, the massless
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compact scalar exists, admitting a well-behaved de Sitter-invariant propagator, while its noncompact coun-

terpart does not [94]. The compact scalar thus provides a realization of a massless scalar field in de Sitter

space that is more natural than other attempts, which either explicitly project out the field’s ill-behaved

zero mode or restrict to certain shift-symmetric observables [138–140]. Both elements are present here but

are natural consequences of the gauge symmetry ϕ ∼ ϕ + 2πf, which there is strong theoretical pressure

towards, rather than ad hoc constraints placed on the field or its observables.

We also identify a potential inflationary observation channel that can distinguish between light compact

and noncompact scalars. We will focus on the so-called “cosmological collider” signal [35,36,39–42,44,50,51,

91,92] that a heavy scalar field σ, with mass mσ > 3
2 H, can impart onto the primordial three-point function

or bispectrum of the co-moving curvature perturbation ζk, which we parameterize as

〈ζk1 ζk2 ζk3〉 ≡
(2π)4P2

ζ
(k1k2k3)2 (2π)3δ(3)

(
k1 + k2 + k3)S(k1, k2, k3) . (3.2)

Here, Pζ ' 2 × 10−9 is the amplitude of the scalar power spectrum, while S(k1, k2, k3) is the dimensionless

“shape” function that only depends on the magnitudes of the momenta ki = |ki|.

If the heavy field σ couples directly to ζ, it will be spontaneously created from the vacuum, evolving

freely and accumulating a phase at a rate set by its rest mass frequency, before eventually decaying and

correlating the fluctuations of ζ at three distinct points. Diagrammatically, this process can be represented

as

σ

ζk1 ζk3 ζk2 , (3.3)

where the top-most gray line denotes the time at which inflation ends. In the squeezed limit, k1 ≈ k2 � k3,

this free propagation imparts a characteristic oscillatory signature onto the bispectrum’s shape of the form

S(k1 ≈ k2 � k3) ∼ A
(k3

k1

)γ
sin
[
ω log

(k3
k1

)
+ δ
]
, (3.4)

where the parameters A, γ, ω and δ correspond to the amplitude, rate of decay, frequency, and phase of

these oscillations and are all calculable for a given model. For the tree-level exchange of a heavy scalar σ
shown above, the decay rate γ and frequency ω are determined entirely by σ’s free propagation in de Sitter

space. The decay rate γ = 1
2 is determined by how quickly σ fluctuations dilute due to Hubble expansion

and is the same for all free scalar fields, while ω =
√

m2σ/H2 − 9/4 is its frequency at “rest” in de Sitter

space.

Interactions with a light scalar ϕ can alter how σ propagates over large distances [59], generating a non-
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trivial self-energy and changing the exponent γ from its free field value. Diagrammatically, such interactions

change the process in (3.3) to

σ σ

ζk1 ζk3 ζk2 , (3.5)

where we use a hatched blob to denote the exact σ propagator. Specifically, it has been shown that in-

teractions with light weakly coupled noncompact scalars always cause σ to decay faster than any free field

can [1,59,93], with γ > 1
2 . That is, the light field provides an additional channel into which σ can decay and

it can decay faster and faster the lighter ϕ is, though the perturbative expansion is quickly invalidated as

mϕ → 0. This also prompts a small issue: if our universe is full of hundreds of light weakly coupled scalars,

would the interactions with this horde not force γ � 1 and cause the cosmological collider signal (3.4) to

decay too quickly to be observed?

We explain how to compute the corrections to σ’s long-distance behavior, and thus its observable cos-

mological collider signal, from light and massless compact scalar fields. By careful analytic continuation

from Euclidean to Lorentzian signature, we find that there are qualitative differences between the signals

generated by compact and noncompact scalars, and so the field space’s topology is a critical ingredient in

determining the physics of light fields in de Sitter.

Specifically, we show that a light compact field ϕ’s effect on σ depends sensitively on the ratio of the

physical circumference of ϕ’s field space 2πf to the Hubble scale H. In the noncompact limit, 2πf � H,

we show that ϕ generates corrections somewhat similar to those of a light noncompact scalar, allowing σ to

decay faster than any free field. However, unlike the noncompact scalar, these corrections are well-behaved

and finite in the massless limit, as the compact field space regulates any large fluctuations.

The largest qualitative differences between compact and noncompact fields arise when the circumference

2πf is smaller than H. Since the Hubble scale during inflation could have been as high as H ∼ O
(
1014 GeV

)
,

this corresponds to a wide range of theoretically reasonable [131] decay constants. As we shrink the field

space to be smaller than Hubble, 2πf/H → 0, there is an interesting sort of resonant effect and we find that

the correction to σ’s decay rate begins to oscillate in sign, enabling σ to decay either faster or slower than any

free field. Furthermore, we find that the correction to γ is exponentially suppressed as H/(2πf) → ∞, and

so σ can interact with a throng of light compact fields and still be relatively long-lived as long as those fields

have small enough field spaces. Furthermore, this signal from the compact scalar is largest when 2πf ∼ H.

Interestingly, axions with decay constants f ≲ O(1014 GeV) are generic in stringy examples [131], and so this

regime is plausibly phenomenologically relevant.

Outline In Section 3.2, we review the basic properties of free quantum field theory in de Sitter space, de-
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scribing how to analytically continue any de Sitter-invariant two-point function from Euclidean to Lorentzian

signature via the Watson-Sommerfeld transform and its inverse, the Lorentzian inversion formula. We then

review how free massive noncompact fields behave in de Sitter space and describe their propagators.

In Section 3.3, we review how the gauge symmetry ϕ ∼ ϕ + 2πf is implemented at the level of the path

integral measure. We do so first in the simplest system where this arises: the particle on the circle. We

explain how this gauge symmetry is implemented by summing over “winding” trajectories and restricting

the zero mode integral to its fundamental domain, ϕ0 ∈ [0, 2πf). We then extend this to compact scalar

fields in Minkowski space, and explain why the field space topology is so difficult to detect there.

In Section 3.4, we describe massless compact scalar fields in de Sitter space. While correlation functions

like 〈ϕ(x)ϕ(y)〉 are ill-behaved and diverge at long distances, we show that gauge-invariant correlation

functions of the vertex operators V(x) ∝ eiϕ(x) are both well-defined and well-behaved. In particular, we

study the Bunch-Davies vertex propagator 〈V(x)V†(y)〉 in both position and momentum space, and show

that is appropriately well-behaved at long distances.

In Section 3.5, we compute the correction to the long-distance behavior of a heavy field σ in the presence

of a light compact field ϕ, in a simple toy model that mimics an axion interacting with a saxion. The

compactness of ϕ requires that we perturb in the aforementioned vertex operators, and there we address

many of the subtleties that arise.

Finally, we present our conclusions in Section 4.4. In Appendix B.1 we provide definitions of and relations

between the various special functions used throughout the main text. Finally, in Appendix B.2 we compute

the corrected long-distance behavior of the vertex two-point function in the model of Section 3.5.
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3.2 de Sitter Quantum Field Theory

In this section, we review the basic aspects of free quantum field theory in de Sitter space that are relevant

for the later sections. Specifically, in §3.2.1 we describe the geometry of de Sitter space in both Euclidean

and Lorentzian signatures. We then describe how to analytically continue de Sitter-invariant two-point

functions from one signature to the other. In §3.2.2, we describe the momentum space representation of

these two-point functions, reviewing the inversion formula that determines the representation appropriate

for analytic continuation to Lorentzian signature. Finally, in §3.2.3, we review the basic properties of free

massive scalar fields in de Sitter space.

3.2.1 de Sitter in Position Space

de Sitter space is the unique maximally symmetric spacetime with constant positive curvature. In D = d+1
spacetime dimensions, its metric is given by [123,124]

ds2 = ℓ2
[
−dt2 + cosh2 t dΩd

]
(3.6)

in so-called global coordinates, where dΩ2
d = dθ2

1 + sin2 θ1 dΩ2
d−1 is the standard round metric on the d-

dimensional sphere, with θ1, . . . , θd−2 ∈ [0, π] and θd−1 ∈ [0, 2π), while the global time t ∈ R. The radius

of curvature ℓ is related to the Hubble constant H = ℓ−1. Throughout, we will find it extremely convenient

to work in Hubble units H = 1, such that all quantities are dimensionless and measured in units of Hubble.

Dimensions can be restored in any expression by restoring appropriate powers of ℓ or H. Furthermore, we

will work in arbitrary spacetime dimension D = 2α+1, only taking α → 3
2 at the very end of any calculation.

We want to study interacting quantum field theories of compact scalars in Lorentzian de Sitter space.

However, it will be helpful both conceptually and technically to define these theories in Lorentzian signature

via analytic continuation from Euclidean de Sitter space. Euclidean de Sitter space is also known as the

sphere SD, whose metric is the standard round metric

ds2 = gμνdxμ dxν = dΩ2
D = dτ2 + sin2 τ dΩ2

d , (3.7)

with τ ∈ [0, π]. We may parameterize an arbitrary point x on this (d + 1)-dimensional sphere via its τ
coordinate and a unit vector x on the d-dimensional sub-sphere, x = (τ, x), where |x|2 = 1.

Perturbation theory in Euclidean signature converges to define an interacting SO(D + 1)-invariant state

as long as the linearized field theory admits an SO(D+1)-invariant propagator, and so interacting Euclidean

correlators will be both SO(D+ 1)-invariant (or covariant) and satisfy the Euclidean Schwinger-Dyson equa-
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tions. We may then analytically continue these correlation functions to Lorentzian signature by taking

τ → it + π
2 , combined with an appropriate iε-prescription to select a particular operator ordering. These

Lorentzian correlation functions will automatically be invariant under the de Sitter isometry group and

satisfy the Lorentzian Schwinger-Dyson equations, thus defining a consistent de Sitter-invariant state. Tech-

nically, this way of defining the theory is useful because Euclidean de Sitter space has finite volume and

thus any potential IR divergences are automatically regulated. Conceptually, it is useful because we will

find that it is easiest to distinguish between the path integral measures of compact and noncompact scalars

in Euclidean de Sitter space.

We will study the two-point functions of local operators in de Sitter space. Any function of two points on

the sphere that is invariant under its isometry group, and thus continues to a Lorentzian de Sitter-invariant

two-point function, may be parameterized via the embedding distance,

ξ12 ≡ ξ(x1, x2) = cos τ1 cos τ2 + sin τ1 sin τ2 (x1 · x2) , (3.8)

where x1 ·x2 is the standard dot product in Rd. We will often drop the subscript on ξ12 → ξ when there is no

risk of ambiguity. Geometrically, ξ can be understood as the cosine of the angle subtended by the great arc

connecting the two points if we embed the SD into RD+1. Clearly, in Euclidean signature it must lie in the

interval ξ ∈ [−1, 1]. Upon analytic continuation to Lorentzian signature, τi → iti + π
2 , it may take values on

the entire real line ξ ∈ R. For instance, if the two points are connected via a spacelike geodesic, ξ will still

lie on the interval ξ ∈ [−1, 1], while ξ > 1 if they are connected by a timelike geodesic. If the two points are

either coincident x1 → x2 or separated by a null geodesic, ξ = 1. Finally, ξ < −1 if the two points cannot be

connected by any geodesic. This last case is particularly important for cosmological observations, as taking

two points to future infinity with fixed spatial separation sends ξ → −∞.

Many of our expressions, e.g. (3.18), will be more naturally written in terms of the variable

ζ =
2

ξ − 1 , (3.9)

in which the limits ξ → ±∞ correspond to ζ → 0±. Because it is related to the long-time or long-distance

limit, we will refer to the region |ζ| ∈ [0, 1) as the “infrared,” while we will call the region |ζ| ∈ [1,∞) the

“ultraviolet.”

3.2.2 de Sitter in Momentum Space

A very useful feature of Euclidean de Sitter space is that there exists a useful momentum space representation

tied to the de Sitter isometry group. We may decompose any scalar field into the hyperspherical harmonics
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YJ(x),
σ(x) =

∑
J

σJYJ(x) . (3.10)

These harmonics are the D-dimensional analogs of the familiar spherical harmonics, which provide a complete

and orthogonal basis of scalar functions on the sphere SD,

∫
SD
dΩD YJ(x)Y∗

K(x) = δJK and
∑
J

YJ(x)Y∗
J(y) = δ(D)(x − y)/√g , (3.11)

so that σJ =
∫
dΩD σ(x)Y∗

J(x). These harmonics are labeled by a vector J = (J,m1, . . . ,md) with J ∈ N a

non-negative integer which we will call the total angular momentum and m = (m1,m2, . . . ,md) ∈ Zd are

a set of integers such that J ≥ m1 ≥ m2 ≥ · · · ≥ |md| which call the magnetic quantum numbers. Most

importantly, these harmonics are eigenfunctions of the Laplacian on SD,

∇2YJ(x) = −J(J + 2α)YJ(x) , (3.12)

whose eigenvalue only depends on total angular momentum J. We will not need explicit forms for these

harmonics, though a special role will be played by the zero mode with J = 0,

Y0(x) =
√

Γ(α + 1)
2πα+1 =

1√
vol SD , (3.13)

which is just the constant profile on the sphere.

Any scalar function H(x, y) of two points on the sphere also admits a decomposition in terms of these

hyperspherical harmonics, which greatly simplifies whenever H(x, y) = H(ξ) is invariant under the de Sitter

isometry group. In this case, the momentum space representation of H(x, y), which we denote [H]J, only

depends on the total angular momentum [H]J = [H]J. Using

∑
m

YJm(x)Y∗
Jm(y) =

Γ(α)
2πα+1 (J + α)Cα

J (ξ) , (3.14)

we see that any de Sitter-invariant two-point function can be expanded in terms of the Gegenbauer polyno-

mials Cα
J (ξ),

H(ξ) =
∑
J
[H]JYJ(x)Y∗

J(y) =
Γ(α)
2πα+1

∞∑
J=0

(J + α)[H]JCα
J (ξ) , (3.15)

which are a complete set of orthogonal polynomials defined by (B.8) on the interval ξ ∈ [−1, 1].
Given a function H(ξ), we may extract its momentum space representation [H]J for nonnegative integer
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J via the Euclidean inversion formula,

[H]J =
(4π)αΓ(α)Γ(J + 1)

Γ(J + 2α)

∫ 1

−1
dξ
(
1 − ξ2)α− 1

2 Cα
J (ξ)H(ξ) . (3.16)

Strictly speaking, the expansion (3.15) only converges in ξ ∈ [−1, 1] when the inversion formula (3.16) does,

and vice versa. The Gegenbauer polynomials can faithfully represent any smooth function on the interval

as long as it is not too singular at the endpoints. Likewise, since Cα
J (−1) ∼ J2α−1 as J → ∞, cf. (B.11),

the expansion (3.15) only converges if [H]J decays faster than J−(2α+1) as J → ∞. This will not be true for

the functions we work with when α = 3
2 . We will instead keep α = 1

2 (3 − ε) arbitrary throughout and use

dimensional regularization to remove any ε-divergences, defining H(ξ) and [H]J via analytic continuation

in α.

Unfortunately, the expansion (3.15) is rather useless if we want to evaluate the function H(ξ) at Lorentzian

separations |ξ| � 1, as Gegenbauer polynomial expansions are only guaranteed to converge along the interval

ξ ∈ [−1, 1]. We instead define the analytic continuation of (3.15) to arbitrary ξ via the Watson-Sommerfeld

transform [1,117–119,122]

H(ξ) = Γ(α)
2πα

∫
γ

dJ
2πi

(J + α)[H]J
sin πJ Cα

J (−ξ) , (3.17)

which expresses the sum as an integral over a contour γ which lies slightly to the left and runs parallel to

the Im J-axis. Here, [H]J is a function on the complex J-plane which agrees with the coefficients appearing

in (3.15) at the nonnegative integers. More precisely, the [H]J appearing in (3.17) is an interpolation of the

coefficients appearing in (3.15), though we will not distinguish between the two notationally. Crucially, for

(3.17) to both converge for arbitrary ξ and to agree with the original sum (3.15) on the interval ξ ∈ [−1, 1],
the interpolation [H]J must be well-behaved and decay as |J| → ∞ in the right-half J-plane.

Given a function H(ξ) defined for all ξ ∈ C, how then do we invert (3.17) and find its well-behaved

momentum space representation [H]J? Since the Gegenbauer polynomials grow exponentially away from the

Re J-axis, Cα
J (−1) ∝ exp(π|Im J|), the representation provided by (3.16) does not work. Instead, we must

rely on the Froissart-Gribov formula [1, 117–120,122]

[H]J =
(4π)αΓ(α)Γ(J + 1)

Γ(J + 2α)

∮
C

dξ
2πi

(
ξ2 − 1

)α− 1
2 Qα

J (ξ)H(ξ) . (3.18)

where C is a contour that wraps the interval ξ ∈ [−1, 1] counterclockwise, while the Qα
J (ξ) are the Gegenbauer

Q-functions defined in (B.12). This provides the unique extension of the coefficients appearing in (3.15)

from nonnegative integers to all J ∈ C (save for potential singularities) that does not grow exponentially as

|J| → ∞.

The two-point functions we work with will all have a discontinuity along ξ ∈ [1,∞), or analogously
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ζ ∈ [0,∞), reflecting the fact that the ordering of time-like separated operators matters. We may thus

deform the contour1 in (3.18) to run along this discontinuity,

[H]J = − 2πα+1Γ(J + 1)
4JΓ(J + α + 1)

∫ ∞

0

dζ
2πi ζJ−1

2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣−ζ
]
discH(ζ) , (3.19)

with the discontinuity defined as

discH(ζ) = lim
ε→0+

H(ζ + iε)− H(ζ − iε) . (3.20)

This Lorentzian inversion formula (3.19) is the main tool we will use in this work—it defines the momentum

space representation of H(ξ) as long as Re J is large enough and α is small enough so that the integral

converges at its endpoints ζ → 0 and ζ → ∞, respectively. Indeed, all of our loop calculations will eventually

reduce to studying integrals of the form (3.19) with different choices of H(ζ) depending on which fields run

in the loop.

3.2.3 Free Scalar Fields in de Sitter

Finally, we now review the properties of free fields in de Sitter space. A free, massive, minimally-coupled

scalar field σ in Euclidean de Sitter space, with Euclidean action

Se =

∫
SD
dDx√g

[ 1
2 (∂σ)2 + 1

2 m2σ2] , (3.21)

has a propagator G(x, y) which obeys the Klein-Gordon equation

(
−∇2 + m2)G(x, y) = δ(D)(x − y)/√g , (3.22)

where ∇2 ≡ gμν∇μ∇ν and √g are the Laplacian and the square-root of the metric (3.7)’s determinant,

respectively. Expanding in hyperspherical harmonics (3.12), this can be solved to find

G(x, y) =
∑
J

YJ(x)Y∗
J(y)

J(J + 2α) + m2 =
Γ(α)
2πα+1

∞∑
J=0

J + α
J(J + 2α) + m2 Cα

J (ξ) , (3.23)

1Technically, (3.18) only applies to functions which are analytic in a region surrounding the interval ξ ∈ [−1, 1].
This is not true for the functions we consider which all have a discontinuity along ξ ∈ [1,∞). This is related to the
fact that products of free propagators diverge more and more strongly in the coincident limit ξ → 1. This singular
behavior strongly depends on α and so, in keeping with our general strategy, we will work at small enough α so
that (3.19) applies and then define the [H]J at α = 3

2 by analytic continuation. Of course, [H]J may then diverge as
α → 3

2 , but these are the UV divergences one typically encounters in any loop calculation and may be absorbed by
local counterterms.
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which converges absolutely as long as ξ lies in the Euclidean interval ξ ∈ [−1, 1].
The propagator in momentum space is thus

[G]J =
1

J(J + 2α) + m2 =
1

(J + Δ)(J + Δ̄)
, (3.24)

the poles of which are the so-called scaling dimension of the field,

Δ =


α + i

√
m2 − α2 , m ≥ α

α −
√

α2 − m2 , m < α
(3.25)

and its conjugate or shadow dimension Δ̄ ≡ 2α − Δ. A “light” scalar field, with m < α, is said to belong to

the complementary series with Δ ∈ (0,α). Likewise, a “heavy” scalar field, with m ≥ α, is said to belong to

the principal series with dimension Δ = α + iν, ν ∈ R.2

Harmonic expansions like (3.23) only converge for spacelike separations ξ ∈ [−1, 1] but, as we discussed in

the previous section, we can analytically continue it to arbitrary Lorentzian ξ ∈ R via the Watson-Sommerfeld

transformation (3.17) which, when applied to (3.24), yields

G(ξ) = Γ(Δ)Γ(Δ̄)

(4π)α+ 1
2 Γ
(
α + 1

2
) 2F1

(
Δ, Δ̄;α + 1

2 ;
1
2 (1 + ξ)

)
. (3.26)

This free propagator is analytic for all ξ aside from a branch cut along ξ ∈ [1,∞) or, in terms of our ζ
variable (3.9), ζ ∈ [0,∞). It will also be helpful to use (B.4) to rewrite the propagator as

G(ζ) = GΔ(ζ) + GΔ̄(ζ) = A(Δ)(−1/ζ)−Δ2F1

[Δ, Δ − α + 1
2

2Δ − 2α + 1

∣∣∣∣−ζ
]
+ (Δ → Δ̄) , (3.27)

where we define the coefficient

A(Δ) =
1

(4π)α+ 1
2

Γ(Δ)Γ(2α − 2Δ)

Γ
(
α + 1

2 − Δ
) . (3.28)

From this expression, we can see that the dimension Δ and its shadow Δ̄, and thus the field’s mass m,

controls the asymptotic behavior of the free propagator for very large separations ζ → 0 or as ξ → ±∞. At

long distances, heavy fields oscillate at a “rest mass” frequency set by ν =
√

m2 − α2 and decay at a rate

determined entirely by the expansion of spacetime, ReΔ = α, independent of their mass. In contrast, light

fields decay at a rate set by their mass and do not oscillate.

Finally, this free field propagator diverges in the short distance or coincident limit ξ → 1 in physical

spatial dimensions α > 1
2 . However, since it will be useful for our loop calculations we may formally define

2There are other representations, but these are the only two which will concern us.
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this coincident limit via analytic continuation from α < 1
2 , in which

G(1) = 1
(4π)α+ 1

2
Γ
[ 1

2 − α , Δ , 2α − Δ
1
2 + α − Δ , 1

2 − α + Δ

]
. (3.29)

As ε → 0 with α = 1
2 (3 − ε), this behaves as

G(1) ∼ − (Δ − 1)(Δ̄ − 1)
16π2

[2
ε − ψ

(
Δ − 1

)
− ψ

(
Δ̄ − 1

)
+ log 4πe−γe + 1

]
− 1

8π2 , (3.30)

keeping the mass of the field held fixed.3

Having reviewed the basics of both de Sitter space and its free scalar fields, we will now review the basic

formulation of compact scalar fields at the level of the path integral. A compact scalar field ϕ enjoys a

gauge symmetry in which ϕ and ϕ + 2π are identical—they are the same point in field space. Appropriately

summing over field configurations that respect this identification requires that we modify the path integral

measure and it will be convenient to first understand how this is done in flat space before moving onto de

Sitter in Section 3.4.

3.3 Compact Scalar Fields in Flat Space

The goal of this section is to review how compact scalar fields differ quantum mechanically from noncom-

pact scalar fields in Minkowski space. We will focus on how the path integral over field configurations must

be modified to correctly account for the field space’s compactness and why it is difficult, without observ-

ing topological defects like axion strings, to distinguish between noncompact and compact scalar fields in

Minkowski space. It will be clarifying to first study the simplest compact scalar field theory: the compact

boson in (0 + 1) spacetime dimensions, also known as the quantum mechanical particle on a circle. We will

then extend this discussion to the compact boson in (d + 1) spacetime dimensions, in preparation for our

discussion in Section 3.4 on the massless compact boson in de Sitter space.

3.3.1 The Particle on the Circle

We begin by reviewing the simplest compact scalar field theory: the quantum mechanical particle on a circle

or the rotor. This theory is defined by the Lagrangian and Hamiltonian

L =
1
2f2ϕ̇2 and H =

p2
ϕ

2f2 , (3.31)

3It may be more natural to keep, say, the asymptotic behavior of the field fixed Δ held fixed as we send α → 3
2 ,

or its frequency ν = ImΔ. In either case, this choice just changes the last term of (3.30) and reflects a choice of
renormalization scheme.
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where we take ϕ ∼ ϕ + 2π to be an angle with 2π-periodicity whose canonical momentum is pϕ = f2ϕ̇.4

The decay constant f controls how damped fluctuations in ϕ are. If this system describes a particle of mass

m on a circle with radius R, then f2 = mR2 is its moment of inertia. We have assumed that this particle

has no potential energy, though this is only for calculational simplicity and none of our conclusions rely on

this assumption. It will be helpful to review this simple system both from the canonical and path integral

pictures to help calibrate our ruleset for quantization.

Canonically, the Hilbert space of (3.31) is given by the space of square-integrable functions on the cir-

cle L2(S1). It is convenient to introduce a “position” operator ϕ̂ with a complete set of eigenstates ϕ̂|ϕ〉 = ϕ|ϕ〉
that resolves the identity via

1 =

∫ 2π

0
dϕ |ϕ〉〈ϕ| , (3.32)

where we integrate over a single “fundamental domain” of the circle, ϕ ∈ [0, 2π).5 Crucially, ϕ̂ is not a

well-defined operator [141] on the Hilbert space since it does not map L2(S1) into itself, generally taking a

single-valued function on S1 into a multi-valued one. Said differently, ϕ̂ is not a gauge-invariant operator. As

consequence, any physical state |Ψ〉 must be single-valued in this |ϕ〉-basis and thus must obey 〈ϕ+2π|Ψ〉 =

〈ϕ|Ψ〉.

Similarly, expectation values like 〈Ψ|ϕ̂|Ψ〉, which we would normally use to measure the position of the

particle, are completely nonsensical and will lead to unphysical results. Instead, we must consider expectation

values of the gauge-invariant “vertex operators” 〈Ψ|eipϕ̂|Ψ〉, with p ∈ Z, to characterize the state |Ψ〉. As

illustrated in Figure 3.2, the phase and magnitude of 〈eiϕ̂〉 characterize where and how delocalized the particle

is on the circle, respectively. If 〈eiϕ̂〉 = 0, the particle is completely delocalized along the circle.

The Hamiltonian (3.31) has a discrete set of energy and momentum eigenstates,

〈ϕ|n〉 = 1√
2π einϕ , (3.33)

with energy and momentum eigenvalues En = n2/(2f2) and pn = n, respectively, for n ∈ Z. These also form

an orthonormal 〈n|k〉 = δnk and complete basis 1 =
∑

n∈Z |n〉〈n| . Because it is simple to calculate using the

Euclidean path integral, we will focus on the thermal trace

Z(T) ≡ tr e−βtH =
∑
n∈Z

e−βtEn , (3.34)

4Hereafter we always work with compact fields that have 2π-periodicity, ϕ ∼ ϕ+ 2π, such that the decay constant
enters through the kinetic term.

5It is a gauge choice to take ϕ ∈ [0, 2π) and we could have instead worked with different covering of the circle, for
example ϕ ∈ [−π, π) or ϕ ∈ [2023π, 2025π). Of course, no physical results will depend on this choice.
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∼ “⟨φ̂⟩”∼
“1
−
1
2
∆
φ
2 ”

|⟨φ|Ψ⟩|2

∼ “⟨φ⟩”

Figure 3.2: The expectation value of the vertex operator 〈eiϕ̂〉 measures both the particle’s position and its
spread. Roughly, the position of the particle on the circle is given by arg 〈eiϕ̂〉 while the magnitude measures
its variance, |〈eiϕ̂〉| ≈ 1 − 1

2 Δϕ2 +O
(
Δϕ4). As such, this magnitude is close to 1 when the wavefunction is

well-localized [left], and close to 0 if it is not [right].

at temperature β−1
t .6 This can also be derived from the Euclidean propagator,x

〈ϕ|e−βtH|ϕ′〉 =
∑
n∈Z

〈ϕ|n〉〈n|e−βtH|n〉〈n|ϕ′〉 = 1
2π
∑
n∈Z

e−βtEn+in(ϕ−ϕ′) (3.35)

in which case

Z(βt) =

∫ 2π

0
dϕ 〈ϕ|e−βtH|ϕ〉 =

∑
n∈Z

e−βtEn . (3.36)

We emphasize that, for (3.34) and (3.36) to agree, the trace in “position space” (3.36) must only integrate

over a single fundamental domain of the circle, ϕ ∈ [0, 2π).
As is well known, we can also calculate (3.34) via the Euclidean path integral,

Z(βt) =

∫
Dϕc(τ) exp

(
−
∫ βt

0
dτ 1

2 f2ϕ̇2
)

(3.37)

on the thermal circle, τ ∼ τ + βt, where we impose periodic boundary conditions ϕ(τ) ∼ ϕ(τ + βt). Here,

we use Dϕc to denote that we integrate over periodic paths ϕ(τ) from the Euclidean time circle τ ∼ τ + βt

to the field space circle ϕ ∼ ϕ + 2π. Since π1(S1) ∈ Z, these paths are characterized by a winding number

ℓ, which represents the number of times the path ϕ(τ) winds around field space as τ goes from 0 to βt. An

arbitrary such path may be parameterized as

ϕℓ(τ) = ϕ0 + 2πℓτ/βt +

∞∑
m=1

[
am cosωmτ + bm sinωmτ

]
, (3.38)

6To distinguish the coolness βt from the dimensionless ratio of the decay and Hubble constants β introduced later,
we include a subscript “T” to denote “thermal.”
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where we have introduced the Matsubara frequencies ωm = 2πm/βt and allowed ϕℓ(τ) to take values along

the entire real line, ϕℓ(τ) ∈ R. We have also introduced the two sets of Fourier coefficients am, bm ∈ R, and

the average value of the path along the fundamental domain,

ϕ0 =
1
βt

∫ βt

0
dτ [ϕℓ(τ)− 2πℓτ/βt] , (3.39)

which must take values in ϕ0 ∈ [0, 2π) in order to avoid overcounting paths. This is a common trope: we

write a path integral over a compact degree of freedom ϕc(τ) in terms of one over a noncompact degree of

freedom ϕ(τ) by including a sum over topological sectors or windings, here labeled by the integer ℓ.

Since the path integral (3.37) is Gaussian, we may evaluate it directly. Specifically, in terms of the path

(3.38), we have

Z(βt) =
∑
ℓ∈Z

∫ 2π

0

dϕ0
C0

[ ∞∏
m=1

∫ ∞

−∞

dam dbm
Cm

]
exp

(
− (2πℓf)2

2βt
−

∞∑
m=1

1
4f2ω2

m(a2
m + b2

m)

)
(3.40)

with the standard constants Cm = 4π/(ω2
mf2) and C0 =

√
2πβt/f2 that normalize the path integral mea-

sure [142]. Evaluating the Gaussian integrals, we arrive at

Z(βt) =

√
2πf2

βt

∑
ℓ∈Z

e−
1
2 ℓ

2f2/βt (3.41)

which equals the original expression (3.34) upon Poisson resummation. As in (3.36), that the integral over

the zero mode of the compact field is constrained to be in ϕ0 ∈ [0, 2π) is necessary to arrive at an answer

that agrees with the canonical picture (3.34). Furthermore, introducing a potential to (3.31) will not change

how the path integral is constructed, but will merely alter how the different paths are weighted.

To recap, we construct the thermal Euclidean path integral for a compact scalar field by integrating

over all unique paths that come back to themselves. Since the field space is a circle, these paths can wind

ℓ times around it yet still arrive at the same point, and so we must also include a sum over windings or

topological sectors in our definition of the path integral measure. Furthermore, the field space’s compactness

restricts the zero mode of these paths ϕ0 to lie in the fundamental domain ϕ0 ∈ [0, 2π), lest we overcount. In

Section 3.4, we will find that this latter constraint fundamentally changes the behavior of compact scalars in

de Sitter as compared to noncompact scalars. Before we move on, however, it will be useful to understand

why this difference is unimportant for the compact scalar in (d + 1)-dimensional Minkowski space.
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3.3.2 Compact Scalar Field Theory

Let us now consider the higher-dimensional generalization of the particle on a circle, the compact scalar field

in (D = d + 1)-dimensional flat space, with Euclidean action

Se =

∫
dDx 1

2 f2(∂ϕ)2 (3.42)

and ϕ(x) ∼ ϕ(x) + 2π. We will again study this theory, and its differences from the noncompact scalar

with the same action, by computing the thermal trace. This would involve evaluating the Euclidean path

integral on the cylinder S1
βt
× Rd with periodic Euclidean time, x0 = τ ∼ τ + βt. However, to tame infrared

divergences, it will be more convenient to also compactify the spatial directions xi ∼ xi + L and consider

the theory on the D-dimensional torus TD with spatial side lengths L. The goal of this section is to show

that the dynamics that distinguish the compact scalar from the noncompact one freeze out in the limit of

infinite volume, L → ∞, and so it is impossible to distinguish between the two in Minkowski space from the

dynamics of (3.42) alone.7

We are instructed to integrate over all single-valued field configurations on the torus TD. As in the

previous section, the scalar field may shift by a multiple of 2π as we wind around the thermal circle,

ϕ(τ + βt, x) = ϕ(τ, x) + 2πℓ , (3.43)

with ℓ ∈ Z. However, the field may also wind in the spatial directions,

ϕ(τ, x1, . . . , xk + L, . . . , xd) = ϕ(τ, x) + 2πwk , (3.44)

and so we must include d additional winding numbers wi ∈ Z. So, any path will be characterized by a set of

winding numbers (ℓ,w) ∈ ZD which describe how many times the field ϕ winds around its field space as we

move around each of the D nontrivial cycles in the TD. This is in contrast to the noncompact scalar field,

with the same action (3.42), which cannot wind and still respect the periodic boundary conditions.

We may write the most general map from TD → S1 as

ϕ(x) = ϕℓ(τ) + 2πwixi/L + ϕ̃(x) , (3.45)

7As mentioned in the introduction, this does not preclude distinguishing the two by observing finite energy
topological defects like axion strings, whose existence relies on the compactness of the field space.

53



where we have split off the field’s spatially isotropic zero mode

ϕℓ(τ) = ϕ0 + 2πℓτ/βt +
∑
m ̸=0

[
ameiωmτ + c.c.

]
(3.46)

and its non-zero mode

ϕ̃(x) = 1
Ld/2

∑
ωm,ki ̸=0

[
aωm,kie

iωmτ+ikixi
+ c.c.

]
, (3.47)

where the sum is over all Matsubara frequencies ωm = 2πm/βt and non-zero spatial momenta ki ∈ 2πZ/L,

and the Fourier coefficients are arbitrary complex numbers, am ∈ C and aωm,ki ∈ C. The zero mode (3.46) is

equivalent to the particle on the circle (3.38), and describes how the spatially constant mode on the torus

Td evolves in time τ. As before, the average value of this mode ϕ0 is constrained to ϕ0 ∈ [0, 2π), though our

discussion here will not center on this.

The Euclidean action (3.42) evaluated on the configurations (3.45) reduces to

Se[ϕ0, ϕ̃] = 1
2 Ldf2

∫ βt

0
dτ ϕ̇2

ℓ + 4π2βtLd−2
d∑

i=1
w2

i +
∫
dDx 1

2 f2(∂ϕ̃)2 . (3.48)

In the limit L → ∞, we see that for d ≥ 3, the different winding sectors wi 6= 0 acquire infinite action, and so

the sum over windings localizes to the w = 0 sector. Furthermore, fluctuations in the zero mode—including

the ℓ 6= 0 winding trajectories—completely freeze out. That is, in the limit L → ∞, it is completely consistent

to consider states in which the field’s zero mode is localized at a definite position in its field space. In the

limit L → ∞, the theory’s dynamics will not delocalize the zero mode, and we can consider it to be a non-

dynamical parameter of the theory. Indeed, this is often what we do for scalar fields or moduli in Minkowski

space, where we quantize the field about a specific vacuum expectation value 〈ϕ〉 = ϕ0, integrating over

fluctuations ϕ̃ which decay at spatial infinity |x| → ∞. The infinite weight of space ensures that states (or

theories) with different expectation values 〈ϕ〉 are in superselection sectors.

We conclude that, since the only modes that “see” the compactness of the scalar field space are completely

frozen out in the infinite volume limit, we cannot distinguish between a noncompact and compact scalar

field in Minkowski space in D = 4, without relying on physics beyond what is described by (3.42). Said

differently, it is impossible to detect the topology of the field space in Minkowski space without observing

finite energy objects that are charged under ϕ → ϕ+2π. In D = 3 and D = 4, these objects are vortices and

axion strings, respectively. As we discuss in the next section, however, de Sitter space is different—compact

and noncompact scalar fields can have completely different predictions, even if they are described by the

same action.
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3.4 Massless Free Compact Scalars in de Sitter

The sharpest difference between compact and noncompact scalars in de Sitter space is for massless fields. Said

simply, the massless compact scalar exists while its noncompact counterpart does not. In this section, we will

discuss the free massless compact scalar field in arbitrary D-dimensional de Sitter space. We first describe

its Euclidean path integral and physical correlation functions. We then discuss their analytic continuation to

Lorentzian signature in both position and momentum space. We will use these results in Section 3.5, where

we describe how a heavy field σ propagates in the presence of this massless compact scalar and its effect on

σ’s cosmological collider signal.

3.4.1 The Euclidean Path Integral

The theory of a massless compact scalar in de Sitter is defined by the Euclidean path integral

Z =

∫
Dϕc exp

(
−
∫
SD
dDx√g 1

2 f2(∂ϕ)2
)
, (3.49)

where ϕ(x) ∼ ϕ(x)+2π. Here, the decay constant f is measured in units of Hubble and is thus dimensionless.

As in Section 3.3, we use Dϕc to denote the integration over compact field configurations. It will be convenient

to expand ϕ(x) into its hyperspherical harmonics,

ϕ(x) = ϕ0 + ϕ̃(x) = ϕ0 +
∑
J ̸=0

ϕJYJ(x) , (3.50)

explicitly separating out the Euclidean zero mode ϕ0 and denoting the non-zero modes as ϕ̃(x).
Recall that to evaluate the path integral over compact field configurations, we could instead integrate over

noncompact field configurations at the cost of including a sum over winding configurations and restricting

the zero mode integral in Dϕc to the field space’s fundamental domain. Unlike the particle on the circle, here

πD(S1) = 0 is trivial for D ≥ 2 and so there are no smooth topologically non-trivial maps from Euclidean

de Sitter space SD into ϕ’s field space S1. Any smooth field configuration ϕ(x) : SD → S1 may be generated

by an appropriate choice of the coefficients ϕJ. Thus, the only effect the field space’s compactness has on

the path integral (3.49) is to restrict the integral over the zero mode ϕ0 to the fundamental domain of the

circle [143], ϕ0 ∈ [0, 2π), while the non-zero mode fluctuations ϕ̃(x) are treated identically to those of the

noncompact scalar field described in Section 3.2.8

8This is not to say that the sum over windings is trivial for all questions in de Sitter space. For example, to
compute the path integral on the hemisphere to find the Bunch-Davies state, we need to include the sum over
winding configurations. For equilibrium questions computed from (3.49), however, this sum trivializes.
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We work in Euclidean de Sitter space because there it is obvious how to define the path integral measure

for a compact scalar field. That is not the case in the flat slicing. In Poincaré coordinates, naively one expects

that the scalar field’s zero mode ϕ0 sees an infinite spatial volume and freezes out in a way analogous to how

it behaves in flat space. However, it is unclear whether it is more appropriate to regulate this spatial volume

using the Hubble volume as suggested by Starobinsky’s stochastic picture of inflation [95,106,136]. Indeed, a

Hubble-regulated spatial slice is more physically meaningful from the perspective of an observer living inside

de Sitter space, as super-horizon modes are not observable. It is thus unclear exactly which modes in the

flat slicing should “see” the compactness of ϕ’s field space. We sidestep this confusing conceptual question

by instead working in Euclidean de Sitter space, where the answer is obvious.

Since the Euclidean action in (3.49) only depends on the non-zero modes,

Se[ϕ̃] =
∫
SD
dDx 1

2 f2(∂ϕ)2 = 1
2 f2∑

J ̸=0
J(J + 2α)|ϕJ|2 , (3.51)

the Euclidean zero mode is completely unconstrained absent a potential for ϕ. In this massless limit, the

Bunch-Davies state distributes the Euclidean zero mode uniformly along ϕ’s field space [96]. As illustrated

in Figure 3.1, this is disastrous for the noncompact scalar field. Writing the propagator (3.23) in the limit

mϕ → 0 as

〈ϕ(x)ϕ(y)〉 = 〈ϕ2
0〉+

Γ(α)
2πα+1

1
f2

∞∑
J=1

J + α
J(J + 2α)Cα

J (ξ) , (3.52)

the variance of the zero mode 〈ϕ2
0〉 for a noncompact scalar field,

〈ϕ2
0〉 =

Γ(α + 1)
2πα+1

1
m2

ϕf2 (3.53)

diverges in the massless limit mϕ → 0, rendering the propagator and this theory ill-defined. For the compact

scalar field, however, ϕ0 is constrained to lie in [0, 2π), and so the variance of the zero mode cannot diverge

but instead approaches a constant

〈ϕ2
0〉 =

4π2

3 , (3.54)

so that (3.52) is well-defined. Physically, this makes sense. Absent a potential, ϕ will approach its equilibrium

state by random walking and will eventually explore its entire field space. For the noncompact field, this

leads to a divergent variance since the field can walk arbitrarily far away from ϕ = 0 without penalty. The

compact field cannot walk arbitrarily far because there is no “arbitrarily far.” The equilibrium state simply

fills in the circle, as illustrated in Figure 3.1, and its variance is finite.

There have been attempts to render the massless scalar field in de Sitter consistent by either explicitly

projecting out this divergent zero mode [138,139] or by restricting to shift-symmetric observables like 〈
(
ϕ(x)−
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ϕ(y)
)2〉 [138, 140] so that any dependence on the ill-behaved zero mode cancels out. We see that the

compact scalar field, already so ubiquitous in beyond the Standard Model physics, automatically regulates

this divergent zero mode.

We will specifically be interested in the non-zero mode two-point function [138,139],

G̃(ξ) = 〈ϕ̃(x)ϕ̃(y)〉 = 2β
∞∑

J=1

J + α
J(J + 2α)Cα

J (ξ) , (3.55)

where, for convenience, we have defined the constant

β ≡ Γ(α)
4πα+1

1
f2 . (3.56)

For example, when α = 3
2 , this is just half the square of the ratio between the Hubble scale and the

circumference of the field space, β = 1
2 (2πf)−2. We may analytically continue (3.55) to arbitrary ξ by taking

the massless limit of the normal propagator (3.26) without the zero mode,

β−1G̃(ξ) = lim
Δ→0

[Γ(Δ)Γ(Δ̄)

Γ(2α) 2F1

[
Δ, Δ̄
α + 1

2

∣∣∣∣ 1 + ξ
2

]
− 2α

ΔΔ̄

]
. (3.57)

This limit can be explicitly evaluated to yield

〈ϕ̃(x)ϕ̃(y)〉 = G̃(ξ) = 2αβ
α + 1

2

(1 + ξ
2

)
3F2

[
1, 1, 2α + 1

2, α + 3
2

∣∣∣∣ 1 + ξ
2

]
− βH2α , (3.58)

where Hn is the n’th harmonic number, defined in Appendix B.1. In three spatial dimensions, α = 3
2 , this

reduces to

G̃(ξ) = 1
16π2f2

[ 2
1 − ξ + 2 log

( 2
1 − ξ

)
− 14

3

]
. (3.59)

Unfortunately, we see that even though the zero mode has been regulated by the compact field space, the

massless scalar propagator diverges logarithmically in the infrared. This is true in arbitrary dimensions as

well, since in the coordinate (3.9) the non-zero mode two-point function behaves as

β−1G̃(ζ) ∼ − log
(
−1/ζ

)
+

1
2√πΓ

(
α + 1

2
)
Γ(−α)(−2/ζ)−2α − β−1G̃0 (3.60)

as ζ → 0 or |ξ| → ∞, where we have defined the constant

β−1G̃0 = H2α + H2α−1 − H(2α−1)/2 (3.61)

for later convenience.
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That this propagator does not decay in the infrared is extremely problematic if we want to study inter-

acting theories with a massless compact scalar, since it is not clear whether such interacting theories are

even perturbatively stable in the infrared unless internal propagators decay at large Lorentzian separations,

ξ → −∞ [112]. Furthermore, even if the interacting theory is perturbatively stable, this poor infrared behav-

ior can wreak havoc on the loop expansion as generally there are an infinite class of diagrams—beyond just

the usual one-particle irreducible ones—that must be resummed to calculate a physically sensible answer in

Lorentzian signature.

Fortunately, the two-point function 〈ϕ(x)ϕ(y)〉 is neither gauge-invariant nor physical, and so it is not

a problem if it does not decay as |ξ| → ∞. Local operators ϕ(x) are not gauge-invariant and so the usual

n-point functions like 〈ϕ(x)ϕ(y)〉 and 〈ϕ(x)ϕ(y)ϕ(z)〉 are nonsensical for the compact scalar. We should

instead compute correlation functions of gauge-invariant operators, and in the next two subsections we will

focus on the properties of the so-called vertex operators in both position and momentum space.

3.4.2 Vertex Propagator in Position Space

We will study the correlation functions of the vertex operators

Vp(x) ∝ eipϕ(x) , (3.62)

in the Bunch-Davies state prepared by the Euclidean path integral (3.49). These operators are clearly

invariant under the gauge symmetry ϕ → ϕ + 2π as long as the charge p is an integer. We will suppress

the subscript for the charge p = 1 vertex operator, i.e. V(x) ≡ V1(x), and use the conjugate to negate the

charge, V†
p(x) ≡ V−p(x). Of course, these are composite operators and so they must be defined through some

sort of normal-ordering scheme, but we will find that—unlike the correlation functions of ϕ(x)—the n-point

functions of these vertex operators do decay as |ξ| → ∞ and thus they can be used to define a well-behaved

perturbative expansion of an interacting field theory in de Sitter.

Let us first consider an arbitrary product of vertex operators which, up to an overall normalization, we

may compute via 〈
ei ∑i piϕ(xi)

〉
=

1
Z

∫
Dϕc e

−Se[ϕ̃] exp
[

iϕ0
(∑

ipi
)
+ i
(∑

ipiϕ̃(xi)
)]

. (3.63)

Since the action (3.51) does not depend on the zero mode, the integration over ϕ0 forces the correlator to

vanish unless the correlator is “charge neutral,”

〈
ei ∑i piϕ(xi)

〉
∝
∫ 2π

0
dϕ0 e

iϕ0
∑

i pi 6= 0 iff
∑

i
pi = 0 . (3.64)
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If we add a potential for ϕ(x), this condition will be relaxed and correlation functions like 〈eipϕ(x)〉 develop

non-vanishing x-independent expectation values whose phases roughly correspond to the minimum of the

potential, cf. Figure 3.2.

In the massless theory, this charge neutrality condition forces the zero mode to drop out of correlation

functions so that they only depend on shift-symmetric combinations like ϕ(x) − ϕ(y), similar to [138, 140].

Since the path integral is Gaussian, we can then evaluate an arbitrary vertex correlation function in terms

of the non-zero mode propagator (3.58),

〈
ei ∑i piϕ(xi)

〉
= exp

[
− 1

2
∑

i,jpipj
〈
ϕ̃(xi)ϕ̃(xj)

〉]
. (3.65)

For simplicity, let us consider the gauge-invariant analog of the two-point function,

〈V(x)V†(y)〉 =
〈
ei(ϕ(x)−ϕ(y))〉 = exp

[
−〈ϕ̃(x)〉2 + 〈ϕ̃(x)ϕ̃(y)〉

]
. (3.66)

Immediately, we can see that this correlator is ill-defined because it depends on the quantity

〈ϕ̃2
(x)〉 = G̃(1) ≡ β

(
π tan πα − H2α

)
∼ 1

8π2f2

[2
ε − 11

6

]
, (3.67)

which diverges as ε → 0 with α = 1
2 (3 − ε) and β held fixed.9 This is a problem with all vertex correlators

and we need to supply some notion of normal ordering to properly define the operator and its correlation

functions. Thus, we will define the normal-ordered vertex operator to remove this infinite constant [144],

Vp(x) ≡ :eipϕ(x): ≡ exp
(

1
2 p2G̃(1) + 1

2 βp2G̃0
)
eipϕ(x) , (3.68)

plus an additional constant to ensure that 〈V(x)V†(y)〉 is “canonically normalized” as |ξ| → ∞. Arbitrary

n-point functions of these vertex operators are then well-defined and given by

〈∏
i :e

ipiϕ(xi):
〉
= exp

[
1
2 G̃0

∑
ip2

i −
∑

i>jpipj〈ϕ̃(xi)ϕ̃(xj)〉
]
, (3.69)

as long as the correlator is “neutral,”
∑

i pi = 0, and vanishes otherwise. Specifically, the vertex two-point

function is simply

G(ξ) ≡ 〈V(x)V†(y)〉 = A exp
[ 2αβ

α + 1
2

(1 + ξ
2

)
3F2

[
1, 1, 2α + 1

2, α + 3
2

∣∣∣∣ 1 + ξ
2

]]
. (3.70)

9A priori, it is unclear whether to keep β or f held fixed as α → 3
2 . However, since we will find that it is β that

characterizes the physical behavior of the field over long distances and not f, it is more natural to approach α → 3
2

holding β fixed.
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with

A ≡ exp
(
βH2α−1 − βH(2α−1)/2

)
. (3.71)

The other two-point functions 〈Vp(x)V†
p(y)〉 can be recovered by simply taking β → p2β. Our goal for the

remainder of this section is to study the two-point function (3.70) in both position and momentum space.

Unlike the non-zero mode two-point function (3.60), this vertex two-point function does decay at large

separations,

G(ξ) ∼
(
−2

ξ

)β [
1 − 1

16
β

α − 1

(
−2

ξ

)2
−O

(
ξ−4)]

−
β csc πα Γ

(
α + 1

2
)2

2Γ(2α + 1)

(
−2

ξ

)2α+β [
1 +O

(
ξ−2)] (3.72)

as |ξ| → ∞, with the dominant decay rates set by the two real exponents β and 2α + β. We should contrast

this with a light scalar field, whose correlations also decay as |ξ| → ∞, G(ξ) ∼ CΔ(−ξ)−Δ + CΔ̄(−ξ)−(2α−Δ)

with Δ ∈ (0,α]. Not only can the dominant decay of the compact scalar be faster than a noncompact scalar,

β > α, but the subleading asymptotic scaling is also different. Note that this is not in conflict with the

representation theory of de Sitter space [145], as the vertex operator does not transform in an irreducible

representation of the de Sitter isometry group—it is a composite operator.

As β → 0, we find that the vertex correlation function decays more slowly. Intuitively, this makes sense

as this limit also corresponds to sending f → ∞ and penalizing fluctuations in ϕ more and more, forcing the

compact field to take more time or distance to relax back to its vacuum. Likewise, the propagator decays

more quickly in the ultracompact limit β → ∞, wherein f → 0 so that ϕ can fluctuate very easily and relax

to its vacuum almost instantaneously.

Furthermore, it is clear from (3.69) that the vertex operators do not behave like Gaussian free fields,

in the sense that the n-point functions do not Wick factorize. Using (3.69), we may construct any charge

neutral vertex n-point function by forming the product of one vertex propagator G(ξij) for each pair of

oppositely-charged operators and an inverse propagator G−1(ξij) for each pair of like-charged operators. For

instance, the four-point function is

〈V(x1)V†(x2)V(x3)V†(x4)〉 =
G(ξ12)G(ξ14)G(ξ23)G(ξ34)

G(ξ13)G(ξ24)
6= G(ξ12)G(ξ34) + G(ξ14)G(ξ23) , (3.73)

which clearly does not Wick factorize. However, if we take any two charge neutral pairs, say (x1, x2) and

(x3, x4), far apart from one another while keeping their constituents close together, e.g. |ξ13|, |ξ14|, . . . �

|ξ12|, |ξ34| so that ξ13 ≈ ξ14, then using (3.72) this correlator does factorize into a simple product

〈V(x1)V†(x2)V(x3)V†(x4)〉 → G(ξ12)G(ξ34) , (3.74)
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since each member of a charge neutral pair sees both the oppositely- and like-charged member of the other,

producing a factor like G(ξ14)/G(ξ13) that approaches 1 as we send the pairs apart |ξ14| ∼ |ξ13| → ∞. So,

if we integrate over the xi in Lorentzian de Sitter space, there will be some regions of the integral in which

the vertex operators do effectively Wick factorize. We will rely on this approximate factorization in the next

section to identify higher-order contributions that dominate when an internal particle can go “on-shell.”

Finally, the vertex two-point function (3.70) is obviously regular at ξ = −1 but is extremely singular at

coincident points,

G(ξ) ∼ A exp

(
β 2 1

2−α√π Γ
(
α − 1

2
)

Γ(α)(1 − ξ)α− 1
2

+ πβ tan πα
)

, ξ → 1 , (3.75)

as we should expect from a propagator in the Bunch-Davies state. The vertex propagator is only regular

as ξ → 1 when α < 1
2 , while for α > 1

2 this is an essential singularity. In one spatial dimension, α = 1
2 , it

is either a pole or branch point depending on the value of β. Many of the manipulations we do, especially

when we work with the momentum space representation of this propagator, are technically only well-defined

when G(ξ) is not too singular along the Euclidean interval ξ ∈ [−1, 1]. However, this usually does not matter

in practice (even the free field propagator is strictly “too singular” when α = 3
2 ) but we will play it safe by

keeping α arbitrary throughout and analytically continuing from α < 1
2 to α = 3

2 [1]. The singular nature

of these functions then usually results in simple poles in ε, with α = 1
2 (3− ε), which must be subtracted via

appropriate counterterms. However, somewhat magically, we will find that even though the vertex two-point

function is extremely singular as ξ → 1, in loops it is extremely well-behaved in the ultraviolet.10

3.4.3 Vertex Propagator in Momentum Space

It will also be useful, especially for our perturbative calculations, to compute the momentum space repre-

sentation [G]J of the vertex propagator. As discussed above, this is slightly awkward because expressions

like

G(ξ) ≡ Γ(α)
2πα+1

∞∑
J=0

(J + α)[G]J Cα
J (ξ) , (3.76)

and its inverse (3.16) do not converge for G(ξ) in physical dimensions, α = 3
2 , even for Euclidean separations

ξ ∈ [−1, 1]. We will ignore the Euclidean inversion formula and instead define G(ξ)’s momentum space

representation [G]J for arbitrary α via the Lorentzian inversion formula (3.19),

[G]J = − 2πα+1Γ(J + 1)
4JΓ(J + α + 1)

∫ ∞

0

dζ
2πi ζJ−1

2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣−ζ
]
discG(ζ) . (3.77)

10We note that a similar mechanism, in which UV divergences can be softened by including all of the interactions
from a periodic potential, has appeared in [146].
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We will then confirm that, when used with the Watson-Sommerfeld transformation (3.17), this momentum

space representation indeed captures the correct asymptotic behavior (3.72) of the position space propagator

(3.70) which, to the best of our knowledge, is a novel result.

To compute the vertex propagator’s discontinuity along ζ ∈ [0,∞), it will be extremely helpful to use

the connection formula (B.4) to rewrite the propagator as

β−1 logG(ζ) = lim
Δ→0

[
Γ
[Δ , Δ̄ − Δ , α + 1

2
2α , α + 1

2 − Δ

](
−1

ζ

)−Δ
2F1

[Δ, Δ − α + 1
2

Δ − Δ̄ + 1

∣∣∣∣−ζ
]

+ (Δ ↔ Δ̄)− 2α
ΔΔ̄ + 2H2α − H(2α−1)/2 −

1
2α

]
.

(3.78)

On either side of the branch cut along ζ ∈ [0,∞), we then find that G(ζ) behaves as

lim
ε→0+

β−1 logG(ζ ± iε) = log ζ − 1
2ζ 3F2

[1, 1, 3
2 − α

2, 2 − 2α

∣∣∣∣−ζ
]

+
e∓2πiα

2√π
(
ζ/2
)2αΓ

(
−α
)
Γ
(
α + 1

2
)

2F1

[2α, α + 1
2

2α + 1

∣∣∣∣−ζ
]
∓ iπ .

(3.79)

This expression will be especially helpful in the loop computations of Section 3.5, but here we can use it to

derive the (rather intimidating) discontinuity

discG(ζ) = −2iζβe−βF(ζ) sin πβΦ(ζ) , (3.80)

where we have defined the functions

F(ζ) = 1
2 ζ 3F2

[1, 1, 3
2 − α

2, 2 − 2α

∣∣∣∣−ζ
]
+

π cot 2πα Γ
(
α + 1

2
)
ζ2α

Γ
( 1

2 − α
)
Γ
(
2α + 1

) 2F1

[2α, α + 1
2

2α + 1

∣∣∣∣−ζ
]

(3.81)

and

Φ(ζ) = 1 −
Γ
(
α + 1

2
)
ζ2α

Γ
( 1

2 − α
)
Γ
(
2α + 1

) 2F1

[2α, α + 1
2

2α + 1

∣∣∣∣−ζ
]
. (3.82)

Even though this discontinuity is extremely complicated and we are not at present able to evaluate (3.77)

exactly for arbitrary α, we can still extract essential physics from it using the techniques presented in [1] by

appropriately expanding the integrand as a series in ζ.

In the deep ultraviolet, ζ → ∞, the discontinuity (3.80) is shockingly well-behaved. There,

F(ζ) ∼ Γ
(
α + 1

2
)
Γ
(
α − 1

2
)

2 sin πα Γ(2α) ζα− 1
2 , ζ → ∞ , (3.83)

so that the discontinuity exponentially decays, specifically behaving as ∝ e−βζ/2 as α → 3
2 . The ultraviolet
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part of the integral ζ ∈ [1,∞) is thus completely regular and need not be regulated. We thus do not expect

any ε-poles as we analytically continue from α < 1
2 to α = 3

2 . This is quite shocking when we consider the

extremely poor behavior of G(ζ) along any other direction in the complex plane. The point ζ → ∞ is an

essential singularity for all α > 1
2 , and by Picard’s Great Theorem G(ζ) takes on all possible complex values,

with at most a single exception, infinitely many times in the punctured neighborhood around ζ = 0 [147].

If we approach the point ζ → ∞ (ξ → 1) from any direction other than along the positive real ζ line, then

G(ζ) and its discontinuity behave very poorly and are extraordinarily singular. Fortunately, as evidenced by

the inversion formula (3.77), physics only seems to care about the behavior of G(ζ) along where it is most

well-behaved. Somewhat amazingly, loop corrections involving this compact scalar will also be UV finite,

aside from a multiplicative renormalization that results from the normal ordering (3.68). Of course, there

may still be ultraviolet divergences from other sources.

To confirm that this momentum space representation actually yields the propagator (3.70) when used

with the Watson-Sommerfeld transform (3.17), it will be helpful to rewrite it using the recurrence relation

(B.9) as

G(ξ) = Γ(α + 1)
2πα

∫
γ

dJ
2πi

(
[G]J − [G]J+2

)
csc πJ Cα+1

J (−ξ) , (3.84)

where the contour γ again runs parallel along, but slightly to the left of, the Im J-axis. As described in [93],

since Cα+1
J (−ξ) ∼ C1(2ξ)J+C2(2ξ)−(J+2α+2), we extract (3.84)’s long-distance behavior by moving the contour

γ as far to the left as Re J = −(α + 1), picking up any poles {J∗} that we encounter along the way while still

suppressing the magnitude of the integral as |ξ| → ∞,

G(ξ) =−Γ(α + 1)
2πα

∑
{J∗}

res
J=J∗

[
([G]J − [G]J+2) csc πJ Cα+1

J (−ξ)
]

+
Γ(α + 1)

2πα

∫
γ′

dJ
2πi

(
[G]J − [G]J+2

)
csc πJ Cα+1

J (−ξ) .
(3.85)

The poles closest to the Im J-axis thus determine the asymptotic behavior of (3.84), and we can use their

residues to confirm that the momentum space representation [G]J encodes the same asymptotic behavior

(3.72) as the position space representation (3.70).

Following the techniques of [1], we can quickly extract the relevant singularities {J∗} from the discontinuity

(3.80). Since the integrand in (3.77) is extremely well-behaved as ζ → ∞, the only way a J-dependent

singularity can develop in [G]J is if the integrand diverges as ζ → 0. We can thus read off the singularity
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structure of [G]J by studying the discontinuity of G(ζ) as ζ → 0,

discG(ζ) ∼ −2i sin πβ ζβ
[
1 − 1

2 βζ + 1
16 β
(
2(1 + β) + 1

1−α
)
ζ2 + · · ·

]
− iβ

22α√π sin(πβ + 2πα)Γ
(
α + 1

2
)
Γ(−α)ζ2α+β

[
1 − 1

2 (2α + β)ζ + · · ·
]

− iβ2

24α+2π sin(πβ + 4πα)
[
Γ
(
α + 1

2
)
Γ(−α)

]2ζ4α+β
[
1 − 1

2 (4α + β)ζ + · · ·
]

+O
(
ζβ+6α)+O

(
ζβ+8α)+ · · · .

(3.86)

As ζ → 0, the integrand of (3.77) will have terms that go as ζJ+β−1, ζJ+β, ζJ+β+2α−1, and so on, which will

generate poles in [G]J upon integration at J = −β, J = −(β + 1), J = −(β + 2α), and so on, respectively. In

total, [G]J will potentially have poles at J = −(β + 2αn + k), for all positive integer n and k, though many

of their residues may (and will) vanish. As α → 3
2 from below, the poles closest to the Im J-axis are

[G]J ∼ παΓ(1 − β) sin πβ
2−(2β+1)Γ(α − β + 1)

1
J + β +

πααβ2Γ(−β − 1) sin πβ
2−(2β+1)(α − 1)Γ(α − β)

1
J + β + 2 + · · ·

+
β sin(πβ + 2πα)

4−(α+β)π 1
2−α Γ

[α + 1
2 , −α , 1 − β − 2α

1 − β − α
] 1

J + β + 2α + · · · ,
(3.87)

and so (3.85) reduces to

G(ξ) =4β Γ
[
α + 1 , 1 − β

α − β + 1
]

Cα+1
−β (−ξ) + β

21−2β Γ
[
2α + 1 , −α , 1 − 2α − β

1 − α − β
]

Cα+1
−(β+2α)(−ξ)

− β(1 − α + β)(αβ − 1)
4−β(α − 1) Γ

[
α + 1 , −β − 1

α − β + 1
]

Cα+1
−(β+2)(−ξ) + · · · ,

(3.88)

where the · · · denote terms subleading as |ξ| → ∞. Note that this no longer depends on the factor sin πβ,

and so this does not vanish as β → Z>0 even if (3.86) does.11 This exactly recovers the large-distance

expansion (3.72) of the position space propagator, and so we can have confidence that the inversion formula

(3.77) with the discontinuity (3.80) defines the appropriate momentum space representation of the vertex

two-point function G(ξ).
This concludes our discussion of the free massless compact scalar field in de Sitter space. In the next

section, we consider a theory with a light compact scalar field interacting with a heavy scalar σ and com-

11It would be interesting to understand what happens at such special values of β. Even at the free-field level,
they seem special since the momentum space representation (3.80) vanishes there, [G]J ∝ sin πβ when α = 3

2 . We
can understand this by noting that, for β ∈ Z>0 and α = 3

2 , the time- and anti-time-ordered two-point functions
of the vertex operator are equivalent. This may be a flaw in our description—the position space propagator (3.70)
certainly does not vanish, and this again points to the need to keep α arbitrary until the very end of our calculations.
On the other hand, there are other discrete values of β that seem to be special for the self-energy of the vertex
operators, presented in Appendix B.2. Furthermore, the analogous model in flat two-dimensional space—the Sine-
Gordon model—has an interesting structure as one changes the equivalent of β. So, perhaps the limit β → Z>0, where
the decay constant f and Hubble constant have commensurate values, is physically interesting. However, here we will
simply assume that β avoids these special values and instead leave their study for future work.
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pute how this interaction changes the long-distance behavior of σ’s two-point function, to leading order in

perturbation theory.

3.5 Light Interacting Compact Scalars in de Sitter

In the previous section, we described the dynamics of free massless compact scalar fields in de Sitter space.

There, we found that the two-point function of vertex operators was both well-defined and well-behaved,

decaying at large Lorentzian separations |ξ| → ∞. In this section, we will study how a massless (or very

light) compact scalar ϕ affects the propagation of a heavy scalar σ over long distances and thus modifies σ’s

cosmological collider signal. Specifically, we will compute the self-energies of both ϕ and σ in the presence

of a simple interaction and potential.

We will consider the theory defined by the Euclidean action

Se =

∫
SD
dDz√g

[ 1
2 f2(∂ϕ)2 + 1

2 (∂σ)2 + 1
2 m2

σσ2 + gϕ cosϕ + 1
2 gσ2 cosϕ

]
. (3.89)

One can interpret this as, for instance, a toy model of a light axion ϕ interacting with a heavy saxion σ.

Because the propagator 〈ϕ(x)ϕ(y)〉 does not decay at large distances, it is not useful to expand (3.89) in

powers of ϕ(x). It is instead much more helpful to keep the vertex operator V(x) = :eiϕ(x): as a fundamental

object, whose two-point function (3.70) does decay at large distances, and expand in terms of it. We may

write the action (3.89) as the sum of a free part,

S0 =

∫
SD
dDz√g

[ 1
2 f2(∂ϕ)2 + 1

2 (∂σ)2 + 1
2 m2

σσ2] , (3.90)

and an interaction part

Sint =

∫
SD
dDz√g

[
gϕV + 1

2 gσ2V + c.c.
]
, (3.91)

where we have redefined the couplings g and gϕ to absorb the (divergent) normal-ordering constant (3.68)

relating eiϕ(x) and V(x), and a factor of two. We also include a counterterm action,

Sct =

∫
SD
dDz√g

[ 1
2 δZσ(∂σ)2 + 1

2 δmσ σ2 +
(
δgϕV + c.c.

)
+OV

]
, (3.92)

where we omit the δgσ2 cosϕ counterterm because it will not contribute at leading order in perturbation

theory and we will define the operator OV below. We will allow the couplings and their associated countert-

erms to be complex, accounting for the two possible phases in the sinusoids. That is, we may shift the phase

of gϕ cosϕ → gϕ cos(ϕ + δ) by taking gϕ → gϕe−iδ.
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As we discussed in §3.4.2, the vertex operators V(x) do not behave as Gaussian free fields and this

unfortunately complicates any diagrammatic expansion we might perform especially since there is no longer

a complete cancellation of “disconnected” diagrams. We will instead explicitly expand out the path integral

to compute the interacting one-point function 〈V(x)〉 and two-point functions 〈σ(x)σ(y)〉 and 〈V(x)V†(y)〉.
However, it will still be useful (even if just from a psychological perspective) to represent these corrections

diagrammatically, though we will not specify rules for their combinatorics. We will denote external σ, V, V†

operators using the black, blue, and red open circles, respectively,

σ(x) → x , V(x) → x , V†(x) → x . (3.93)

These external vertices will always be associated with the coordinates x or y. We also introduce a set of

internal vertices for the two types of interactions in (3.91),

→ g , → ḡ , → gϕ , → ḡϕ , (3.94)

each associated with an internal coordinate zi that we must integrate over the sphere. The charge neutrality

condition (3.64) ensures that any diagram must have equal numbers of red and blue vertices. We introduce

three types of internal lines,

x y = Gσ(x, y) , x y = G(x, y) , zi zj
= G−1(zi, zj) . (3.95)

The black σ propagator obeys standard Feynman rules—only one connects into the external vertex while

two must connect into each of the filled vertices and . The vertex propagators are different however: we

connect each pair of colored vertices with a blue line G(ξ) if they are different colors and a red line G−1(ξ)
if they are the same.

We also introduce a set of counterterm vertices. First are the standard mass and wavefunction renormal-

ization vertices for the heavy field σ,

= −J(J + 2α)δZσ − δmσ (3.96)

whose contribution we give in momentum space. Furthermore, there are the “tadpole” counterterm vertices

for both V and V†,

→ δgϕ , and → δḡϕ , (3.97)

which behave identically to their associated interaction vertices. Finally, to obtain a finite quantum-corrected
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vertex two-point function, we introduce the counterterm vertex associated with the operator OV in

= −J(J + 2α)δZV − δmV . (3.98)

Unlike the other vertex interactions, we demand that OV is such that it only connects two vertex propagators.

Unfortunately, we do not know how to write OV in terms of the vertex operators themselves, but this does

not affect the predictivity of the model—we are simply defining this operator in terms of its matrix elements

with the vertex operators.12 Indeed, we will mainly be interested in the corrected heavy field two-point

function 〈σ(x)σ(y)〉 at leading order in perturbation theory which only knows about the tree-level behavior

of the vertex two-point function 〈V(x)V†(y)〉 → G(x, y), and so our main results will be independent of

precisely how we choose to renormalize the vertex two-point function. To that end, we will mainly relegate

our discussion of the vertex two-point function to Appendix B.2.

Our goal now is to compute loop corrections to 〈σ(x)σ(y)〉 and the vertex propagator 〈V(x)V†(y)〉 at

leading order in perturbation theory. That is, we want to compute the self-energies Πσ(J) and Πϕ(J), which

we define in terms of the connected two-point functions

〈σ(x)σ(y)〉c =
Γ(α)
2πα

∫
γ

dJ
2πi

(J + α)
[Gσ]−1

J − Πσ(J)
Cα

J (−ξ)
sin πJ (3.99)

and

〈V(x)V†(y)〉c =
Γ(α)
2πα

∫
γ

dJ
2πi

(J + α)
[G]−1

J − Πϕ(J)
Cα

J (−ξ)
sin πJ . (3.100)

As discussed in the Introduction, as long as σ is not too heavy it will generate a decaying yet oscillatory cos-

mological collider signal in the primordial bispectrum, the frequency and decay rate of which are determined

by the long-distance behavior of 〈σ(x)σ(y)〉c. Using the techniques of [93] and §3.4.3, the long distance decay

of 〈σ(x)σ(y)〉c ∝ C(−ξ)J∗ + C̄(−ξ)J̄∗ is determined by the poles J∗ and J̄∗ closest to the Im J-axis. Assuming

that the self-energy is a small correction, the pole originally at J = −Δσ is shifted to

J∗ ≈ −

[
α +

ImΠσ(−Δσ)

2
√

m2σ − α2

]
− i
[√

m2σ − α2 +
ReΠσ(−Δσ)

2
√

m2σ − α2

]
, (3.101)

while its shadow at J = −Δ̄σ experiences the same (albeit complex conjugated) shift. The mass counterterm

δmσ can be used to ensure ReΠσ(−Δσ) = 0 so that νσ =
√

m2σ − α2 corresponds to σ’s measured “rest mass

frequency” [59], but the change in σ’s decay produced by a non-trivial ImΠσ(−Δσ) 6= 0 is real and physical.

12Composite operators are notorious for needing their own counterterms [148] which do not necessarily take a
simple form in terms of the “fundamental” fields over which we path integrate. There are other computational
schemes [149, 150] that do not rely on such counterterms to renormalize the theory, and perhaps this perturbative
expansion in vertex operators is more natural in those languages.
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Our main goal, then, is to compute the ImΠσ(−Δσ) generated by σ’s interactions with a light compact scalar

ϕ.

As discussed [1,59,93] interactions with a light noncompact scalar field will always cause σ to dilute faster

than any free field in de Sitter space, ImΠσ(ϕ) > 0, providing an inflationary detection channel for these

light fields. Interestingly, we find that interactions with a light compact scalar can be qualitatively different

and depend sensitively on the circumference of the field space 2πf. In the noncompact limit f → ∞ or β � 1,

we find that a compact scalar generates corrections very similar to those generated by a light noncompact

scalar, enabling σ to decay faster than any free field, ImΠσ(−Δσ) > 0. However, as the circumference

becomes smaller than Hubble β � 1, we find that ImΠσ(−Δσ) begins to oscillate, causing σ to decay either

faster or slower than any free field.

To prevent our expressions from becoming overly long, we will introduce several abbreviations. We denote

local fields evaluated at specific coordinates with a subscript, σi ≡ σ(zi), Vi ≡ V(zi), Gσ
ij ≡ Gσ(zi, zj), and

Gij = G(zi, zj). Here, the zi denote dummy variables over which we integrate, but we will also use zx = x and

zy = y to denote the external coordinates. Furthermore, we use Z =
∫
Dϕc Dσ e−Se and Z0 =

∫
Dϕc Dσ e−S0

to denote the interacting and free partition functions, respectively. We denote iterated integrals over the

Euclidean sphere as
∫

1,2,··· ,n ≡
∫
{n} ≡

∫
SDdDz1

√
g(z1) dDz2

√
g(z2) · · · . Finally, we will use 〈 · 〉c to denote

the connected correlation functions in the interacting theory, while we use 〈 · 〉 to denote expectation values

taken in the free theory.

We will first derive the leading order long-distance behavior of the propagators (3.99) and (3.100) in

§3.5.1. We then analyze the self-energy Πσ(J) in the noncompact β → 0 and ultracompact β → ∞ limits in

§3.5.2 and §3.5.3, respectively.

3.5.1 Leading-Order Corrections

We begin by considering the one-point functions 〈σ(x)〉c and 〈V(x)〉c. Clearly, 〈σ(x)〉c always vanishes due

to the σ → −σ symmetry of the action. However, there is no such symmetry that prevents a potential for ϕ,

or equivalently an expectation value for V(x), from being quantum-mechanically generated. So, even absent

an explicit classical potential for ϕ with gϕ = 0 we should expect that the vertex operator will acquire a

vacuum expectation value because, as depicted in Figure 3.2, there will be a bias in where ϕ prefers to sit

induced by fluctuations of σ.

The interacting vertex one-point function

〈V(x)〉c =
1
Z

∫
Dϕc DσV(x) e−Se (3.102)

may be computed by expanding out the path integral in powers of the interaction (3.89) and counterterm
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actions (3.92), though for presentation purposes we will ignore the counterterm action and instead add those

contributions in explicitly by hand. Since Sint has no charge neutral interactions, expectation values involving

any odd power of Sint alone vanishes, 〈S2k+1
int 〉 = 0 for k ∈ Z≥0. The “disconnected” part of the path integral

can then be written as

Z0
Z

=

[ 1
Z0

∫
Dϕc Dσ e−S0

[
1 − Sint +

1
2 S2

int +
1
4!S4

int · · ·
]]−1

= 1 − 1
2 〈S2

int〉+ 1
4 〈S2

int〉2 − 1
4! 〈S4

int〉+ · · · .
(3.103)

To leading order in perturbation theory, we find that the vertex one-point function is

〈V(x)〉c = −〈V(x)Sint〉 = −
∫

1
〈Vx(ḡϕ + δ̄gϕ +

1
2 ḡσ2

1)Vz〉

= + +

= −
(
ḡϕ + δ̄gϕ +

1
2 ḡGσ(1)

)
[G]0 ,

(3.104)

where [G]0 is the J = 0 coefficient of the vertex propagator (3.77), while a similar calculation yields 〈V†(x)〉c =
−(gϕ + δgϕ + 1

2 gGσ(1))[G]0. The counterterms δgϕ and δ̄gϕ can be tuned to absorb the UV divergence from

the σ loop, δgϕ = − 1
2 gGσ(1).

We can follow a similar strategy for the heavy field two-point function 〈σ(x)σ(y)〉c. Expanding in the

interaction Sint yields

〈σ(x)σ(y)〉c = 〈σ(x)σ(y)〉+ 1
2
[
〈σ(x)σ(y)S2

int〉 − 〈σ(x)σ(y)〉〈S2
int〉
]

+
[ 1

4! 〈σ(x)σ(y)S4
int〉 − 1

4 〈σ(x)σ(y)S2
int〉〈S2

int〉+
( 1

4 〈S2
int〉2 − 1

4! 〈S4
int〉
)
〈σ(x)σ(y)〉

]
+ · · · ,

(3.105)

where we have also included the next-to-leading order corrections on the second line. The leading order

corrections are given by

〈σ(x)σ(y)〉c ⊃
∫

1,2

[〈[
ḡϕ + 1

2 ḡσ2
1
][

gϕ + 1
2 gσ2

2
]
σxσyV†

1V2
〉

− 〈σxσy〉
〈[

ḡϕ + 1
2 ḡσ2

1
][

gϕ + 1
2 gσ2

2
]
V†

1V2
〉]

+ · · ·
(3.106)

where the · · · denote the contribution of σ’s mass and wavefunction renormalization counterterm (3.96).

Clearly, the effect of the second term is to remove the “disconnected” contribution from the first line, and

so diagrammatically this leading order correction can be represented as

〈σ(x)σ(y)〉c ⊃ + + + + + · · · (3.107)
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where the · · · denote diagrams with red and blue vertices interchanged. The last three diagrams represent

σ interacting with V’s vacuum expectation value and can be completely absorbed by shifting the mass

counterterm, leaving us with

〈σ(x)σ(y)〉c = Gσ
xy + 2|g|2

∫
1,2

Gσ
x1
(
GσG

)
12Gσ

2y −
∫

1,2
Gσ

x1
[
−∇2

z2 + δmσ

]
Gσ

2y + · · · . (3.108)

where ∇2
z2 is the Laplacian with respect to z2. In momentum space, this takes the simple form

[σ2]J = [Gσ]J + [Gσ]2J
[
2|g|2[GσG]J − J(J + 2α)δZσ − δmσ

]
+ · · · , (3.109)

and so the leading order correction to σ’s propagator is determined by the bubble diagram [GσG]J. If we

were expanding in only Gaussian free fields, we would geometrically resum chains of this bubble diagram

and identify the leading-order self-energy appearing in (3.99) as

Πσ(J) = 2|g|2[GσG]J − J(J + 2α)δZσ − δmσ . (3.110)

However, the vertex operators do not Wick factorize, and we will see that this makes the standard Dyson

resummation of one-particle-irreducible diagrams more complicated. We will argue, however, that this

resummation indeed captures the corrected long-distance behavior of 〈σ(x)σ(y)〉c.
To see the issue, let us consider the next-to-leading-order corrections generated by the quartic term

1
4! 〈σ(x)σ(y)S4

int〉 on the second line of (3.105). This contains the term

1
4! 〈σ(x)σ(y)S

4
int〉 ⊃

1
4!

1
24 |g|

4
∫
{4}

〈σxσ2
1σ2

2σ2
3σ2

4σy〉
[
〈V1V

†
2V3V

†
4 〉+ † perms

]
, (3.111)

where “† perms” denote the permutations of which vertex operators are conjugated. If the vertex operators

Wick factorized, there would be a contribution of the form

1
4! 〈σ(x)σ(y)S

4
int〉 ⊃

(
2|g|2

)2
∫
{4}

Gx1
(
GσG

)
12Gσ

23
(
GσG

)
34Gσ

4y = , (3.112)

which is the “square” of the leading order correction. Crucially, this higher-order correction is proportional

to |g|4/[(J+Δσ)(J+Δ̄σ)]3 and so becomes arbitrarily important at the free-field poles J = −Δσ and J = −Δ̄σ,

regardless of how small g is. To investigate the long-distance behavior of 〈σ(x)σ(y)〉c, we must then include all

such corrections, equating the one-particle irreducible diagrams with the self-energy Πσ(J) and geometrically

resumming them to find (3.99). The problem is, however, that the vertex operators do not Wick factorize,
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and so the actual contribution is instead of the form

(
2|g|2

)2
∫
{4}

Gx1Gσ
12Gσ

23Gσ
34Gσ

4y
G12G14G23G34

G13G24
= , (3.113)

and so it is unclear whether such a Dyson resummation makes physical sense or whether it is legitimately

capturing the physics of these higher order corrections.

Physically, these divergent corrections arise because an internal σ particle can go on on-shell and propagate

over very large distances, accumulating probability. In Lorentzian signature, the chain of one-particle-

irreducible bubbles in (3.112) corresponds to a process in which a σ particle propagates over a large distance,

spontaneously splits into virtual σ and V “particles,” which then subsequently decay into another long-lived

σ particle, which then propagates over a long distance until it repeats this process again and again. Of

course, an arbitrarily long chain of these events can occur, necessitating the Dyson resummation. Our goal

now is to argue using the long-distance factorization of vertex correlators (3.74) that the actual higher-

order correction (3.113) can be well-approximated by (3.112) for J near the free-field poles, J = −Δσ and

J = −Δ̄σ. Thus, we may indeed approximate the leading-order self-energy Πσ(J) in (3.99) by the bubble

diagram (3.107) and use it to infer the long-distance behavior of 〈σ(x)σ(y)〉c.
For completeness, we will identify these dangerous corrections at arbitrary order in perturbation theory.

At O(|g|2n), σ’s two-point function receives a contribution from

1
(2n)! 〈σxσyS2n

int〉 ⊃
|g|2n

22n(2n)!

∫
{2n}

〈σxσ2
1σ2

2 · · ·σ2
2nσy〉

[
〈V1V

†
2 · · · V

†
2n〉+ † perms

]
. (3.114)

Corrections that diverge as J → −Δσ only result from a long chain of σ propagators. There are 22n(2n)!
ways contracting each σ with another and so, after relabeling the vertices, we have

1
(2n)! 〈σxσyS2n

int〉 ⊃ |g|2n
∫
{2n}

Gσ
x1Gσ

12Gσ
23 · · ·Gσ

2n,y
[
〈V1V

†
2 · · · V

†
2n〉+ † perms

]
. (3.115)

The σ propagators now set a particular ordering of the points and group the internal vertices into pairs

(z1, z2), (z3, z4), …, (z2n−1, z2n). Furthermore, “† perms” contain 2n terms which have identical correlation

functions (i.e. interchanging V1V
†
2 → V†

1V2 does not change the integrand) and so grouping these yields

1
(2n)! 〈σxσyS2n

int〉 ⊃ 2n|g|2n
∫
{2n}

Gσ
x1Gσ

12Gσ
34 · · ·Gσ

2n,y〈V1V
†
2V3V

†
4 · · · V

†
2n〉 (3.116)

where we have dropped all other † permutations that are not of this form, as they will be subleading in the

long-distance limit.
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Since we are interested in Lorentzian signature physics, J → −Δσ, it will be helpful to analytically

continue this diagram to the Poincaré patch, where the metric takes the form

ds2 =
1
λ2
(
−dλ2 + dz̃2) , (3.117)

with λ ∈ [0,∞) and z̃ ∈ Rd. In these coordinates, the embedding distance between zi = (λ i, z̃i) and

zj = (λ j, z̃j) is

ξij = 1 −
|z̃i − z̃j|2 − (λ i − λ j)2

2λ iλ j
. (3.118)

Usefully, there is a diagram-by-diagram equivalence [113] between perturbation theory in Euclidean de Sitter

space and in-in perturbation theory on the Poincaré patch. Up to an appropriate choice of time-ordering

the different propagators—which we will not specify since it will not affect our conclusions—the Euclidean

contribution (3.116) maps to in-in one with the same integrand but which is now integrated over the entire

Poincarè patch, ∫
SD
dDzi

√
g(zi) →

∫
C

dλ i
λD

i

∫
Rd
ddz̃i (3.119)

with C the closed time contour necessitated by the in-in formalism. Crucially, the loop integrals in (3.116) now

span all separations and the embedding distances |ξij| between the internal vertices are no longer bounded

by 1.

We can now identify a particularly dangerous region of the integral (3.116) that produces a singularity as

J → −Δσ. Let us consider the region in which there is a hierarchy in the embedding distances, |ξ2i−1,2i| �

|ξ2i−1,j| for all i = 1, · · · , n and j 6= 2i. This is the situation in which there are n pairs of points close to

one another, but each pair is far away from all others. Here, the vertex propagator drastically simplifies.

Note that the charge-neutral 2n-point function of vertex operators in the free theory may be constructed by

taking the product of Gij for each pair of oppositely charged vertex operators (that is, each pair of Vi and

V†
j ) with the product of G−1

ij for each pair of like charged operators,

〈V1V
†
2V3V

†
4V5V

†
6 · · · 〉 = G12

[
G14
G13

G16
G15

G23
G24

G25
G26

· · ·
]
G34

[
G36
G35

G45
G46

· · ·
]
G56 · · · . (3.120)

For example, we see that the operator V1 contributes a factor of G1,2i/G1,2i−1 for each of the other charge

neutral pairs of operators, i = 2, · · · , n, since it sees both the V and V† of that pair. As we move those pairs

further and further away from z1, the correlation between V1 and that pair vanishes, G1,2i/G1,2i−1 → 1. The

same is true for every other operator in (3.120).

Thus, in the region of integration where each pair of points is close to one another but far away from all
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other pairs, the vertex 2n-point function factorizes and reduces to

〈V1V
†
2V3V

†
4V5V

†
6 · · · 〉 = G12G34G56 · · · . (3.121)

In this region, (3.116) can be approximated as

〈σ(x)σ(y)〉c ⊃ |g|2n
∫
{2n}

Gσ
x1 (GσG)12 Gσ

23 (GσG)34 Gσ
45 · · · (GσG)2n−1,2n Gσ

2n,y + · · ·

⊃ · · · + · · · ,
(3.122)

or in momentum space as

[σ2]J ⊃ [Gσ]n+1
J
[
2|g|2[GσG]J − J(J + 2α)δZσ − δmσ

]n
+ · · · . (3.123)

This contribution diverges strongly as J → −Δσ and so we expect that the contributions from the other

regions of integration, denoted here by the · · · , are subleading in this limit. We find that, indeed, even

if the vertex operators do not factorize and there is not a strict notion of the set one-particle-irreducible

diagrams that can be chained together, it still makes sense to Dyson resum the leading order correction to

the propagator and identify the self-energy as (3.110).

A similar argument applies to the vertex two-point function. Since it will distract from the flow of this

section and will have no bearing on our main results, we will reserve that analysis for Appendix B.2. There

we show that σ’s effect on the leading long-distance behavior of 〈V(x)V†(y)〉 can be completely absorbed

by a counterterm and is thus unphysical, similar to what happens for a light noncompact field [1, 59]. That

said, the self-energy is still nontrivial, and so σ still affects the subleading asymptotic behavior. We will not

dwell on this here, and instead work to evaluate σ’s self-energy (3.110).

So, at leading order in perturbation theory and near the free field poles J = −Δσ and J = −Δ̄σ, the self-

energy Πσ(J) is determined by the bubble diagram with one internal σ and one vertex propagator, [GσG]J.

This loop diagram can be easily computed [1] by applying the Lorentzian inversion formula (3.19) to the

product Gσ(ζ)G(ζ),

[GσG]J = − 2πα+1Γ(J + 1)
4JΓ(J + α + 1)

∫ ∞

0

dζ
2πi ζJ−1

2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣−ζ
]
discGσG(ζ) . (3.124)

Using both (3.27) and (3.79), the discontinuity can be written as a sum of two components,

discGσG(ζ) = −2iζβ+Δσ FΔσ(ζ) sinΦΔσ(ζ) + (Δσ → Δ̄σ) (3.125)
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Figure 3.3: The imaginary part the bubble Im [GσG]J evaluated at J = −Δσ, α = 3
2 (1 − 10−4), and νσ = 2,

as a function of β (3.56) and thus the decay constant f. For small β [left], we compare (3.124) integrated
numerically [blue] to the approximation found by truncating (3.128) to its first term [yellow]. For large β
[right], we compare the numeric result [blue] to the saddle-point approximation (3.136) [yellow]. In both
cases, we find excellent agreement in the ranges of β where our approximations should apply. Qualitatively,
as νσ → ∞ the amplitude of Im [GσG]−Δσ shrinks and it shifts slightly to the left.

where we define the amplitude

FΔσ(ζ) = A(Δσ) 2F1

[Δ, Δ − α + 1
2

2Δ − 2α + 1

∣∣∣∣−ζ
]
e−F(ζ) (3.126)

and phase

ΦΔσ(ζ) = πΔσ + πβΦ(ζ) (3.127)

in terms of F(ζ), Φ(ζ) and A(Δ) given by (3.81), (3.82), and (3.28), respectively. Since at worst the

hypergeometric function 2F1(a, b, c;−ζ) grows polynomially as ζ → ∞ and FΔσ(ζ) is exponentially suppressed

as ζ → ∞ for any finite β > 0, (3.124) is finite in the ultraviolet ζ → ∞. Again, even though the vertex

propagator is extraordinarily singular in the coincident limit ξ → 1− (or equivalently ζ → −∞), loop

corrections involving it are ultraviolet finite since it is extremely well-behaved as we approach the coincident

limit along time-like separations ξ → 1+. Furthermore, if we series expand the inversion formula’s (3.124)

integrand around ζ = 0, using (3.86) we find that [GσG]J can have poles at J = −(β + 2nα + Δσ + k) and

J = −(β + 2nα + Δ̄σ + k) for non-negative integers n and k, though many will be spurious.

At this order in perturbation theory, a non-zero potential for ϕ, or equivalently a non-zero vacuum

expectation value for 〈V(x)〉c ∝ gϕ, does not impact σ’s self-energy. We will thus assume, for simplicity, that

ϕ remains massless in the presence of interactions 〈V(x)〉 = 0. Since it is the only free parameter that affects

predictions, we thus want to quantify how ImΠσ(−Δσ) changes as a function of β or equivalently f. Of
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course, the integral (3.125) converges for J = −Δσ and so Πσ(−Δσ) can be easily numerically evaluated for

arbitrary β, as we show in Figure 3.3. We find two qualitatively different behaviors, depending on whether

the field space is much larger (β � 1) or much smaller (β � 1) than the Hubble scale. We analyze both in

the following sections.

3.5.2 The Noncompact Limit

In the noncompact limit β → 0, where the physical circumference of ϕ’s field space 2πf becomes much larger

than the Hubble scale, the fluctuations of the massless compact scalar field ϕ become highly suppressed

and so long-distance correlations G(ξ) ∼ (−2/ξ)β between vertex operators decay very slowly. This agrees

with our intuition that, in the limit f → ∞, a massless compact scalar should qualitatively behave like a

light noncompact scalar whose long-distance correlations also decay very slowly ∝ (−2/ξ)Δϕ , with Δϕ =

α −
√

α2 − m2ϕ. Furthermore, in this limit, we will show that a single pole at J = −(β + Δσ) encroaches

upon J = −Δσ and dominates σ’s self-energy. This is also directly analogous to what happens when a light

noncompact scalar interacts with σ [1] in the limit that its mass goes to zero. We can thus import the

techniques used to study that case to approximate ImΠσ(−Δσ) as β → 0.

We will use the same strategy [1] used in §3.4.3 to extract the singularities of [G]J. We first divide the

inversion integral (3.124) into an integral over ζ ∈ [0, 1] and one over ζ ∈ [1,∞). Since the latter integral

is regular in J, we may extract [GσG]J’s singularities by series expanding the integrand of the former and

integrating term-by-term,

[GσG]J ≈ 1
2(α − Δσ)

1
J + Δσ + β +

αβ(2α − Δσ − 2)
2(α − 1)(Δσ + 1)(α − Δσ − 1)

1
J + Δσ + β + 2

+
4α−1β√π Γ

[Δσ , α − Δσ , α + 1
2 , −α

1 − α − Δσ , 2α + Δσ

] 1
J + Δσ + β + 2α + · · · ,

(3.128)

where we have approximated each of the residues in the limit β → 0. We find, near J = −Δσ, the first pole

dominates while the contributions from the others are suppressed by a factor of β2.

Near the free-field pole J = −Δσ and as β → 0, the self-energy is thus well-approximated by the closest

singularity

Πσ(J) ≈
i|g|2
νσ

1
J + Δσ + β . (3.129)

As shown in the left panel of Figure 3.3, we find excellent agreement between this approximation and the

direct numerical evaluation of (3.124) in the limit β → 0. The free-field pole is then shifted to

J∗ ≈ −
[
α +

|g|2
2β(m2σ − α2)

]
− i
√

m2σ − α2 , (3.130)
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having used the mass counterterm δmσ to set ReΠσ(−Δσ) = 0. This correction is always positive and so σ’s

interaction with ϕ will cause it to decay faster than if it were just a free field. Furthermore, we find that

we must make the fields more and more weakly coupled |g|2 → 0 as we send β → 0 if we want to retain

control over our perturbative expansion. This is to be expected since light noncompact scalars are infamously

plagued with these types of divergences and so we should not be able to send β → 0 without something

drastic happening.

However, the scalar’s compact field space still improves the calculability of this model, even in this

noncompact limit. We can contrast this result with that of a light noncompact scalar field with mass mϕ,

which interacts with the heavy scalar σ via the quartic interaction 1
2 gσ2ϕ2 [1, 59]. In the limit mϕ → 0

or equivalently Δϕ → 0, it was found that the self-energy of σ near the free-field pole J = −Δσ is well-

approximated by

Πσ(J) ∝ g2

Δ2
ϕνσ

1
J + Δσ + 2Δϕ

. (3.131)

As discussed in [1], there are two sources of infrared enhancement as Δϕ → 0. The first is the prefactor

∝ Δ−2
ϕ , which can be attributed to the Euclidean zero mode of the noncompact ϕ, whose variance diverges in

the massless limit (3.53). The other is due to the Lorentzian long-distance behavior of ϕ. Since ϕ’s propagator

at long distances behaves as Gϕ(ξ) ∼ (−ξ)−Δϕ +· · · , infrared fluctuations are enhanced as Δϕ → 0, and this is

captured by the appearance of an additional Δϕ enhancement of the self-energy at J = −Δσ. As emphasized

in [1], the diverging variance of the Euclidean zero mode causes a loss in the perturbativity of the model,

as contributions which are nominally suppressed by the coupling g can be greatly enhanced by fluctuations

of the zero mode, making the model strongly-coupled. This led to the requirement that the theory had to

become much more weakly coupled as mϕ → 0, g � 128
27 π4m4

ϕ, to maintain perturbative control.

The compact scalar is different because its zero mode always has finite variance. We find that the self-

energy in the noncompact limit (3.129) only sees an enhancement around the free field pole J = −Δσ from

the long-distance behavior of the vertex propagator, G(ξ) ∝ C(−ξ)−β. Higher order contributions will not be

enhanced by wild fluctuations of the zero mode and so the compact scalar provides a large and calculable

correction to the long-distance behavior of σ—we only require that g � 1.13

13If we work with the canonically normalized field θ = fϕ, interactions in θ are always dressed by inverse powers of
f, i.e. 1

2 gσ2 cos(θ/f) ⊃ − 1
4 (g/f2)σ2θ2 + · · · and so we can also interpret f → ∞ with g held fixed as a weak coupling

limit.
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3.5.3 The Ultracompact Limit

The β > 1 regime of this process is qualitatively different from the β → 0 limit, as we will see in this

section. The main reason for this difference is that this limit is not just dominated in the infrared, and one

instead needs to account for short-distance information appropriately. Doing so is subtle, and the incorrect

procedure can result in a violation of unitarity. We warn the reader that the result shown in this section is

a victim of an order-of-limits subtlety. The correct procedure was subsequently understood in [151] and has

been in explained in Chapter D. Nevertheless, we leave the original text untouched below.

From Figure 3.3, we can see that the ultracompact limit β → ∞, in which the physical circumference of the

field space becomes much smaller than Hubble, leads to qualitatively different behavior than the noncompact

limit. As evident from that figure, the approximation we derive in the β → ∞ limits is qualitatively accurate

even for β ∼ O(1). We may write (3.124) in a form that can be readily approximated via the saddle-point

method as

[GσG]J = NJ,Δσ

∫ ∞

0
dζHJ,Δσ(ζ)

[
eiπΔσe−βF̃+(ζ) − e−iπΔσe−βF̃−(ζ)

]
+ (Δσ → Δ̄σ) (3.132)

where we define the exponent, coefficient, and smoothly-varying amplitude

F̃±(ζ) = F(ζ)± iπΦ(ζ)− log ζ

NJ,Δ = − i
π4J+Δ+1 Γ

[
J + 1 , Δ , α − Δ

J + α + 1
]

HJ,Δ(ζ) = ζJ+Δ−1
2F1

[J + 1, J + α + 1
2

2J + 2α + 1

∣∣∣∣−ζ
]

2F1

[Δ, Δ − α + 1
2

2Δ − 2α + 1

∣∣∣∣−ζ
]
,

(3.133)

respectively. In the limit β → ∞ with J fixed, each of these integrals is dominated by a saddle point at

ζ = ζ±, defined by the equations F̃ ′(ζ±) = 0 or, explicitly,

− 2
ζ±

+
22−2απ3/2ζ2α−1

± (∓i + cot 2πα)
(1 + ζ±)

α+ 1
2 Γ
( 1

2 − α
)
Γ(α)

+ 2F1

[1, 3
2 − α

2 − 2α

∣∣∣∣−ζ±

]
= 0 . (3.134)

We are not able to solve this equation exactly for arbitrary α, but in the limit α → 3
2 both roots converge

to ζ± → ζ∗ = 2 and

F̃±(ζ±) = 1 − log 2 ± iπ with F ′′
±(ζ±) =

1
4 . (3.135)

Defining the constant F̃0 ≡ Re F̃±(ζ±) = 1 − log 2 ≈ 0.3069, (3.132) is well-approximated by

[GσG]J ∼

√
8π
β NJ,ΔσHJ,Δσ(ζ∗) e

−βF̃0 sin π(β + Δσ) + (Δσ → Δ̄σ) , (3.136)
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Figure 3.4: The minimum value [top] of the anomalous dimension (3.137) in “units” of |g|2, and the
corresponding βmin [bottom] and thus decay constant (3.56), as functions of νσ. This minimum anomalous
dimension is bounded from below and quickly approaches zero as νσ → ∞.

which, as shown in Figure 3.3, shows excellent agreement with the numerical evaluation of (3.124) for large

β. We thus find that, as β → ∞ and for fixed J, the imaginary part of the self-energy is well-approximated

by an exponentially decaying sinusoid with decay rate F̃0 and frequency π, whose amplitude and phase are

set by J and Δσ. Intuitively, as β → ∞ or f → 0, ϕ can relax very quickly back to its vacuum and so

vertex correlations die very quickly—the vertex operator is thus very “heavy,” and the self-energy it induces

becomes very small. Similarly, we find that these corrections also die off as σ becomes heavier, νσ → ∞.

In this limit, σ’s anomalous dimension

γσ ≡ 1
2νσ

ImΠσ(−Δσ) ≈
|g|2
νσ

Im [GσG]−Δσ , (3.137)

is no longer necessarily positive, but oscillates between positive and negative values as we increase β. In

contrast to its behavior in the presence of a light noncompact field or a light compact field with a large field

space, the heavy field σ may decay faster, slower, or at the same rate when interacting with a very compact

massless scalar field ϕ. Given that this depends on the ratio of the circumference of the field space to the

Hubble scale, we interpret this as a sort of resonance or interference effect: for some ranges of H/(2πf), the

“thermally” fluctuating compact scalar can add energy to σ, while for other ranges it removes it. It would

be interesting to have a better physical explanation of this phenomenon.

It is interesting to understand how negative this anomalous dimension can be. For each νσ, the anomalous

dimension γσ is minimized at a different value of β, minβγσ(β, νσ) = γσ(βmin, νσ). In Figure 3.4, we plot
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both this minimum value γσ(βmin, νσ) and the corresponding βmin as functions of νσ. As we should expect,

we find that the anomalous dimension can be most negative for light σ, approaching γσ(βmin, νσ) ≈ −5.07|g|2

as νσ =
√

m2σ − α2 → 0. As we make σ heavier, νσ → ∞, the self-energy is suppressed for all β and

correspondingly this minimum anomalous dimension quickly approaches zero from below.14

3.6 Conclusions

The compact scalar field is a fundamentally different object from the noncompact scalar field. Often, these

differences can be attributed to how we treat the field’s spatially isotropic zero mode ϕ0. For the compact

scalar, the gauge symmetry ϕ(x) ∼ ϕ(x) + 2π forces the zero mode to live in the finite interval ϕ0 ∈ [0, 2π),
while the noncompact field sees no such restriction and its zero mode is allowed to fluctuated over the entire

real line ϕ0 ∈ R. While the distinction between the two is usually unimportant in Minkowski space, since

there this zero mode is non-dynamical, we have argued that the situation is dramatically different in de Sitter

space—the zero mode is dynamically active and so there are observables that are sensitive to the topology

of field space.

We argued that the largest differences between compact and noncompact scalars arise when they are light,

as then they can more easily explore their field spaces. We argued that these differences are most extreme

in the massless limit: the massless compact scalar field exists in de Sitter space while the noncompact scalar

field does not. By careful analytic continuation from Euclidean de Sitter space to Lorentzian signature,

we computed the gauge-invariant n-point functions of vertex operators of the free massless compact scalar

field and showed that they are both de-Sitter invariant and well-behaved, decaying appropriately at infinity.

Furthermore, we computed the vertex two-point function’s momentum space representation and showed how

it accurately encodes the propagator’s long-distance behavior.

To demonstrate that differences in field space topology can be observable, we determined how a light

compact scalar ϕ changes the long-distance behavior of a heavy scalar σ. During inflation, a spontaneously

produced σ can decay into scalar gravitational fluctuations and impart a unique oscillatory signature onto

the squeezed limit of the primordial bispectrum, commonly called the cosmological collider signal. This

signal primarily depends on how the heavy particle σ propagates over long distances. We showed that there

can be qualitative differences between how compact and noncompact light scalars affect σ’s long-distance

14It would be interesting to understand precisely how this negative anomalous dimension fits with the positivity
bounds of [152], which argued from positivity of classical statistics that anomalous dimensions of heavy fields must
always be positive. Strictly speaking, this bound on γσ only holds in the limit νσ → ∞, and any violation of unitarity
may be avoided via a non-zero contribution to the co-moving curvature perturbation’s trispectrum. As such, their
bounds still allow for γσ < 0 for νσ ∼ O(1). Since the minimum anomalous dimension induced by a compact scalar
(3.137) vanishes as νσ → ∞, it seems consistent with their bounds but we would need to compute its contribution to
the trispectrum to be sure. We save this for future work.
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behavior, and so σ’s cosmological collider signal can serve as a concrete detection channel for the topology

of ϕ’s field space.

Specifically, we showed that a light compact field’s impact on a heavy field σ’s long-distance behavior

primarily depends on how large its field space is compared to the Hubble scale. In the noncompact limit

2πf � H, ϕ behaves much like a noncompact field does and always enables σ to decay faster than any

free field. When the field space becomes smaller than Hubble, however, the compact ϕ can behave in a

qualitatively different way compared to a noncompact field, as there are some ranges of 2πf/H in which a

weakly coupled compact field can cause σ to decay slower than any free field. Such a thing is impossible for

a weakly coupled noncompact field.

The goal of this work was to initiate the study of compact scalar fields in de Sitter space, and to establish

that compact and noncompact fields can have qualitatively distinct physics in inflationary backgrounds.

Said simply, the topology of field space matters in de Sitter space and so it must be accounted for. We find

that these differences are the most stark for light fields. Since the existence of such light compact fields is

theoretically well-motivated, there are many future research directions worth pursuing. For instance,

• Are there any other inflationary detection channels that are sensitive to field space topology? We

focused only on interacting two-point functions—how do higher-point functions behave? And how do

our predictions change for more realistic axion models?

• Is it possible to recover our results by working in another cosmological patch? How do we correctly

impose the gauge symmetry ϕ(x) ∼ ϕ(x) + 2π in the Poincaré patch?

• Our analysis of the interacting theory relies on an approximate summation of higher-order contribu-

tions that we expect to only be valid in the long-distance limit. It would be useful to develop a more

systematic framework to compute the self-energies of σ and ϕ.

• We found that the compact scalar field exhibited strange behavior at discrete values of the axion decay

constant, (H/2πf)2 ∈ 2Z>0. For example, there correlation functions of time- and anti-time-ordered

vertex operators were equivalent. What is special about these values of β? Are they associated with

other interesting physics?

We hope to pursue some of these questions in future work.
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4
Primordial non-Gaussianity from Light Compact Scalars

4.1 Introduction

In the previous chapter, we studied the phenomenological consequences of a light spectator axion during

inflation. We argued that for such light compact scalars it is necessary to account for their gauge symmetry, a

fact which is most evident in the free theory. In this chapter, we will study the inflationary non-Gaussianities

of such a compact scalar field, working within the framework of the effective field theory of single-field slow

roll inflation [20].

Crucially, this observational channel does not rely on these compact scalars being a part of the dark sector

in the late universe, and so they need not have a non-trivial present day abundance. Therefore primordial

non-Gaussian signatures are distinct from other cosmological probes such as dark matter isocurvature which

minimally assumes that such scalars populate the dark sector.1 Our main goal will be to highlight the

importance of the gauge symmetry of the compact scalar in identifying the leading contribution to the

primordial bispectrum. To be consistent with the gauge symmetry, we must couple the comoving curva-

ture with operators such as cos(ϕ/f). One might expect that we can perturbatively expand this operator

cos(ϕ/f) = 1+ 1
2f2 ϕ2 + · · · and capture the leading order effects with the first non-trivial term ϕ2. Consistent

1Our minimal assumption will be that the compact scalar is in its Bunch-Davies state during inflation and therefore
weakly breaks the de Sitter isometries. This does not have to be true. Indeed, the de Sitter isometries may be violently
broken on short-scales and still be consistent with CMB and LSS data [14].
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with the findings of [2], we will show that this is incorrect.

In order to highlight this, we will study two scenarios. On one hand we will couple the comoving curvature

ζ to a compact scalar ϕ, keeping track of the periodicity of the potential by working with the appropriate

gauge invariant operator cos(ϕ/f). Then, to capture the effects of keeping only the leading order term of the

compact scalar’s potential, we will couple the inflaton to a scalar σ via the operator σ2, giving it a small mass

mσ which we take to zero at the end of the calculation. We will refer to the latter case as the non-compact

scenario.

Particularly when σ is light, we recover the standard local shape bispectrum. This shape is characterised

by its scaling in the so-called squeezed limit (k3 → 0)

Bζ(k1, k2, k3) ∼ Pζ(k1)Pζ(k3)
(k3

k1

)0
, (4.1)

where ζ is the comoving curvature perturbation. We will show that the compact theory, where we work with

the full gauge-invariant operator, instead produces the scaling

Bζ(k1, k2, k3) ∼ Pζ(k1)Pζ(k3)

[(k3
k1

)β
+

(k3
k1

)2
+ · · ·

]
(4.2)

where β ≡ 1
2 (

H
2πf )

2 measures the ratio of the Hubble constant to the circumference of ϕ’s field space. Therefore

the ratio β sets the asymptotic scaling of the bispectrum in the squeezed limit

Bζ(k1, k2, k3) ∼Pζ(k1)Pζ(k3)
(k3

k1

)β
(β < 2)

∼Pζ(k1)Pζ(k3)
(k3

k1

)2
(β > 2) .

(4.3)

The reason is that for light scalar fields in de Sitter, infrared fluctuations are large and force the scalar

to disperse further in its field space. This is commonly understood in the language of stochastic inflation,

in which the field executes a random walk and explores the ends of its potential [95, 136]. For a compact

scalar, it therefore becomes necessary to work with the full periodic potential, or in other words with gauge

invariant vertex operators eiϕ/f . This phenomenon in de Sitter is evocative of the dynamics of massless fields

in two-dimensional flat space, as was explored in [153] and in more recent work [154].

Outline We begin with a discussion of free and composite fields in pure de Sitter in Section 4.2. We discuss

the Källen-Lehmann representation which will be especially fruitful for our inflationary calculation, and

review the free field theory of the compact scalar. In Section 4.3 we calculate the primordial bispectrum for

the exchange of a non-compact scalar and of the compact scalar, and show the results for the squeezed limit

for both cases. Our strategy will be to resolve the exchanged operator into a sum over free field states using
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its spectral representation, as was done in [1,2,93,119,155–157], and leverage the bispectrum for the exchange

of a single massive scalar to determine our answer.2 Finally, in Section 4.4 we will conclude by connecting

our results with expectations for late-universe cosmological measurements such as galaxy clustering data and

comment on the implications of our results for more realistic models of compact scalars.

In Appendix C.1 we show the calculation of the primordial bispectrum using the in-in formalism in detail.

While in the main text we are primarily concerned with the squeezed bispectrum, which is sensitive to the

on-shell production of particles in the inflationary bulk spacetime, there is also a background contribution

which is degenerate with local self-interactions of ζ. We discuss this part of the bispectrum, commonly

called the EFT piece, in Appendix C.2. In Appendix C.3 we apply the spectral method to the exchange of

a CFT operator in the inflationary bulk. We do this for two reasons—firstly as a cross-check of the spectral

method and secondly since the CFT exchange bispectrum displays some useful similarities with the compact

scalar exchange. In Appendix C.4 we derive the large Δ asymptotic behavior of the tree-level seed function

b̂NA(Δ; u). In Appendix C.5 we do the same for the spectral density of the vertex operator and connect our

result with the same in flat-space.

4.2 Free and Composite Fields in de Sitter Space

Throughout this paper, we will be working in the flat-slicing of the (quasi) de Sitter (dS) spacetime. In

(d + 1)-dimensions the de Sitter metric in these coordinates takes the form

ds2 = −dt2 + a2(t)dx2 = a2(η)
[
−dη2 + dx2] , (4.4)

where H is the Hubble constant and a(t) = eHt and a(η) = −1/(Hη) is the scale factor. The second equality

shows the metric written in conformal coordinates, and η is known as conformal time which takes values in

(−∞, 0), where the lower and upper bounds correspond to the infinite past and infinite future respectively.

Where necessary, we will use α ≡ d/2 to keep track of the number of spacetime dimensions.

Let us first recall some aspects of two-point functions in dS. While typical (quasi) de Sitter calculations are

done by Fourier transforming the spatial coordinates, we will find it useful to discuss physics in configuration

space first and subsequently connect these statements to Fourier space.

The two-point function GO(x, y) of a local operator O(x) is constrained by the dS isometries to be

functions of the dS invariant distance ξ. In the flat-slicing it takes the form,

ξ = 1 − |x− x′|2 − (η − η′)2

2ηη′ ≡ 1 − 2
λ (4.5)

2This technique has also been applied to AdS Witten diagrams, see e.g. [158–160]
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where we define the variable λ since it will be useful to help keep track of distances.3 Particularly λ ∈ (0, 1)
represents the infrared, i.e. long spatial distances (x → ∞) or late-times (η, η′ → 0).

The two-point function of a free scalar field with mass m is determined by the scaling dimension Δ. For

principal series scalars (m/H > α) the scaling dimension Δ = α + i
√

m2/H2 − α2 is complex valued. As

is standard, we will occasionally use ν ≡
√

m2
H2 − α2 in lieu of the mass. For complementary series scalars

(m/H < α) the scaling dimension Δ = α −
√

α2 − m2/H2 is real valued and thus Δ ∈ (0,α). The free field

propagator is

G(Δ; ξ) = H2α−1

(4π)α+
1
2

Γ(Δ)Γ(Δ̄)

Γ(α + 1
2 )

2F1

[
Δ, Δ̄
α + 1

2

∣∣∣∣ 1 + ξ
2

]
, (4.6)

where 2F1 [a, b; c|z] is the Gauss hypergeometric function and Δ̄ ≡ 2α − Δ is the shadow scaling dimension.

Note that the free propagator can be written in an explicitly shadow symmetric form by utilizing a Kummer

relation

G(Δ; λ) = A(Δ)λΔ
2F1

[Δ, Δ − α + 1
2

2Δ − 2α + 1

∣∣∣∣ λ ]+ (Δ ↔ Δ̄) , (4.7)

where

A(Δ) ≡ H2α−1

(4π)α+
1
2

Γ(Δ)Γ(2α − 2Δ)

Γ(α + 1
2 − Δ)

. (4.8)

The two-point correlator of a massive free field decays as a power law in the infrared,

G(Δ; λ) λ→0−−−→ A(Δ)λΔ [1 +O(λ)] + (Δ ↔ Δ̄) . (4.9)

Importantly, a massless scalar corresponding to Δ = 0 admits a propagator which grows with distance. In

four dimensions,

G(0; λ) = 1
2 H2λ + H2 log (λ) . (4.10)

This infrared growth is a key feature of physics in (quasi) de Sitter spacetimes and is ultimately responsible

for a wealth of interesting phenomena such as the absence of spontaneous symmetry breaking [153,154] and

strong-coupling dynamics for light scalars [95,136]. This large infrared growth will also be the main driving

force of the results discussed in this paper.

Another important free-field state which will be relevant for our discussion is the conformally coupled

scalar Φ with scaling dimension ΔΦ = α − 1
2 which admits a power law propagator,

GΦ(λ) = H2α−1 Γ(α − 1
2 )

(4π)α+
1
2

λα− 1
2

α→ 3
2−−−→ H2 λ

16π2 . (4.11)

3λ here is related to the ζ from [2] by a minus sign. We have changed the notation here to avoid confusion with
the inflationary comoving curvature fluctuations.
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Apart from free scalar fields, it will also be useful for us to refer to a bulk CFT operator Oδ with scaling

dimension δ, which also admits a simple power law two-point correlation function,4

Gδ(ξ) =
H2δ

(1 − ξ)δ = H2δ
(λ

2

)δ
(4.12)

where δ ≥ α − 1
2 in accordance with unitarity. This is of course not a free-field for general δ, but becomes

a (rescaled) conformally coupled scalar when δ = α − 1
2 . Indeed for any integer multiple δ = n

(
α − 1

2
)
, the

bulk CFT operator can be understood, up to the normalization, as the composite operator Φn.

4.2.1 Källen-Lehmann Representation in de Sitter

A general two-point function GO(ξ) admits two useful integral representations. The first is the Watson-

Sommerfeld representation [93],

GO(ξ) = −
∫

γ

dJ
2πi (2J + 2α)[GO]JG(−J; ξ) (4.13)

where G(Δ; ξ) is the free propagator with scaling dimension Δ = −J and the contour γ runs parallel to the

Im(J) axis slightly to the left of zero. The function [GO]J is called the Euclidean momentum coefficients,

because they define the angular momentum expansion of the position space propagator on the Euclidean

sphere. This representation can be obtained by analytically continuing the position space propagator on the

sphere [1, 93,118].

Given a propagator GO(ξ), the momentum coefficients can be defined on the entire complex J-plane using

the Lorentzian inversion formula [1, 118],

[GO]J = NJ

∫ 0

−∞
dλ λJ−1

2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣ λ ] discGO(λ) , (4.14)

where the normalization is,

NJ =
2πα+1Γ(J + 1)(−1)J−1

4JΓ(J + α + 1) . (4.15)

GO(ξ) also admits a Källen-Lehmann representation, which is intimately related to the Watson-Sommerfeld

representation [118,120]. To see this note that the Watson-Sommerfeld integral can equivalently be written

in terms of Δ = −J after which it takes the form,

GO(ξ) =
∫

γ

dΔ
2πi (2α − 2Δ)[GO]−ΔG(Δ; ξ) (4.16)

4This is a standard flat-space CFT operator conformally mapped to the de Sitter bulk, and should not be confused
with the late-time boundary CFT operators discussed in the dS/CFT context. [49]
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Figure 4.1: We show a contour plot illustrating the Watson-Sommerfeld integral (4.16) over the contour γ
on the left. On the right we show the result of pushing this contour onto the principal series line and thereby
obtaining the Källen-Lehmann representation. The blue points represent potential simple poles of [GO]−Δ
that we may encounter as we deform the contour, the residues of which can be interpreted as complementary
state contributions to the spectral representation.

where the contour γ runs parallel to the Im(Δ) axis and slightly to the right of the origin. We can push the

contour towards the principal series line, picking up any poles along the way, on which the shadow symmetry

of the free propagator forces us to extract the shadow symmetric part of the momentum coefficient [GO]−Δ.

The result is,

GO(ξ) =
∫ α+i∞

α−i∞

dΔ
2πiρO(Δ)G(Δ; ξ) + (complementary states) (4.17)

where ρO(Δ) is called the spectral density and it is related to the momentum coefficients by ρO(Δ) =

1
2 (2α − 2Δ)[GO]−Δ + (Δ ↔ Δ̄), i.e. it is shadow symmetric. Here the integral sums up all the contributions

to the correlator from principal series states and the contributions from complementary series states appear

as residues due to pole crossings through the integration contour. We show a figure illustrating this procedure

in Figure 4.1. This representation can also be understood, as usual, as a simple consequence of the resolution

of the identity. Furthermore, unitarity demands that ρO(Δ) ≥ 0 on the principal series line.

The spectral density can be computed for a given dS propagator using the so-called Euclidean AdS

inversion formula [120],

ρO(Δ) = Ñ
∫ −1

−∞
dξ(ξ2 − 1)α−1/22F1

[
Δ, 2α − Δ

α + 1
2

∣∣∣∣ 1 + ξ
2

]
GO(ξ) , (4.18)

where the EAdS normalisation is5

Ñ =
2πα+

3
2

Γ(Δ − α)Γ(α − Δ)Γ(α + 1
2 )

. (4.19)

5Note that we have an extra factor of 2π compared to [120] which is due to our normalisation convention for the
spectral density.
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Importantly, the spectral densities we will encounter will all be meromorphic functions. As explained in [118],

the singularities of the spectral density in the Re(Δ) > α region of the complex Δ-plane encode the infrared

behavior of the propagator. This can be seen by using the free propagator as written in (4.7) in the spectral

integral (4.17) and closing the contour towards the right of the principal series line. Denoting the locations

of the poles of ρO(Δ) as Δ∗ we have6

GO(λ) = −2
∑
Δ∗

Res ρO(Δ)A(Δ)λΔ
2F1

[Δ, Δ − α + 1
2

2Δ − 2α + 1

∣∣∣∣ λ ] . (4.20)

As an aside, we note that the momentum coefficients can also be computed from the spectral density. To

see this note that we can resolve GO(λ) in (4.14) into its Källen-Lehmann representation to obtain

[GO]J =

∫
γ

dΔ
2πiρO(Δ)

[
NJ

∫ 0

−∞
dλ λJ−1

2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣ λ ] discG(Δ; λ)
]

=

∫
γ

dΔ
2πi

ρO(Δ)

(J + Δ)(J + Δ̄)
,

(4.21)

where we have used the fact that the momentum coefficients of the free propagator are [G(Δ)]−1
J = (J +

Δ)(J + Δ̄). Note that the contour γ lies along the principal series axis while separating the two poles at

Δ = −J and at Δ = 2α + J.

Let us briefly discuss some known examples of spectral densities of operators we will encounter in our

inflationary calculations. For a free principal series scalar σ with scaling dimension Δσ = α+ iνσ the spectral

density is

ρσ(α + iν) = 1
2 δD(ν − νσ) + 1

2 δD(ν + νσ) , (4.22)

where δD(ν) is the Dirac delta function. The spectral density for the composite operator σ2 is also known

[118],

ρσ2(Δ) =H2α−1 ν sinh(πν)
23πα+2Γ(α)

Γ
(Δ

2
)2 Γ

(
α − Δ

2
)2

Γ(Δ)Γ(2α − Δ)

× Γ
(
Δσ − 1

2 Δ
)

Γ
(
Δσ − α + 1

2 Δ
)

Γ
(
α − Δσ + 1

2 Δ
)

Γ
(
2α − Δσ − 1

2 Δ
)
.

(4.23)

This spectral function admits three families of poles

Δ∗ = 2Δσ + 2n, 2Δ̄σ + 2n, α + 2n (n ∈ Z≥0) , (4.24)

which are known to correspond to the so-called double trace operators on the late-time dS boundary [118].

6Importantly, all spectral densities we will encounter contain a factor of ν sinh(πν), due to which the spectral
density ρO(Δ) has zeros at Δ = α + n, for non-negative integer n. This eliminates a class of spurious poles of the
free scalar propagator at Δ = α + n.

87



It will also be useful to recall the spectral density for a bulk CFT operator [118],

ρδ(α + iν) = H2δ−2α+1 πα+ 1
2 22α−δ+2

Γ(δ)Γ
(
δ − α + 1

2
) ν sinh(πν)|Γ (δ − α − iν) |2 . (4.25)

Indeed we can see that δ ≥ α − 1
2 ensures the positivity of the spectral density and is therefore required by

unitarity. The singularities on the right side of the contour for the spectral integral are

Δ∗ = δ + n , n ∈ Z≥0 . (4.26)

Now let us move on to the main theory of interest—the compact scalar field.

4.2.2 Compact Scalars in de Sitter

A compact scalar ϕ is defined by the gauge symmetry ϕ ∼ ϕ + 2π.7 In pure de Sitter the massless axion is

described by the acion

Sϕ =

∫
dt d2αx

√
−g
[ 1

2 f2(∂ϕ)2] . (4.27)

It will often be convenient to keep track of the decay constant (or periodicity) using the parameter8

β ≡ 1
2

( H
2πf

)2
. (4.28)

Due to the periodicity of ϕ, the only healthy operators in the theory are those that are built using gauge

invariant operators ∂μϕ and e±iϕ. We will primarily be interested in the propagation of vertex operators in

the bulk, i.e. V =: eiϕ :, which have been defined with respect to a normal ordering procedure in dimensional

regularisation [2]

V(x) ≡ exp
[

1
2 βG̃(1) + 1

2 β
(

H2α−1 − Hα− 1
2
+ H2α

)]
eiϕ(x) , (4.29)

where Hn are the harmonic numbers (analytically continued to the complex plane) and

G̃(1) = −2Γ(α)
(H

μ

)2α−3 [
ψ(0)(2α) + γE − π tan(πα)

]
→
(2

ε − 7
2

)
+ log

( μ̃2

H2

) (4.30)

7We will be working with a dimensionless axion so that the decay constant only appears in the kinetic term.
8We will only be interested in β ≲ 10. However it is worth noting that β usually cannot be made arbitrarily large

in realistic extra-dimensional models. When these compact scalars arise from a higher dimensional gauge field with
coupling gYM, there is also an associated cutoff Λ ∼ 4π2

gYM f [161]. For physics in inflation we should therefore expect
H ≪ 4π2

gYM f or β ≪ 2π2/g2
YM which, for small gauge couplings, safely covers the range of βs we are interested in.
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is the coincident limit of the massless two-point function in dimensional regularization. We have introduced

the mass scale μ to ensure [f] = 1 in arbitrary spacetime dimensions. In the last line we have specialised

to α = 3−ε
2 dimensions taking ε → 0 and defined μ̃2 = 4πeγEμ2. As with the Sine-Gordon model in

two-dimensional flat-space [162], we can interpret the scale μ̃ as the cutoff of the theory. Our choice of

normal-ordering keeps V dimensionless, which we will find convenient. However, we note that we can always

recover the canonical mass dimensions by rescaling V → HβV at any point.

In the free-theory, correlation functions of the vertex operators must satisfy a “charge-neutrality” condi-

tion, i.e. correlators such as 〈V(x)V(y)〉 vanish. This is most easily seen in Euclidean signature, i.e. the sphere,

where integration over the Euclidean zero mode enforces this constraint. In general, the vertex operators do

not behave like standard free fields, clearly, since they are highly composite operators. Specifically, they do

not Wick factorize in perturbation theory the way free field correlators do, which complicates perturbation

theory at higher order [2]. However, since we are merely interested in tree-level exchange, this feature will

not be relevant for us.

We denote the vertex propagator as

〈V(x)V†(y)〉 ≡ GV(λ) = λβ exp
(β

2 λ
)
, (4.31)

where we have specialised to four dimensions, and will do so hereafter. Note that this propagator has a

qualitatively different singularity structure— unlike composite operators such as σ2 or Oδ, which exhibit a

power law singularity, the vertex propagator has an essential singularity on the null cone (ξ → 1 or λ → ∞).

However from the long-distance or boundary perspective, this propagator contains a hierarchy of states of

definite scaling dimension [2].

Instead of working with the propagator directly, we will instead find it useful to rely on its spectral

representation. To calculate the spectral density, we note that the vertex two-point function admits a simple

expansion in power laws,

GV(λ) = 2β
∞∑

n=0

βn

n!

(λ
2

)β+n
(4.32)

which importantly converges everywhere except at λ = ∞ (or ξ = 1), i.e. in the deep UV. This is useful

because each power law can be interpreted as a bulk CFT state. In other words, we can interpret the

exchange of a vertex operator as a sum over bulk CFT states.9

To calculate the spectral density with the EAdS inversion formula (4.18) we can utilize (4.32) to resolve

the vertex propagator into a sum over bulk CFT states. This is legitimate since the EAdS region (λ ∈ (0, 1))

9The vertex operator is not special in this regard. Even a free scalar field can be safely expanded in power laws,
or bulk CFT states, in the EAdS region. However, in that case it is not very useful to make this identification.

89



never sees the essential singularity in λ . Exchanging the sum with the inversion integral allows us to therefore

write,

ρV(Δ) = 2β
∞∑

n=0

βn

n! ρβ+n(Δ)

=
16πΓ(1 − β) sin(πβ)

Γ(β − 1) (3 − 2Δ) cos(πΔ)Γ(β − Δ)Γ(Δ − 3 + β)2F2

[
β − Δ, Δ − 3 + β

β − 1, β

∣∣∣∣ β
2

] (4.33)

where 2F2 [a1, a2; b1, b2|z] is a generalised hypergeometric function. First, let us demonstrate the positivity

of this spectral function. For β > 1, positivity is obvious since all the bulk CFT spectral densities we have

summed have scaling dimension δ = β + n > 1, and are therefore unitary. For β < 1, we have to do a bit

more work since the first term, corresponding to a dimension δ = β CFT state, is not unitary. Specifically

in (4.33) we can isolate the first two terms which sum up to produce,

ρβ(Δ) + βρβ+1(Δ) = 4π2ν sinh(πν)
[
(1 − 2β)2 + 4ν2] |Γ (β + iν − 3

2
)
|2

Γ2(β) (4.34)

which is manifestly positive. Of course all the δ = β + 2, 3, · · · contributions are also positive since they

correspond to unitary bulk CFT operators. Therefore, we conclude that this spectral density is unitary for

any β > 0.

Examining the singularities of ρV(Δ) we see that it has poles at Δ∗ = β + n on the right side of the

principal series line.10 This merely reflects the fact that the vertex operator does not admit an infrared

OPE organised with scaling operators and shadows, unlike a free-field σ or even composite operators such

as σ2. This is not worrying since V ∝ eiϕ is highly composite and we observe a similar singularity structure

for another highly composite operator, the bulk CFT operator, as well. Its appearance in perturbative

calculations can therefore be interpreted as a sign of strong-coupling.

Integrating the spectral function along the principal axis reproduces the Wightman function for β > 3/2.

However, for β < 3/2 we can analytically continue from larger β to find that the pole Δ∗ = β crosses

the integration contour, so we must account for the residue generated by it and be careful to remove the

contribution from the shadow symmetric piece (i.e. multiply by a factor of 2). This removal of the shadow

is equivalent to accounting for the residue of the momentum coefficient [GV ]−Δ, as illustrated in Figure 4.1.

To summarize, for β < 3/2 the spectral representation is,

GV(λ) = −2ResΔ=β ρV(Δ)G(Δ; λ) +
∫ ∞

−∞

dν
2πρV

( 3
2 + iν

)
G
( 3

2 + iν; λ
)

(4.35)

Another check of the spectral density (4.33) is to use it to determine the infrared expansion of the vertex

10There are also poles at Δ = 3 − β − n but they are irrelevant.
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propagator. We can simply use (4.20) which, we have checked, reproduces the infrared expansion of the

vertex propagator up to O(λ20).

Lastly, we show in Appendix C.5 that ρV(Δ) ∼ Δ
2
3 (β−2) exp

(
β1/3Δ2/3

)
as Δ → ∞, which is slower than

exp
( π

2 Δ
)
, as required by the convergence of the Källen-Lehmann representation. The spectral integral can

therefore easily be performed numerically. Moreover, this rapid growth for large Δ can be understood to be

due to the essential short distance singularity of the vertex propagator.

4.3 Non-Gaussianities in the EFT of Inflation

In this section, we will move from pure de Sitter correlators to inflationary ones. We start with a review of the

EFT of inflation, which is where all of the forthcoming discussion will be situated [20]. The inflationary state

corresponds to a weak breaking of the de Sitter isometries by selecting a “clock” or preferred time-slicing

t̃(t, x). To construct the EFT action we can write all possible terms consistent with the residual symmetries

of the theory, i.e. spatial diffeomorphisms. At leading order the action can be found to be,

S =

∫
dt d3x

√
−g
[

1
2 M2

plR − M2
pl(3H2 + Ḣ) + M2

plḢg00
]
+ · · · , (4.36)

where H is the inflationary Hubble parameter and the metric enters as g00 and R. We can use the Stueckelberg

trick to introduce the Goldstone mode corresponding to the broken spacetime symmetry and make the

transformation t 7→ t + π(t, x) and x 7→ x. The action is then

S =

∫
dt d3x

√
−g
[

1
2 M2

plR − M2
pl(3H2(t + π) + Ḣ(t + π)) + M2

plḢ
(
g00 + 2∂μπg0μ + ∂μπ∂νπgμν)] . (4.37)

Evaluating this on the exact dS background gives g00 → −1 − 2π̇ + (∂π)2 and the action is

Sπ =

∫
dt d3x

√
−gM2

plḢ(∂π)2 + · · · , (4.38)

where we have isolated the leading quadratic term. The comoving curvature perturbation ζ = −Hπ and the

corresponding symmetry breaking scale can be read off this action as f4
π = 2M2

plḢ = −2εM2
plH2,11 where the

slow roll parameter ε = −Ḣ/H2. It is also useful to canonically normalise the Goldstone to πc = πf2
π so that

the action becomes

Sπ = −
∫

dη d3x 1
2 a2 [−(π′

c)
2 + (∂iπc)2] , (4.39)

11In the presence of terms quadratic in g00, one can admit a nontrivial sound speed cπ for the inflaton in which
case the symmetry breaking scale changes to f4

π = 2M2
plḢcπ. We will assume cπ = 1 here.

91



where we have also changed to conformal time. The inflaton is a massless free field and its mode functions,

i.e. the solutions to the free field equations of motion in Fourier space, are therefore

π±
c (k, η) = iH√

2k3 (1 ± ikη)e∓ikη , (4.40)

where the ± corresponds to the positive/negative frequency mode function. Using these we can determine

the ζ power spectrum to be

Pζ(k) =
2π2Aζ

k3 , Aζ =
1

4π2

(H
fπ

)4
, (4.41)

where Aζ ≈ 2 × 10−9 is the amplitude of scalar fluctuations and is experimentally measured from CMB

data [14].

We are interested in perturbatively calculating the bispectrum 〈πc(k1)πc(k2)πc(k3)〉 at equal times η0 → 0.

To do so we will implement the standard rules of quantum mechanics and use the in-in formalism [163]

〈πc(k1)πc(k2)πc(k3)〉 =
〈(

T̄ei ∫ η0
−∞(1+iε) dηHI(η)

)
πc(k1)πc(k2)πc(k3)

(
Te−i ∫ η0

−∞(1−iε) dηHI(η)
)〉

, (4.42)

where HI(η) is the interaction Hamiltonian. Upon expanding the time-evolution operator, one can write

Feynman rules to compute these correlators diagrammatically [164]. To do so we will require the momentum

space propagators of all the fields involved. We need both the bulk-bulk propagators for any fields propagating

in the inflationary bulk spacetime and bulk-boundary propagators for our external fields, which for us will

just be πc. The bulk-bulk propagators can be determined using the πc mode functions to be

G±,±
π (k; η, η′) = π±

c (k, η)π∓
c (k, η′)θ(η − η′) + π∓

c (k, η)π±
c (k, η′)θ(η′ − η) ,

G+−
π (k; η, η′) = π+

c (k, η′)π−
c (k, η) ,

G−+
π (k; η, η′) = π−

c (k, η′)π+
c (k, η) ,

(4.43)

where these are the (anti)time-ordered propagators and the Wightman functions respectively. Likewise the

bulk-boundary propagators are

K±
π (k; η) = π∓

c (k, η)π±
c (k, η0) . (4.44)

Since we are only interested in the πc bispectrum, πc will only appear as an external state and we will only

need to use the bulk-boundary propagator. We will represent it diagrammatically as

k = Ka
π(k; η, η0) , (4.45)
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where a = ± represents the two operator orderings and the grey bar represents the late-time boundary of

inflation, which is also called the reheating surface.

4.3.1 Goldstone Mixing with Composite Operators

Now we will outline the leading interactions which mix the inflaton with a spectator local scalar operator

O(x). We will consider O = 1
2 σ2 and 1

2
[
V + V†] for the non-compact and compact cases respectively. Our

discussion here will hold for any scalar local operator O(x) and we will only specialise at the end. For this

discussion, we will primarily follow the strategy of [44, 63–65] and assume the local operator O(x) is drawn

from a de Sitter invariant sector. In other words, we will ignore slow-roll corrections to the propagation of

this operator since we expect such corrections to be slow-roll suppressed.

Before discussing the mixing with πc, let us situate the discussion from Section 4.2 in the inflationary

context. For perturbative calculations we will need the momentum space Wightman function as well, i.e.

the two-point correlation function for the spatial Fourier transformed operator

Ok(η) ≡
∫

d3x eik·xO(x, η) . (4.46)

The momentum space propagator can be obtained from the position space one using an iε prescription

〈Ok(η)O−k(η′)〉′ ≡ G+−
O (k; η, η′) =

∫
d3x eik·xGO(λ − iε) , (4.47)

where we assume η > η′, taking the limit ε → 0+ after integrating. Note that the notation 〈· · · 〉′ indicates

that the momentum conserving Dirac delta function is stripped off the correlator. The Wightman function

for the opposite operator ordering G−+(k; η, η′) can be obtained by complex conjugation as usual. Using

these, both the time-ordered and anti time-ordered two-point correlators can be built,

G±±
O (k; η, η′) ≡ G±∓

O (k; η, η′)θ(η − η′) + G∓±
O (k; η, η′)θ(η′ − η) . (4.48)

For composite operators such as σ2 and V, it is difficult to carry out these Fourier integrals analytically

as they amount to carrying out loop-integrals in momentum space. Instead we will note that the spectral

representation also can be trivially applied to momentum space propagators

G±±
O (k; η, η′) =

∫ 3
2+i∞

3
2−i∞

dΔ
2πiρO(Δ)G±±(Δ; k; η, η′) + (complementary states) , (4.49)

where G±±(Δ; k; η, η′) is the momentum space free-field propagator with scaling dimension Δ. Diagram-
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matically we will refer to this propagator as

O
= Gab

O (k; η, η′) , (4.50)

where a, b = ± correspond to any four of the possible propagators involved in the bulk propagation of O.

Note that although O is in principle highly composite, since we are working at tree-level we will only ever

have to deal with a single propagator and we will not have to worry about potential complications with

Wick factorization that appear while dealing with loops of the compact scalar [2]. Therefore the standard

Feynman rules can be implemented without any change.

The leading coupling between the Goldstone πc and O is determined by

SOπ =

∫
dtd3x

√
−g
[

1
2 gΛ3(1 + g00)O

]
, (4.51)

where we normalise O to keep mass dimension [O] = 1 and the coupling dimensionless, leaving the cutoff Λ
explicit. In doing so we are hiding a factor of (H/Λ)ΔO−1 in the coupling g, which restores the canonical mass

dimensions of O to [O] = ΔO. However we can always reintroduce this factor at a later stage. Introducing

the Goldstone mode leaves us with

SOπ =

∫
dηd3x a2(η)

[
gΛ3f−2

π a(η)π′
cO − 1

2 gΛ3f−4
π (π′

c)
2O + 1

2 gΛ3f−4
π (∂iπc)2O

]
. (4.52)

We will only pay attention to the couplings with time-derivatives and discard the (∂iπc)2 term. This is

because we are primarily interested in the squeezed bispectrum and additional spatial derivatives produce a

suppressed contribution in this limit (see e.g. [63]). Therefore for our purposes the interactions we need to

keep track of are

SOπ =

∫
dηd3x a2

[
gΛ3f−2

π aπ′
cO − 1

2 gΛ3f−4
π (π′

c)
2O
]
. (4.53)

These interaction terms produce a quadratic vertex and a cubic vertex

O

k3 = −igΛ3f−2
π a3(η)∂η and

O

k1 k2 = −igΛ3f−4
π a2(η)∂η∂η , (4.54)

where it is understood that the time-derivatives act on the πc mode functions. Note that momentum is

conserved at the vertices due to spatial translation invariance of the background.
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4.3.2 Primordial Bispectrum

There are many available tools to perturbatively compute inflationary correlation functions. One can im-

plement the standard in-in formalism [52,60,155,156,163–166], analytically continue Euclidean AdS Witten

diagrams [119,120, 167,168], or analytically continue from the Euclidean sphere [1, 2, 59, 93]. The bootstrap

approach, on the other hand, recasts the standard in-in diagrams into second order differential equations

and we will particularly be relying on insights and results from this approach [36,57,58,63,169–173].

Let us begin with the simplest case of tree-level exchange of a scalar with scaling dimension Δ. In

the bootstrap approach, the primary object of interest is the seed function, called b(Δ; k1, k2, k3), which is

the three-point correlation function of conformally coupled scalars, in place of πc, due to a massive scalar

exchange. Since the massless propagator is related to the propagator of a conformally coupled scalar via

certain weight-shifting operations, the respective bispectra can also be related similarly [36]. Here we will

recap some essential features of the tree-level exchange bispectrum and defer the details to Appendix C.1.

The seed function b(Δ; k1, k2, k3) is highly constrained by the de Sitter isometries on the late-time bound-

ary, where they become the three dimensional Euclidean conformal group. Conformal symmetry forces this

function to be of the form b(Δ; k1, k2, k3) = k−1
3 b̂(Δ; u), where u ≡ k3

k1+k2
is called the momentum cross-ratio,

which for physical kinematics (set by momentum conservation k1 + k2 + k3 = 0) takes values u ∈ [0, 1]. The

limit u → 0 corresponds to squeezed triangles (k3 � k1, k2) and the limit u → 1 corresponds to flattened

triangles (k3 ∼ k1 + k2). The squeezed limit will be the primary focus of this paper. The reason for these

simplifications is essentially because we are working in the slow-roll approximation, where all the propagators

are taken to be de Sitter invariant, and all knowledge of slow-roll is hidden inside the symmetry breaking

scale fπ.

In terms of the seed-function the πc bispectrum takes the form

Bπ(k1, k2, k3) = −g2Λ6H3

16f6π

1
k1k2k3k3

12
(u∂2

u + 2∂u)b̂(Δ; u) + cyc., (4.55)

where “cyc.” denotes cyclic permutations in the momenta k1, k2 and k3. Therefore the form of the primordial

bispectrum is entirely dictated by the seed function b̂(Δ; u). This function is conventionally organised into

two parts,

b̂(Δ; u) = b̂EFT(Δ; u) + 1
2
[
b̂NA(Δ; u) + b̂NA(Δ̄; u)

]
. (4.56)

The EFT piece b̂EFT(u), as the name suggests, is an analytic function of u and is entirely mimicable by local
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self-interactions. It can be expressed as a series expansion

b̂EFT(u) =
∞∑

n=0

(
−1

2

)n √π n!
Γ(n + 1

2 )
cn(Δ)un+12F1

[ n+1
2 , n+2

2
n + 3

2

∣∣∣∣ u2
]

(4.57)

where the series coefficients are

cn(Δ) =
1

(Δ − n − 2)(n − 1 − Δ)
, (4.58)

which carry all the mass dependence in the tree-level exchange process. Importantly, this series converges

in the physical domain, except for u → 1, and we review this limit in more detail in Appendix C.2. The

non-analytic piece is

b̂NA(Δ; u) = F(Δ)uΔ−12F1

[ 1
2 (Δ − 1), Δ

2
Δ − 1

2

∣∣∣∣ u2
]
, F(Δ) ≡

Γ( 3
2 − Δ)Γ(1 − Δ

2 )Γ2(Δ
2 )

2Γ( 3
2 − Δ

2 )
. (4.59)

In the squeezed limit this scales as b̂NA(Δ; u) ∼ F(Δ)uΔ−1. For heavy masses ν � 1 (where Δ = 3
2 + iν) it

is useful to recall that

b̂NA(
3
2 + iν; u) + b̂NA(

3
2 − iν; u) ∼ ν−1/2e−πνu

1
2+iν + ν−1/2e−πνu

1
2−iν, (4.60)

where the exponential decay is the characteristic Boltzmann suppression associated with particle production

in de Sitter. A crucial point is that b̂NA(Δ; u) admits simple poles in the complex Δ-plane, specifically when

Re(Δ) ≥ 3
2 . The form of the amplitude F(Δ) makes it apparent that these poles are at Δ = 3

2 + n and

Δ = 2(n + 1), for n ∈ Z≥0.

Now let us move on to the case where we exchange the composite operator O. In the exchange diagram

for the inflationary bispectrum, we can resolve O into its spectral representation in order to express it as a

sum over free field exchange diagrams, weighted by the spectral density. Schematically

O

k1 k2 k3 =

∫ 3
2+i∞

3
2−i∞

dΔ
2πi ρO(Δ)×


Δ

k1 k2 k3


.

(4.61)

As with the tree-level bispectrum, we are constrained by the de Sitter invariance of the composite operator.

Therefore the form of the composite-exchange bispectrum is fixed by a single function

B̂O(u) ≡
∫ 3

2+i∞

3
2−i∞

dΔ
2πiρO(Δ)b̂(Δ; u) , (4.62)
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where b̂(Δ; u) is the standard tree-level seed function, and we have assumed no complementary states con-

tribute. The bispectrum generated by SOπ can be readily expressed as

Bπ(k1, k2, k3) = −g2Λ6H3

16f6π

1
k1k2k3k3

12
(u∂2

u + 2∂u)B̂O(u) + cyc. (4.63)

Recalling that ζ = −(H/f2
π)πc, the ζ bispectrum can then be expressed as

Bζ(k1, k2, k3) = 1
2 g2(2π2Aζ)3

(Λ
H

)6 1
k1k2k3k3

12
(u∂2

u + 2∂u)B̂O(u) + cyc. (4.64)

Therefore in order to obtain the bispectrum, we must solve for the seed function B̂O(u). We will proceed by

separately performing the spectral integral for b̂EFT(Δ; u) and b̂NA(Δ; u). In other words we can express the

complete answer as

B̂O(u) = B̂EFT
O (u) + B̂NA

O (u) . (4.65)

Let us discuss the EFT piece first. Note that in (4.57) since all the mass dependence is captured by the

series coefficients cn(Δ), the series expansion will remain analytic in u and only the coefficients will change.

Therefore the EFT piece can be expressed as

B̂EFT
O (u) =

∞∑
n=0

(
−1

2

)n √π n!
Γ(n + 1

2 )
CO

n un+12F1

[ n+1
2 , n+2

2
n + 3

2

∣∣∣∣ u2
]
, (4.66)

where the series coefficients are

CO
n =

∫ 3
2+i∞

3
2−i∞

dΔ
2πi

ρO(Δ)

(Δ − n − 2)(n + 1 − Δ)
. (4.67)

Note that these coefficients can very easily be UV divergent, provided the spectral density grows like ρ( 3
2 +

iν) ∼ ν as ν → ∞. However, our focus here is on the squeezed limit of the bispectrum, in which this piece

scales at most as B̂EFT
O (u) ∼ u. As we will see explicitly below, this is typically subdominant compared to the

non-analytic piece. Therefore we will move on to the non-analytic piece and defer a more complete discussion

of the EFT piece to Appendix C.2.12

At tree-level, the non-analytic part is written as a sum of shadow symmetric terms. Since the spectral

density is invariant under shadow symmetry on the principal series line, we only need to integrate over one

12The EFT piece is nevertheless important in order to capture the full shape of the bispectrum. As we discuss
more thoroughly in Appendix C.2, the EFT piece is crucial in cancelling an unphysical singularity when u → 1, or
for flattened triangular configurations.
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Figure 4.2: The contour deformation to resolve the spectral integral of b̂NA(Δ; u) in terms of a sum over
residues. The blue points schematically indicate the poles of the spectral density Δ∗ and the red points the
poles of the tree-level seed function b̂NA(Δ; u) at Δ = 2, 4, · · · .

of the terms. The result is then,

B̂NA
O (u) =

∫ 3
2+i∞

3
2−i∞

dΔ
2πi ρO(Δ)b̂NA(Δ; u) . (4.68)

Recall that by virtue of Boltzmann suppression, b̂NA(
3
2 ± iν; u) ∼ e−π|ν| when ν → ±∞. Since a healthy

spectral function must grow slower than that for the Källen-Lehmann integral of the two-point function to

converge, the non-analytic piece must be free from UV divergences. Of course, this makes sense since the

non-analytic piece is fixed by infrared physics, i.e. the long-distance propagation of the exchanged operator O.

Note that this integral can also readily be done numerically. In case any of singularities of the spectral density

Δ∗ cross the integration contour, we must be more careful in also accounting for the residues accumulated

along the way. We will comment on those cases separately.

Now we wish to deform the contour to the right of the principal series line and resolve our integral into

a sum over residues, as shown in Figure 4.2. We note that for large and positive Δ the function b̂NA(Δ; u)
scales as

b̂NA(Δ; u) ∼ Δ− 1
2 exp

1
4Δ log

u4 + 4
(√

1 − u2 − 2
)

u2 − 8
√

1 − u2 + 8
u4

 , (4.69)

where the coefficient of Δ in the exponent is negative for all physical kinematics u ∈ [0, 1) (see Appendix C.4

for details). Therefore as long as the spectral density ρO(Δ) grows sub-exponentially this deformation can

always be done. We will find that this is the case for both σ2 and the vertex operator.

The potential poles we encounter are either those of b̂NA(Δ; u) or of ρO(u). Let us discuss the former

first. We encounter one set of poles at Δ∗ = 3
2 + n, for n ∈ Z≥0. Fortunately as discussed in Section 4.2, all
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known spectral densities have zeros at these locations so these poles are spurious. We also have singularities

at Δ∗ = 2n + 2, for n ∈ Z≥0, which do not have any reason to be eliminated. These poles will contribute

terms which are analytic in u, i.e. they will resemble EFT type terms.13

We will also receive contributions from the singularities of the spectral density. These have a clear

interpretation as the infrared states we observe in the squeezed limit of the inflationary bispectrum. Putting

everything together we have

B̂NA
O (u) = −

∑
Δ∗

[ResΔ∗ρO(Δ)] b̂NA(Δ∗; u)−
∞∑

n=0

[
Res2n+2b̂NA(Δ; u)

]
ρO(2n + 2) . (4.70)

An implicit assumption here is that the singularities of the spectral density do not overlap with those of

b̂NA(Δ; u). The singularities can overlap e.g. for the compact scalar when β ∈ Z≥0, but we will ignore these

cases here. Let us now evaluate the seed function for the non-compact and compact theories.

4.3.3 Non-Compact Scalar

For O = σ2 one fairly straightforward way to calculate the non-analytic seed function is to simply numerically

integrate the spectral integral. When 2Δσ > 3
2 , i.e. when the poles of the spectral density lie to the right

side of the principal series line we have

B̂NA
σ2 (u) = 1

2

∫ ∞

−∞

dν
2πρσ2(u)

[
b̂NA(

3
2 + iν; u) + b̂NA(

3
2 − iν; u)

]
. (4.71)

Along the principal series line when ν → ∞ the spectral density scales as

ρσ2(α + iν) = 1
4(16π)α−1Γ(α) ν2α−2 + · · ·

α→ 3
2−−−→ ν

8π + · · · , (4.72)

so the numerical integral converges for all u. When the poles cross over to the left of the principal series line,

the spectral representation of σ2 does not only include principal series states, but also some finite number of

complementary states. These can be interpreted as pole crossings through the principal series contour as we

13At first glance it may seem odd that summing the non-analytic bispectrum, which is what the spectral integral ac-
complishes, produces EFT-type terms at all. However, the function b̂NA(u) as we call it receives a partial contribution
from the non-factorizable in-in diagrams. In simple terms, the separation between the EFT and non-analytic piece
at tree-level is not sharp. A better representation of the tree-level bispectrum therefore may not see the singularities
at Δ = 2, 4, · · · . We thank Hayden Lee for explaining this to us.

99



continue from 2Δσ > 3
2 to a smaller Δσ. When the pole Δ∗ = 2Δσ < 3

2 the numerical integral is amended to

B̂NA
σ2 (u) = −

[
b̂NA(2Δσ; u) + (Δσ ↔ Δ̄σ)

]
Res2Δσρσ2(Δ)

+
1
2

∫ ∞

−∞

dν
2πρσ2(u)

[
b̂NA(

3
2 + iν; u) + b̂NA(

3
2 − iν; u)

]
,

(4.73)

where the residue can equivalently be seen as the contribution from the momentum coefficient [Gσ2 ]−Δ which

now has a singularity on the complementary series line (see Figure 4.1).

When we work with the sum over residues instead we have three sets of spectral function singularities

to keep track of. We will start with the assumption that σ is a principal series scalar and analytically

continue our result to the complementary series. This prescription is the same as requiring that the contour

of integration in (4.68) must separate the “left” and “right” poles of the spectral density, as is commonly

implemented in Mellin space [167,168]. Lastly, note that as Δ → +∞ the spectral density scales as ρσ2(Δ) ∼

Δ. Following the discussion in the previous section, the exponential decay of b̂NA(Δ; u) ensures we can apply

the residue theorem for all physical u.

In (4.70), in principle we have contributions from Δ∗ = 3, 5, 7, · · · , however we find that b̂NA(3+2n; u) = 0
so this series of poles does note contribute. Then, the set of poles of b̂NA(Δ; u) at Δ = 4, · · · also don’t

contribute—only the one at Δ = 2. This is because ρσ2(4 + 2n) = 0 for n ∈ Z≥0. The only remaining poles

which contribute are the ones at 2Δσ + 2n and 2Δ̄σ + 2n. Putting everything together we have

B̂NA
σ2 (u) =(3 − 2Δσ)

8π csc 2πΔσ arctan(u)

−
∞∑

n=0

[[
Res2Δσ+2nρ2

σ(Δ)
]

b̂NA(2Δσ + 2n; u) + (Δσ ↔ Δ̄σ)
]
.

(4.74)

We show a comparison of the analytical result with the numerical one in Figure 4.3 for scaling dimensions

Δσ = 0.2 and Δσ = 1.3. We observe that as we approach u → 1, we need to sum over more terms in the

series, especially for larger scaling dimensions. This is because the convergence of the series worsens as we

approach the flattened configuration, especially for larger Δσ. Nevertheless, most triangle configurations are

captured with great accuracy using N ∼ 10 residues. We also see that for larger mass, the small u behavior

is regular, whereas for small Δσ we observe a singularity. This is the usual singularity in the bispectrum

B̂σ2(u) ∼ u2Δσ−1 if we exchange a light scalar, and the threshold for seeing this singularity is Δσ = 1. Lastly,

the growth as u → 1 is the standard log(1 − u) growth associated with the non-analytic piece. As observed

for the tree-level seed function, we expect that it should be cancelled by the EFT piece, which we partially

discuss in Appendix C.2, but leave a complete investigation for future work.

Now we are primarily interested in the seed function when Δσ → 0. It is instructive to note that the

leading residue in this limit is at Δ∗ = 2Δσ, where it scales as Res2Δσρσ2(Δ) ≈ −1/(8π2Δσ) +O(Δ0
σ). This
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Figure 4.3: We compare the result of the numerical integral (4.68) for the operator σ2 with the corre-
sponding analytical result for scaling dimensions Δσ = 0.2 and Δσ = 1.3. We sum up to N = 10 and N = 40
residues for the solid lines and show the numerical integral in black dots.

is of course the usual infrared divergence observed for light scalars in de Sitter. The key point is that all

other residues are regular in this limit. Therefore the seed function in this light limit is given by

B̂NA
σ2 (u) ≈ 1

8π2Δσ
b̂NA(2Δσ; u) =

Γ
( 3

2 − 2Δσ
)

Γ(1 − Δσ)Γ(Δσ)2

16π2ΔσΓ
( 3

2 − Δσ
) u2Δσ−1 + · · · , (4.75)

where in the second equality we have expanded the seed function in the squeezed limit. We can translate

this result onto the inflationary bispectrum using (4.64). This produces the well known local shape in the

inflationary bispectrum

Bζ(k1, k2, k3)
k3→0−−−→ −g2 Aζ

16Δ2
σ

(Λ
H

)6
Pζ(k1)Pζ(k3)

(k3
k1

)0
, (4.76)

where the amplitude fNL ∝ Δ−2
σ is infrared enhanced by the mass. However as we will see below, this

infrared enhancement is a signal that this answer is incomplete. In other words, it is a sign of the theory

losing perturbativity. Higher order operators such as σ4,σ6, · · · need to enter the picture to potentially

rescue this divergence. We will see shortly that for a compact scalar, this does indeed happen, and keeping

track of the full gauge-invariant operator will change the scaling of the bispectrum in the squeezed limit.
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Figure 4.4: The same as Figure 4.3 but for the compact scalar. We sum up to N = 10 and N = 40 residues
for the solid lines and show the numerical integral in black dots. On the left we show the comparison for
β = 1.8 and on the right for β = 3.4. We see that as we increase β, we need to sum over more residues to
match the exact numerical answer.

4.3.4 Compact Scalar

For the compact scalar the composite operator being exchanged is 1
2 [V+V†]14 so we rely on our computation

of the spectral density ρV(Δ). With the spectral density, we can calculate the non-analytic seed function by

numerically performing the spectral integral. For β > 3/2 it is

B̂NA
V (u) = 1

2

∫ ∞

−∞

dν
2πρV(u)

[
b̂NA(

3
2 + iν; u) + b̂NA(

3
2 − iν; u)

]
. (4.77)

Recall that the spectral density of the vertex operator grows as Δ 2
3 (β−2) exp

(
3β1/3Δ2/3

24/3

)
which ensures that

this integral converges (see Appendix C.5 for details).

This is sufficient when β > 3
2 , i.e. in the absence of pole crossings. For β < 3/2 the spectral representation

of the vertex operator also includes a complementary series state. In that case the spectral representation

of the non-analytic piece becomes

B̂NA
V (u) = −

[
b̂NA(β; u) + b̂NA(2α − β; u)

]
Res2βρV(Δ)

+
1
2

∫ ∞

−∞

dν
2πρV(u)

[
b̂NA(

3
2 + iν; u) + b̂NA(

3
2 − iν; u)

]
.

(4.78)

As discussed previously, we can also simply apply the residue theorem to the spectral integral, assuming

β > 3/2, where the resulting expression applies for all β by analytic continuation. In order to do so we note

14We could have instead worked with the operator cos(ϕ + ϕ0), where ϕ0 is an arbitrary phase and arrived at
O = 1

2 eiϕ0V + c.c. instead. At the level of the bispectrum, this phase can be completely absorbed by the coupling
g, so we find it convenient to set it to zero. This also enables us to match with the non-compact theory since
cos(ϕ) = 1 + 1

2 ϕ2 + · · · .

102



that the relevant poles of the spectral density lie at Δ∗ = β + n where n ∈ Z≥0. In addition to this, all of

the poles of b̂NA(Δ; u) at Δ = 2, 4, · · · , will also contribute. The complete answer then becomes

B̂V(u) = −
∞∑

n=0
[Resβ+nρV(Δ)] b̂NA(β + n; u)−

∞∑
n=0

[
Res2n+2b̂NA(Δ; u)

]
ρV(2n + 2) . (4.79)

The sub-exponential growth of the spectral density ensures that the sum over residues converges. Neverthe-

less, the spectral density grows rapidly compared to ρσ2(Δ) which makes numerical convergence extremely

slow as u → 1. For these points it is more efficient to instead numerically perform the spectral integral.

We compare the numerical evaluation of the spectral representation with the analytical result in Figure 4.4.

Indeed we observe that the convergence of the series becomes worse as we approach u → 1. Nevertheless

since we are only interested in the leading asymptotic behavior as u → 0, we only need to keep track of the

first term of the sum corresponding to n = 0. When β < 2 the leading scaling is determined by the residue

at Δ∗ = β to be

B̂NA
V (u) ≈ 16π2(3 − 2β) cos(πβ) Γ(2β − 3)

Γ(β)Γ(β − 1) b̂NA(β; u) =
4π32β cot

( π
2 β
)

1 − β uβ−1 + · · · , (4.80)

whereas for β > 2 the leading scaling is analytic in u

B̂NA
V (u) ≈ −2ρV(2) arctan(u) = −2ρV(2)u + · · · . (4.81)

The interpretation of this result is also clear— for sufficiently large β, the vertex propagator decays rapidly

which means that it becomes difficult to produce an on-shell compact scalar state. In this sense, the compact

scalar becomes very “heavy”. Its effect on the bispectrum becomes degenerate with that of a series of local

self interactions of the inflaton. This is consistent with the observations of [2] where it was found that loop

effects of the compact scalar exponentially diminish in magnitude as we send β → ∞.

We therefore see that working with the appropriate gauge-invariant vertex operators for a massless

compact scalar leads to a qualitatively different prediction for the squeezed bispectrum. Instead of the

local shape, the squeezed limit is determined by another important dimensionless ratio, namely β ∝ (H/f)2.

For the primordial ζ bispectrum we therefore find that for β < 2

Bζ(k1, k2, k3)
k3→0−−−→ fNL(β)

(k3
k1

)β
Pζ(k1)Pζ(k3) + · · · , (4.82)

where the amplitude is

fNL(β) = −2π5g2Aζ

(Λ
H

)6
β cot

(πβ
2

)
. (4.83)

103



We observe that this amplitude, for g ∼ 1, can be at least an order of magnitude larger than the one in

the corresponding non-compact case. However, due to the degeneracy with the coupling we do not see this

as a reliable discriminating factor. We also note that this amplitude diverges at β = 2, 4, 6, · · · . This is a

manifestation of the fact that for positive integer β, the poles of ρV(Δ) overlap with those of b̂NA(Δ; u).
In a previous study [2], it was found that it is necessary to be careful around integer β values in order to

extract physical effects. Moreover, in Appendix C.3 we analyse the bulk CFT exchange case which exhibits a

qualitatively similar feature when the CFT scaling dimension δ takes integer values. Specifically we analyse

the bispectrum when δ = 2 and show that it is no longer built up solely of power-laws, but also contains log(u)
terms. We expect a very similar result for the compact scalar with positive integer β as well. Nevertheless,

we will leave a careful treatment of these values of β for future work. Finally, when β > 2 the analytic scaling

dominates and the bispectrum in the squeezed limit is

Bζ(k1, k2, k3)
k3→0−−−→

(k3
k1

)2
Pζ(k1)Pζ(k3) + · · · , (4.84)

which is degenerate with local self-interactions of ζ.

For our final point, note that in general we could have considered a gauge-invariant operator with any

frequency cos(pϕ), for positive integer p. The two-point function for such a vertex operator Vp ∝ eipϕ is

instead [2]

〈V†
pVp〉 ∝ exp

(p2β
2 λ

)
λp2β , (4.85)

i.e. its effect is the same as working with our V and a rescaled β → p2β. As we have just observed, vertex

operators with large β behave like heavy operators in that they decay very rapidly as they propagate through

spacetime, which implies that they are difficult to produce in the expanding inflationary spacetime. Therefore

their effects in the squeezed limit of the primordial bispectrum will be subdominant. In this way, we can see

that the predictions for the compact theory are dominated by a single vertex operator.

4.4 Discussion and Conclusions

In this paper, we have studied the phenomenology of light compact scalar fields, or axions, which acted as

spectators during inflation. Our study is a step in fully characterising the impact of such scalars on the

non-Gaussianity of the comoving curvature fluctuations ζ. Specifically, we have argued that to capture the

effects of the compact scalar ϕ, it is necessary to properly account for its gauge symmetry, and in doing so

demonstrated a qualitatively different prediction than that of the non-compact scalar σ, as was previously

found in [2]. We targeted the squeezed limit of the bispectrum as a particular observable, and subsequently
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found that working with the gauge invariant vertex operators V produced the novel scaling

Bζ(k1, k2, k3) ∼
(k3

k1

)β
+

(k3
k1

)2
(4.86)

in the squeezed k3 → 0 limit. The bispectrum decays with an exponent set by the ratio H/(2πf), i.e. the ratio

of the inflationary Hubble scale to the field-space circumference of ϕ. Since we are required to work with a

highly composite operator in this theory, the light compact scalar can be understood as a strongly-coupled

sector. Indeed, the qualitative features of the spectral density ρV(Δ) in Section 4.2 revealed similarities

with another example of a strongly-coupled sector— the bulk CFT operator. We additionally discuss the

bispectrum generated by the CFT operator in Appendix C.3 and find a result which qualitatively displays

a similar scaling in the squeezed limit as the compact theory.

One observable in which the squeezed bispectrum explicitly manifests is the power spectrum of a late-time

cosmological tracer, e.g. galaxy clustering catalogues or line intensity maps. Let us call the fluctuations of

this tracer δt(z, k) at redshift z with power spectrum,

〈δt(z, k)δt(z, k′)〉 = (2π)3δD(k+ k′)D2(z)Pt(k) (4.87)

where D(z) is called the growth factor since it tracks the growth of fluctuations over time. Recall that for

β < 2 the squeezed ζ bispectrum is given by,

Bζ(k1, k2, k3)
k3→0−−−→ fNL(β)

(k3
k1

)β
. (4.88)

In general, primordial non-Gaussianity impacts the clustering of tracers in the late universe [174, 175]. In

the tracer’s power spectrum this scaling is reflected as [45,176,177]

Pt(k) =
[
b2

1 + bζfNL(β)kβ−2]Pm(k) , (4.89)

where Pm(k) is the dark matter power spectrum, b1 is the linear bias and bζ is known as the scale-dependent

bias which is generated by non-Gaussianities in ζ.15 The scale-dependent bias is a useful probe of primordial

non-Gaussianity as it causes the power spectrum Pt(k) to grow in magnitude for longer wavelengths, i.e.

in the k → 0 limit. When β > 2 the situation is equivalent to setting fNL = 0 as the power spectrum is

regular in the limit k → 0. Therefore we have a range of exponents β ∈ (0, 2) which have the potential to be

15For the reader who is unfamiliar with these terms—the linear and scale-dependent biases can be understood as
free parameters which track our ignorance of astrophysical processes involved with the production of the specific
tracer being considered. For example, if our tracers are galaxies, these parameters capture any unknown physics
involved with galaxy formation.
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measured by cosmological surveys.

Unfortunately, the compact scalar bispectrum is not unique in this regard. We have also calculated

the bispectrum generated by the operator σ2. Assume we keep the mass mσ non-zero, but still in the

complementary series so that the scaling dimension Δσ ∈ (0, 3
2 ). Recall that B̂σ2(u) ∼ u2Δσ−1 for small

but non-zero Δσ. This produces a scale-dependent bias δPt(k) ∼ k2Δσ−2, where 2Δσ ∈ (0, 3). Therefore

this theory is also capable of generating the same numerical exponent in the scale-dependent bias term. As

we discuss in Appendix C.3, the exchange of a bulk CFT operator is also capable of generating the same

squeezed bispectrum. Seen from the opposite perspective, this also demonstrates that a measurement of

the exponent in the squeezed bispectrum can correspond to vastly different physical mechanisms. For the

non-compact scalar we measure Δσ, or the mass, and for the compact scalar the exponent measures the ratio

of the inflationary Hubble scale to the circumference of the compact scalar’s field space 2πf. Therefore one

must be careful while interpreting a measurement of this exponent with future cosmological surveys.16

This does not of course preclude the possibility of distinguishing between these scenarios using a complete

bispectrum template which is valid for other triangular configurations. In other words, measuring subleading

terms in the series expansion of B̂NA
O (u), which as we have seen are fixed by the spectral density ρO(Δ),

provides sufficient information to specify the operator O. In Appendix C.2 we find preliminary signs that

for the compact scalar case, the non-analytic piece B̂NA
V is of comparable size to the EFT piece B̂EFT

V even

for β > 2. This suggests that utilizing all available triangles can allow us to identify the vertex operator

exchange. Of course, this is only practical insofar as systematics permit so we leave a careful investigation

for future work.

This work has set the foundations for studying the effects of light compact scalars, and many of the

results can trivially be extended to theories with multiple compact scalars as well. In more realistic quantum

gravity models, we typically encounter not one but many such compact scalars with decay constants βi

ranging across many orders of magnitude [84–86, 130–132]. These scalars typically mix very weakly and we

can therefore expect them to combine linearly at the level of the ζ-bispectrum

Bζ(k1, k2, k3) ∼
∑

i|βi<2
fNL(βi)

(k3
k1

)βi

, (4.90)

and therefore also at the level of the tracer’s power spectrum

Pt(k) =
b2

1 +
∑

i|βi<2
bζfNL(βi)kβi−2

Pm(k) . (4.91)

16We thank John Stout for highlighting this point.
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Depending on the density of decay constants in a given window of mass scales, this may change the scaling

with k from a power law entirely. We leave a more careful examination for future work.

This paper is a step in characterising the inflationary phenomenology of spectator axions during inflation.

More work needs to be done in order to be in a position to fully exploit the available cosmological data to

constrain such models. As discussed above, there are many interesting directions to explore. We summarize

them below:

• Our focus here has been on the squeezed primordial bispectrum, using which we identified an interesting

range of axion decay constants to be β < 2 or f > 1
4π H. It would be interesting to calculate the

bispectrum for all triangular configurations which may allow us to identify other configurations in

order to detect a light compact scalar. We have taken the first steps towards this goal in Appendix C.2.

In this vein, the techniques used in this paper can also be trivially extended to calculate the primordial

trispectrum as well. We leave a complete exploration of these targets for future work.

• A related aspect which deserves further investigation is the flattened configuration, i.e. when u → 1.

For the compact scalar, it is unclear if the bispectrum exhibits a singularity in this configuration

or not. As discussed more thoroughly in Appendix C.2, this singularity is typically expected to be

absent for any bispectrum in the Bunch-Davies state. However, the compact scalar is a very composite

operator and may not satisfy this expectation. In order to study this, it would be necessary to carefully

renormalise the EFT piece of the seed function. We leave this for future work.

• In this paper, we have worked with a toy model for the compact scalar field. In more realistic scenarios,

there may be several compact scalars active during inflation. It would be interesting to apply the results

developed here to different UV models in order to develop a more realistic phenomenological picture.

Moreover, it would be interesting to place constraints on such compact scalars using Planck CMB data

and galaxy clustering data, e.g. the SDSS-BOSS catalogue. We leave this for future work.
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5
Skewing the CMB×LSS: a Fast Method for Bispectrum Analysis

5.1 Introduction

With a variety of new cosmological data becoming available this decade, we will be able to improve our

understanding on many of the open questions that we are still facing in fundamental physics. With galaxy

surveys such as the Dark Energy Spectroscopic Instrument (DESI) [30] and the Vera Rubin Observatory’s

Legacy Survey of Space and Time (LSST) [178] probing redshifts z > 1, the amount of information accessible

to us will be drastically growing. In addition to direct analyses of large-scale structure (LSS) surveys, it

is useful to rely on cross-correlations with alternative tracers such as the cosmic microwave background

(CMB). Through gravitational lensing, the observed CMB map can trace all intermediate matter between

the surface of last scattering and the present day and, as such, is highly correlated with the intervening

galaxy field. The Planck satellite [6] has already detected CMB lensing to high statistical significance

and upcoming CMB surveys such as CMB-Stage IV and the Simons Observatory will improve on this

by an order of magnitude [179, 180]. A cross-correlation analysis is a useful complementary probe of the

redshift evolution of LSS. Since the CMB lensing window peaks around z ≈ 1 − 3, correlation with galaxy

samples in this range can provide, for example, constraints on the nature of dark energy [181] or tests of

general relativity at the largest scales [182]. Moreover, it is a powerful tool to break degeneracies between

cosmological parameters, such as the one between the matter fraction Ωm and the amplitude of galaxy
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clustering measured on spheres of comoving radius R = 8/h Mpc, namely σ8, and also bypass the cosmic

variance limited by the survey volume [183]. Already at the power spectrum level, cross-correlation analyses

are expected to boost constraints on new physics such as neutrino mass, primordial non-Gaussianity and

shed light on existing cosmological tensions, such as the clustering of the LSS and the value of the Hubble

parameter [184–190].

Galaxy and CMB lensing maps are highly non-Gaussian due to gravitational instability and thus contain a

wealth of information in higher-point correlation functions. However, working with higher-point statistics can

be a complicated exercise since the number of configurations that are necessary to estimate them drastically

increases. For example, while the power spectrum requires O(N2) pairs, the bispectrum requires O(N3)

triangles, which can easily become computationally expensive as the number of observed modes N grows.

This issue can be circumvented in practice by averaging the bispectrum appropriately so that minimal

information is lost, while effectively reducing the complexity of the analysis to that of a power spectrum,

i.e. O(N logN) time. Such an averaging procedure can be performed in a number of ways, for example [191]

computes an un-weighted skew-spectrum of the CMB temperature field. The method we focus on in this

paper is the bispectrum weighted skew-spectrum (or simply the weighted skew-spectrum), which is derived

from a minimum variance estimator of the bispectrum amplitude [192]. This approach was first introduced

in [193] in order to expedite a non-Gaussian analysis of the CMB, and has subsequently been applied to the

LSS in [194–197]. In this work, we extend the analysis to the cross-correlation between CMB lensing and

LSS. Note that henceforth we will use the term skew-spectrum to be concise, but our statistic should not be

confused with that in [191], for example, where they do not apply a bispectrum weight.

While this skew-spectrum was originally developed to detect a primordial bispectrum amplitude, it can

be used to measure other amplitude parameters such as the galaxy bias parameters. As such, it is also an

optimal statistic to capture physics that does not have its roots in primordial fluctuations. However, many

cosmological parameters of interest do not, in fact, enter the bispectrum as an amplitude, e.g. the density

ΩX for species of matter, or the spectral tilt of the primordial power spectrum ns. Despite this, we can

attempt to constrain such parameters using the skew-spectrum and we investigate how the errors compare

with those from the bispectra directly. In this work, we consider a νΛCDM cosmology, where the neutrinos

are parametrized by the total sum of neutrino masses Mν = (m1 + m2 + m3), a precise measurement of

which is instrumental in establishing the hierarchy of neutrino masses1. Cross-correlations can be useful in

constraining neutrino masses [199] already at the power spectrum level [185] and can be further improved

by including the bispectrum [200].

1Current experiments can only measure the difference of the squares of the masses, Δm2
21 = m2

2 −m2
1 and

∣∣Δm2∣∣ =∣∣m2
3 − (m2

2 + m2
1)/2

∣∣. Since the sign of Δm2 cannot be determined, the hierarchy of masses is unknown [198]. The two
contenders are the normal (m1 ≈ m2 < m3) and inverted (m1 < m2 ≈ m3) hierarchies.
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As a preliminary step to an application to actual data sets, we apply our skew-spectrum to a simulation

suite called MassiveNuS [201]. In particular, the cross-correlation between CMB lensing and the LSS provides a

valuable means of breaking degeneracies between cosmological amplitude parameters and galaxy bias, which

is not possible using galaxy data alone. As such, we focus on using the cross-correlated skew-spectrum to

constrain bias parameters for the MassiveNuS halo catalogue, as well as the parameter Ashot, which measures

the deviation from Poisson shot noise. This exercise has been performed in [194] and [202] for the LSS alone

with other simulation suites.

This paper is organized as follows: We start in Section 5.2 by recalling some relevant properties of our

observables in harmonic space, define the skew-spectrum estimator and define the algorithm to be used in

real data. In Section 5.3, we compare the bispectrum and the skew-spectrum through Fisher forecasts for

CMB×LSS, assuming DESI and the Planck satellite [6] specifications. Finally, in Section 5.4, we apply the

skew-spectrum to the MassiveNuS simulations as a proof-of-concept. We compute the halo and weak-lensing

spectra, and covariance matrices from the simulated data. We further perform a Markov chain Monte

Carlo (MCMC) likelihood analysis to infer constraints on halo bias parameters and Ashot. We conclude in

Section 6.6.

5.2 Skew-Spectrum

To begin our discussion, we first note that any generic (local) quadratic field in harmonic space Dℓm is defined

as a convolution of fields δℓm with a kernel Kℓ1ℓ2ℓ3 :

Dℓm =
∑
ℓ1m1

∑
ℓ2m2

 ℓ1 ℓ2 ℓ

m1 m2 −m

Kℓ1ℓ2ℓ δℓ1m1δℓ2m2 , (5.1)

where the Wigner 3-j symbol here is necessary to ensure that it is composed of a local product of density

fields.

Given the minimum variance (MV) estimator of the bispectrum amplitude, one can ask for the choice of

kernels which minimizes loss of information when cross-correlated with a single density fluctuation from the

full bispectrum. Namely, we are interested in the quantity,

〈Dℓmδ∗ℓ′m′〉 = δKℓℓ′δKmm′C̃ℓ , (5.2)

where we call C̃ℓ the skew-spectrum and δK is the Kronecker delta function. In the case of LSS, one such

natural choice of kernels is the Legendre polynomials Pℓ for ℓ = 0, 1, 22. This is because in galaxy bispectra,

2This is strictly true only for tree-level bispectra.
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Fourier modes of density fluctuations couple with each other via the standard perturbation theory (SPT)

kernels, which are composed of such orthogonal set of polynomials [194,195]. For example, F2 is the lowest-

order SPT kernel to enter the picture and is given by [37]

F2(k1, k2) =
17
21 +

1
2

(k1
k2

+
k2
k1

)
k̂1 · k̂2 +

4
21

3
2

(
(k̂1 · k̂2)2 − 1

3

)
=

17
21P0(k̂1 · k̂2) +

1
2

(k1
k2

+
k2
k1

)
P1(k̂1 · k̂2) +

4
21P2(k̂1 · k̂2) . (5.3)

In the following section, we will show a pedagogical derivation of the skew-spectrum in harmonic space

and consider cross-correlations between two tracers, that is, galaxy surveys and CMB lensing in our case.

5.2.1 Power Spectrum and Bispectrum in Harmonic Space

We will begin by spelling out the power spectrum and bispectrum of the projected galaxy and CMB lensing

convergence fields used in our analysis and in particular we will emphasize properties of the bispectrum that

are crucial for a fast implementation of the skew-spectrum.

The CMB weak lensing convergence field κ(n̂), which is a projection of matter fluctuations from the

surface of last scattering to the present, is given by [203,204]

κ(n̂) =
∫ ∞

0
dχ Wκ(χ)δm(χ, n̂), (5.4)

Wκ(χ) =
3
2Ωm0H2

0
1 + z(χ)

H(χ)
χ(χs − χ)

χs
θ(χs − χ), (5.5)

where χs is the comoving distance to the last scattering surface, H0 is the Hubble parameter today, Ωm0 is the

fraction of matter density today, and θ(x) is the Heaviside theta function. Note that the matter density δm

includes cold dark matter (CDM), baryons and massive neutrinos. Since gravitational lensing traces matter

down to the lowest redshift and to small scales, the CMB lensing convergence field encodes non-Gaussian

information.

On the other hand, galaxy samples populate a wide redshift coverage and have to be projected into several

tomographic bins in order to be cross-correlated with CMB lensing. We define the projected galaxy density

field as3

δi
g(n̂) =

∫ ∞

0
dχ Wi

g(χ)δg(χ, n̂) , (5.6)

Wi
g(χ) =

1
n̄i

dni
dχ , n̄i ≡

∫ ∞

0
dχ dni

dχ , (5.7)

3Gravitational lensing can also modify the observed distribution of galaxies through magnification bias [205,206].
We do not include this effect here, but it should be taken into account in actual data analysis.
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where i labels the tomographic bin and dni/dχ is the number density of galaxies determined by the specifi-

cation of the survey.

We are interested in the auto- and cross-correlated power spectra and bispectra of these two fields.

Denoting {a, b, c} ∈ {κ , g}, the power spectrum can be written as

〈δa
ℓmδb∗

ℓ′m′〉 = δKℓℓ′δKmm′Cab
ℓ , (5.8)

and

Cab
ℓ =

∫ ∞

0
dχ Wa(χ)

∫ ∞

0
dχ′Wb(χ′)Iab

ℓ (χ, χ′) , (5.9)

Iab
ℓ (χ, χ′) ≡ 4π

∫ ∞

0
dk k2jℓ(kχ)jℓ(kχ′)Pab(χ, χ′; k) , (5.10)

where jℓ is the spherical Bessel function. Note that according to our convention, Cκg
ℓ contains Pκg which

should be understood as Pmg. Similarly, the bispectrum is expressed as

〈δa
ℓ1m1δ

b
ℓ2m2δ

c
ℓ3m3〉 = Gm1m2m3

ℓ1ℓ2ℓ3 babc
ℓ1ℓ2ℓ3 , (5.11)

where Gm1m2m3
ℓ1ℓ2ℓ3 is the Gaunt integral defined as

Gm1m2m3
ℓ1ℓ2ℓ3 ≡ gℓ1ℓ2ℓ3

 ℓ1 ℓ2 ℓ3

m1 m2 m3

 , (5.12)

gℓ1ℓ2ℓ3 ≡
√

(2ℓ1 + 1)(2ℓ2 + 1)(2ℓ3 + 1)
4π

 ℓ1 ℓ2 ℓ3

0 0 0

 . (5.13)

The bispectrum can be schematically organized as follows [200,207]:

babc
ℓ1ℓ2ℓ3 =

∑
n1n2n3

cabc
n1n2n3

∫ ∞

0
dr r2Ĩac

ℓ1 (r; n1)̃Ibc
ℓ2 (r; n2)̃Ic

ℓ3(r; n3) , (5.14)

where the factorized terms Ĩℓ are

Ĩab
ℓ (r; n) ≡ 4π

∫ ∞

0
dχ Wa(χ)D+(χ)

∫ ∞

0
dk k2+njℓ(kr)jℓ(kr)Pab(k) , (5.15)

Ĩa
ℓ(r; n) ≡ 4π

∫ ∞

0
dχ Wa(χ)D2

+(χ)
∫ ∞

0
dk k2+njℓ(kr)jℓ(kr) . (5.16)

Here, D+ is the growth function normalized at z = 0 and the coefficients cabc
n1n2n3 are numeric coefficients
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from the bias expansion and the SPT kernels. Despite the highly oscillatory spherical Bessel functions in

the integrals Iab
ℓ , Ĩab

ℓ and Ĩa
ℓ, they can be computed efficiently with the use of the Limber approximation [208]

and the FFTLog algorithm [200, 207, 209, 210]. Note that this separable form of the bispectrum based on

Ĩℓ is crucial for a fast estimation of the skew-spectrum from actual data and we will see how it works in

Section 5.2.4. To be complete, we note that in the presence of massive neutrinos, the effective fluid description

formally breaks down [211]. However, it has been demonstrated in [212, 213] that it is sufficient to account

for the neutrino free-streaming by including a non-trivial scale dependence in the growth function D+, which

is set by the free-streaming scale [214]

kfs ≈ 0.23
( Mν

0.1 eV

)( 2
1 + z

Ωm0
0.23

)1/2
hMpc−1 , (5.17)

below which neutrinos do not contribute to the clustering of structures. Using the Limber approximation,

we can still preserve the separable form in the presence of a scale-dependent growth function (modulo

some reorganizations), while with the FFTLog algorithm, we can make use of the expansion D+(χ, k) =∑
p ωp(k)χp to still maintain the desired form [200], where p = 0, 1, 2, ..., and ωp(k) are the coefficients of

the polynomial expansion of the growth factor at each k.

5.2.2 Skew-Spectrum Estimator

We will briefly review the derivation of the skew-spectrum in this section. We follow a similar procedure as

in [194,195], but modified for more than one field and in harmonic space.

For the moment, let us consider a single observed field δℓm. Under the regime of weak non-Gaussianity,

the MV estimator for the amplitude fNL of the bispectrum is given as [192]

f̂NL =
σ2

(4πfsky)2
∑
ℓ1ℓ2ℓ3

g2
ℓ1ℓ2ℓ3

bth
ℓ1ℓ2ℓ3 b̂obs

ℓ1ℓ2ℓ3

Cℓ1Cℓ2Cℓ3

=
σ2

(4πfsky)2
∑
ℓ1m1

∑
ℓ2m2

∑
ℓ3m3

Gm1m2m3
ℓ1ℓ2ℓ3 bth

ℓ1ℓ2ℓ3

δℓ1m1δℓ2m2δℓ3m3

Cℓ1Cℓ2Cℓ3
, (5.18)

where σ2 is the inverse variance of the estimator, bth
ℓ1ℓ2ℓ3 is the theoretical template, and b̂obs

ℓ1ℓ2ℓ3 is the observed

bispectrum. While we denote the estimator as f̂NL, it can be applied to estimate the bispectrum amplitude

of any non-Gaussian field. For example, when applied to the halo bispectrum, it may be used to infer the

halo bias parameters.

Now we want to recast equation 5.18 as a sum over estimators of two-point statistics ˆ̃Cℓ. Schematically,
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we want

f̂NL ∝
∑
ℓ

ˆ̃Cℓ . (5.19)

It is straightforward to verify that this reorganization is possible by identifying the quadratic field:

Dℓm = (−1)m ∑
ℓ1m1

∑
ℓ2m2

Gm1m2(−m)
ℓ1ℓ2ℓ bth

ℓ1ℓ2ℓ
δℓ1m1

Cℓ1

δℓ2m2

Cℓ2
. (5.20)

The odd factor (−1)m is simply a choice of phase which allows the skew-spectrum estimator to assume the

canonical form of an estimator of a two-point function. Thus, we see that the requisite kernel to obtain the

quadratic field is simply the theoretical template. Upon cross-correlating this quadratic field with a filtered

field we obtain

〈
Dℓm

δ∗ℓ′m′

Cℓ′

〉
= δKℓℓ′δKmm′

∑
ℓ1ℓ2

g2
ℓ1ℓ2ℓ

2ℓ+ 1
bth
ℓ1ℓ2ℓbobs

ℓ1ℓ2ℓ

Cℓ1Cℓ2Cℓ
= δKℓℓ′δKmm′C̃ℓ, (5.21)

and we call this statistic the skew-spectrum. Consequently, the estimator for the skew-spectrum can be

directly given as

ˆ̃Cℓ =
1

2ℓ+ 1
∑

m
Dℓm

δ∗ℓm
Cℓ

. (5.22)

For multiple fields, this statistic can be generalized straightforwardly. For simplicity, let us define δa
ℓm/Ca

ℓ ≡

δ̃a
ℓm. The quadratic field then becomes

Dab
ℓm = (−1)m ∑

ℓ1m1

∑
ℓ2m2

Gm1m2(−m)
ℓ1ℓ2ℓ baab,th

ℓ1ℓ2ℓ δ̃a
ℓ1m1 δ̃

a
ℓ2m2 , (5.23)

where we always assume that the quadratic field comes from only one field. We may cross-correlate this

quadratic field with another field to obtain the skew-spectrum, which is defined as follows:

〈
Dab

ℓmδ̃b∗
ℓ′m′

〉
= δKℓℓ′δKmm′C̃ab

ℓ (5.24)

and

C̃ab
ℓ =

∑
ℓ1ℓ2

g2
ℓ1ℓ2ℓ

2ℓ+ 1
baab,th
ℓ1ℓ2ℓ baab,obs

ℓ1ℓ2ℓ

Ca
ℓ1Ca

ℓ2Cb
ℓ

. (5.25)
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This quantity can also be readily estimated using standard power spectrum techniques,

ˆ̃Cab
ℓ =

1
2ℓ+ 1

∑
m

Dab
ℓmδ̃b∗

ℓm . (5.26)

5.2.3 Legendre Polynomial Decomposition of Skew-Spectrum

Motivated by [194, 195], we follow a decomposition of the skew-spectrum based on Legendre polynomials

and we analyze each of the terms as separate observables. In this section, we provide its details and specify

its analytical covariance. We will compare the full and decomposed skew-spectra and conclude that the

decomposition in Legendre polynomials helps the agreement with constraints from the full bispectrum.

At leading order in perturbation theory, the matter bispectrum is written as

Bmmm(k1, k2, k3) = 2F2(k1, k2)P(k1)P(k2) + 2 perms. , (5.27)

where the kernel F2 is the SPT kernel defined in equation 5.3. Going from matter overdensities to galaxy

overdensities through a perturbative bias expansion4 (see [216] for a review), we can write down the galaxy

bispectrum (decomposed into Legendre polynomials Pℓ) as

Bggg(k1, k2, k3) = 2
(17

21b3
1 + b2

1
b2
2 − 2

3b2
1bG2

)
P0(k̂1 · k̂2)P(k1)P(k2)

+ 2b3
1
1
2

(k1
k2

+
k2
k1

)
P1(k̂1 · k̂2)P(k1)P(k2)

+ 2
( 4

21b3
1 +

2
3b2

1bG2

)
P2(k̂1 · k̂2)P(k1)P(k2)

+ 2 perms. (5.28)

We can do the same decomposition for the angular galaxy bispectrum by simply projecting,

bggg
ℓ1ℓ2ℓ3 =

(17
21b3

1 + b2
1
b2
2 − 2

3b2
1bG2

)
hggg

0,ℓ1ℓ2ℓ3 + b3
1hggg

1,ℓ1ℓ2ℓ3 +

( 4
21b3

1 +
2
3b2

1bG2

)
hggg

2,ℓ1ℓ2ℓ3 , (5.29)

4We assume a simple co-evolution halo bias model here as described in Appendix E.1. This is a simplified scenario
and in practice we need to consider an additional halo occupation distribution model [215] for the galaxy density
field.
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where each of the haab
i,ℓ1ℓ2ℓ3 terms comes from different Legendre polynomials:

haab
0,ℓ1ℓ2ℓ3 → P0(k̂1 · k̂2)P(k1)P(k2) + 2 perms.

haab
1,ℓ1ℓ2ℓ3 →

1
2

(k1
k2

+
k2
k1

)
P1(k̂1 · k̂2)P(k1)P(k2) + 2 perms.

haab
2,ℓ1ℓ2ℓ3 → P2(k̂1 · k̂2)P(k1)P(k2) + 2 perms. . (5.30)

Since the redshift evolution of the bias parameters are all absorbed into haab
i,ℓ1ℓ2ℓ3 due to the projection, the

biases here just enter as amplitude parameters. Following this terminology, we can also get the kernels

for cross-correlated bispectra of ggκ, κκg and κκκ from the three Legendre polynomials. Thus the skew-

spectrum can now be written as

C̃ab,i
ℓ =

1
2ℓ+ 1

∑
ℓ1ℓ2

g2
ℓ1ℓ2ℓ

haab
i,ℓ1ℓ2ℓb

aab,obs
ℓ1ℓ2ℓ

Ca
ℓ1Ca

ℓ2Cb
ℓ

, (5.31)

where gℓ1ℓ2ℓ is the geometric factor defined in equation 5.13. There is a difference between these kernels and

the ones from [194, 195]. They consider unsymmetrized kernels over kj’s with j = 1, 2, 3, while we impose

symmetry in haab
i,ℓ1ℓ2ℓ3 over ℓj’s.

Assuming a Gaussian covariance (i.e., we only consider the disconnected pieces), we can write down the

diagonal and off-diagonal terms for the covariance matrix as

〈 ˆ̃Cab,i
ℓ

ˆ̃Ca′b′,j
ℓ′ 〉ℓ=ℓ′ =

1
2ℓ+ 1

CDab,i,Da′b′,j

ℓ Cbb′

ℓ

Cb
ℓCb′

ℓ

+
4

(2ℓ+ 1)2
Cba′

ℓ Cab′

ℓ

Cb
ℓCa′

ℓ Ca
ℓCb′

ℓ

∑
ℓ1

g2
ℓ1ℓℓ

Caa′
ℓ1

Ca
ℓ1Ca′

ℓ1

haab
i,ℓ1ℓℓha′a′b′

j,ℓ1ℓℓ , (5.32)

〈 ˆ̃Cab,i
ℓ

ˆ̃Ca′b′,j
ℓ′ 〉ℓ ̸=ℓ′ =

4
(2ℓ+ 1)(2ℓ′ + 1)

Cba′
ℓ Cab′

ℓ′

Cb
ℓCa′

ℓ Ca
ℓ′Cb′

ℓ′

∑
ℓ1

g2
ℓ1ℓℓ′

Caa′
ℓ1

Ca
ℓ1Ca′

ℓ1

haab
i,ℓ1ℓ′ℓha′a′b′

j,ℓ1ℓℓ′ , (5.33)

where

CDab,i,Da′b′,j

ℓ =
2

2ℓ+ 1
∑
ℓ1ℓ2

g2
ℓ1ℓ2ℓ

Caa′
ℓ1 Caa′

ℓ2

Ca
ℓ1Ca

ℓ2Ca′
ℓ1Ca′

ℓ2

haab
i,ℓ1ℓ2ℓha′a′b′

j,ℓ1ℓ2ℓ. (5.34)

With the above equations in hand, we make a preliminary forecast to monitor the performance using only

the first tomographic bin of DESI ELG, z = [0.65, 0.9]. To begin, we vary only galaxy bias parameters and

Ashot [194,202], which measures the deviation from Poisson shot noise (see Section 5.3 and Appendix E.1 &

E.2 for the full details).

In Figure 5.1, we show the covariance matrix of the decomposed skew-spectrum. Even though the
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diagonal components contribute the most in the covariance matrix, simply neglecting off-diagonal pieces can

overestimate the constraints on parameters of interests (see [195]). Therefore, in all the forecasts shown

henceforth we include the off-diagonal terms as well.

h0 h1 h2

C̃`

h0

h1

h2

C̃`

DESI ELG, z = [0.65, 0.9]

10−8

10−7

10−6

10−5

Figure 5.1: Covariance matrix of the skew-spectrum with decomposition into Legendre polynomials for
the first tomographic bin of DESI ELG, z = [0.65, 0.9]. The kernels hi (see equation 5.30) here correspond
to the different Legendre polynomials, as discussed in Section 5.2.3. The range of multipoles is ℓ ∈ [20, 305]
and is in increasing order within each submatrix.

We first perform a comparison of forecasts with and without the decomposed kernels in the skew-

spectrum5 (see Figure 5.2). We can see that with the decomposition in Legendre polynomials, constraints

from the skew-spectrum agree well with that from the bispectrum within 7%. On the other hand, skew-

spectra without decomposition show worse constraints and degeneracy directions of the contours are tilted.

Therefore, hereafter we only consider the spectra with the decomposed kernels.

In order to understand why we see an improvement when the skew-spectra are decomposed into Legendre

polynomials, let us consider an example in 3D k-space for simplicity. As shown in equation 5.28, we can

decompose the bispectrum as

B(k1, k2, μ) =
∑
ℓ

Bℓ(k1, k2)Pℓ(μ), (5.35)

with μ ≡ k̂1 · k̂2. One thing to note here is that the relationship between B(k1, k2, μ) and Bℓ(k1, k2) is

invertible since the Legendre polynomials Pℓ(μ) form an orthonormal and complete basis. However, in the

5To obtain the covariance matrix for the case without the decomposition, we may simply replace hggg
i,ℓ1ℓ2ℓ3 in

equations 5.32-5.34 by the leading-order theoretical bggg
ℓ1ℓ2ℓ3 in equation 5.29.
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case of the skew-spectrum P̃(k),

P̃(k) =
∫

d3q
(2π)3

Bth(k − q, q,−k)Bobs(k − q, q,−k)
P(|k − q|)P(q)P(k) , (5.36)

when we insert equation 5.35 in the above expression we obtain,

P̃(k) =
∑
ℓ

P̃ℓ(k) , (5.37)

where P̃ℓ(k) is the skew-spectrum obtained using the redshift-space Legendre polynomial kernels (see the

RHS of equation 5.30). Note that this expression is different from equation 5.35 above, namely that there is no

decomposition of the skew-spectrum itself occurring in an orthonormal basis. This implies that equation 5.37

is not invertible, unlike the case of the bispectrum. Nevertheless, we see that knowing the P̃ℓ(k) terms still

allows us to determine P̃(k) exactly. This implies that the decomposed spectra contain at least as much

information as the full skew-spectrum. The lack of invertibility of equation 5.37 means that the decomposed

spectra must contain more information.

Moreover, there is a physical reason behind the improvement we observe. Recall that in Ref. [194] the

Legendre polynomial kernels were used to construct the quadratic field. It was pointed out that the skew-

spectra computed with each Legendre polynomial kernel were mostly sensitive to the combination of bias

parameters appearing as their pre-factors in the tree-level bispectrum (equation 5.28), therefore improving

the constraints on each bias parameter overall.

We then study what happens when, in addition, we marginalize over the seven νΛCDM parameters with

the same DESI redshift bin. We see that constraints on galaxy biases from skew-spectra now becomes at

most 1.3 times worse than those from the bispectrum, but still preserve the degeneracy lines. For the rest of

the parameters, the degradation factors vary between 1.2 and 1.6, which are slightly worse than the biases,

but also preserve the degeneracy directions. As we will see later in Section 5.3, this can be further improved

with the combination of more tomographic bins and cross-correlations with CMB lensing.

5.2.4 Data Application Algorithm

While the bispectrum of Fourier modes benefits from factorization due to momentum conservation, the same

is not true for the angular bispectrum. Namely, it is possible to write the bispectrum in momentum space

into a separable form,

B(k1, k2, k3) =
∑

i
fi(k1)gi(k2)hi(k3) (5.38)

118



0 1 2

b̄1
1

−10

0

10

A
sh

o
t

−20

0

20

b̄1 G 2

−20

0

20

b̄1 2

−20 0 20

b̄1
2

−15 0 15

b̄1
G2

−10 0 10

Ashot

DESI ELG, z = [0.65, 0.9]

Skew-Spectrum (w/ decomp.)
Skew-Spectrum (w/o decomp.)
Bispectrum

Figure 5.2: Forecasted 1σ and 2σ constraints on the bias parameters and Ashot for the first tomographic
bin of DESI ELG, z = [0.65, 0.9]. Here we compare the constraints with and without applying a kernel
decomposition on the skew-spectrum. For the case with decomposition, we analyze each kernel term as a
separable observable given by equation 5.31, while for the case without decomposition, equation 5.25 is used.
We vary only bias parameters and Ashot and do not marginalize over the νΛCDM parameters here.

for some functions fi, gi and hi, but not for the one in harmonic space because of the line-of-sight projec-

tion. This factorizability in momentum space is crucial to recast the quadratic field as a convolution and

thus improve the computational speed of the skew-spectrum estimation using fast Fourier transform algo-

rithms [194,195]. In order to achieve the same for angular bispectra, recall that the kernel can be expressed

as

habc
ℓ1ℓ2ℓ3 =

∑
n1n2n3

cabc
n1n2n3

∫ ∞

0
dr r2Ĩac

ℓ1 (r; n1)̃Ibc
ℓ2 (r; n2)̃Ic

ℓ3(r; n3) . (5.39)
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Thus, we can organize the quadratic field as follows,

Dab
ℓm = (−1)m ∑

n1n2n3

caab
n1n2n3

×
∫ ∞

0
dr r2 ∑

ℓ1m1

∑
ℓ2m2

Gm1m2(−m)
ℓ1ℓ2ℓ (̃Iab

ℓ1 (r, n1)δ̃
a
ℓ1m1)(̃Iab

ℓ2 (r, n2)δ̃
a
ℓ2m2 )̃Ib

ℓ(r, n3)

= (−1)m ∑
n1n2n3

caab
n1n2n3

∫ ∞

0
dr r2Dab

ℓm(r; n1, n2)̃Ib
ℓ(r, n3) , (5.40)

where

Dab
ℓm(r; n1, n2) =

∫
d2n̂ Y∗

ℓm(n̂)Δab(n̂; r, n1)Δab(n̂; r, n2) , (5.41)

and Δab is defined as the field in position space with harmonic coefficients being

Δab
ℓm(r, n) = Ĩab

ℓ (r, n)δ̃a
ℓm . (5.42)

Similar to the skew-spectrum in Fourier space, in order to get Dab
ℓm, instead of summing over all the spherical

harmonic coefficients as in equation 5.40, we can directly multiply the two Δab fields in position space.

Finally, we only need to cross-correlate the quadratic field Dab
ℓm with δ̃b

ℓm in harmonic space. We summarize

the roadmap as follows:

Skew-Spectrum Estimation Algorithm

1. Obtain fields δa(n̂) and δb(n̂).

2. Compute the filtered harmonic coefficients, δ̃a
ℓm and δ̃b

ℓm.

3. Pointwise product between δ̃a
ℓm and Ĩab

ℓ (r, ni) to obtain Δab
ℓm(r, ni).

4. Return to position space to obtain Δab(n̂; r, ni).

5. Compute harmonic transform of Δab(n̂; r, n1)Δab(n̂; r, n2).

6. Product with Ĩb
ℓ(r, n3) and integrate over r to obtain the quadratic field.

7. Cross-correlate with δ̃b
ℓm to obtain ˆ̃Cab

ℓ .

5.3 Forecast

In this section we will compare the constraining power between the bispectrum and the skew-spectrum

through a Fisher information analysis [217], as the first step to demonstrate its utility before proceeding

to apply it on simulations. As shown in the previous section, it is necessary to decompose the kernels
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appropriately so as to achieve the optimal agreement with the bispectrum. After outlining our methodology,

we will show a forecast using DESI ELG and Planck specifications as our reference. The survey specifications

are described in Appendix E.2.

5.3.1 Methodology

We perform a Fisher forecast to study the information content of skew-spectra and full bispectra. The data

vector for the skew-spectrum consists of the three kernels and cross-correlations with CMB lensing, so it can

be expressed as

d = {C̃gjgj,i
ℓ , C̃gjκ,i

ℓ , C̃κgj,i
ℓ , C̃κκ,i

ℓ } , (5.43)

where i indicates the order of Legendre polynomials and j labels the tomographic bins. Note that the data

vector should include all i, j and ℓs at the same time because there are correlations between most of them. The

theoretical covariance matrix, C, is computed using equations 5.32 and 5.33. Therefore, given parameters λ
of interests, we can write down the Fisher matrix Fskew as

Fskew
αβ =

∂d
∂λα

C−1 ∂dT

∂λβ
. (5.44)

For the bispectrum, we consider the correlations gjgjgj, gjgjκ, κκgj and κκκ to match the data vector of

the skew-spectrum. Assuming only Gaussian contributions in the covariance, the Fisher matrix Fbisp can be

written as [192,218]

Fbisp
αβ =

fsky
6
∑
abc

∑
a′b′c′

∑
ℓ1ℓ2ℓ3

g2
ℓ1ℓ2ℓ3

∂babc
ℓ1ℓ2ℓ3

∂λα

(
C′−1

ℓ1

)
aa′
(
C′−1

ℓ2

)
bb′

(
C′−1

ℓ3

)
cc′

∂ba′b′c′
ℓ1ℓ2ℓ3

∂λβ
, (5.45)

where (C′
ℓ)aa′ = Caa′

ℓ + δKaa′Naa′
ℓ , Nℓ is the noise power spectrum, and gℓ1ℓ2ℓ3 is the geometric factor defined

in equation 5.13. With the Fisher matrix in hand, we can obtain lower bounds of the errors for each λα via

the Cramér-Rao inequality:

Var(λα) ≥
(
F−1)

αα . (5.46)

We use the best-fit Planck 2018 cosmological parameters as our fiducial cosmology [6] and set the total

sum of the neutrino mass Mν to be 60 meV. Besides the three galaxy bias parameters in each tomographic

bin, we also include Ashot to measure the deviation from the Poisson shot noise. That is, the parameters
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considered in our analysis are

λ = {H0, ωb, ωc, As, ns, τ, Mν} ∪
Nbin⋃
i=1

{b̄i
1, b̄i

2, b̄i
G2} ∪ {Ashot} , (5.47)

where Nbin = 4 and i labels the tomographic bin. Also note that b̄i
O parametrizes the amplitude of the bias

parameters by b̄i
Obi

O(z) with bi
O(z) being the fiducial redshift evolution of bias parameters, so the fiducial

values for b̄i
O are all set to be 1. Further, in our modelling of the galaxy power and bispectrum, we will assume

a non-Poisson shot noise. It was shown in [219, 220] that the Poisson prediction should receive corrections

due to clustering and exclusion effects of halos, especially on large scales. We will model the deviation of

shot noise from the Poisson prediction through a phenomenological parameter Ashot. We provide details of

our model in Appendix E.1.

To model the non-linear matter power spectrum, we implement Halofit [221, 222] using CAMB. For the

modelling of the observed bispectrum, we go beyond the discussion in Section 5.2.3. First, we include the

fitting formula from simulations for the SPT kernel F2 to account for the bispectrum beyond the linear

regime as it is accurate for scales k ≲ 0.4 hMpc−1 and z < 1.5. In this fitting formula, F2 is modified as [223]

Ffit
2 (k1, k2) =

5
7 ã(k1)ã(k2) +

1
2
(

k̂1 · k̂2
)(k1

k2
+

k2
k1

)
b̃(k1)b̃(k2)

+
2
7
(

k̂1 · k̂2
)2

c̃(k1)c̃(k2), (5.48)

where functions ã, b̃ and c̃ are determined by interpolation of simulations6. We also include post-Born

corrections for all bispectra that include CMB lensing, an effect which has been shown to be important [225,

226]. The inclusion of both the non-linear fitting function and the post-Born corrections to the theoretical

bispectrum are needed to achieve a better agreement of the theoretical matter and weak lensing skew-spectra

with those estimated from simulations (as we will show in Section 5.4).

Even though we apply the fitting formula in the SPT kernel for our analysis, to be conservative we still

restrict ourselves to the regime kmax ∼ 0.1 hMpc−1. We set the range of multipoles to be ℓ = 20− 305 for all

tomographic bins. In order to facilitate the computation, we also set Δℓ = 2 and rescale the Fisher matrix

by ntotal/nsample in the end, where ntotal is the total number of possible non-vanishing configurations and nsample

is the number of configurations sampled. Furthermore, we do not include redshift-space distortions (RSD)

since the effect was determined to affect the forecast only at the percent level [200]. We also note that the

inclusion of RSD is more straightforward in harmonic space. In redshift space it is necessary to fix a LOS

and therefore break isotropy, and this amounts to a modification of the skew-spectrum estimator [196] and

6While more precise fitting functions for the bispectrum are available [224], we choose to use this one for simplicity.
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the inclusion of a larger number of spectra. In harmonic space, it is only necessary to include extra terms in

the theoretical bispectrum [227], but the estimator remains the same.

5.3.2 CMB×LSS Forecast

We present in Figure 5.3 a comparison between the 1σ forecasted constraints from DESI ELG × Planck

lensing bispectrum and skew-spectrum. We do not put any prior on As in this case because the cross-

correlation between galaxies and CMB lensing can already break the degeneracies between As and galaxy

biases. Compared to the simple forecast in Section 5.2.3, we find that adding the cross-correlation and

including more tomographic bins enable a better agreement between the constraints from the skew-spectrum

and the ones from the full bispectrum when we marginalize over the νΛCDM parameters. Discrepancies for

galaxy bias parameters display less than 12% differences and at most 17% for cosmological parameters. The

largest discrepancy is seen for the parameter Ashot (50%), due to the impact from cosmological parameters.

This suggests that the skew-spectrum can be a robust estimator on non-amplitude parameters without direct

estimation of the full bispectrum from the data. It is therefore also expected that the two approaches for

Cℓ + Bℓ1ℓ2ℓ3 and Cℓ + C̃ℓ should be competitive with each other, but this is not the focus of this paper.

We note that from a joint analysis of CMB lensing and LSS we expect tight constraints mainly on ωm,

σ8, Mν, along with the galaxy bias parameters. However, we choose to vary the full cosmology in order to

achieve a more complete sense of the non-Gaussian information content of the skew-spectra.
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Figure 5.3: Relative difference in the 1σ forecasted constraints between DESI ELG × Planck lensing
bispectrum and skew-spectrum. In the biases, we show only the last bin to be concise, but the rest show a
relative difference of less than 12%. We also omit Ashot, which shows a relative difference of 50%.
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5.4 Simulations

In preparation for the application of our formalism to real data, we test it on the MassiveNuS simulation

suite7 [201]. These simulations contain 10243 CDM particles with neutrino patches in a box of size 512
h−1Mpc and contain 67 snapshots from z = 0 up to z = 45. We use the publicly available fiducial model

of the simulation with Mν = 0.1 eV. We also utilize the halo catalogue offered by MassiveNuS obtained by

a friends-of-friends-based algorithm. For selection and analysis of the halo catalogue, we use the publicly

available code Halotools8 [228].

In order to obtain the projected halo number overdensity and the CMB lensing convergence field, we make

use of the publicly available code LensTools9 [229]. The lensing maps produced by LensTools are obtained

by ray-tracing through planes cut from the simulation box. We modify the code to generate the projected

halo number overdensity field in order to cross-correlate with the lensing convergence field. We cut each

simulation box into four planes from each of the three normal directions with thickness 126 h−1Mpc at each

sampled redshift of MassiveNuS. Then we shoot the photons from z = 0 back to the last scattering surface

with LensTools to generate 10240 CMB lensing convergence maps from one simulation box [230]. The sky

coverage of the angular maps are of 3.5× 3.5 deg2 in size with 2048 pixels per side. The ℓmin is set to be 150

with bin size Δℓ = 300. To avoid non-linearities at small scales, we put a sharp cutoff at ℓ = 1350.

To proceed with the cross-correlation, we select a halo sample with minimum mass 1.36 × 1012 h−1M⊙,

which corresponds to approximately 3.5×105 halos in the whole simulation box. Our halos populate a single

plane at z = 1.04. Thus in order to be consistent in our model, we use a top-hat window function centered

at z = 1.04. Since the simulation data is at non-linear scales and further, the ray-traced lensing convergence

maps go beyond the Born approximation, we also apply the same model for the observed bispectra discussed

in Section 5.3, which includes the fitting formula Ffit
2 and post-Born corrections in CMB lensing. As a sanity

check for our modifications of LensTools, we compare the theoretical predictions of cross-correlated power

spectra and bispectra between projected matter density and CMB lensing convergence and find agreement

with the simulation10.

The sky coverage of the simulated maps is small, so we can safely use the flat-sky approximation. We

first rewrite our skew-spectra in flat-sky coordinates in Section 5.4.1 and compare with the full-sky case

in the forecasted errors (including cosmological parameters), finding agreement up to 10% in all of the

parameters. Note that for this comparison, we assume fsky = 1. Further, we do not use the Legendre

7http://ColumbiaLensing.org

8https://halotools.readthedocs.io/en/latest/

9https://pypi.python.org/pypi/lenstools/

10We use binned power spectrum and bispectrum estimators [231–233] to compute the spectra from simulations.
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polynomial kernels and use the full bispectrum kernel instead, with the expectation that the agreement will

hold when considering the decomposed kernels. Finally, we estimate the halo biases and the parameter Ashot

from the simulations using an MCMC likelihood analysis. We present details of the bias model and shot

noise in Appendix E.1.

5.4.1 Flat-Sky Approximation

Since the sky coverage of our simulation data is small, it is sufficient to use the flat-sky approximation

here, which allows gains in speed while minimizing loss of information. To proceed, we note the following

mappings between spherical harmonic coefficients and flat-sky Fourier modes [234]:

δℓm =

√
2ℓ+ 1

4π im
∫

dϕℓ

2π e−imϕℓδ(ℓ) , (5.49)

δ(ℓ) =
√

4π
2ℓ+ 1

∑
m

i−mδℓmeimϕℓ . (5.50)

Using these mappings we obtain the quadratic filtered field,

Dab
i (ℓ) =

∫
ℓ1

∫
ℓ2

(2π)2δD(ℓ− ℓ1 − ℓ2)haab
i (ℓ1, ℓ2, ℓ)δa(ℓ1)δa(ℓ2) . (5.51)

Here haab
i is analogous to the convolution kernel in full sky. While the bispectrum above is strictly the

three-point function of flat-sky modes, for scales under consideration it is identical within a few percent to

the full-sky bispectrum. Thus, we can approximate the flat-sky theoretical bispectrum with the full-sky one:

〈
δa(ℓ1)δb(ℓ2)δc(ℓ3)

〉
= (2π)2δD(ℓ1 + ℓ2 + ℓ3)babc(ℓ1, ℓ2, ℓ3)

≈ (2π)2δD(ℓ1 + ℓ2 + ℓ3)babc
ℓ1ℓ2ℓ3 . (5.52)

The theoretical skew-spectrum then becomes

C̃ab
i,L =

1
ML

∑
ℓ∈L

∫
ℓ1

haab
i (ℓ1, ℓ− ℓ1,−ℓ)baab(ℓ1, ℓ− ℓ1,−ℓ)

Ca
ℓ1Ca

|ℓ−ℓ1|Cb
ℓ

, (5.53)

where L labels the bin and ML is the number of modes in bin L. We can straightforwardly write the estimator

as
ˆ̃Cab

i,L =
1

ML

∑
ℓ∈L

Dab
i (ℓ)δ̃b

(−ℓ) . (5.54)

We account for binning by replacing the angular integral in Fourier space as
∫ dϕℓ

2π → 1
ML

∑
ℓ∈L. Note that we

can still have a fast estimation of the skew-spectrum with the use of the FFTLog algorithm in equation 5.51,
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where convolution becomes a product of pixels of two maps in position space (see Section 5.2.4). Finally,

the theoretical covariance is

〈 ˆ̃Cab
i,L,

ˆ̃Ca′b′

j,L′ 〉 = δLL′Iab,a′b′

ij,L +
1

4πfsky
Jab,a′b′

ij,LL′ , (5.55)

where Iij,L and Jij,LL′ are

Iab,a′b′

ij,L ≡ 2
M2

L

∑
ℓ∈L

∫
ℓ1

Cbb′

ℓ

Cb
ℓCb′

ℓ

Caa′
ℓ1 Caa′

|ℓ−ℓ1|

Ca
ℓ1Ca

|ℓ−ℓ1|Ca′
ℓ1Ca′

|ℓ−ℓ1|
haab

i (ℓ1, ℓ− ℓ1,−ℓ)ha′a′b′

j (ℓ1, ℓ− ℓ1,−ℓ) , (5.56)

Jab,a′b′

ij,LL′ ≡ 4
MLL′

∑
ℓ∈L, ℓ′∈L′

Cab′

ℓ′ Cba′
ℓ

Ca
ℓ′Cb

ℓCa′
ℓ Cb′

ℓ′

Caa′
|ℓ−ℓ′|

Ca
|ℓ−ℓ′|Ca′

|ℓ−ℓ′|
haab

i (ℓ− ℓ′, ℓ′,−ℓ)ha′a′b′

j (ℓ− ℓ′,−ℓ, ℓ′). (5.57)

Here, MLL′ denotes the number of modes from the combination of bins L and L′. We show a comparison

of the skew-spectrum between theoretical predictions and simulations in Figure 5.4 and observe a general

agreement within error bars. A comparison between the theoretical covariance and the estimated covariance

from simulations is shown in Appendix E.3, where we also see a general agreement. However, it also suggests

a more accurate modeling of small-scale spectra is required since the covariance coming from simulations

shows a larger amplitude for the κg, gκ and κκ spectra. This implies that the error bars in our Fisher

analysis are likely underestimated.

5.4.2 Bias Estimation

So far we have only shown the constraining power of the skew-spectra using Fisher analysis. In this section,

we aim to estimate halo bias parameters with an MCMC as a practical application of our method. For this

purpose, we use the publicly available Monte Carlo sampler emcee11 [235] to estimate the posterior probability

distributions of the bias parameters, b̄1, b̄2, and b̄G2 , and Ashot using halo catalogues from MassiveNuS. Since the

redshift window is narrow, we assume that the bias parameters are constant over redshift when analyzing

the simulations. In contrast to [194, 202], which conduct a momentum-space analysis of halo-halo skew-

spectra alone, we perform the analysis in harmonic space and include cross-correlation with the CMB lensing

convergence field. The setup for the simulation and the selection for halos are the same as described earlier

in this section. We assume a Gaussian likelihood and use the analytically computed covariance since we

have only one available independent simulation at hand. We adopt non-informative uniform priors on all the

four parameters, as shown in Table 5.1. Note that Ashot is expected to lie within [−1, 1] [220] and our prior

reflects this. We present our posterior distributions in Figure 5.5 and show the errors of each parameter in

11https://emcee.readthedocs.io/en/stable/
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Figure 5.4: Comparison of the skew-spectra of CMB weak lensing convergence×matter fields from the-
oretical predictions and simulations. The dashed lines show the theoretical predictions when using Ffit

2 in
equation 5.48 and the inclusion of post-Born corrections. The dots show the average value of the skew-spectra
estimated from the simulation and error bars are the variance of them. We can see agreements within the
error bars in most of the comparisons.

Table 5.1. We also show the corresponding estimated halo-halo skew-spectra in Figure 5.6, where one can see

that the qualitative shapes of the spectra are recovered in the model within error bars. While we find that

it is difficult to constrain the parameter Ashot due to the small amplitude of shot noise for our halo sample,

we see that the data favour a sub-Poissonian Ashot, i.e. the shot noise is lower than the Poisson prediction.

It is possible to model the shot noise differently. For example, we can vary two parameters α1 and α2 which

measure the deviation of the n̄−1 and n̄−2 terms respectively [194, 195]. Alternatively, one can restrict to a

single parameter and include higher-order corrections of Ashot [202] in the halo bispectrum. However, we see

that these choices do not significantly affect the constraints on the biases.

We find that b̄1 is the best constrained halo bias parameter since it enters as an overall amplitude in
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the halo × halo and halo × CMB lensing skew-spectra, and the percent error is ∼ 7.5%. Qualitatively,

the correlations between b̄1, b̄2, and b̄G2 are as expected— an increase in b̄1 must be compensated by a

decrease in the others. Finally, we compare our posterior 1σ errors for the bias parameters with a Fisher

forecast and find agreement at a 20% level. Moreover, we observe 67%, 36% and 35% tighter constraints

for b̄1, b̄2 and b̄G2 , respectively, when including the cross-correlation of the halo density field with CMB

lensing. This is expected since our hhκ and κκh skew-spectra are sufficient to independently constrain all

the bias parameters and Ashot. Note that we expect the comparison to change when we vary the cosmological

parameters. However, our example already demonstrates how inclusion of the cross-correlation can improve

constraints.

While we are able to obtain percent level errors on b̄1, we should keep in mind that there are a number of

complications that can impact this result. For example, we assume Gaussian covariance and likelihood. We

also consider a single-parameter scale-independent shot noise model. Furthermore, it is possible to improve

our modelling of the skew-spectra, which is limited primarily by modelling challenges of the non-linear

structure at k ≳ 0.4h−1Mpc. Alternatively, access to data with a larger sky coverage would increase the

number of modes and this should improve our results.

Parameter b̄1 b̄2 b̄G2 Ashot
Uniform Prior [1, 3] [−2, 12] [−5, 5] [−1, 1]

Halo + CMB Lensing 1.203 ± 0.091 6.068 ± 1.546 1.111 ± 0.562 ≥ 0.581
Halo 1.304 ± 0.153 4.502 ± 2.104 0.822 ± 0.758 ≥ 0.006

Table 5.1: Means and standard deviations from our MCMC likelihood analysis on the skew-spectra for
κκκ, ggg, κgg, and gκκ, as well as for hhh only. For Ashot, we show the 68% lower bound instead. We use
uniform priors on all the four parameters. We note that the 1σ errors for the bias parameters agree with the
Fisher forecasted values (for the same configurations) at the 20% level.

5.5 Conclusions

We show in this paper that we can efficiently extract the cosmological information encoded in the bispectra

of the cross-correlation between CMB lensing and the galaxy/halo field. We do so by introducing the

bispectrum-weighted skew-spectrum as a proxy statistic to compress the full cross-correlated bispectra in

LSS × CMB lensing analysis. The problem thereafter simply becomes the estimation of the cross-correlated

power spectra between a filtered quadratic field and a filtered density fields.

This procedure utilizes the separable form of the angular bispectrum given in equation 5.14 and the fact

that convolution in harmonic space can be done by simple products in position space.

To show the power of the skew-spectrum, we demonstrate through a Fisher forecast that the information

content of the bias parameters from the skew-spectrum is the same as that from the full bispectrum within
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7%. We then move a step further to include the seven νΛCDM cosmological parameters in our analysis

and still find satisfactory agreement. Based on these results, we perform a forecast for DESI ELG × Planck

lensing and find that the agreement is even better when we have more tomographic bins and the cross-

correlation with CMB lensing. The differences between skew-spectra and full bispectra are less than 17%
for most of the parameters we consider in our analysis, reaching at most 12% for all bias parameters.

We provide a fast pipeline to estimate the skew-spectrum from real data and, as a first step before

application to real data, we apply our formalism to the MassiveNuS simulation suite. We perform an MCMC

likelihood analysis on the halo bias parameters and Ashot with the use of cross-correlated skew-spectra for

the projected halo density field and the CMB lensing convergence field. Due to limitations in the available

modes from the simulations we obtain modest constraints, especially on Ashot, a detection of which is limited

by the amplitude of shot noise for our range of halo masses. Note that we assume a simple scenario in this

analysis. For instance, we consider only a Gaussian likelihood and covariance. We should keep in mind that

more rigorous studies on impacts from these assumptions are required before actual data analysis.

Realistic data will be affected by RSD and at small scales will be sensitive to loop corrections due to

gravitational non-linearities and higher-order terms in the local bias expansion. A careful treatment of these

effects is in place before applying our technique to real data. It will also be interesting to look into the

kurt-spectra [236] for higher-point correlation functions. We leave these for future work.
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6
Analysis of BOSS Galaxy Data with Weighted Skew-Spectra

6.1 Introduction

A standard route for constraining PNG has been by using the galaxy bispectrum. A challenge with this

approach is that estimating this statistic from a survey or mock is computationally expensive. Since the

covariance matrix is typically needed to be estimated from many (O(1000)) mock catalogs, performing

a Markov Chain Monte Carlo (MCMC) likelihood analysis can prove to be a time-consuming task. To

circumvent this issue, the bispectrum weighted skew-spectrum (henceforth skew-spectrum) was introduced

as a tool in LSS analyses as a compression of the bispectrum [194]. The skew-spectrum is obtained by

averaging over the bispectrum using an appropriate kernel, so that the process of estimating it from data

reduces to factorizable convolutions, which can all be reduced to a sequence of Fast Fourier Transforms

(FFTs). This type of method was initially developed in order to expedite estimators of fNL from CMB

temperature and polarization data [193], and has been subsequently developed for the large-scale structure

of the universe. Refs. [194, 195, 237] studied such skew-spectra for the galaxy bispectrum in Fourier space,

and these were subsequently extended to redshift-space bispectra [196, 202, 238] and harmonic space for

weak-lensing analyses [4, 197]. In this paper, we present the first application of skew-spectra to LSS data.

Using the BOSS DR12 galaxy catalogue [7,23], we focus on investigating PNG due to single-field inflation

using the one-loop galaxy power spectrum multipoles and the tree-level galaxy skew-spectra. There are
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some differences in the precise redshift-space distortions (RSD) information used in the literature and the

one we employ here. Ref. [24] makes use of the bispectrum monopole at tree-level and uses the window-free

estimator [21] in order to de-contaminate the measured bispectrum from survey geometry effects. Ref. [26]

goes to 1-loop order in the bispectrum monopole and, instead, chooses to approximate window function

effects using a phenomenological approximation [220]. In this work, we will use skew-spectra with multiple

kernels to capture RSD information in the bispectrum, and we will apply a phenomenological approximation

to the window effects.

The outline of this work is as follows: we first present the theoretical specifications of our model for the

power and skew-spectra in §6.2, which uses the Effective Field Theory of large-scale structure framework.

The estimation of skew-spectra from the BOSS galaxy catalogues and from simulations is discussed in §6.3,

and details regarding our inference methodology are provided in §6.4. Finally, we discuss our results in §6.5.

6.2 The Theory Model

One of the main advantages of the skew-spectra is to optimally measure the amplitude parameters in the

galaxy bispectrum, while being computationally much more efficient than the standard bispectrum. The

amplitude AB of the galaxy bispectrum Bg(k1, k2, k3) is obtained through a minimum-variance estimator

[194,239],

ÂB =

∫
d3k
Nth

∫
q

Bth
g (k, q,−k − q)

Pgg(k)Pgg(q)Pgg(|k + q|)
× [δg(k)δg(q)δg(−k − q)− 3 〈δg(k)δg(q)〉 δg(−k − q)] , (6.1)

where Bth
g (k1, k2, k3) is the theoretical template for the galaxy bispectrum, Pgg(k) is the galaxy power spec-

trum, and Nth is the number of k-modes. Hereafter, we will use the following notation:
∫

q ≡
∫ d3q

(2π)3 .

The amplitude estimator is a sum of the form ÂB = Â(1)
B + Â(3)

B , where Â(1)
B is a linear term in δg(k)

and Â(3)
B is cubic in δg(k) [240]. We will ignore the linear term, which only has the effect of increasing the

variance. To reduce clutter, we will still call the amplitude estimator ÂB (instead of Â(3)
B ).

If the theoretical bispectrum can be written in a separable fashion, i.e. Bth
g (k1, k2, k3) = f(k1)g(k2)h(k3),

the above estimator can be rewritten as:

ÂB =

∫
d3k
Nth

[ fδg
Pgg

⋆
gδg
Pgg

]
(k)hδg

Pgg
(−k)

= 4π
∫

dk k2

Nth

ˆ̃P(k), (6.2)
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where ˆ̃P(k) is the skew-spectrum defined as:

ˆ̃P(k) =

∫
dk̂
4π

[ fδg
Pgg

⋆
gδg
Pgg

]
(k)hδg

Pgg
(−k). (6.3)

We can relax the optimality of this statistic and, instead of Bth
g , choose any kernel S(k, k′) to convolve

with, as long as the kernel is still product separable. To be precise, given an arbitrary kernel S(k, k′) =

f(k)g(k′)h(−k − k′), the estimator is defined as,

ˆ̃PS(k) =

∫
dk̂
4π [fδg ⋆ gδg] (k)hδg(−k). (6.4)

We will specify our choices for these kernels in §6.2.5. Note that given some arbitrary separable kernel S,

we can write the theory skew-spectrum as:

P̃S(k) =
〈
ˆ̃PS(k)

〉
=

∫
dk̂
4π

∫
q
S(q, k − q)Bg(q, k − q,−k), (6.5)

where Bg is the theoretical template for the galaxy bispectrum.

Therefore, in order to compute the skew-spectrum, it is necessary to first specify a theoretical model for

the power spectrum and bispectrum. We will begin with a discussion of the primordial bispectrum shapes

in §6.2.1, and then lay out the details of the late-time galaxy power spectrum and bispectrum, under the

EFT of LSS in §6.2.2.

6.2.1 Primordial Bispectrum

By treating the inflaton field as a Goldstone mode of broken time-diffeomorphisms, the EFT of inflation

generates interactions that are fixed by a few unknown speed-of-sound parameters [20, 24]. In this minimal

scenario, the two cubic self-interactions of the inflaton field lead to two distinct shapes of bispectra, namely

the equilateral and orthogonal shapes, with amplitudes fequilNL and forthoNL , respectively. The precise expression

for the bispectrum of the primordial curvature perturbation ζ is given by [241,242]:

Bζ(k1, k2, k3) =
18
5 Δ4

ζ
B(k1, k2, k3)

k2
1k2

2k2
3

. (6.6)

Here Δ2
ζ ≈ 4.1 × 10−8 [14] is the amplitude of the primordial power spectrum, i.e. k3Pζ(k) = Δ2

ζ(k/k∗)
ns−1,

where ns is the spectral tilt and the pivot scale k∗ = 0.05 Mpc−1. The equilateral and orthogonal templates

133



fix the shape function B, given by:

Bequil(k1, k2, k3) =
(k1

k2
+ 5 perms.

)
−
( k2

1
k2k3

+ 2 perms.
)
− 2 , (6.7)

Bortho(k1, k2, k3) = (1 + p)Δ
e3

− pΓ3

e2
3
. (6.8)

The various parameters appearing above are defined as:

p = 8.52587 , Δ = (−k1 + k2 + k3)(k1 − k2 + k3)(k1 + k2 − k3) (6.9)

e2 = k1k2 + k2k3 + k1k3 , e3 = k1k2k3 (6.10)

Γ =
2
3e2 −

1
3 (k

2
1 + k2

2 + k2
3) . (6.11)

In the subsection below, we will discuss how these primordial shapes enter the late-time galaxy correlators.

6.2.2 Late-Time Power Spectrum and Bispectrum

The EFT of LSS is a perturbative model built to capture the gravitational evolution of galaxy correlators

up to some nonlinear scale. It identifies an ultraviolet scale and provides a systematic method of including

counterterms in order to appropriately renormalize the final correlators [243,244].

The power spectrum and bispectrum of the density field δL in linear theory are given by:

〈
δL(z, k)δL(z, k′)

〉
= (2π)3δD(k + k′)PL(z, k) (6.12)

〈δL(z, k1)δL(z, k2)δL(z, k3)〉 = (2π)3δD(k123)BL(z; k1, k2, k3), (6.13)

where the bispectrum BL is determined by the primordial bispectrum Bζ as:

BL(z; k1, k2, k3) = fNLT(z, k1)T(z, k2)T(z, k3)Bζ(k1, k2, k3). (6.14)

Here, k123 ≡ k1 + k2 + k3 (this notation will be followed henceforth) and T(z, k) =
√

PL(z, k)/Pζ(k) is the

matter transfer function at a given redshift z.

Apart from the non-Gaussianities generated due to purely gravitational terms, we will also need to

account for the non-linear response of the PNG to the late time power spectrum due to gravity. We follow

the same EFT of LSS model described in Ref. [24]. The perturbation theory model we use in this work is

consistent with the ones previously used in Refs. [245,246]. We include the effects of redshift-space distortion

(RSD), Fingers-of-God (FoG) [247, 248], infrared (IR) resummation [249–251], along with the appropriate

counterterms at the corresponding order of perturbation theory. We rely on the publicly available code
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CLASS-PT1 [252], an extension of the CLASS2 [253] Boltzmann code, in order to obtain the galaxy power

spectrum.

Under the EFT of LSS framework, the perturbative expansion of galaxy density fluctuations in terms of

the linear matter fluctuations δL(k, z) takes the following form:

δg(k, z) = Z1(k)δL(k, z) +
∫

q
Z2(q, k − q)δL(q, z)δL(k − q, z)

+

∫
q1,q2,q3

(2π)3δD(q123 − k)Z3(q1, q2, q3)δL(q1, z)δL(q2, z)δL(q3, z)

+fNLbζ
k2

k2
NL

δL(k, z)
T(k, z) + δctr(k, z), (6.15)

Here, kNL is the non-linear scale for matter fluctuations, which is redshift-dependent in general. To avoid

clutter, we will be omitting the redshift z for the transfer function and the density field from now on. The

RSD kernels are given by:

Z1(k) = b1 + fμ2 (6.16)

Z2(k1, k2) = b1F2(k1, k2) +
b2
2 + bG2S2(k1, k2) + fμ2G2(k1, k2)

+
fμk
2

[μ1
k1

(b1 + fμ2
2) +

μ2
k2

(b1 + fμ2
1)
]

S2(k1, k2) = (k̂1 · k̂2)2 − 1, (6.17)

and F2(k, k′) and G2(k, k′) are the usual standard perturbation theory (SPT) kernels [38]. The expression

for Z3 can be found in Ref. [252]. Here, b1, b2 and bG2 are the galaxy bias parameters and f is the growth

rate. The piece δctr contains all the required counterterm operators, which we will specify later. Lastly, the

fNLbζ term is the so-called scale-dependent bias term [174,176].

Using the ingredients above, we can write the galaxy power spectrum as:

Pgg(k, μ) = Pgg,L(k, μ) + Pgg,PNG−bias(k, μ) + Pgg,1L(k, μ)

+ Pgg,ctr(k, μ) + Pstoch(k, μ). (6.18)

The linear piece Pgg,L is the linear RSD power spectrum, which includes the damping of the baryon acoustic

oscillation (BAO) feature and captures the IR resummation [251]. The term Pgg,1L contains the standard

1https://github.com/Michalychforever/CLASS-PT

2https://lesgourg.github.io/class_public/class.html
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perturbation theory (SPT) 1-loop piece, as well as the non-Gaussian loop integral due to PNG [24]:

Pgg,1L(k, μ) = Pgg,1L SPT(k, μ) + 2Z1(k)
∫

q
Z2(q, k − q)BL(q, k − q,−k). (6.19)

Details about the 1-loop SPT term can be found in Ref. [252]. The term Pgg,PNG−bias corresponds to the well

known scale-dependent bias contribution:

Pgg,PNG−bias(k, μ) =
2fNLbζZ1(k)k2

k2
NL

PL(k)
T(k) . (6.20)

Next, we have the counterterm contribution, Pgg,ctr, that captures short-distance effects, and it is given

by [248]:

Pgg,ctr(k, μ) =
[
c̃0 + c̃2fμ2 + c̃4f2μ4] k2PL(k)− c̃f4μ4k4(b1 + fμ2)2PL(k), (6.21)

where {c̃0, c̃2, c̃4, c̃} are free parameters to be fit from the data. Finally, there is a stochastic shot-noise

contribution to the power spectrum given by:

Pstoch(k, μ) =
1
n̄

[
1 + Pshot + a0

( k
kNL

)2
+ a2μ2

( k
kNL

)2]
. (6.22)

Here, {Pshot, a0, a2} are free parameters as well, and should be included in order to account for non-Poissonian

features such as exclusion effects and fiber collisions in the shot-noise. With all these pieces, the power

spectrum multipoles are defined as:

Pgg,ℓ(k) =
2ℓ+ 1

2

∫ 1

−1
dμ Lℓ(μ)Pgg(k, μ), (6.23)

where Lℓ(μ) is the Legendre polynomial of order ℓ.

The bispectrum, in contrast, is more straightforward since we work at linear order in SPT:

Bg(k1, k2, k3) = Bg,G(k1, k2, k3) + Z1(k1)Z1(k2)Z1(k3)BL(k1, k2, k3) (6.24)

Bg,G(k1, k2, k3) = 2Z2(k1, k2)Z1(k1)Z1(k2)PL(k1)PL(k2) + 2 perms., (6.25)

where Bg,G is the galaxy bispectrum from the Gaussian initial condition. Although our bispectrum is only

at tree-level, following Ref. [246], we choose to include separate counterterms in order to capture the FoG
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effects [246–248]. This can be taken care of by modifying the Z1 kernel in Eq. (6.24) to

Z1(k) → ZFoG
1 (k)

= (b1 + fμ2 − cB
0 k2 − cB

1 k2μ2 − cB
2 k2μ4), (6.26)

where {cB
0 , cB

1 , cB
2 } are additional free parameters3. The shot-noise contribution to the bispectrum can be

written as:

Bstoch(k1, k2, k3) =
Bshot

n̄ [Z1(k1)b1PL(k1) + 2 perms.]

+
1 + Pshot

n̄
[
2Z1(k1)fμ2

1PL(k1) + 2 perms.
]
+

1 + Ashot

n̄2 , (6.27)

where Ashot and Bshot are additional free parameters that measure the deviation from the Poisson prediction,

which we must fit from the data. Lastly, to include the BAO damping, we approximate it by making the

substitution PL(k) → PL,IR(k) in all of the expressions above, i.e. the damping is included at the level of the

linear matter power spectrum [26]. We provide details about this procedure in Appendix F.1.

6.2.3 Alcock-Paczynski Effect

The coordinate transformation from redshift space to physical distance relies on the assumption of a fiducial

cosmology. For us, that corresponds to the following choice of fiducial parameters: Ωm = 0.31 and h = 0.676
[254]. As a result, we need to perform an Alcock-Paczynski correction [255] in order to make the coordinate

system consistent between the observation and the theory. Following the analysis in Ref. [26], we account

for the Alcock-Pacynski effect only at the tree-level, as it is estimated to be negligible at the one-loop level.

First, let us define the dilation parameters [252,256]:

α||(z) =
Hfid(z)
H(z) ,

α⊥(z) =
DA(z)
Dfid

A (z) , (6.28)

where DA(z) is the angular diameter distance to redshift z. If we set F = α||/α⊥, then we can write the

3Note that we use different counterterms in the bispectrum, although they correspond to the same operators
as those that appear in Pgg(k, μ). This is because the counterterms in the power spectrum renormalize the loop-
correction in addition to capturing the FoG effect. Since we work at linear order only in the bispectrum, only the
FoG effects need to be captured. We thank O. Philcox for clarification regarding this point.
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observed bispectrum and power spectrum in terms of the ones computed using the fiducial cosmology as:

Bobs
g (k̃1, k̃2, k̃3, μ̃1, μ̃2) =

1
α2
||α4

⊥
Bg(k1, k2, k3, μ1, μ2) ,

Pobs
gg (k̃, μ̃) =

1
α||α2

⊥
Pgg(k, μ) , (6.29)

where k and μ refer to the fiducial cosmology, and k̃ and μ̃ refer to the observed cosmology, and they are

related through the following relation:

k =
k̃

α⊥

[
1 + μ̃2(F−2 − 1)

]1/2
,

μ =
μ̃
F
[
1 + μ̃2(F−2 − 1)

]−1/2
. (6.30)

6.2.4 Survey Geometry

Due to the non-trivial survey geometry, the theory power spectrum and bispectrum must be appropriately

convolved with the survey window function in order to match the one measured from the data. Here we

outline the procedure that we follow to account for the survey geometry for the power spectrum multipoles

and the bispectrum shapes.

The window convolution for the power spectrum can be streamlined by working with the two-point cor-

relation function, computed using Hankel transforms [8, 254]. That is, if we have the unconvolved power

spectrum multipoles Punconv
ℓ (k), we can first compute the Hankel transform4 to obtain the two-point correla-

tion function multipoles ξℓ(r), and then convolve them with the window function multipoles Wℓ(r)5 to get

ξ̂ℓ(r):

ξ̂0(r) = ξ0(r)W0(r)2 +
1
5ξ2(r)W2(r)2 +

1
9ξ4(r)W4(r)2 (6.31)

ξ̂2(r) = ξ0(r)W2(r)2 + ξ2(r)
[
W0(r)2 +

2
7W2(r)2 +

2
7W4(r)2

]
+ ξ4(r)

[2
7W2(r)2 +

100
693W4(r)2

]
(6.32)

ξ̂4(r) = ξ0(r)W4(r)2 + ξ2(r)
[18

35W2(r)2 +
20
77W4(r)2

]
+ ξ4(r)

[
W0(r)2 +

20
77W2(r)2 +

162
1001W4(r)2

]
. (6.33)

4The Hankel transforms are performed with hankl [257] using the FFTLog algorithm [210]. This can be found at
https://hankl.readthedocs.io/en/latest/.

5The Wℓ(r)s are publicly available at https://www.ub.edu/bispectrum/page11.html for the BOSS/Patchy [CMASS,
LOWZ]×[NGC, SGC] simulations, as well as the ones for Nseries simulations.
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Finally, the window-convolved power spectrum multipoles Pconv
ℓ (k) can be obtained by performing the inverse

Hankel transform with ξ̂ℓ(r):

Pconv
ℓ (k) = 4π(−i)ℓ

∫
dr r2ξ̂ℓ(r)jℓ(kr) . (6.34)

Due to convergence issues with the Hankel transform, this procedure must be modified slightly if Pℓ(k) is at

one-loop order instead, or does not decay sufficiently fast at large k. We artificially extrapolate the power

spectra at high k (k ≥ 0.5 hMpc−1) to be proportional to k−4, so that the Hankel transform converges.

In the bispectrum case, directly convolving with the window function is more computationally expensive.

To overcome this issue, we use an approximate method following Refs. [220, 256]. Suppose the functional

form of the galaxy bispectrum is a product of two matter power spectra and a function of wavenumbers k,

Bg(k1, k2, k3) = PL(k1)PL(k2)Q(k1, k2, k3) + 2 perms. , (6.35)

then the window-convolved bispectrum can be approximated as:

∫
k′,k′′

Bg(k′, k′′,−k′ − k′′)W3(k1 − k′, k2 − k′′)

≈ [PL ⋆ W] (k1) [PL ⋆ W] (k2)Q(k1, k2, k3) + 2 perms. , (6.36)

where W3(k1, k2) ≡ 1
I33

m(k1)m(k2)m∗(k1 + k2), W(k) = 1
I22
|m(k)|2, m(k) is the Fourier transform of the

mask, and the normalization factors I22 and I33 will be precisely defined in §6.3.1 [220]. The notation

PL ⋆ W denotes the window convolution applied to the power spectrum, as discussed previously in this

section. This approximation is valid for modes that are not comparable to the survey geometry. For

wavenumbers ≳ 0.03 hMpc−1, the error of the approximation is less than 5%, with only 1% differences on

parameter estimation using modes between 0.03 to 0.15 hMpc−1 [220]. Following Ref. [26] we employ a

similar approximation to convolve the primordial piece:

BL(k1, k2, k3) =
1
3

(BL(k1, k2, k3)
PL(k1)PL(k2)

PL(k1)PL(k2) + 2 perms.
)

→ 1
3

(BL(k1, k2, k3)
PL(k1)PL(k2)

(W ⋆ PL)(k1)(W ⋆ PL)(k2) + 2 perms.
)
. (6.37)

We find that the error due to this approximation, across all skew-spectra, is at most 6% for the equilateral

shape and 18% for the orthogonal shape. Details regarding these estimates can be found in Appendix F.2.

We will further assess the goodness of this approximation through a validation test of our pipeline on the

Nseries simulations in §6.5.
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6.2.5 Skew-Spectrum

In this section, we will describe the formalism of the skew-spectra used in our analysis of the BOSS data.

In order to obtain the theory skew-spectrum, we must specify the kernels used, S(k, k′). From our previous

work [4], we know that the Legendre polynomial kernels can preserve much of the information from the full

bispectrum analysis and, therefore, these will be our baseline kernels. In addition, we will add the primordial

non-Gaussianity shapes for both equilateral and orthogonal as extra kernels. To sum up, our skew-spectra

are defined as follows:

P̃Si(k) =
∫

dk̂
4π

∫
q
Si(q, k − q)Bg(q, k − q,−k), (6.38)

with kernels Si given by:

S1 = 1 (6.39)

S2 =
1
2

(k1
k2

+
k2
k1

) k1 · k2
k1k2

(6.40)

S3 =
1
2

[
3
(k1 · k2

k1k2

)2
− 1
]

(6.41)

Sequil = T(k1)T(k2)T(k3)Δ4
ζ
Bequil(k1, k2, k3)

k2
1k2

2k2
3

× 1
PL(k1)PL(k2)

(6.42)

Sortho = T(k1)T(k2)T(k3)Δ4
ζ
Bortho(k1, k2, k3)

k2
1k2

2k2
3

× 1
PL(k1)PL(k2)

. (6.43)

In order to perform the integral in Eq. (6.38), we choose the following coordinate system [196]:

ẑ = (0, 0, 1), k̂ =

(
0,
√

1 − μ2
k, μk

)
, q̂ =

(√
1 − μ2q cosφq,

√
1 − μ2q sinφq, μq

)
, (6.44)

where μk = k̂ · ẑ, μq = q̂ · ẑ, cos
(
φq
)
= q̂ · x̂, and ẑ is the line-of-sight direction. We use the publicly available

package pycuba6 [258, 259] to numerically evaluate the resulting 4-dimensional integral. The skew-spectrum

computed from the data is averaged over a spherical shell in Fourier space. To mimic this, the theoretical

skew-spectrum P̃Sj is computed at the ith-bin Δi as:

P̃Sj(keff,i) =

∑
k∈Δi kP̃Sj(k)∑

k∈Δi k , (6.45)

with keff,i =
(∑

k∈Δi k2) / (∑k∈Δi k
)

being the effective wavenumber .

6pycuba, https://github.com/JohannesBuchner/PyMultiNest/, is a python wrapper for cuba [258] which provides four
different routines to compute the numerical integral. We use the Divonne routine for most of the computation, and
have checked that it agrees with other routines for the case considered here.
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6.3 The Data

In this section, we will specify the details of our primary dataset, the 12th data release (DR12) of the BOSS

survey. We further use two simulation suites, the MultiDark-Patchy and the Nseries mocks for covariance

estimation and validation, respectively. Finally, we will discuss the estimation of the skew-spectra from the

data.

6.3.1 Galaxy Catalogues

We use three different galaxy catalogues in our analysis: BOSS DR12 [260], MultiDark-Patchy7 (hereafter,

“Patchy mocks”) and Nseries mocks8 [23, 263]. The data are broken down into two patches of the sky: the

northern galactic cap (NGC) and the southern galactic cap (SGC). Further, the redshift range is cut into

the redshift ranges zCMASS and zLOWZ:

zCMASS = [0.43, 0.70] with zeff = 0.57,

zLOWZ = [0.15, 0.43] with zeff = 0.32 . (6.46)

The effective redshift zeff for each range is used to paint the data onto a grid in redshift space, and also to

compute the theory power spectra and skew-spectra. This turns out to be four different chunks of the sky in

total for our full BOSS analysis. The survey window function is obtained via the public MANGLE mask9 [264].

We give here a brief summary of the catalogues that we use:

• BOSS DR12: This is the primary catalogue that we use for parameter inference.

• Patchy mocks: A set of 2048 simulations from the “MultiDark-Patchy” suite, which is run using an

approximate scheme. We use this set to obtain the covariance matrix for our likelihood function.

• Nseries mocks: We use this set of simulations to validate our analysis pipeline, as this set is a full

N-body simulation unlike the approximate scheme applied in Patchy mocks. There are a total of 84

semi-independent mocks, created from different projections of seven independent N-body simulations.

Each of these 84 boxes cover as much volume as the CMASS NGC sample.

The fiducial values of the cosmological parameters for Nseries and Patchy mocks are listed in Table 6.1,

together with the Planck fiducial values, for comparison.

7The BOSS DR12 catalogues and Patchy simulations can be downloaded from https://data.sdss.org/sas/dr12/boss/
lss/. [261,262]. We use CMASSLOWZTOT for BOSS data in our analysis.

8The Nseries mocks can be found in https://www.ub.edu/bispectrum/page11.html.
9Available at https://space.mit.edu/~molly/mangle/.
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h ωb ωc σ8 ns
∑mν [eV]

Planck 2018 0.673 0.022 0.120 0.8120 0.966 0.06
Nseries mocks 0.700 0.023 0.117 0.8200 0.960 0.00
Patchy mocks 0.678 0.022 0.119 0.8288 0.960 0.00

Table 6.1: Fiducial cosmology for Planck 2018 data, Nseries and Patchy simulations.

We apply the Feldman-Kaiser-Peacock estimator (FKP) [265] to estimate power spectrum multipoles and

skew-spectra in our analysis. The FKP formalism aims to minimize the statistical error by giving a weight,

ωFKP = 1/(1+ n̄g(z)PFKP), to each object in the catalogue, with n̄g(z) being the number density of galaxies at

redshift z. PFKP is chosen to be the amplitude of the galaxy power spectrum where the signal is maximized.

In our work, we set PFKP = 104 h−3Mpc3, corresponding to k = 0.10 h Mpc−1 for both BOSS data and

Patchy mocks; while for Nseries mocks, we instead use the FKP weight provided in the public catalogue

file. Additional weights ωc are needed in order to capture observational effects. For BOSS data, we use

ωc = (ωrf+ωfc−1)ωsys to capture redshift-failure, fiber collision and systematic effects [8]. For Patchy mocks,

we use ωc = ωvetoωfc, for veto masks and fiber collisions. For Nseries mocks, we use ωc directly provided in

the catalogue file. The FKP-weighted field is then given by taking the difference between number densities

of galaxies ng(r) and that of random particles nr(r):

Fλ (r) =
ωFKP(r)

I1/λ
λλ

[ωc(r)ng(r)− αnr(r)] , (6.47)

where

Iλ1λ2 =

∫
d3r ωλ1

FKP(r)〈ngωc〉λ2(r) , (6.48)

and α denotes the ratio of the number between galaxies and random particles. We choose random catalogues

that are 50 times larger than the galaxy dataset/mocks, in order to capture the survey geometry as well as

to reduce the additional shot-noise from these random particles. The λ in the above expression is an integer

that depends on the spectra we are interested in. For example, we have λ = 2 for the power spectrum and

λ = 3 for the bispectrum. In our case, since the skew-spectrum is derived from the bispectrum, we will

adopt λ = 3 for it.

To account for the survey geometry in the theory, we compute the window multipoles Wℓ (see §6.2.4)

from random catalogues, and normalize them appropriately so that W0(r → 0) → 1. Physically, this is to

ensure that the small-scale power spectrum and bispectrum are unaffected by the mask.

Particular care has to be taken in the normalization of the FKP field, i.e. the factor I22, on the data side.

The usual approximation for I22 involves summing over all the random particles, Iapprox22 ≈ α∑i ω2
FKP,inr(ri).
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However, it is known that this can result in roughly 10% of suppression on the amplitude of BOSS data,

which leads to an incorrect estimation of σ8 [266, 267]. In order to have consistent normalization between

the data and the theoretical model, we do not use this approximation and instead perform the full random

pair count with the code Corrfunc [268]10. The correct I22 can be evaluated with the random pair count (pc)

as (see e.g. [269]):

Ipc
22 =

3α2RR(Δ)

4π(r3
max − r3

min)
, (6.49)

where Δ is the r-bin centered at 1 h−1Mpc with range being [rmin, rmax] and RR(r) is the random pair count

including FKP weights with separation r. In the end, Ipc22 is used to ensure consistent normalization of window

multipoles between data and theoretical modelling. Our computation agrees with the one shown in Ref. [266]

for BOSS data, which split the redshift range into z1 = [0.2, 0.5] and z3 = [0.5, 0.75].
Finally, we embed the FKP field into a cubic box with length 3500 h−1Mpc on each side for all the data

and simulations we consider. We then apply the triangular-shaped cloud (TSC) scheme to generate a mesh

with 5123 pixels in total, which is equivalent to having a Nyquist wavenumber of kNyq = 0.46 hMpc−1. We

also perform grid-deconvolution in Fourier space to correct aliasing from the mass assignment [270], that is,

the way we assign each particle to a specific pixel.

6.3.2 Estimation of Power Spectra and Skew-Spectra

We compute the power spectrum multipoles P̂ℓ(k) with ℓ = 0, 2, 4 assuming the Yamamoto approxima-

tion [271], which fixes the line-of-sight (LoS) direction to that of a single galaxy for each galaxy pair, as

opposed to a single LoS for the whole survey. Note that the hat here denotes that the spectrum is estimated

from data or simulations. To compute the power spectrum, we choose [kP
min, kP

max] = [0.01, 0.22] hMpc−1 with

bin size ΔkP = 0.0115 hMpc−1 for both the data and the simulations.

The separability of the skew-spectra kernels enables us to expedite their estimation from the data. In

particular, given a kernel that can be decomposed as S(q1, q2) =
∑

i fi(q1)gi(q2)hi(−k) with q1 + q2 = k, the

skew-spectrum can be written as a sum:

ˆ̃PS(k) =
∑

i

∫
dk̂
4π [fiF3 ∗ giF3] (k) [hiF3] (−k) , (6.50)

where F3(r) is the FKP field defined in §6.3.1 with λ = 3. The convolution, being the most expensive part of

the above expression, can easily be recasted into a sequence of FFTs by relying on the fact that convolution

10https://corrfunc.readthedocs.io/en/master/
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in Fourier space is a point-wise product in position space. Therefore, after we have the FKP density field on

the grid, we can then compute the skew-spectra by following these steps:

• Transform the FKP field into Fourier space: F3(r) → F3(k).

• Compute fi(k)F3(k), gi(k)F3(k) and hi(k)F3(k) by point-wise products in Fourier space.

• Transform the data back to position space, and get [fiF3] (r), [giF3] (r) and [hiF3] (r).

• Compute point-wise products between [fiF3] (r) and [giF3] (r). This is equivalent to doing convolution

in Fourier space and we denote it as [fiF3 ⋆ giF3] (r).

• Compute the cross-correlation between [fiF3 ⋆ giF3] (r) and [hiF3] (r) and sum over i, which runs over

the components of the skew-spectrum, as shown in Eq. (6.50). We can then obtain the targeted

skew-spectrum.

All the kernels for the skew-spectrum that we consider here are separable (see §6.2.5), and hence we

can follow the above steps to expedite their computation. In order to estimate the skew-spectra from the

data, we must specify two different ranges of k. The first range of k is the range in which we perform the

convolution. We set this range to be Iconv = [kP̃
conv,min, kP̃

conv,max] = [0.03, 0.08] hMpc−1, in which the density

field lies within the linear regime. The choice of kP̃
conv,min also ensures that our approximation for the window

convolution of the bispectrum (mentioned in §6.2.4) is within 5% error. The second range of k is the range

over which we evaluate the cross-correlation between [fiF3 ∗ giF3] (r) and [hiF3] (r). We set this range to be

Iskew = [kP̃
min, kP̃

max] = [0.035, 0.075] hMpc−1 with bin-width ΔkP̃ chosen to be 0.01 hMpc−1. Note that these

choices ensure Iskew ⊂ Iconv in order to discard modes on the boundary of Iconv, which suffer larger numerical

errors from the convolution.

For both power spectrum multipoles and skew-spectra, we subtract the expected Poisson shot-noise terms

in order to minimize the potentially different noise features between the data and the simulations. The shot-

noise of the power spectrum multipoles is given by: P̂shot(k) = (1+α)I21/I22. For the skew-spectra, we adopt

the shot-noise contribution for the bispectrum [220], and follow Ref. [238] to adapt it for the skew-spectra:

ˆ̃Pshot
S (k) =

∑
i

∫
dk̂
4πhi(−k)

[(
I31
I33

+
I32P̂(k)

I33

)
[fi ⋆ gi](k) +

2I32
I33

[P̂fi ⋆ gi](k)
]
. (6.51)

where P̂(k) is the power spectrum estimated from data. Note that Iλ1λ2 here is the same as the one in

Eq. (6.48). Despite these subtractions, we maintain nuisance parameters in our theory model, which measure

the deviation from the Poisson prediction, and so the priors for nuisance parameters of the shot-noise will

therefore be centered at zero shot-noise.
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We use the code nbodykit11 [272] to paint the catalogues onto a grid, as well as to facilitate our estimation

of these spectra. In particular, we use the functions ConvolvedFFTPower() to estimate the power spectrum

multipoles and FFTPower() to compute the skew-spectra (specifically, in the cross-correlation between the

quadratic field and the linear field).

6.4 Parameter Inference

In this section, we will discuss details of our parameter inference and describe the choices we have made.

We start with a discussion of our likelihood function and the covariance matrix, followed by a discussion of

our sampling method and prior choices.

6.4.1 Likelihood Function

Working with the assumption of a Gaussian likelihood, we compute the covariance Ĉ from 2048 Patchy mocks.

Our complete data vector is di =
{

Pi
0,Pi

2,Pi
4, P̃i

0, P̃i
1, P̃i

2, P̃i
equil, P̃i

ortho

}
, i.e. the power spectrum multipoles

and skew-spectra with multiple shapes (where i here denotes the index for the simulation). In order to

compute the covariance matrix, we first compute the quantity Ĉ∗:

Ĉ∗ =
1

n − 1
n∑

i=1
(di − d̄)(di − d̄)⊤, (6.52)

where n = 2048 is the number of simulations and d̄ is the sample mean of the data vector. We further

include the Hartlap factor to make it an unbiased estimate of the covariance [273],

Ĉ =
n − 1

n − p − 2 Ĉ
∗ , (6.53)

where p denotes the number of data points, or simply the length of the data vector di.

As we assume a Gaussian likelihood, we perform the matrix inversion for the covariance matrix as follows.

First, we separate the covariance matrix into a diagonal and an off-diagonal part: Ĉ = Ĉdiag + Ĉoffdiag. The

piece Ĉdiag is block diagonal, i.e. it contains the diagonal part of the covariance between all pairs of P̂ℓ and
ˆ̃PSi , while the off-diagonal part Ĉoffdiag contains all of the cross-correlation across different k-bins.

Next, we apply Singular Value Decomposition (SVD)12 to the non-diagonal part: Ĉoffdiag = USV, where

S is a square diagonal matrix and both U and V are unitary matrices. Using the Woodbury formula13, the

11https://nbodykit.readthedocs.io/en/latest/.
12SVD is a general decomposition wherein a matrix M may be written as a product USV, in terms of unitary

matrices U and V and a rectangular diagonal matrix S.
13(A + UCV)−1 = A−1 − A−1UC(I + VA−1UC)−1VA−1
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inverse of the covariance matrix can be written down as [274]:

Ĉ−1 = (Ĉdiag)−1 − (Ĉdiag)−1US
(

I + V(Ĉdiag)−1US
)−1

V(Ĉdiag)−1 . (6.54)

As a result, the inverse of the covariance now turns out to be a correction to the inverse of the diagonal

matrix. Additionally, we note that the matrix Ĉoffdiag is of low rank, and the Woodbury formula enables us

to perform the low-rank approximation of the inverse14. This procedure can help us reduce small numerical

fluctuations in the inverse as well as speed-up the matrix product in the likelihood function.

With the Woodbury simplified covariance, the negative log-likelihood function can be broken down into

diagonal and off-diagonal pieces:

−2 logL = −2 logLdiag − 2 logLoffdiag. (6.55)

Here, Ldiag and Loffdiag correspond to:

−2 logLdiag = (d − m)⊤(Ĉdiag)−1(d − m),

−2 logLoffdiag = −
[
U⊤(Ĉdiag)−1(d − m)

]⊤
S
(

I + V(Ĉdiag)−1US
)−1 [

V(Ĉdiag)−1(d − m)
]
, (6.56)

where d is the data vector being either BOSS data or Nseries mocks, and m is the vector containing the

theoretically computed power spectrum multipoles and skew-spectra.

6.4.2 Parameters and Prior Choices

In our analysis, we assume a ΛCDM cosmology with parameters fixed to Planck 2018 best-fit values [6] and

we set the sum of neutrino mass to be 60 meV. As a result, in addition to fequilNL and forthoNL , we vary the EFT

parameters, i.e. the galaxy bias and the counterterms, as well as nuisance parameters for shot-noise in our

analysis. We follow Refs. [24, 275, 276] for the choices of priors, which are motivated by previous BOSS

analyses for the counterterms15 and by the co-evolution model [216] for the bias parameters. The priors for

14The idea of low-rank approximation is that we can get rid of small eigenvalues in S inside the SVD decomposition.
That is, we set Sii = 0 if maxi′ Si′ i′/Sii > cLR for some threshold cLR of our choice.

15The counterterms at one loop (c0,2,4 and cB0,1,2) are expected to be O(1) × k−2
NL . However, due to the strong FoG

effect already detected in the BOSS sample we expect it to take a larger value than the naive EFT estimate, and the
priors are taken to be wide enough to accommodate for this. Meanwhile, although c̃ (in Eq. (6.21)) is at two-loop,
previous power spectrum analyses detect a value much larger (∼ 500 [Mpc/h]4) than the EFT estimate, and the prior
is taken accordingly [252].
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bias parameters are set up to be:

b1 ∼ Uniform(0, 4) , b2 ∼ Uniform(−4, 4) , bG2 ∼ Uniform(−4, 4) ,

bΓ3 ∼ N (
23
42 (b1 − 1), 12) , (6.57)

where N (μ,σ2) is a normal distribution with mean μ and variance σ2, and Uniform(a, b) sets a flat prior

between the bounds a and b.

For the counterterms and the shot-noise parameters, we have:

c0
[Mpc/h]2 ∼ N (0, 302) ,

c2
[Mpc/h]2 ∼ N (30, 302) ,

c4
[Mpc/h]2 ∼ N (0, 302) ,

c̃
[Mpc/h]4 ∼ N (500, 5002) ,

cB1
[Mpc/h]2 ∼ N (0, 502) ,

cB0
[Mpc/h]2 ∼ N (0, 502) ,

cB2
[Mpc/h]2 ∼ N (0, 502) , Ashot ∼ N (−1, 12) , Pshot ∼ N (−1, 22) ,

Bshot ∼ N (0, 12) , a0 ∼ N (0, 22) , a2 ∼ N (0, 22) . (6.58)

The counterterms {c0, c2, c4} here are related to {c̃0, c̃2, c̃4} (defined in §6.2) by the mapping [252]: c0 ≡

c̃0 + fc̃2/3 + f2c̃4/5, c2 ≡ 3
4 (c̃2 + 6fc̃4/7) and c4 ≡ 8

35 c̃416. We also note here that we include two additional

parameters cB
0 and cB

2 for the skew-spectra (compared with a single counterterm as in Refs. [24, 275]), since

our skew-spectra are sensitive to RSD information. For the primordial non-Gaussianity parameters, fequilNL

and forthoNL , we adopt uninformative flat priors. In practice, we have

fequilNL ∼ Uniform(−2000, 2000) , forthoNL ∼ Uniform(−1000, 1000) . (6.59)

For the non-local scale-dependent bias bζ, we have [24]:

bζ = b̄ζ
18
5 δc(b1 − 1) with b̄ζ ∼ N (1, 5) and δc = 1.686 . (6.60)

To sum up, we have a total of 17 nuisance parameters in each patch of the sky, so the total number of

parameters are 17 × Npatch + 2, with Npatch being the number of patches. Since we use both CMASS and

LOWZ redshift cuts, each with NGC and SGC skies, we have Npatch = 4, giving us a total of 70 parameters.

Finally, in order to sample our posterior, we will use nested sampling [277], which will be done with the

16This mapping accounts for the change of basis of the counterterm parameters as one computes the multipoles of
Pgg,ctr(k, μ) (see Eq (6.21)). In other words, it specifies the combination of the c̃ℓ coefficients appearing in the power
spectrum multipoles Pgg,ℓ(k). For example, Pctr

gg,0(k) = (c̃0 + fc̃2/3 + f2c̃4/5)k2PL(k) ≡ c0k2PL(k).
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public package PolyChord17 [278,279].

6.5 Results and Discussions

Before analyzing the data, we first apply our pipeline to the Nseries mocks as a validation test, where our

goal is to detect any potential statistical bias arising from our theoretical modelling. In other words, we

seek to estimate the theoretical error intrinsic to our modelling choices. For this validation test, we use the

mean of the power spectrum multipoles and skew-spectra across the 84 Nseries simulations as our data. We

compute our covariance matrix using 2048 Patchy simulations, the same as the one used for BOSS CMASS

NGC.

We perform two separate analyses using the Nseries data. One is to match the effective survey volume

of BOSS DR12 (Veff = 6 h−3Gpc3), which we approximate by rescaling the Pathcy covariance matrix by a

factor of 2.4. The other one is to match the total volume of the Nseries suite (Veff = 235 h−3Gpc3), this time

rescaling the covariance by 84. The two cases serve different purposes. We will use the full Nseries volume to

estimate potential statistical biases, while using the other one to assess whether it will be significant under

the noise level of BOSS DR12. In addition to the fNL parameters, we vary the biases and counterterms

in both analyses. Note that the Nseries simulations are only semi-independent, so our estimates for the

theoretical error are expected to be conservative.

The result for each effective volume is presented in Table 6.2. For each volume, we show constraints

for fequilNL and forthoNL under three different cases: (1) varying only fequilNL , (2) varying only forthoNL , and (3) varying

both fequilNL and forthoNL . Varying only fequilNL we find that the bias on the equilateral shape is around 0.53σ away

from zero when compared with the BOSS level error. However for the orthogonal shape, the theoretical

error is at the 4.15σ level, indicating a significant bias due to our treatment of the survey geometry. Even

though in Appendix F.2 we observed that our approximate window convolution leads to an 18% error on

the skew-spectra sourced by the orthogonal shape, it is sufficient to cause a severe systematic bias in the full

analysis. We arrive at the same conclusion upon jointly varying fequilNL and forthoNL , finding a significant bias for

the latter. As a consequence, in our final analysis on BOSS DR12, we will only vary fequilNL .

We additionally inspect each skew-spectrum shape to isolate the source of these errors. To be precise,

we perform the same Nseries validation test as above while restricting the skew-spectra to a single shape

P̃i in our data vector. In doing so we find that restricting the data to just P̃0 leads to a theoretical error on

forthoNL within 0.4σ, relative to BOSS errors. However, the other kernels are more error prone, maintaining a

theoretical error of 1−2σ. Our results can be compared with those of Ref. [26], where the same approximate

window convolution is used, albeit on the one-loop bispectrum monopole. They find a negligible theoretical

17https://github.com/PolyChord/PolyChordLite.
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error on forthoNL , which is consistent with our checks, since P̃0 is nothing more than an average of the bispectrum

monopole. These tests suggest that the window-approximation could be used in order to estimate forthoNL using

the bispectrum monopole data, but may be too imprecise for the other bispectrum multipoles, at the level

of BOSS sensitivity.

Effective Volume (Nseries) Veff = 6 h−3Gpc3 Veff = 235 h−3Gpc3

Parameter varied fequilNL forthoNL fequilNL forthoNL

fequilNL only 36 ± 758 404 ± 81
forthoNL only 69 ± 221 919 ± 24

fequilNL + forthoNL 241 ± 778 56 ± 204 194 ± 88 827 ± 20

Table 6.2: Posterior means and variances of fequilNL and forthoNL with Nseries mocks. We consider two different
effective volumes, 6 h−3Gpc3 and 235 h−3Gpc3, which allows us to determine the size of the systematic errors
compared with the noise level of BOSS DR12.

Having validated our pipeline and detected any potential bias, we present our main constraint for pri-

mordial non-Gaussianity fequilNL utilizing the full BOSS DR12 dataset:

fequilNL varied only: fequilNL = −34+296
−334 at 68% CL , (6.61)

with the contour plot shown in Figure 6.1. Our result indicates that fequilNL is consistent with zero at 68% CL

even if we include a potential 0.54σ statistical bias from our Nseries analysis. This result is also consistent

within 1σ with Refs. [24, 26], which find fequilNL = 260 ± 300 and fequilNL = 245 ± 293, respectively. As some of

the priors on the EFT parameters are poorly known beforehand, we have also checked that widening them

by 5× leads to similar constraints for the fequilNL parameter.

Let us now compare the results of our main analysis to the ones in the literature. We start with the con-

straints reported in Ref. [26], which uses the power spectrum monopole and quadrupole, and the bispectrum

monopole, all at the one-loop level. As in our work, Ref. [26] uses the FKP formalism and fixes the ΛCDM

parameters to Planck 2018 values. However, we use a different set of priors for the EFT parameters. Our

choice follows Refs. [24, 275, 276] (discussed in §6.4), which employs Gaussian priors with larger variances

compared to Ref. [26]. In addition, instead of a lognormal prior on b1 centered at e0.8 and Gaussian priors on

both b2 and bG2 centered at zero, we impose uniform priors for all of them. Overall, we have a comparable

variance, i.e. a 7.5% difference between our σ(fequilNL ) and the one of Ref. [26] despite our usage of only the

tree-level bispectrum.

We also compare our result with another recent work [24], which analyzes the window-less power spectrum

multipoles and the bispectrum monopole [280,281]. In particular, we will focus on the comparison with the
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Figure 6.1: Posterior distributions for our full BOSS analysis, where we vary only fequilNL and all the EFT
parameters. The bias parameters shown here are for CMASS NGC only, indicated by the index 3. We
fix the ΛCDM cosmological parameters to Planck 2018 best-fit values. The expected Poisson shot-noise
contribution is subtracted from the BOSS data.

aggressive model in Ref. [24]. This model fixes the ΛCDM parameters to Planck 2018 values. A co-evolution

model is also assumed to fix the value of the quadratic biases b2 and bG2 as a function of b1. Following this

strategy, we also see a comparable level of error on fequilNL , i.e. within 5% differences on σ(fequilNL ), between our

result and theirs. Overall, our estimation of fequilNL is consistent with theirs within 1σ.

With these comparisons, we can see that even though the skew-spectrum serves as a compression of

the full bispectrum, the error bars we present are competitive with the full bispectrum analysis. This was

also noted in our previous work [4] with harmonic-space skew-spectra in which we have shown, through a

Fisher forecast, that skew-spectra with Legendre polynomial kernels are sufficient to constrain not only the

bias parameters, but also the seven νΛCDM parameters. In this work, we include two additional kernels

to capture shapes from primordial non-Gaussianity. We see that the addition of these two kernels reduces

our error bars on fequilNL and the EFT parameters by 10% − 20%, compared to the case with just Legendre

polynomial kernels.

Finally, we point out some possible sources of systematic errors in our analysis. While our Nseries tests

reveal an unimportant level of theoretical error on fequilNL , our posterior mean is still shifted away from zero.

Part of these shifts come from our approximate treatment of the window convolution. As mentioned in §6.2,

this approximation induces up to 5% errors on the gravitational contribution to the bispectrum, for scales
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larger than k = 0.03 hMpc−1. In Appendix F.2 we also assess the impact of this approximation on both

equilateral and orthogonal shapes, where we found a 6% error for the equilateral shape and 18% error for

the orthogonal shape. This error compounds into a large theoretical error for forthoNL , as we have seen from

the Nseries validation tests. Another source of error may be the difference in shot-noise between the Patchy

and Nseries simulations. We tested this by running our pipeline without subtracting the shot-noise from

the data and found that our posterior shifts further away by 0.59σ for fequilNL , implying that different noise

features between the mocks and the data may be a contributing factor. However, we note that the shift from

the fiducial fNL values remains below 1σ. Finally, in our validation test, we have used the Patchy mocks in

order to approximate the covariance for the Nseries suite. This may further be a source of error since the

two simulations have slightly different masks.

6.6 Conclusions

In this work we present the first analysis of BOSS DR12 galaxy-clustering data using weighted skew-spectra,

jointly with the power spectrum multipoles, to probe primordial non-Gaussianity sourced by single-field

inflation. Even though the skew-spectra serve the role of a dimension reduction of the full bispectrum, they

have been shown to preserve almost all the information for not only amplitude-like parameters, but also

νΛCDM parameters [4,195,238]. Here we constrain fequilNL , finding consistency with Refs. [24] and [26], which

use the combination of the galaxy power spectrum multipoles and the bispectrum monopole.

Motivated by our previous work in harmonic space [4], which shows that the Legendre polynomial kernels

for skew-spectra are sufficient to capture most of the information from the full bispectrum, we construct our

skew-spectra with five different kernels, including Legendre polynomials, and two additional kernels based on

the equilateral and orthogonal primordial bispectrum templates. Each of them can extract non-degenerate

information from the galaxy bispectrum.

Starting from the galaxy catalogue, we apply the FKP formalism to compute both power spectrum

multipoles and skew-spectra. To model both of these statistics, we follow the effective field theory of large-

scale structure approach, which requires several nuisance parameters such as galaxy biases, counterterms

and shot-noise parameters. The survey geometry is also taken into account by convolving the targeted

spectra with appropriate window functions. In particular we rely on an approximate treatment of the survey

geometry for the skew-spectra.

We assume a Gaussian likelihood and construct our covariance matrix with 2048 Patchy mocks. Due to

the large number of parameters in our theory model, we use the nested sampling algorithm to estimate the

posterior distributions for both fequilNL and forthoNL , marginalizing over the EFT parameters. We first test our

pipeline on Nseries mocks and obtain a theoretical error on fequilNL to within 1σ, relative to BOSS level error.
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However, we find that the window approximation on the primordial bispectrum causes a significant bias on

forthoNL . Therefore in our final analysis on BOSS DR12 data we choose to only constrain fequilNL . Fixing the

cosmology to Planck 2018 best-fit values, we obtain fequilNL = −34+296
−334 at 68% CL, consistent with zero. We

find no evidence for primordial non-Gaussianity, which is consistent with the findings of Refs. [26] and [24].

This work is a first step in applying the skew-spectra to galaxy survey data. There are some directions in

which we plan to make further progress. First, we use an approximate treatment of the window convolution

on the bispectrum, which prevents us from reliably estimating forthoNL . Moreover, even for the other bispectrum

shapes, this approximation restricts the number of large-scale modes accessible to us. Since primordial signals

exist in both large-scale and small-scale fluctuations, circumventing this issue would provide a clear path to

improving our constraining power. Secondly, we perform a high-dimensional numerical integral in order to

obtain our theory skew-spectra, which is a time-consuming task and therefore prevents us from varying the

full νΛCDM parameters simultaneously in the likelihood analysis. This could be potentially accomplished

with help of simulation-based inference methods [282–286]. Lastly, we note that our analysis has used an

approximation to determine the normalization of the bispectrum (I33 mentioned in §6.3.1), similar to the

approximation for I22 made at the power spectrum level. This could be a source of systematic error for fNL

(similar to the error on σ8 caused by approximating I22). While our validation tests verify that this error is

small for BOSS data, one should rigorously check this for upcoming surveys.
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7
Summary and concluding remarks

Cosmological observations are increasingly reaching the required precision to function as a laboratory for

particle physics. An especially tantalizing goal is to further develop our understanding of the inflationary

epoch. In this context, it is therefore essential that we understand our theoretical models as comprehensively

as possible. This can come in the form of formal developments or exploring all reasonable phenomenological

possibilities in order to ease our interpretation of the data we will inevitably collect in the future. Of course,

both these fronts work in tandem, as the first three chapters of this thesis exemplify.

We have first developed the technology to qualitatively and quantitatively understand a broad class of

loop effects in de Sitter space, and subsequently applied this technology to uncover new primordial signals.

We have studied different channels through which light scalar particles can be visible in the primordial

distribution of matter, and paid particularly close attention to the physics of light compact scalar fields. We

have identified two main reasons the phenomenology of compact scalars is more interesting in inflation than

in flat-space. The first is that the quantization of such particles is subtle in de Sitter space, where the gauge

constraint restricts the class of states of the theory. Secondly, large infrared fluctuations of massless particles

in de Sitter force us to work with the appropriate gauge invariant operators, thereby making primordial

correlation functions uniquely suited to detect them.

As more observations are taken of the late universe, we face a challenge in dealing with more complex

and orders of magnitude larger datasets. It is therefore also necessary to develop new tools to efficiently
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and meaningfully interpret this data. On the data side, we have studied compressed estimators of non-

Gaussianity. This work is meant to tackle the problem of worsening computational complexity, which is

increasingly becoming an issue with, e.g. larger volumes of observed galaxy samples. We have shown that

the skew-spectrum, a carefully chosen compression of the bispectrum, can be used to measure amplitude

parameters with a minimal loss in precision at a fraction of the computational cost. We have demonstrated

the utility of skew-spectra by using them to measure fequilNL from the SDSS-BOSS catalog.

There is a global effort on both fronts to move closer to sharpening our picture of the primordial universe,

and this thesis is a small step towards this goal. We hope that we will soon be in a position to understand

fundamental physics at unprecedented energy scales, up to around 1013 GeV [14], so we can come closer to a

fuller understanding of the microscopic world.
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A
Further Discussion of Light Scalars

A.1 Formulary

In this appendix, we collect various definitions and conventions of the special functions we use in the main

text as well as several useful formulas.

Many of our expressions will contain large ratios and products of gamma functions, and so we adopt the

common shorthand

Γ
[
a, b, c, · · ·
d, e, f, · · ·

]
=

Γ(a)Γ(b)Γ(c) · · ·
Γ(d)Γ(e)Γ(f) · · · and Γ[a, b, c, · · · ] = Γ(a)Γ(b)Γ(c) · · · , (A.1)

though we will also use actual products and ratios when they look better. For arguments with large imaginary

parts, the magnitude of the gamma function is exponentially suppressed,

∣∣Γ(x + iy)
∣∣ = √

2π |y|x− 1
2 e−π|y|/2 , y → ±∞ , (A.2)

with both x and y real. The digamma function ψ(z) is defined as ψ(z) = d
dz logΓ(z) and usefully obeys the

functional equation ψ(z + 1) = ψ(z) + 1/z. Furthermore, −ψ(1) = γe ≈ −0.577216 is the Euler-Mascheroni

constant.
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The Gaussian or ordinary hypergeometric function is defined in the disc |z| < 1 by the series

2F1(a, b; c; z) ≡ 2F1

[
a, b

c

∣∣∣∣ z ] = Γ(c)
Γ(a)Γ(b)

∞∑
n=0

Γ(a + n)Γ(b + n)
Γ(c + n)

zn

n! . (A.3)

This can also be defined through the Mellin-Barnes integral [287]

2F1(a, b, c; z) =
Γ(c)

Γ(a)Γ(b)

∫
γ

ds
2πi

Γ(s)Γ(a − s)Γ(b − s)
Γ(c − s) (−z)−s , (A.4)

in which the contour γ runs along the imaginary s-axis and separates the so-called “left poles” generated by

Γ(s) from the “right poles” generated by Γ(a − s)Γ(b − s).1 For certain values of a, b, and c, the contour γ
may need to be deformed to separate these families of poles and may not always be strictly parallel to the

imaginary axis, as illustrated in Figure A.1. This integral representation converges as long as z is not on the

positive real axis, z /∈ [0,∞).

Any function of two points on the Euclidean sphere that is invariant under its isometries must be a function

of the embedding distance ξ ∈ [−1, 1], and so admits a decomposition into any complete set of orthogonal

polynomials on the interval. An especially useful set for our purposes are the Gegenbauer polynomials.

These can be defined in terms of the Gegenbauer-C functions [288], which are solutions to the differential

equations [
(ξ2 − 1) d2

dξ2 + (2J + 1) ξ d
dξ − J(J + 2α)

]
Cα

J (ξ) = 0 , (A.5)

and can be expressed in terms of the hypergeometric function as

Cα
J (ξ) ≡

Γ(J + 2α)
Γ(J + 1)Γ(2α) 2F1

[
−J, J + 2α

α + 1
2

∣∣∣∣ 1 − ξ
2

]
. (A.6)

The Gegenbauer polynomials are then defined as the Gegenbauer-C functions restricted to non-negative

integer J. Furthermore, for large argument, these behave as

Cα
J (ξ) ∼ Γ

[
J + α

α , J + 1
]
(2ξ)J + Γ

[
J + 2α , −(J + α)

α , −J , J + 1
]
(2ξ)−(J+2α) , (A.7)

as |ξ| → ∞. In particular, at the endpoints of the interval

Cα
J (1) =

Γ(J + 2α)
Γ(J + 1)Γ(2α) and Cα

J (−1) = cos π(J + α)
cos πα

Γ(J + 2α)
Γ(J + 1)Γ(2α) , (A.8)

and so both grow as J2α−1 for large integer J. However, Cα
J (−1) grows exponentially as Im J → ±∞. The

1This is typically written with s → −s, but this form it will be slightly more convenient for our purposes.
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Gegenbauer C-functions are thus very poorly behaved for non-integer J.

Any smooth function H(ξ) can then be decomposed as

H(ξ) =
∞∑

J=0
(J + α)[H]J Cα

J (ξ) , (A.9)

where the coefficients [H]J can be extracted via

[H]J =
(4π)αΓ(α)Γ(J + 1)

Γ(J + 2α)

∫ 1

−1
dξ
(
1 − ξ2)α− 1

2 Cα
J (ξ)H(ξ) (A.10)

for integer J. As discussed in the main text, they may also be extracted via a contour integral over the

Gegenbauer Q-function

[H]J =
(4π)αΓ(α)Γ(J + 1)

Γ(J + 2α)

∮
C

dξ
2πi
(
ξ2 − 1

)α− 1
2 Qα

J (ξ)H(ξ) , (A.11)

where C wraps the interval ξ ∈ [−1, 1] in a counter-clockwise fashion. The Gegenbauer-Q are the other

solution to (B.7) and may be defined as

Qα
J (ξ) ≡

21−J−2απΓ(J + 2α)
Γ(α)Γ(J + α + 1) (ξ − 1)−J−2α2F1

[J + α + 1
2 , J + 2α

2J + 2α + 1

∣∣∣∣ 2
1 − ξ

]
. (A.12)

Importantly, Qα
J (ξ) is the unique solution to (B.7) which decays as ξ−J−2α as |ξ| → ∞. This implies that, as

long as the integral (A.11) converges, it defines the appropriate analytic continuation of [H]J to non-integer

J that is well-behaved in the right-half J-plane.

The functions we work with will have a discontinuity along ξ ∈ [1,∞), and so we may write

[H]J = − 2πα+1Γ(J + 1)
4JΓ(J + α + 1)

∫ ∞

0

dζ
2πi ζJ−1

2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣−ζ
]
discH(ζ) , (A.13)

where ζ ≡ 2/(ξ − 1). The discontinuity

disc (−1/ζ)−Δ = −2iζΔ sin πΔ = − 2πiζΔ

Γ(Δ)Γ(1 − Δ)
, ζ > 0 , (A.14)

will be particularly useful throughout the text.

157



In our notation, the inversion [GσGϕ]J of the bubble diagram was found in [93] to be

[GσGϕ]J =
Γ(Δϕ)
16πα

cos πΔϕ
sin π(α − Δϕ)

Γ
[
2 − 2α , J + 1 , 1

2 (J + 1 − α + Δϕ)
]
×

Γ
[
J + 2 − α + Δϕ , 1

2 (J + 2α + Δϕ − Δσ) , 1
2 (J + Δϕ + Δσ)

]
× (A.15)

7V6
[
J + 1 − α + Δϕ ; 1 − α , 1 − 2α + Δϕ , J + 1 , 1

2 (J + 2α + Δϕ − Δσ) , 1
2 (J + Δϕ + Δσ)

]
+ (Δϕ,Δσ) → (Δ̄ϕ,Δσ) + (Δϕ,Δσ) → (Δσ,Δϕ) + (Δϕ,Δσ) → (Δ̄σ,Δϕ)

where

7V6[a; b, c, d, e, f] = 7V6[a; b, c, d, e, f]
Γ
[ 1

2 a, 1 + a − b, 1 + a − c, 1 + a − d, 1 + a − e, 1 + a − f
] (A.16)

is a regularized 7V6, the so-called very well-poised 7F6 hypergeometric function [287],

7V6[a; b, c, d, e, f] = 7F6

[ a , 1 + 1
2 a , b , c , d , e , f

1
2 a , 1 + a − b , 1 + a − c , 1 + a − d , 1 + a − e , 1 + a − f

∣∣∣∣ 1 ] , (A.17)

with

pFq

[ a1 , a2 , · · · , ap
b1 , b2 , · · · , bq

∣∣∣∣ z ] = Γ
[b1 , b2 , · · · , bq

a1 , a2 , · · · , ap

] ∞∑
n=0

Γ
[a1 + n , a2 + n , · · · , ap + n
b1 + n , b2 + n , · · · , bq + n

] zn

n! (A.18)

for |z| < 1 is the generalized hypergeometric function. Such regularized hypergeometric functions are entire

in all of their parameters, while a hypergeometric function is said to be well-poised if p = q + 1 and

1+ a1 = b1 + a2 = b2 + a3 = · · · = bq + aq+1. Such functions are very well-poised if they are well-poised and

a2 = 1 + 1
2 a1.

A.2 Uniqueness of the Interpolation

In the main text, we defined Lorentzian de Sitter two-point functions on ξ ∈ R via the analytic continuation

of their Euclidean counterparts defined on ξ ∈ [−1, 1]. These Euclidean correlation functions were expressed

as sums over integer momenta J of weighted Gegenbauer polynomials, which only converge2 when |ξ| < 1.

To analytically continue these expressions to |ξ| ≥ 1, we rely on the Watson-Sommerfeld transformation to

convert the discrete sum into a contour integral over the product of a meromorphic “interpolation” of the

summand and a “kernel” with unit residue poles at non-negative integers. As we have discussed, there are

infinitely many interpolations that match the summand at the integers, but Carlson’s theorem guarantees

that there can be only one with sub-exponential growth as |J| → ∞. In this appendix, we give a pedagogical

2Strictly speaking, α also needs to be small enough for these sums to converge, as the propagator is too singular
when α ≥ 3

2 to be faithfully represented by a Gegenbauer polynomial interpolation.
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explanation for why this well-behaved interpolation, given by the Lorentzian inversion formula (3.19), is the

correct one to use for analytically continuing two-point functions to ξ ∈ R.

We can illustrate this simply by applying the Watson-Sommerfeld transformation to (B.3) to derive the

Mellin representation (A.4) for 2F1(a, b; c; z). The most obvious interpolation is

Γ(a + n)Γ(b + n)
Γ(c + n)

zn

n! →
Γ(a + s)Γ(b + s)
Γ(c + s)Γ(s + 1) (−z)se−iπs , (A.19)

and so, with the kernel k(s) = −eiπsΓ(−s)Γ(s + 1), we can rewrite the sum as

2F1(a, b; c; z) = − Γ(c)
Γ(a)Γ(b)

∫
C

ds
2πi

Γ(a + s)Γ(b + s)Γ(−s)
Γ(c + s) (−z)s (A.20)

where the contour C sandwiches the positive real axis, coming from s = ∞+ iε to s = iε, enclosing the pole

at s = 0, and then going off to s = ∞− iε.

Unfortunately, the integral in (A.20) still is only absolutely convergent for |z| < 1, and so nothing has

yet been accomplished. To analytically continue to |z| ≥ 1, we must deform C into a contour along which

the integral decays more rapidly as |s| → ∞. The main factor to pay attention to is

|(−z)s| = ρke−ϑt , (A.21)

where we have written −z = ρeiϑ and s = k+ it. This tells us that the integrand is additionally exponentially

suppressed if we approach the point s = ∞ in the upper (lower) half-plane when ϑ > 0 (ϑ < 0). Ideally,

we could take advantage of this exponential suppression and arrive at an absolutely convergent integral

representation for 2F1(a, b; c; z) by deforming C into a contour γ that lies parallel to the imaginary axis.

However, this would also require that the interpolation decays quickly enough in the opposite direction—the

lower or upper half-plane when ϑ > 0 or ϑ < 0, respectively—that we can ignore the resulting arcs at infinity.

Using (A.2), the integrand behaves as

∣∣∣∣Γ(a + s)Γ(b + s)Γ(−s)
Γ(c + s) (−z)s

∣∣∣∣ ∼ 2πρk tRe(a+b−c)−1e−tϑ−π|t| , |t| → ∞ , (A.22)

we see that the integrand is always exponentially suppressed as t → ±∞ as long as ϑ 6= −π. This is where

Carlson’s theorem comes in: any entire function that vanishes on the positive integers and grows slower

than eπ|s| as |s| → ∞ must be identically zero. So, if we instead modify the interpolation by adding to it

an arbitrary regular function f(s) multiplied by sin πs, designed to vanish at all positive integers, this ruins

the interpolation’s asymptotic behavior as |s| → ∞ and it instead grows exponentially at least as fast as

eπ|s| as |s| → ∞. This interpolation is thus useless for defining an analytic continuation for |z| ≥ 1 whereas
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(A.19), unique in its asymptotic behavior, is the one that must be used to go beyond the original domain of

convergence |z| < 1. An analogous discussion applies to the Gegenbauer polynomial expansions like (2.21),

since asymptotically (B.10) they have the same polynomial dependence on their argument.
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A.3 UV Divergences of de Sitter Self-Energies

Both the bubble and sunset diagrams are UV divergent and, in this appendix, we regularize them via

dimensional regularization. Specifically, we first evaluate these diagrams at an α = (3 − ε)/2 for which

they converge. For the bubble and sunset diagrams, this naively requires that Reα < 1 and Reα < 5
6 ,

respectively. We then analytically continue these results to α = 3
2 and ε → 0, keeping the masses mϕ and

mσ fixed. That they diverge when α = 3
2 is represented by a set of poles in ε, which we then subtract with

our mass and kinetic counterterms.

Unfortunately, while we can efficiently extract the self-energies’ singularities in J from the representations

derived in the main text (2.56) and (2.89), there is a sort of conservation of trouble and it is quite difficult to

extract their ε → 0 behavior for α = 3
2 , or in any even spacetime dimension with D > 2. To see the essence

of this problem, we can consider the free field propagator in the form

G(ζ) = Γ
(
α − 1

2
)

(4π)α+ 1
2

(
−1

ζ

) 1
2−α

2F1

[ 1
2 + α − Δ, 1

2 − α + Δ
3
2 − α

∣∣∣∣−1
ζ

]
+

Γ(Δ)

(4π)α+ 1
2

Γ
[ 1

2 − α , 2α − Δ
1
2 + α − Δ , 1

2 − α + Δ

]
2F1

[
Δ, 2α − Δ

α + 1
2

∣∣∣∣−1
ζ

] , (A.23)

which is useful for constructing a series expansion in the deep UV, ζ → ∞. Unfortunately, both terms in

(A.23) are individually singular as α → 3
2 , even though their sum is well-defined. These cancellations are

necessary in order for the series expansion of (A.23) to the logarithms of ζ that appear in (A.23) when

α = 3
2 . To make matters worse, these cancellations occur between terms at different orders in the series

expansion around ζ = ∞, which makes it exceedingly difficult to track which terms in (A.23) dominate the

bubble and sunset diagrams as ε → 0, and to efficiently extract their divergences.

Instead, we will rely on the Mellin representation of these self-energies to extract their UV behavior. Such

representations have found wide use in the study of flat space Feynman diagrams—for instance, see [289] for

a pedagogical review—but also the study of de Sitter correlation functions in the flat slicing [156, 167, 168,

290–295], though it will be helpful to also review them here in the context of Euclidean de Sitter correlation

functions.3 We will first illustrate these techniques using the propagator (2.31) and the bubble diagram,

where we have exact results to which we can compare. Finally, we apply them to the sunset diagram.

3These divergences can also be extracted using the heat kernel in Euclidean AdS, see e.g. [296].
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Figure A.1: Mellin-Barnes integration contours for the GΔ(ζ) for a light [left] and heavy [right] fields. For
light fields, the original integration contour γ′ must snake around the “left” pole at s = α − 1

2 − Δ in order
to completely separate the left and right poles. We will deform this contour to one that runs parallel to
the imaginary s-axis, denoted γ, by including the contribution from this pole. This is unnecessary for both
heavy fields and the Mellin-Barnes representation of GΔ̄.

A.3.1 The Propagator

Let us consider one-half of the propagator (2.31)

[GΔ]J = NJ,Δ

∫ ∞

0
dζ ζJ+Δ−1

2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣−ζ
]

2F1

[Δ, Δ − α + 1
2

2Δ − 2α + 1

∣∣∣∣−ζ
]

(A.24)

with the coefficient NJ,Δ given by (2.32) and the full propagator [G]J = [GΔ]J+[GΔ̄]J given by this contribution

plus its shadow Δ̄ = 2α−Δ. This integral can be evaluated exactly and is singular when α = (3−ε)/2 → 3
2 ,

with pole

[GΔ]J ∼ − tan πΔ
π(J + 1)(J + 2)

1
ε , ε → 0 . (A.25)

Of course, [G]J is regular as ε → 0, and (A.25) cancels against an equal and opposite contribution from its

shadow [GΔ̄]J.

Our basic strategy is to replace the hypergeometric function from the propagator in (A.24) with its Mellin

representation (A.4), which we write as

2F1

[Δ, Δ − α + 1
2

2Δ − 2α + 1

∣∣∣∣−ζ
]
=

Γ
[

2Δ − 2α + 1
Δ , Δ − α + 1

2

] ∫
γ

ds
2πi Γ

[Δ − α + 1
2 + s , −s , α − 1

2 − s
Δ − α + 1

2 − s

]
ζα−Δ− 1

2−s .

(A.26)

We can then integrate over ζ. As pictured in Figure A.1, the integrand of (A.26) has a set of “left” poles at

s = α− 1
2 −Δ−k and two sets of “right” poles at s = k and s = α− 1

2 +k, with k ∈ N a non-negative integer.

The contour γ is chosen such that it separates these left and right poles. For a heavy field, this means that
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s

ϵ → 0

γ

s

γ

Figure A.2: A singularity may develop in (A.27) if the contour γ is “pinched” between left and right poles
as ε → 0 [left]. We can compute the resulting singularity by moving the contour γ past the pinching pole
and picking up its residue [right]. The resulting integral is regular as ε → 0, so the ε singularity is fully
contained within this residue and may be easily calculated.

the contour γ can be chosen to run parallel to the imaginary axis in the strip − 1
2 < Re s < 0, from Im s = −∞

to Im s = +∞. The same is true for light fields with dimensions α − 1
2 < Δ < α, though here the strip is

reduced to α − 1
2 −Δ < Re s < 0. For light fields with dimensions below Δ < α − 1

2 , the right-most left pole

is actually to the right of the left-most right pole, and so the contour can no longer be purely parallel to the

imaginary axis and separate the left and right poles. However, we can deform this contour to be parallel to

the imaginary axis and lie in the strip − 3
2 +

√
α2 − m2 < Re s < 0, at the cost of including the residue of the

pole at s = α − 1
2 − Δ, which is thankfully just 1.4 The upside is that we will always choose the contour γ

to be parallel to the Im s axis, with a small negative real part.

With (A.26) inserted (A.24), we can perform the integral over ζ to find

[GΔ]J =

∫
γ

ds
2πi Γ

( 3
2 − α + s

)
Γ(−s)F(s) (A.27)

with

F(s) = sin πΔ
2π sin π(α − Δ)

Γ
[1 + s , α − 1

2 − s , Δ − α + 1
2 + s , J + α − 1

2 − s
J + α + 3

2 + s , Δ − α + 1
2 − s

]
. (A.28)

The integral over ζ converges when Re s > α − 3
2 and Re (J − s + α) > 1, which is satisfied by the contour γ

as long as α < 3
2 , or for ε > 0.5

4We will not consider “conformally-coupled” scalar fields with m2 = α2 − 1
4 or equivalently dimension Δ = α − 1

2 .
In this case, the left-most right pole and right-most left pole overlap, and the Mellin representation is not so useful.
However, in this case, the propagator takes such a simple form G(ζ) = (−1/ζ) 1

2 −αΓ
(
α− 1

2
)
/(4π)α+ 1

2 that the inversion
formula (3.19) can be done exactly, and so this more complicated analysis is unnecessary.

5We will assume throughout this analysis that Re J is always large enough to avoid any potential J singularities.
Relaxing this assumption would not change our conclusions but only make the analysis more tedious, and it is easier
to extract the singularity structure in J using the techniques presented in the main text.
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The integral (A.27) is well-defined and thus non-singular as long as the contour γ separates the left poles

from the right poles. The only way a singularity can develop is if the contour γ gets “pinched” by the

left-most right pole at s = 0 and the right-most left pole at s = α − 3
2 = −ε/2, as illustrated in Figure A.2.

As ε → 0, we can extract this singularity by deforming the contour past it, at the price of picking up its

residue,

[GΔ]J = res
s=−ε/2

[
Γ
( ε

2 − s
)
Γ(−s)F(s)

]
+

∫
γ

ds
2πi Γ/{0}( ε

2 − s
)
Γ(−s)F(s) , (A.29)

where we use Γ/{0}(z) to denote that the contour γ is deformed to avoid the z = 0 singularity of Γ(z).
Similarly, we will use Γ/{0,−1,...}(z) to denote that the contour γ avoids the z = 0,−1, . . . singularities of Γ(z).
The remaining integral in (A.29) is completely regular as ε → 0 and so the only divergence comes from the

residue in (A.29),

[GΔ]J ∼ − sec πα sin πΔ
2 sin π(α − Δ)

Γ
[

J + 1 , Δ − 1
J + 2α , Δ − 2α + 2

]
∼ − tan πΔ

π(J + 1)(J + 2)
1
ε , (A.30)

as ε → 0, which recovers the UV divergence (A.25) from the exact result.

A.3.2 The Bubble

A similar strategy works for the bubble diagram, though it will be more convenient to sum over the dimensions

and their shadows at the outset. For instance, using (A.26) in (2.54), we have

[GσGϕ]J =

∫
ds1
2πi

ds2
2πi Γ

(
2 − 2α + s1 + s2

)
Γ
( 3

2 − α + s1 + s2
)

× Γ
[
−s1 , −s2 , α − 1

2 − s1 , α − 1
2 − s2

]
F(s1, s2)

, (A.31)

where the s1 and s2 contours (which we denote γ1 and γ2, respectively, but will suppress in our expressions

going forward) are chosen to run parallel to the imaginary s1 and s2 axes, with small negative real parts, as

described in the previous section. Here, we have also defined the function

F(s1, s2) =
(4π)−α− 3

2 sin π(Δσ + Δϕ)
sin π(α − Δσ) sin π(α − Δϕ)

Γ(J + 2α − 1 − s1 − s2)
Γ(J + 2 + s1 + s2)

× Γ
[

Δϕ − α + 1
2 + s1 , Δσ − α + 1

2 + s2
Δϕ − α + 1

2 − s1 , Δσ − α + 1
2 − s2

]
+ · · ·

, (A.32)

where the · · · denote the three other permutations under Δσ → Δ̄σ = 2α − Δσ and Δϕ → Δ̄ϕ = 2α − Δϕ.

This Mellin representation is valid (for large enough Re J) as long as α is such that the contours can sit to

the left of the right poles generated by Γ(−s1) and Γ(−s2), and to the right of the left poles generated by

Γ(2− 2α + s1 + s2) and Γ
( 3

2 −α + s1 + s2
)
. This is possible as long as α < 1, and we will need to analytically
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s

γ

Re s2

Re s1

1 < α < 3
2

Figure A.3: As α → 1 [left], the right-most left pole [green] traps the integration contour, here shown as a
crossed circle in [yellow], between the right poles [red/blue]. These poles form lines in the Re s1–Re s2 plane,
with Im s1 = Im s2 = 0. To analytically continue beyond α = 1, we again move the contour around the
pinching poles, picking up the residue at that pole. As described in the text, this happens again as α → 3

2
[right] for two sets of poles in [green/purple].

continue this result from α < 1 to α → 3
2 to extract the bubble’s UV divergences.

As illustrated in Figure A.3, the “right” singularities generated by the factor Γ
[
−s1 , −s2 , α − 1

2 − s1 , α −
1
2 − s2

]
form horizontal and vertical lines in the Re s1 – Re s2 plane (in red and blue), while the “left”

singularities generated by Γ(2 − 2α + s1 + s2)Γ( 3
2 − α + s1 + s2) form diagonal lines (green and purple) that

move towards the upper right as α → 3
2 . As they move, they trap the integration contour (in yellow) between

the lines of the right singularities and pinch it. As α → 3
2 from α < 1, the contour is first pinched by the

2 − 2α + s1 + s2 = 0 singularity of Γ(2 − 2α + s1 + s2). As before, we need to move the contour past this

singularity. We do this first by replacing the s1 integral with its residue and singularity-subtracted integral,

and then similarly the s2 integral. Fortunately, the residue at s1 = −(2 − 2α + s2) vanishes identically when

we include the sum over shadows in (A.32), so we may write

[GσGϕ]J =

∫
ds1
2πi

ds2
2πi Γ/{0}(2 − 2α + s1 + s2

)
Γ
( 3

2 − α + s1 + s2
)

× Γ
[
−s1 , −s2 , α − 1

2 − s1 , α − 1
2 − s2

]
F(s1, s2)

. (A.33)

We can now continue this expression to α → 3
2 . The integration contour is first pinched by the 3

2−α+s1+s2 =

0 singularity and then the 2 − 2α + s1 + s2 = −1 singularity. Treating each pinch in turn, we find that the

residue again vanishes for the 2− 2α + s1 + s2 = −1 singularity and so we are left with a single contribution
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from the 3
2 − α + s1 + s2 = 0 singularity,

[GσGϕ]J = −π sec πα Γ
( 1

2 − α
)
F
(
0,α − 3

2
)
+ · · ·

= −
Γ
( 1

2 − α
)
csc πΔσ cos π(α − Δσ) csc π(2α − Δσ)

4(4π)α− 1
2 Γ(2 − Δσ)Γ(2 − 2α + Δσ)

+ · · ·
(A.34)

where the · · · denote the remaining integral terms that are regular as α → 3
2 . Taking α = (3 − ε)/2 and

ε → 0, we are left with a suprisingly simple result for the full bubble diagram,

[GσGϕ]J ∼ 1
8π2ε , (A.35)

which agrees with the divergence extracted from the exact result (A.15).

Before we move on, we should note that this derivation treated ϕ as if it had mass m2
ϕ > α2 − 1

4 so that

we did not need to “straighten out” the s1 contour to lie parallel to the imaginary axis. If the field is light

enough, m2
ϕ < α2 − 1

4 , we need to include a 1 in our resolution (A.26) of the Δϕ-dependent hypergeometric

function that appears in [GΔϕ Gσ]J. We are then left with an additional Mellin-type integral with an integrand

that is proportional to Γ
(
s2 + 3

2 − α − Δϕ
)
Γ(−s2). As α → 3

2 − Δϕ = 3
2 − 1

3 m2
ϕ + · · · , the left-most pole of

Γ
(
s1 + 3

2 − α −Δϕ
)

and the right-most pole of Γ(−s1) pinch the integration contour. However, this does not

contribute to the ε-divergence of [GσGϕ]J for two reasons. First, while the residue of [GΔσGΔϕ ]J at this pole

is non-zero, it is exactly canceled by its shadow contribution from [GΔ̄σGΔϕ ]J. Second, even if this residue did

not vanish, this contribution is necessarily regular as ε → 0, even if it diverges as ε → 2m2
ϕ/3. Thus, (A.35)

applies when ϕ is either light or heavy. Similar logic holds for other diagrams with light fields. Intuitively,

this is obvious—straightening out this contour represents a modification in the deep IR, which should not

affect the UV structure of these diagrams. We now turn our attention to the sunset diagram.

A.3.3 The Sunset

Finally, let us turn our attention to the sunset diagram. It will be helpful to consider an arbitrary sunset

diagram with fields ϕ1, ϕ2, and ϕ3 with dimensions Δ1, Δ2, and Δ3 and propagators Gϕ1 , Gϕ2 and Gϕ3 ,

respectively,

[
Gϕ1Gϕ2Gϕ3

]
J =

∫
ds1
2πi

ds2
2πi

ds3
2πi Γ

( 5
2 − 3α + s1 + s2 + s3

)
Γ
(
2 − 2α + s1 + s2 + s3

)
× Γ

[
−s1 , −s2 , −s3 , α − 1

2 − s1 , α − 1
2 − s2 , α − 1

2 − s3
]
F(s1, s2, s3) ,

(A.36)
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where we have defined the function

F(s1, s2, s3) =
(4π)−2α−2 sin π(Δ1 + Δ2 + Δ3)

2 sin π(α − Δ1) sin π(α − Δ2) sin π(α − Δ3)
Γ
[

J + 3α − 3
2 − s1 − s2 − s3

J − α + 5
2 + s1 + s2 + s3

]

× Γ
[

Δ1 − α + 1
2 + s1

Δ1 − α + 1
2 − s1

]
Γ
[

Δ2 − α + 1
2 + s2

Δ2 − α + 1
2 − s2

]
Γ
[

Δ3 − α + 1
2 + s3

Δ3 − α + 1
2 − s3

]
+ · · ·

, (A.37)

where the · · · denote the other 7 permutations generated by taking Δi → Δ̄i = 2α − Δi for i = 1, 2, 3. The

integral over ζ from which this is derived naively converges only when α < 5
6 , and so we must analytically

continue (A.36) from α < 5
6 towards α → 3

2 in order to extract its singularity structure as ε → 0.

The first singularity we encounter is at at 5
2 − 3α + s1 + s2 + s3 = 0 as α → 5

6 . Fortunately, like with the

bubble diagram, the residue of the integrand at s1 = 3α − 5
2 − s2 − s3 vanishes identically once we include

the shadow contributions and so [Gϕ1Gϕ2Gϕ3 ]J is actually regular as α → 5
6 . The first true singularity we

encounter is from 2 − 2α + s1 + s2 + s3 = 0 as α → 1, in which we can write

[
Gϕ1Gϕ2Gϕ3

]
J = Γ(2 − 2α)Γ

(
α − 1

2
)2Γ
( 3

2 − α
)
Γ
( 1

2 − α
)
F(0, 0, 2α − 2)

+

∫
ds3
2πi Γ/{0}(2 − 2α + s3

)
Γ
( 3

2 − α + s3
)

× Γ
[
−s3 , α − 1

2 − s3 , α − 1
2 ,

1
2 − α

]
F(0, 2α − 2 − s3, s3)

+

∫
ds2
2πi

ds3
2πi Γ/{0}(2 − 2α + s2 + s3)Γ

( 3
2 − α + s2 + s3

)
× Γ

[
−s2 , −s3 , α − 1

2 − s2 , α − 1
2
]
F
(
2α − 2 − s2 − s3, s2, s3

)
+

∫
ds1
2πi

ds2
2πi

ds3
2πi Γ/{0}( 5

2 − 3α + s1 + s2 + s3
)
Γ/{0}(2 − 2α + s1 + s2 + s3

)
× Γ

[
−s1 , −s2 , −s3 , α − 1

2 − s1 , α − 1
2 − s2 , α − 1

2 − s3
]
F(s1, s2, s3)

. (A.38)

The next relevant singularity is from 5
2 − 3α + s1 + s2 + s3 = −1 as α → 7

6 , but fortunately there the residue

at s1 = 3α − 7
2 − s2 − s3 also vanishes identically. Finally, there are four singularities that become relevant

as α → 3
2 , those from 5

2 − 3α + s1 + s2 + s3 = −2, 2 − 2α + s1 + s2 + s3 = −1, and 3
2 − α + s2 + s3 = 0 or

3
2 − α + s3 = 0. Luckily, the residue of the fourth line in (A.38) vanishes identically at s1 = 3α − 9

2 − s2 − s3

after including the shadows, and so we end up with six terms

[Gϕ1Gϕ2Gϕ3 ]J = Γ
( 3

2 − α
)
Γ
(
α − 1

2
)
Γ
( 1

2 − α
)2 [F(0,α − 1

2 ,α − 3
2
)
+ F

(
α − 1

2 , 0,α − 3
2
)]

− Γ(3 − 2α)Γ
( 5

2 − α
)
Γ
(
α − 3

2
)
Γ
(
α − 1

2
)
Γ
( 1

2 − α
) [

F
(
0, 1, 2α − 3

)
+ F

(
1, 0, 2α − 3

)]
+ Γ

( 3
2 − α

)
Γ
(
α − 1

2
)2Γ
(
2 − 2α

)
Γ
( 1

2 − α
)
F
(
0, 0, 2α − 2

)
(A.39)

− Γ(3 − 2α)Γ
(
−α − 1

2
)
Γ
( 5

2 − α
)
Γ
(
α − 1

2
)2F(0, 0, 2α − 3) + · · ·
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where the · · · again denote the remainder integral terms that are regular as α → 3
2 . In the limit ε → 0, we

have

[Gϕ1Gϕ2Gϕ3 ]J ∼ −J(J + 3)
2(4π)4ε − 1

64π4ε + U(Δ1) + U(Δ2) + U(Δ3) (A.40)

where we have defined

U(Δ) = −2(Δ − 1)(Δ̄ − 1)
(4π)4ε

[1
ε − ψ

(
Δ − 1

)
− ψ

(
Δ̄ − 1

)
+ log 4πe−γe +

3
2

]
. (A.41)

Clearly the first divergence in (A.40) will be absorbed by the kinetic counterterm, while the remaining

divergences will be absorbed by the mass counterterm.

As a check, it will be helpful to compare (A.40) to its flat space limit. For simplicity, we consider the

sunset diagram of the 1
4!gϕϕ4 theory, which behaves as [297]

=
1
3! (−gϕ)2

[
− k2

2(4π)4ε −
6m2

ϕ
(4π)2ε

[1
ε + log 4πe−γe + log μ2/m2

ϕ +
3
2

]]
(A.42)

with D = (4 − ε), with k2 the square of the external four-momentum. The same diagram in de Sitter yields

=
1
3! (−gϕ)2

[
−J(J + 3)

2(4π)4ε − 1
64π4ε + 3U(Δϕ)

]
. (A.43)

Throughout this paper, we have worked in Hubble units H = 1. We can restore dimensions by multiplying

the sunset by a factor of H2. The flat space limit then corresponds to taking H → 0. All fields are “heavy”

in this limit, and so Δϕ = α + i
√

(mϕ/H)2 − α2 and ΔϕΔ̄ϕ = (mϕ/H)2. With H2J(J + 3) → k2, since both

are eigenvalues of the Laplacian, we find that

−J(J + 3)
2(4π)4ε − 1

64π4ε + 3U(Δϕ) → − k2

2(4π)4ε −
6m2

ϕ
(4π)2ε

[1
ε + log 4πe−γe + logH2/m2

ϕ +
3
2

]
(A.44)

and so (A.43) exactly reproduces the flat space divergence (A.42) when the renormalization scale is taken

to be Hubble μ = H. This, however, is an automatic consequence of working in Hubble units, and so (A.43)

exactly matches (A.42) in the flat-space limit H → 0.

A.4 UV Contributions in the Light Limit

In the main text, we argued that the UV contributions to the bubble and sunset diagrams were subleading

as mϕ for all J, and we justify that statement in this appendix. As an example, we will study the UV
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contribution to the bubble diagram, given by

[GσGϕ]uv
J = [GΔσGΔϕ ]

uv
J + [GΔ̄σGΔϕ ]

uv
J + [GΔσGΔ̄ϕ ]

uv
J + [GΔ̄σGΔ̄ϕ ]

uv
J (A.45)

in the limit Δϕ → 0, where

[GΔσGΔϕ ]
uv
J = NJ,ΔσΔϕ

∫ ∞

1
dζ ζJ+Δϕ+Δσ−1

2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣−ζ
]

× 2F1

[Δσ, Δσ − α + 1
2

2Δσ − 2α + 1

∣∣∣∣−ζ
]

2F1

[Δϕ, Δϕ − α + 1
2

2Δϕ − 2α + 1

∣∣∣∣−ζ
] (A.46)

and the other terms in (A.45) are just (A.46) with the dimensions appropriately replaced with their shadows.

A similar analysis holds for the sunset diagrams, though since it is virtually identical to the bubble we will

not repeat it.

The main trouble with naively expanding (A.46) in Δϕ is that, as ζ → ∞, all three hypergeometric

functions conspire so that the integrand behaves as ζ2α−3 as ζ → ∞. Of course, this integral diverges as

α → 3
2 but, as discussed in the previous section, we will assume that we have already regularized these

integrals using dimensional regularization. But, it is important to expand this integral in a way that does

not disturb its structure as ζ → ∞. This can be accomplished by writing the integral as

N−1
J,ΔσΔϕ

[GΔσGΔϕ ]
uv
J =

Γ
[ 1

2 − α , 2Δϕ − 2α + 1
Δϕ − α + 1

2 , Δϕ − 2α + 1

] ∫ ∞

1
dζ ζJ+Δσ−1

2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣−ζ
]

× 2F1

[Δσ, Δσ − α + 1
2

2Δσ − 2α + 1

∣∣∣∣−ζ
]

2F1

[Δϕ, 2α − Δϕ
α + 1

2

∣∣∣∣−1
ζ

]
+

Γ
[α − 1

2 , 2Δϕ − 2α + 1
Δϕ , Δϕ − α + 1

2

] ∫ ∞

1
dζ ζJ+Δσ+α− 3

2 2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣−ζ
]

× 2F1

[Δσ, Δσ − α + 1
2

2Δσ − 2α + 1

∣∣∣∣−ζ
]

2F1

[ 1
2 − Δϕ + α, 1

2 + Δϕ − α
3
2 − α

∣∣∣∣−1
ζ

]
.

(A.47)

Both integrals are now well-behaved if we expand in Δϕ and the second line is clearly subleading to the first

as Δϕ → 0, since in this limit 1/Γ(Δϕ) ∼ Δϕ.

To leading order in Δϕ, we can thus approximate this UV contribution as

[GΔσGΔϕ ]
uv
J ≈ NJ,ΔσΔϕ

∫ ∞

1
dζ ζJ+Δσ−1

2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣−ζ
]

2F1

[Δϕ, Δϕ − α + 1
2

2Δϕ − 2α + 1

∣∣∣∣−ζ
]
, (A.48)

which is indeed the original expression (A.46) with Δϕ = 0. The benefit of (A.47) is that it makes this

approximation well-controlled, as the subleading terms are clearly of order O(1) and we can use it to construct

a controlled series expansion in Δϕ.
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Combining this with the IR contribution, [GΔσGΔϕ ]J = [GΔσGΔϕ ]
ir
J + [GΔσGΔϕ ]

uv
J yields

[GΔσGΔϕ ]J ≈ Γ(α)NJ,Δσ

4πα+1Δϕ

∫ 1

0
dζ ζJ+Δσ−1(ζΔϕ − 1

)
2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣−ζ
]

× 2F1

[Δσ, Δσ − α + 1
2

2Δσ − 2α + 1

∣∣∣∣−ζ
]

+
Γ(α)NJ,Δσ

4πα+1Δϕ

∫ ∞

0
dζ ζJ+Δσ−1

2F1

[J + α + 1
2 , J + 1

2J + 2α + 1

∣∣∣∣−ζ
]

2F1

[Δσ, Δσ − α + 1
2

2Δσ − 2α + 1

∣∣∣∣−ζ
]
.

(A.49)

To this we add [GΔ̄σGΔϕ ]J, which is of the same order as Δϕ → 0, and find with (A.35) that

[GσGϕ]J ≈ Γ(α)
4πα+1

1
Δϕ

∞∑
k=0

[
NJ,Δσck(J,Δσ)

J + Δσ + Δϕ + k +
NJ,Δ̄σck(J, Δ̄σ)

J + Δ̄σ + Δϕ + k

]
+

1
8π2ε

+
Γ(α)
4πα+1

1
Δϕ

[
1

(J + Δσ)(J + Δ̄σ)
−

∞∑
k=0

[
NJ,Δσck(J,Δσ)

J + Δσ + k +
NJ,Δ̄σck(J, Δ̄σ)

J + Δ̄σ + k

]] (A.50)

where ck(J,Δσ) are the series coefficients (2.34). Since ck
(
−[Δσ + k],Δσ

)
= δk,0, the second term is purely

analytic in J, and thus subleading near J = Δσ. Furthermore, this also implies that ck
(
−[Δσ+Δϕ+k],Δσ

)
=

δk,0 +O(Δϕ) and so, to leading order in Δϕ ∝ m2
ϕ, the bubble drastically simplifies to

[GσGϕ]J ≈

[
Γ(α + 1)

2πα+1
1

m2
ϕ

]
1

(J + Δσ + Δϕ)(J + Δ̄σ + Δϕ)
+

1
8π2ε . (A.51)

A similar story applies to the sunset diagram discussed in §2.3.2.
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B
Further Discussion of Compact Scalars

B.1 Formulary

In this Appendix, we present the definitions of the various special functions and useful formulae commonly

used throughout the main text.

Some of our expressions will contain large ratios and products of gamma functions so it will be convenient

to adopt the common shorthand

Γ
[
a, b, c, · · ·
d, e, f, · · ·

]
=

Γ(a)Γ(b)Γ(c) · · ·
Γ(d)Γ(e)Γ(f) · · · and Γ[a, b, c, · · · ] = Γ(a)Γ(b)Γ(c) · · · . (B.1)

The n’th harmonic number Hn ≡
∑n

k=1 1/k for n ∈ Z>0 can be analytically continued for arbitrary arguments

by the digamma function ψ(z),
Hz = ψ(z − 1)− γe , (B.2)

where ψ(z) = d
dz logΓ(z) and γe ≡ −ψ(1) ≈ −0.577216 . . . is the Euler-Mascheroni constant.

The Gaussian or ordinary hypergeometric function is defined in the disk |z| < 1 by the series

2F1(a, b; c; z) ≡ 2F1

[
a, b

c

∣∣∣∣ z ] = Γ(c)
Γ(a)Γ(b)

∞∑
n=0

Γ(a + n)Γ(b + n)
Γ(c + n)

zn

n! . (B.3)
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It obeys the following connection formula when a − b /∈ Z,

2F1

[
a, b

c

∣∣∣∣ 1 +
1
ζ

]
= Γ

[
c, b − a
b, c − a

](
−1

ζ

)−a
2F1

[
a, c − b
1 + a − b

∣∣∣∣−ζ
]
+ (a ↔ b) , (B.4)

which can be used to compute the discontinuity of functions involving (B.3) across its branch cut along

z ∈ [1,∞). Similarly, the generalized hypergeometric function 3F2(a, b, c; d, e; z) can be defined inside the

unit disk |z| < 1,

3F2

[
a , b , c

d , e

∣∣∣∣ z ] ≡ Γ
[

d , e
a , b, c

] ∞∑
n=0

Γ
[
a + n , b + n , c + n

d + n , e + n
] zn

n! . (B.5)

This generalized hypergeometric function can be related to derivatives of 2F1(a, b; c, z) with respect to its

parameters. For instance, the identity

2F1(a, b; c; z) = 1 +
ab
c z 3F2

[
1, 1, b + 1

2, c + 1

∣∣∣∣ z ]+O
(
a2) (B.6)

will be particularly useful.

The Gegenbauer-C function [288] is defined as the solution to the differential equation

[
(ξ2 − 1) d2

dξ2 + (2J + 1) ξ d
dξ − J(J + 2α)

]
Cα

J (ξ) = 0 (B.7)

that is regular around ξ = 1. It can be expressed in terms of hypergeometric function

Cα
J (ξ) ≡

Γ(J + 2α)
Γ(J + 1)Γ(2α) 2F1

[
−J, J + 2α

α + 1
2

∣∣∣∣ 1 − ξ
2

]
. (B.8)

These functions obey the useful recursion relation

(J + α)Cα
J (−ξ) = α

[
Cα+1

J (−ξ)− Cα+1
J−2 (−ξ)

]
, (B.9)

as do any appropriately normalized solution to (B.7). They also reduce to the Gegenbauer polynomials for

non-negative integer J. As |ξ| → ∞, they behave as

Cα
J (ξ) ∼ Γ

[
J + α

α , J + 1
]
(2ξ)J + Γ

[
J + 2α , −(J + α)

α , −J , J + 1
]
(2ξ)−(J+2α) , (B.10)

and thus contain both of (B.7)’s asymptotic behaviors when J /∈ Z>0. At the endpoints of the interval

ξ ∈ [−1, 1], they simplify to

Cα
J (1) =

Γ(J + 2α)
Γ(J + 1)Γ(2α) and Cα

J (−1) = cos π(J + α)
cos πα

Γ(J + 2α)
Γ(J + 1)Γ(2α) , (B.11)
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which both grow as J2α−1 for positive real J, though Cα
J (−1) grows exponentially as Im J → ±∞.

The other linearly independent solution to (B.7) is the Gegenbauer-Q function, given by

Qα
J (ξ) ≡

21−J−2απΓ(J + 2α)
Γ(α)Γ(J + α + 1) (ξ − 1)−J−2α2F1

[J + α + 1
2 , J + 2α

2J + 2α + 1

∣∣∣∣ 2
1 − ξ

]
. (B.12)

Crucially, this solution decays like ξ−J−2α as |ξ| → ∞, a fact that allows the Lorentzian inversion formu-

lae (3.18) and (3.19) to work.
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B.2 Interacting Vertex Two-Point Function

In Section 3.5, we computed the long-distance behavior of σ’s two-point function 〈σ(x)σ(y)〉c by first explicitly

expanding the path integral out order-by-order in interactions and then identifying the infinite class of

contributions relevant to this limit. There, it was not possible to identify a class of one-particle-irreducible

diagrams that could be chained together and readily summed, as our interactions were mediated by vertex

operators that do not Wick factorize like free Gaussian fields. However, we argued that at long distances

certain higher-order corrections could be well-approximated as an effective chain of diagrams, and so that it

was possible to Dyson resum the leading-order correction to σ’s two-point function to determine its corrected

long-distance behavior. In this Appendix, we do the same for the connected vertex two-point function

〈V(x)V†(y)〉c and determine how interactions with the heavy scalar σ affect its long-distance behavior.

For the sake of brevity, we will ignore the counterterm interactions in intermediate steps and instead only

include them in final expressions. To leading order, the vertex two-point function is

〈V(x)V†(y)〉c = 〈V(x)V†(y)〉+ 1
2
[
〈V(x)V†(y)S2

int〉 − 〈V(x)V†(y)〉〈S2
int〉
]
−
∣∣〈V(x)Sint〉

∣∣2 + · · · , (B.13)

or, by using (3.73),

〈V(x)V†(y)〉c = G(x, y) + 1
2 |g|2

∫
{2}

(Gσ
12)

2
[
GxyGx1G12G2y

Gx2G1y
− GxyG12

]
+
∣∣gϕ + 1

2 gGσ(1)
∣∣2 ∫

{2}

[
GxyGx1G12G2y

Gx2G1y
− GxyG12

]
− |gϕ + 1

2 gGσ(1)|2[G]20 + · · · ,
(B.14)

where we have isolated terms related to the one-point function (3.104) on the second line. Even at leading

order in perturbation theory, we can see the trouble caused by the fact that free vertex correlators do not Wick

factorize since the “disconnected” contribution in 〈V(x)V†(y)S2
int〉 is no longer canceled by 〈V(x)V†(y)〉〈S2

int〉.

However, if we are interested in the behavior of this correction at long distances, or analogously around

J ≈ −β, we can follow the discussion of Section 3.5 and analytically continue (B.14) into an in-in contribution

in which the integration variables z1 and z2 span the entire Poincaré patch.

In the long-distance limit |ξxy| → ∞, there are two relevant regions of integration. The first is when z1

and z2 are close to one another yet far from x and y, such that |ξ12| � |ξx1|, |ξ2y|, . . . , |ξxy|. In this region,

the vertex four-point function factorizes into two disconnected pieces,

GxyGx1G12G2y
Gx2G1y

= ≈ = GxyG12 , (B.15)

but we see from (B.14) that the contribution from this region is canceled by the disconnected contributions.
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However, there is also the region of integration in which ξx1 and ξ2y are smaller than all other separations

so that the vertex four-point function factorizes as

GxyGx1G12G2y
Gx2G1y

= ≈ = Gx1G2y , (B.16)

We find then that (B.14) can be approximated diagrammatically as

〈V(x)V†(y)〉c = + + + · · · , (B.17)

where we have restored the counterterm contributions and used the · · · to denote contributions from other

regions of integration. In momentum space, (B.17) is

[VV†]J = [G]J + [G]2J
[ 1

2 |g|2[GσGσ]J − J(J + 2α)δZϕ − δmϕ

]
+ · · · , (B.18)

and so the region of integration we have identified dominates in the long-distance limit J → −β.

We can repeat this argument for arbitrary orders in perturbation theory. For instance, at O(|g|2n) the

vertex correlator receives a contribution of the form

1
(2n)! 〈V(x)V

†(y)S2n
int〉 ⊃

|g|2n

(2n)! 22n

∫
{2n}

〈σ2
1σ2

2 · · ·σ2
2n〉
〈
Vx
[∏

i
(
Vi + V†

i
)]
V†

y
〉
. (B.19)

We want to argue that there is a region of integration that yields a long chain of the bubble diagrams in

(B.17) connected by vertex propagators. In momentum space, this contribution would diverge as J → −β
and so it must be included to determine the vertex two-point function’s asymptotic behavior. We thus focus

on the class of contributions in which all σ’s are contracted into propagator pairs, e.g. 〈σ2
1σ2

2 · · ·σ2
2n〉 ⊃

(Gσ
12)

2 · · · (Gσ
2n−1,2n)

2, of which there are (2n)! ways of doing so. Using our freedom to relabel the integration

variables, we can choose a canonical ordering of the zi and write

1
(2n)! 〈V(x)V

†(y)S2n
int〉 ⊃

|g|2n

22n

∫
{2n}

(
Gσ

12
)2 · · ·

(
Gσ

2n−1,2n
)2 [〈VxV

†
1V2 · · · V

†
y
〉
+ † perms

]
, (B.20)

where “† perms” again denotes all permutations of which vertex operators are conjugated. These permuta-

tions will interchange, say, V†
1V2 ↔ V1V

†
2 but this can be undone by taking z1 ↔ z2 without affecting the

form of the σ propagators. There are 2n such permutations, and so we may write

1
(2n)! 〈V(x)V

†(y)S2n
int〉 ⊃

|g|2n

2n

∫
{2n}

(
Gσ

12
)2 · · ·

(
Gσ

2n−1,2n
)2〈VxV

†
1V2V

†
3 · · · V

†
y
〉
. (B.21)
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In the limit the separations ξx1, ξ23, …, ξ2n,y are small while all others are large,1 the vertex correlator again

factorizes as

〈VxV
†
1V2V

†
3 · · · V

†
y 〉 = Gx1

[
Gx3
Gx2

G12
G13

· · ·
]
G23

[
G25
G24

· · ·
]
· · · G2n,y ≈ Gx1G23 · · · G2n,y (B.22)

and the contribution from this region may be approximated as

1
(2n)! 〈V(x)V

†(y)S2n
int〉 ⊃

|g|2n

2n

∫
{2n}

Gx1
(
Gσ

12
)2G23

(
Gσ

34
)2 · · ·

(
Gσ

2n−1,2n
)2G2n,y + · · · , (B.23)

or diagrammatically as

〈V(x)V†(y)〉c ⊃ · · · + · · · , (B.24)

where the · · · denote contributions from other regions of integration. In momentum space, this contribution

strongly diverges as we send J → −β,

[VV†] ⊃ [G]n+1
J
[ 1

2 |g|2[GσGσ]J − J(J + 2α)δZϕ − δmϕ

]n
, (B.25)

where we expect it to dominate over the regions of integration we have ignored.

To summarize, we have identified contributions at each order in g that become equally important and

diverge as J → −β. Diagrammatically, they form a geometric series of bubble diagrams [GσGσ]J connected

by vertex propagators that can be straightforwardly summed. We can therefore approximate the self-energy

Πϕ(J) in (3.100) at leading order in perturbation theory around J ≈ −β as

Πϕ(J) = 1
2 |g|2[GσGσ]J − J(J + 2α)δZϕ − δmϕ + · · · (B.26)

where the bubble diagram [GσGσ]J can be computed by applying the inversion formula (3.19) to the product

Gσ(ζ)Gσ(ζ). This diagram has been studied in detail in [1, 93]. It diverges as [GσGσ]J ∼ (8π2ε)−1 as

α = 1
2 (3 − ε) → 3

2 and has poles at J = −2Δσ − 2k, J = −Δσ − Δ̄σ − 2k = −2α − 2k, and J = −2Δ̄σ − 2k
for all non-negative integers k ∈ Z≥0. It is thus convenient to define the regular part of this diagram as

[GσGσ]J = ρσ(J) + 1/(8π2ε) and write

Πϕ(J) =
1
2 |g|

2ρσ(J) +
|g|2

16π2ε − J(J + 2α)δZϕ − δmϕ + · · · . (B.27)

1Note that this region of integration is different than the one which we identified for ⟨σ(x)σ(y)⟩c in §3.5.1, in which
pairs of internal vertices were kept close to one another. As illustrated with the leading order correction (B.14), this
region of integration cancels once we include the disconnected components like ⟨V(x)V(y)⟩⟨S2n

int⟩.
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Unless β is tuned to be an odd integer, the bubble is completely regular at the “free-field pole” J = −β and,

since Δσ and Δ̄σ are complex conjugates, ρσ(J) is also real along the Re J axis.

As discussed in Section 3.5, the asymptotic behavior of the corrected two-point function is determined

by the zero J∗ of

[G]−1
J∗ − 1

2 |g|
2ρσ(J∗)−

|g|2
16π2ε + δmϕ = 0 (B.28)

closest to the Im J-axis. We will choose our counterterms such that this zero is at J∗ = −β and Π′
ϕ(−β) = 0,

δmϕ = 1
2 |g|2[GσGσ]−β + β(2α − β)δZϕ ,

δZϕ = 1
4 |g|2ρ′σ(−β)/(α − β)

. (B.29)

so that β is defined to measure the connected vertex two-point function asymptotic decay such that 〈V(x)V†(y)〉c ∼
(−2/ξ)β + · · · as |ξ| → ∞. The self-energy is nontrivial

Πϕ(J) =
1
2 |g|

2
[
ρσ(J)− ρσ(−β)− (J + β)(J + 2α − β)

2(α − β) ρ′σ(−β)
]
, (B.30)

and affects the locations and residues of the other poles of [G]J, and thus changes the subleading behavior

of the vertex propagator, but unlike 〈σ(x)σ(y)〉c the dominant asymptotic behavior is unaffected by the

interactions, as their effect can be completely absorbed by our counterterms.
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C
Supplementary Material for Chapter 4

C.1 In-In Diagrams

In this section we will provide a detailed derivation of the bispectrum exchange diagram calculated in the

main text. We will first review the derivation of the tree-level seed function for the trispectrum, thereby

reviewing the work of [169], and using that obtain the same for the bispectrum b̂(Δ; u). We will then

demonstrate the details of the in-in calculation for the exchange of the composite operator O which were

omitted in the main text.

C.1.1 Tree-Level Seed Function

We will begin our discussion with the tree-level seed function for the trispectrum. We will recount the

s-channel trispectrum of conformally coupled scalars Φ, generated by the exchange of a free-field scalar

with scaling dimension Δ, which we call F(k1, k2, k3, k4; s). This is convenient for us since several different

computations for this function exist in the literature [166,169]. Setting the coupling to unity for convenience,

the corresponding in-in integral for the s-channel is

F(k1, k2, k3, k4; s) =
∑

a,b=±
(ab)

∫ 0

−∞(1∓iε)

dη
η2

∫ 0

−∞(1∓iε)

dη′

η′2 e−ai(k1+k2)ηe−bi(k3+k4)η′Gab(Δ; s; η, η′) , (C.1)
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where s ≡ |k1+k2| is the momentum of the exchanged particle. Note that the free propagators Gab(Δ; s; η, η′)

are factorizable into functions of sη and sη′. Therefore rescaling η → s−1η and η′ → s−1η′ shows that the

kinematic variables fixing the form of F are the so-called momentum cross-ratios u = s/(k1 + k2) and

v = s/(k3 + k4). Specifically, it can be shown that F({ki}; s) = s−1F̂(u, v) where F̂ is called the trispectrum

seed function.

In [169] it was shown that any correlator on the late-time boundary of de Sitter is constrained by conformal

invariance, which is the more fundamental way of understanding why F(k1, k2, k3, k4; s) only depends on the

cross-ratios u and v. The conformal Ward identities on the boundary lead to a differential equation for the

seed function

(Δu − Δv)F̂(u, v) = 0 , (C.2)

where the differential operator Δu = u2(1 − u2)∂2
u − 2u3∂u, and likewise for v. For the tree-level exchange

of a massive scalar, one can derive two second order differential equations. These can be straightforwardly

obtained by manipulating the equations of motion for the massive scalar. The first, in terms of u, is

(Δu + m2 − 2)F̂(u, v) = uv
u + v . (C.3)

There is also an identical second equation in v. The space of solutions must be restricted by implementing

several boundary conditions. First, the choice of the Bunch-Davies vacuum is enforced by requiring that

limu→1 F̂(u, v) must be finite [298, 299]. This corresponds to the so-called folded configuration which must

be regular for correlators in the Bunch-Davies vacuum [46, 298]. Another condition we must impose on the

solution is symmetry under the exchange u ↔ v, which can be seen to be true from the bulk in-in integrals.

Lastly, we need to demand that the correlator factorizes into a product of three-particle amplitudes as we

send u, v → −1, which is known as the total energy singularity.

Imposing these conditions with the help of the homogenous solutions of (C.3) provides the complete

solution

F̂(u, v) = π
2 cosh(πν) F̂NA(u, v) + F̂EFT(u, v) . (C.4)

The solution is conveniently separated into a term which is non-analytic in u and v and therefore knows

about particle production in the bulk, and an EFT part which is analytic in u and v. The EFT part is

organised into a power series

F̂EFT(u, v) =
∞∑

m,n=0
cmnu2m+1

(u
v
)n

, when u ≤ v , (C.5)
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and the coefficients are

cmn(ν) ≡
(−1)n(n + 1)(n + 2) · · · (n + 2m)[

(n + 1
2 )

2 + ν2] [(n + 5
2 )

2 + ν2] · · · [(n + 1
2 + 2m)2 + ν2] . (C.6)

An alternative representation of the EFT piece will be especially useful for our purposes. We will invoke

the form calculated in [166] which evaluated the bulk integrals instead of solving the boundary differential

equations to obtain

F̂EFT(u, v) =
∑
n≥0

(−1)n

(n + 1
2 )

2 + ν2 u
(u

v
)n

2F1

[ n+1
2 , 1 + n

2
3
2 + n

∣∣∣∣ u2
]

2F1

[ 1−n
2 , − n

2
1
2 − n

∣∣∣∣ v2
]
. (C.7)

It can be checked numerically that this expression agrees with the double-sum from [169]. The non-analytic

piece is
F̂NA(u, v) = F̂+(u)F̂−(v)− F̂−(u)F̂+(v)−

α−

α+
(β0 + 1)F̂+(u)F̂+(v)

− α+

α−
(β0 − 1)F̂−(u)F̂−(v) + β0

[
F̂−(u)F̂+(v) + F̂+(u)F̂−(v)

]
,

(C.8)

where

F̂±(z) ≡
( iz

2ν

) 1
2±iν

2F1

[ 1
4 ± i ν

2 ,
3
4 ± i ν

2
1 ± iν

∣∣∣∣ z2
]
,

α± ≡ −
( i

2ν

) 1
2±iν Γ(1 ± iν)

Γ( 1
4 ± i ν

2 )Γ( 3
4 ± i ν

2 )
, β0 ≡ 1

i sinh(πν) .
(C.9)

Note that the non-analytic piece can be reorganised into a manifestly shadow symmetric form

F̂NA(u, v) = F̂+(u)F̂−(v)−
α−

α+
(β0 + 1)F̂+(u)F̂+(v) + β0F̂+(u)F̂−(v) + (ν ↔ −ν) . (C.10)

Taking the v → 1 limit of (C.8) and (C.7) leads to the expressions for b̂NA(Δ; u) and b̂EFT(Δ; u) provided in

the main text.
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C.1.2 In-In Diagrams for Composite Operator Exchange

The leading perturbative contribution to the πc bispectrum due to the interactions in (4.53) can be deter-

mined using the standard diagrammatic rules to be

Bπ(k1, k2, k3) =

O

k1 k2 k3 + cyc.

=
∑

a,b=±
(ab)

(
−g2f−6

π
2

)∫ η0

−∞
dη a2(η)

∫ η0

−∞
dη′ a3(η′)K′

a(k1; η)K′
a(k2; η)K′

b(k3; η′)Gab
O (k3; η, η′) + cyc.

≡ g2f−6
π H

16k1k2k3
BO(k1, k2, k3) + cyc. ,

(C.11)

where, anticipating no late-time infrared divergences, in the last line we have taken η0 → 0. Here ’cyc.’

denotes permutations of the momenta (k1, k2, k3). We define

BO(k1, k2, k3) ≡
∑

a,b=±
(ab)

∫ 0

−∞(1∓iε)
dη
∫ 0

−∞(1∓iε)

dη′

η′2 e−ai(k1+k2)ηe−aik3η′Gab
O (k3; η, η′) . (C.12)

Our goal now is to evaluate this in-in integral. We can resolve the propagators Gab
O (k; η, η′) into their spectral

representation and exchange the time integrals with the spectral integral to produce

BO(k1, k2, k3; η0) =
∫ 3

2+i∞

3
2−i∞

dΔ
2πiρO(Δ)b(Δ; k1, k2, k3) , (C.13)

where the tree-level bispectrum is

b(Δ; k1, k2, k3) =
∑

a,b=±
(ab)

∫ 0

−∞(1∓iε)
dη
∫ 0

−∞(1∓iε)

dη′

η′2 e−ai(k1+k2)ηe−bik3η′Gab(Δ; k3; η, η′) . (C.14)

The tree-level bispectrum is highly constrained by the de Sitter isometries. Its functional form only depends

on the momentum cross-ratio u ≡ k3/(k1 + k2). It is related to the four-point function discussed previously

by

b(Δ; k1, k2, k3) = − lim
k4→0

lim
s→k3

∂2

∂(k1 + k2)2 F(k1, k2, k3, k4; s) . (C.15)

Therefore we have

b(Δ; k1, k2, k3) = − k3
k3

12
(u∂2

u + 2∂u)b̂(Δ; u) , (C.16)
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where b̂(Δ; u) is the so-called tree-level seed function and corresponds to the equivalent exchange bispectrum

for conformally coupled external fields Φ. As a result BO(k1, k2, k3) can be expressed as

BO(k1, k2, k3) = − 1
k3

12
(u∂2

u + 2∂u)B̂O(u) , (C.17)

where

B̂O(u) ≡
∫ 3

2+i∞

3
2−i∞

dΔ
2πiρO(Δ)b̂(u) . (C.18)

With this we can trivially determine the πc bispectrum to be

Bπ(k1, k2, k3) = − g2f−6
π H

16k1k2k3

1
k3

12
(u∂2

u + 2∂u)B̂O(u) , (C.19)

which is the expression used in the main text.

C.2 EFT Piece of the Seed Function

In this section we will work out the details of the EFT contribution which were omitted in the main text.

There, we showed that the EFT expansion was fixed by the coefficients

CO
n =

∫ 3
2+i∞

3
2−i∞

dΔ
2πi

ρO(Δ)

(Δ − n − 2)(1 − n − Δ)
. (C.20)

It is helpful to recall (4.21) to connect this integral with the momentum coefficients

[GO]J =

∫ 3
2+i∞

3
2−i∞

dΔ
2πi

ρO(Δ)

(J + Δ)(J + Δ̄)
, (C.21)

where we are assuming −J lies to the left of the principal series line and 3 + J to the right. To connect

the EFT coefficients to the momentum coefficients we need to send J → −2,−3, · · · , which requires passing

through the contour as shown in Figure C.1. In doing so we will pick up residues at Δ = −J and Δ = 3 + J
to produce

CO
n = [GO]−(n+2) − [ResΔ=2+n − ResΔ=−n−1]

ρO(Δ)

(Δ − n − 2)(Δ̄ − n − 2) , (C.22)

where we have accounted for the residues accumulated by the Δ = −J and Δ = J + 3 poles crossing the

contour as we send J → −2,−3, · · · . This is an intriguing result and a convenient tool to organise our

calculation. The first thing we learn from this is that since the momentum coefficients are generically UV

divergent, the EFT coefficients must be as well. This is good since the EFT terms can be mimicked by local

self-interactions of the inflaton, and therefore can be easily renormalised by counterterms. However, these
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Figure C.1: Contour deformation to relate the momentum coefficients with the EFT coefficients CO
n .

Sending −J → n + 2 pinches the contour twice, picking up two residues along the way.

terms will be subdominant in the infrared, or the squeezed limit, so the complete result is not particularly

interesting for our purposes.

An important role played by the EFT piece at tree-level is to cancel an unphysical singularity as u → 1,

which is known to correspond to our choice of the Bunch-Davies vacuum. To see this we note that as u → 1
the non-analytic piece produces a singularity

1
2 b̂NA(Δ; u) + (Δ ↔ Δ̄)

u→1−−−−−→ π
2 sech(πν) log(1 − u) . (C.23)

The EFT piece exhibits an equal and opposite singularity

b̂EFT(Δ; u) u→1−−−−−→ log(1 − u)
∞∑

n=0

1
2 (−1)n+1(2n + 1) 1

(Δ + n − 1)(n + 2 − Δ)

= −π
2 sech(πν) log(1 − u) ,

(C.24)

where we have isolated the leading divergence in the summand in the u → 1 limit. Thus we can see that

the relative normalisation of the EFT and non-analytic pieces is important in order to cancel this flattened

singularity.

Already this aspect of the EFT piece presents an interesting point. As we have seen with our general

discussion concerning the exchange of a generic composite operator O, the coefficients which determine

the EFT expansion are generically UV divergent and must be renormalised appropriately. Therefore the

cancellation of this flattened singularity for a generic case is non-trivial.1

Now we will determine the EFT coefficients using these general expressions for the non-compact and

compact scalars.

1We are grateful to Xingang Chen and Anson Hook for related discussions.
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C.2.1 Non-Compact Scalar

Here we will not worry about determining the EFT expansion exactly, but instead focus on making some

qualitative remarks. Particularly we will only make a statement about the renormalisation of the bispectrum

and therefore are only interested in isolating the UV divergence.

As outlined, there are two ways of calculating the EFT coefficients— we can either perform the integral

(C.20) or calculate the momentum coefficients. Fortunately, the momentum coefficients for a quadratic oper-

ator σϕ operator in general spacetime dimension were calculated in [93] in terms of a 7F6[· · · ] hypergeometric

function, and it is therefore straightforward to regulate these coefficients in dimensional regularisation. Un-

fortunately, the equivalent form of b̂EFT(Δ; u) is not known to us in general spacetime dimensions, so we

leave a complete calculation of these terms for the future.

The UV divergence for α = 3−ε
2 dimensions is

[Gσ2 ]J
ε→0−−−→ 1

8π2ε +O(ε) , (C.25)

which leads to a UV divergent contribution to the bispectrum

B̂EFT
σ2 (u) = 1

8π2ε
∞∑

n=0

(
−1

2

)n √π n!
Γ(n + 1

2 )
un+12F1

[ n+1
2 , n+2

2
n + 3

2

∣∣∣∣ u2
]
+O(ε) . (C.26)

While this expression looks complicated it can be checked by numerically performing the sum that it is

merely a rewriting of

B̂EFT
σ2 (u) = 1

8π2ε
u

1 + u +O(ε) . (C.27)

We could also have guessed this from previous calculations of the trispectrum generated by the exchange of

σ2, e.g. [155]. There it was determined that the UV divergence is,

F̂σ2(u, v) = 1
8π2ε

uv
u + v + · · · (C.28)

Because setting v → 1 produces the bispectrum seed function, we see that our calculation produces the same

result.

As a cross check, let us try to recover this divergence with a hard cutoff. We will therefore compute

(C.20) up to ν ≤ ν̄, i.e. we will kill all states heavier than ν̄. In four dimensions, the spectral density grows

as ρσ2(ν) ∼ ν
8π using which we can isolate the leading logarithmic divergence

Cσ2
n =

∫ ν̄

−ν̄

dν
2π

1
(n + 1

2 )
2 + ν2 ρσ2(ν) ν̄→∞−−−→ 1

8π2 log ν̄ +O(ν̄−1) , (C.29)
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Figure C.2: We plot the renormalised seed function for the non-compact scalar B̂σ2(u) for scaling dimension
Δσ = 0.2. We show both the EFT and non-analytic parts separately from the full seed function, i.e. the sum
of the two.

which is consistent with the ε-divergence we obtained using the momentum coefficients.

Using the hard-cutoff it is possible, albeit inefficient, to numerically regulate the EFT coefficients. Specif-

ically we can define the renormalised coefficients as

C̄σ2
n =

[∫ ν̄

−ν̄

dν
2π

ρσ2(ν)
(n + 1

2 )
2 + ν2

]
− 1

8π2 log ν̄ (C.30)

for sufficiently large ν̄ so that the renormalised EFT piece of the seed function is

B̂EFT,ren
σ2 (u) =

∞∑
n=0

C̄σ2
n

(
−1

2

)n √π n!
Γ(n + 1

2 )
un+12F1

[ n+1
2 , n+2

2
n + 3

2

∣∣∣∣ u2
]
. (C.31)

We plot the complete B̂σ2(u) in Figure C.2. For small masses the seed function is dominated by the non-

analytic piece. We seem to observe a singularity when u → 1 although it is unclear if this is a numerical

artefact or a genuine feature of bispectrum at the loop level.

C.2.2 Compact Scalar

For the compact scalar, it is more convenient to use (C.22) to determine the EFT coefficients. We will

therefore calculate the momentum coefficients for the vertex operator. This was done in [2] using dimensional

regularization, where it was found that these coefficients are (shockingly) UV finite. There, these coefficients

were determined using the Lorentzian inversion formula (4.14) and the UV finiteness was due to discGV(ξ)
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being very well behaved on the time-like branch cut (ξ > 1). Of course, it must be noted that this may

be scheme dependent. Dimensional regularization is famously only sensitive to scale-less or logarithmic

divergences [300], and may be blind to the divergences we would have encountered using another scheme

choice. Indeed, the spectral density ρV(Δ) grows faster than Δ so, for instance, applying a hard-cutoff to

(4.21) may introduce a UV divergence. We will not follow this approach and instead choose to regulate our

momentum coefficients another way.

We will instead choose to define our momentum coefficients by the same way we calculated the spectral

density, i.e. as a sum over bulk CFT states. Specifically,

[GV ]J ≡ 2β
∞∑

n=0

βn

n! [Gβ+n]J

= −16π2Γ(1 − β)
Γ(β − 1)

Γ(J + β)
Γ(4 + J − β) 2F2

[
J + β, β − 3 − J

β, β − 1

∣∣∣∣ β
2

] (C.32)

This expression exhibits the correct properties. It has simple poles at the locations one would expect from

the spectral density, namely at J = −β,−β − 2,−β − 3, · · · , and we have checked that the residues at these

poles are consistent with the ones determined in [2]. Moreover [GV ]J also symmetrizes to produce the spectral

density calculated in the main text

ρV(Δ) =
1
2 (3 − 2Δ)[GV ]−Δ + (Δ ↔ Δ̄) , (C.33)

which implies that the residues at these poles match with those of the spectral density as well. Of course,

this does not preclude the possibility that this regularization scheme is insensitive to divergences we would

have encountered in another scheme. In other words, these UV divergences are typically shadow symmetric

in J and therefore get killed in the spectral density. Supposing, for example, that we were able to evaluate

(C.20) by implementing a hard-cutoff ν̄ we expect to find

[GV ]J = −16π2Γ(1 − β)
Γ(β − 1)

Γ(J + β)
Γ(4 + J − β) 2F2

[
J + β, β − 3 − J

β, β − 1

∣∣∣∣ β
2

]
+ fJ(ν̄, β) , (C.34)

where fJ(ν̄,β) is a function such that f−Δ(ν̄, β) is regular on the Re (Δ) > 0 part of the complex plane. It

must also satisfy f−Δ(ν̄, β) = fΔ−3(ν̄,β) in order to be killed upon shadow symmetrization to produce the

correct spectral density ρV(Δ). We do not presently have a rigorous proof of this claim and leave a more

careful investigation for future work. It is nonetheless helpful to keep in mind as we progress on to the EFT

coefficients. Using the momentum coefficients (C.32) in (C.22) produces

CV
n = −[GV ]−(n+2) . (C.35)
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Figure C.3: We plot the full seed function for the compact scalar B̂V(u) for scaling dimension β = 0.2 and
β = 1.8. We show both the EFT and non-analytic parts separately from the full seed function, i.e. the sum
of the two. We have summed up to N = 100 residues for the non-analytic piece and likewise in the EFT
series.

We plot the resulting seed function in Figure C.3. While we are missing potential contributions from local

counterterms, this solution should nevertheless capture some qualitative features of the bispectrum. For

β = 0.2 we can see that the u → 0 limit is singular and the singularity scales as uβ−1 as determined in

our analysis of the non-analytic piece in the main text. Therefore β = 1.8 sees no singularity and instead

a simple power law decay. Nevertheless, we can see that B̂V(u) is not completely determined by the non-

analytic piece but in fact receives an appreciable contribution from the EFT piece as well. We also observe

that the non-analytic piece is comparable in magnitude to the EFT piece, which holds for β > 2 as well. This

is unlike the standard behavior seen for heavy free fields, for which the non-analytic piece is exponentially

suppressed as we increase the mass ν.

As with the non-compact case, we may observe a singularity as u → 1 but again it is unclear if that is a

numerical artefact or not. We leave a more careful investigation for future work.

C.3 Bulk CFT Exchange

In this section we will apply our main methodology to the exchange of a bulk CFT operator with scaling

dimension δ > 1. This is useful to do because it serves as a non-trivial example where we can compare with

known results at least in some regimes [49]. Additionally, since the CFT operator is extremely constrained

(it is simply a power law), it is especially amenable to an analytical treatment. Therefore it will be helpful

for us to analyse as a test case as well.

First let us discuss the non-analytic piece. Using the spectral density (4.24), specialised to four dimensions

(α = 3/2) we can immediately obtain

B̂NA
δ (u) = −

∑
n≥0

(
[Resδ+nρδ(Δ)]b̂NA(δ + n; u) + [Res2n+2b̂NA(Δ; u)]ρδ(2n + 2)

)
. (C.36)
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The complete analytical expression is not particularly illuminating but nevertheless we can put it together

by noting that

Resδ+nρδ(Δ) = 23−δπ sin(2πδ)Γ(1 − δ) (2δ + 2n − 3)Γ(2δ + n − 3)
Γ(n + 1)Γ(δ − 1)

Res2n+nb̂NA(Δ; u) = 2π1/2 Γ(2n + 1)
Γ(2n + 3

2 )

(u
2
)1+2n

2F1

[n + 1, n + 1
2

2n + 3
2

∣∣∣∣ u2
]
.

(C.37)

To determine the EFT piece we need to compute the momentum coefficients [Gδ]J. This can be done using

the Lorentzian inversion formula (4.14) and result is

[Gδ]J =
π224−δΓ(2 − δ)

Γ(δ)
Γ(J + δ)

Γ(4 + J − δ) , (C.38)

where we have again specialised to four dimensions. Note that the Lorentzian inversion integral strictly

only converges for δ < 2. In other words, we do not encounter any UV divergences for sufficiently small

δ. Qualitatively this is because the CFT correlator in that case is not sufficiently singular to produce UV

divergences. Nevertheless, it is possible to analytically continue this answer to larger δ, and this may be

interpreted as a regularization scheme. In general we must be wary of missing potential counterterms, as a

similar subtlety arises when flat-space scattering amplitudes are computed using such CFT operators [301].

For the time being let us keep δ < 2. The EFT piece is then determined via (4.66) and the series

coefficients can be determined using (C.22)

Cδ
n = −[Gδ]−(n+2) . (C.39)

The squeezed limit of the seed function takes the form

B̂(u) = 4π3 cot
( π

2 δ
)

δ − 1 uδ−1 +
π224−δ

δ2 − 3δ + 2
u + · · · , (C.40)

so we see that for δ < 2, the non-analytic scaling dominates in the squeezed bispectrum whereas for δ > 2
the scaling is mimicable by local self-interactions. Up to the normalisation, this is the same behavior as was

found in [49]. We therefore see that the qualitative behavior of this correlator is the same as that of the

compact scalar. The physical explanation for why δ = 2 is the threshold is again clear— for larger values

of δ the CFT correlator decays too rapidly so of course the exchange of Oδ should effectively be a contact

interaction.

Now, as a cross-check, we will take the δ → 1 limit of this result since this corresponds to the exchange

of a free conformal scalar, which has a known analytical answer. Then we will take the δ → 2 limit, which
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can be interpreted as a loop-level exchange of two conformal scalars via the interactions π̇cΦ2 and π̇2
cΦ2.

C.3.1 Conformal Scalar Limit

Now let us examine the δ → 1 limit of this expression, for which our CFT exchange reduces to the familiar

problem of exchanging a free conformally coupled scalar. This case has an extremely simple analytical

solution which is [169]2

B̂δ=1(u) =
4π4

3 + 4π2Li2
(1 − u

1 + u

)
. (C.41)

As a check, we would like to match this result by taking the δ → 1 limit of the result we have obtained for

general δ using the spectral density.

On the non-analytic side the Δ∗ = δ residue produces a constant contribution of 2π4. The residue at

Δ∗ = δ + 1 and the one at Δ = 2 are both singular and they sum up to produce

[Resδ+1ρδ(Δ)]b̂(δ + 1; u) + [Res2b̂(Δ; u)]ρδ(2) →
8π2

δ − 1arctanh(u) + · · · (C.42)

All of the other residues sum up to zero. On the EFT side, the n = 0 piece is also divergent as δ → 1, but

cancels the divergence from the non-analytic piece exactly. However, all of the n > 0 terms in the EFT sum

are left non-zero. The final result is then

B̂δ=1(u) = 2π4 + 8π2
[
log
(u

2
)
+ 1
]

arctanh(u) +
∑
n≥0

fn(u) , (C.43)

where
fn(u) ≡− π5/222−nu2(−u)nΓ(n + 1)

(n + 2)Γ
(
n + 3

2
) 2F1

[ n+2
2 , n+3

2
n + 5

2

∣∣∣∣ u2
]

+
8π2

2n + 1
[
ψ(0)(2n + 1)− ψ(0)(n + 3

2 )
]

u2n+1
(C.44)

and ψ(0)(z) is the Digamma function. The first term here is from the non-vanishing parts of the EFT series

and the second from the non-analytic piece. While this expression looks completely different from (C.41) it

can be checked numerically (summing up to n ≤ 30 is sufficient) that they are in fact the same. We compare

this expression with the known answer in Figure C.4 finding excellent agreement.

2Note that the result quoted in [169] is for F̂(u, v). We have firstly set v = 1 to their result and secondly multiplied
it by a factor of 8π2 to match our normalisation convention for the CFT operator.
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Figure C.4: Comparison of the analytical expression for a tree-level conformal scalar exchange bispectrum
with the result obtained using the spectral method.

C.3.2 Double Conformal Scalar Limit

Now for the sake of completion, we will take the δ → 2 limit of our result. As we mentioned previously,

this case can be interpreted as the exchange of a conformal scalar at one-loop. This intuition will be helpful

for us to carry forward especially in interpreting the divergences we will encounter. Before carrying out any

calculations, it is also helpful to remind ourselves where the poles of the spectral density occur. They occur

at Δ∗ = 2, 3, · · · , i.e. at discrete series states. We should therefore expect a qualitatively similar result,

namely terms which scale as log(u).
The residues at Δ∗ = δ+2n+1, i.e. the odd integer poles, all vanish as δ → 2. The residues at Δ∗ = δ+2n

on the other hand exhibit a singularity

[Resδ+2nρδ(Δ)]b̂(δ + 2n; u) = π5/2

δ − 2
23−2nΓ(2n + 1)

Γ(2n + 1
2 )

u2n+12F1

[n + 1, n + 1
2

2n + 3
2

∣∣∣∣ u2
]

+
π5/241−nΓ(2n + 1)

Γ
(
2n + 3

2
) u2n+1

[
(4n + 1) log

(u
4
)
− 4n + 1

]

+
∑
k≥0

π5/2(4n + 1)2−2(k+n−1)(2(k + n))!
(

H2(k+n) − Hk+2n+ 1
2
+ 2H2n

)
k!Γ

(
k + 2n + 3

2
) u2k+2n+1 .

(C.45)

Meanwhile the residues at Δ = 2n + 2 are also divergent as δ → 2, which exactly cancel out the divergence
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from the other set of residues. Combining the two produces a result which is finite

B̂NA
δ=2(u) =

∑
n≥0

π5/241−nΓ(2n + 1)
Γ
(
2n + 3

2
) u2n+12F1

[n + 1, n + 1
2

2n + 3
2

∣∣∣∣ u2
] [

(8n + 2)H2n − 2 − (4n + 1) log
(u

2
)]

−
∑

n,k≥0

π5/2(4n + 1)2−2(k+n−1)(2(k + n))!
(

H2(k+n) − Hk+2n+ 1
2
+ 2H2n

)
k!Γ

(
k + 2n + 3

2
) u2k+2n+1 .

(C.46)

The EFT series on the other hand also exhibits a singularity as δ → 2. The series becomes

B̂EFT
δ=2(u) =

1
δ − 2

∑
n≥0

π5/222−nn!
Γ
(
n + 1

2
) (−u)n+12F1

[ n+1
2 , 1 + n

2
n + 3

2

∣∣∣∣ u2
]

+
∑
n≥0

π5/222−nn!
Γ
(
n + 1

2
) (−u)n+12F1

[ n+1
2 , 1 + n

2
n + 3

2

∣∣∣∣ u2
]
(2Hn − 1 − log(2)) .

(C.47)

First let us discuss the 1
δ−2 singularity. The parameter δ can be interpreted as a regulator. Similarly to the

role played by α in dimensional regularisation, it controls the strength of the short-distance singularity. Just

from the form of this term, it is clear that it is completely analytic in u and therefore we should expect that

it can be removed by at least a set of local counterterms. In fact it is the same divergence we have previously

encountered in the non-compact theory. Indeed this is just a special case of the general Δσ bubble. Indeed

we can check numerically that the divergent piece in the EFT expansion is a complicated rewriting of

1
δ − 2

∑
n≥0

π5/222−nn!
Γ
(
n + 1

2
) (−u)n+12F1

[ n+1
2 , 1 + n

2
n + 3

2

∣∣∣∣ u2
]
=

4π2

δ − 2
u

1 + u . (C.48)

Our agreement here makes sense of course— since the UV divergence is a short-distance effect it should be

insensitive to the precise choice of the mass. In the squeezed limit the seed function behaves as

B̂δ=2(u) = −4π2u
[
3 + log

(u2

8

)]
+ 8π2H 1

2
u +O(u2) , (C.49)

where the first term is from the non-analytic piece and the second one from the EFT piece. Here we see

the characteristic logarithmic OPE scaling associated with discrete series states in de Sitter. In Fig. C.5 we

show a plot of this seed function. As we see from the plot, this solution appears to show a singularity as

u → 1, similar to our observation with the non-compact scalar bubble. We notice however, that summing

over more terms appears to soften this singularity so expect that it is a numerical artefact which would be

circumvented with a better organisation of the final answer. We leave a more careful analysis for future

work.
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Figure C.5: The seed function B̂δ=2(u) for a CFT operator with scaling dimension δ = 2, where we sum
up to N = 50 and N = 100 respectively. Summing over more terms appears to soften the apparent u → 1
singularity, albeit slowly.

C.4 Asymptotics of the Tree-Level Seed Function

In this section we will fill in some details about asymptotics of the tree-level seed function. Recall that the

non-analytic piece is

b̂NA(Δ; u) = F(Δ)uΔ−12F1

[ 1
2 (Δ − 1), Δ

2
Δ − 1

2

∣∣∣∣ u2
]
, F(Δ) ≡

Γ( 3
2 − Δ)Γ(1 − Δ

2 )Γ2(Δ
2 )

2Γ( 3
2 − Δ

2 )
. (C.50)

We are interested in determining the Δ → +∞ asymptotics of this expression. Firstly note that

F(Δ)uΔ−1 Δ→∞−−−−→ π
3
2
(u

2
)Δ−1

Δ− 1
2 sin

[
π
(3

2 − Δ
2

)]
csc
[
π
(3

2 − Δ
)]

csc
[
π
(

1 − Δ
2

)]
∼ π

3
2
(u

2
)Δ−1

Δ− 1
2 .

(C.51)

To determine the large Δ asymptotics of the hypergeometric function we can rely on the integral identity [302]

2F1

[
a, b

c

∣∣∣∣ z ] = Γ(c)
Γ(b)Γ(c − b)

∫ ∞

0
dt tc−b−1(1 + t)a−c(1 − z + t)−a , (C.52)

which holds whenever Re (c) > Re (b) > 0 and |arg(1 − z)| < π. For our choice of a, b and c this integral is

particularly amenable to a saddle point approximation. The location of the saddle can be determined to be

t∗ =
3u2 +

√
(1 − 2Δ)2 + 9u4 + (−4(Δ − 1)Δ − 6)u2 − 5

2(Δ + 2) ≈
√

1 − u2 , (C.53)
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where at the end we have taken the limit Δ → ∞. We can evaluate this integrand at the saddle and account

for the fluctuations to produce a rather lengthy expression. Further simplifying it in the limit Δ → ∞

produces

2F1

[ 1
2 (Δ − 1), Δ

2
Δ − 1

2

∣∣∣∣ u2
]
∼
√
(u2 − 1)

[
u2
(√

1 − u2 + 3
)
− 4

(√
1 − u2 + 1

)]
× 2Δ− 3

2
(
1 − u2)Δ−3

4
[
2
(√

1 − u2 + 1
)
− u2

(√
1 − u2 + 2

)]− Δ
2
.

(C.54)

Putting everything together we find that

b̂NA(Δ; u) ∼ Δ− 1
2 exp

1
4Δ log

u4 + 4
(√

1 − u2 − 2
)

u2 − 8
√

1 − u2 + 8
u4

 . (C.55)

Therefore for u ∈ (0, 1), i.e. in the physical domain, the non-analytic seed function decays exponentially with

Δ.

C.5 Asymptotics of the Spectral Density of the Vertex Operator

In this section we will derive the large Δ scaling of the spectral density

ρV(Δ) =
16πΓ(1 − β) sin(πβ)

Γ(β − 1) (3 − 2Δ) cos(πΔ)Γ(β − Δ)Γ(Δ − 3 + β)2F2

[
β − Δ, Δ − 3 + β

β − 1, β

∣∣∣∣ β
2

]
. (C.56)

The large-Δ behavior of the Gamma function prefactors can be straightforwardly obtained

16πΓ(1 − β) sin(πβ)
Γ(β − 1) (3 − 2Δ) cos(πΔ)Γ(β − Δ)Γ(Δ − 3 + β) Δ→+∞−−−−−→ −32π3Δ2β−3 cos(πΔ) csc(π(β − Δ))

Γ(β − 1)Γ(β) ,

(C.57)

whereas the hypergeometric function is more challenging. For that piece we will start with the assumption

that β < 2 so that we can utilize the series expansion of the hypergeometric function

2F2

[
β − Δ, Δ − 3 + β

β − 1, β

∣∣∣∣ β
2

]
=

∞∑
n=0

an(Δ, β)
(β

2

)n

an(Δ, β) = Γ(β − 1)Γ(β)Γ(n + β − Δ)Γ(n + β + Δ − 3)
Γ(n + 1)Γ(β − Δ)Γ(β + Δ − 3)Γ(n + β − 1)Γ(n + β) .

(C.58)

Now we can extract the large Δ asymptotics of the series coefficients

an(Δ, β) Δ→+∞−−−−−→ Γ(β − 1)Γ(β)Δ2n−1 sin(π(β − Δ))(2Δ + n(2β + n − 7)) csc(π(β − Δ + n))
2Γ(n + 1)Γ(n + β − 1)Γ(n + β) (C.59)
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and sum over n finding

2F2

[
β − Δ, Δ − 3 + β

β − 1, β

∣∣∣∣ β
2

]
∼ 0F2

[
β, β − 1;−1

2βΔ2
]

− Δ
4(β − 1)

[
(2β − 7)0F2

[
β, β + 1;−1

2βΔ2
]
+ 1F2

[
2; 1,β,β + 1;−1

2βΔ2
]]

.

(C.60)

Simplifying this expression by taking the limit Δ → +∞ produces

ρV(Δ) ∼ Δ 2
3 (β−2) exp

(
3β1/3Δ2/3

24/3

)
. (C.61)

While we assumed that β < 2 in order to derive this scaling, it can be verified numerically that it holds for

β > 2 as well.

The Δ → ∞ limit is probing heavier states so we can understand it as a UV limit. We should therefore

expect to recover the flat-space spectral density as Δ → ∞ with the understanding that Δ ≈ im/H for heavy

masses. Let us briefly calculate the spectral density for the vertex operator in (d+ 1)-dimensional flat-space

and determine its behavior in the UV. We will start our calculation in Euclidean signature and subsequently

analytically continue to Lorentzian signature. In flat-space the action for the free massless compact scalar is

SE =

∫
dd+1x

[ 1
2 f2μd−3(∂ϕ)2] , (C.62)

where f is the decay constant and we have introduced the mass scale μ to ensure [f] = 1 for all d (note

that as in de Sitter, we keep ϕ dimensionless). As in de Sitter, the position space vertex propagator is the

exponential of the massless flat-space propagator G(x) and can be evaluated to be

GV(x) = exp
[ 1

μd−3f2 G(x)
]
= exp

[
1
2 β̃(μx)1−d

]
, (C.63)

where we define β̃ ≡ (4π) d+1
2 Γ( d−1

2 ) μ2

2f2 for convenience, and can be interpreted as a flat-space version of the β
encountered in de Sitter. The momentum space propagator can be obtained by taking the Fourier transform

GV(k) =
∫

dd+1x eik·xGV(x)

=

∞∑
n=0

1
n!

( 1
μd−3f2

)n [∫
dd+1x eik·xGn(x)

]
,

(C.64)

where in the last line we have expanded the exponential into its series and exchanged the sum with integral.

This is equivalent to calculating the momentum space propagator as a sum over massless n-loop integrals.
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As is standard, each of these loop integrals can be done analytically

1
n!

( 1
μd−3f2

)n ∫
dd+1x eik·xGn(x) = (2π) d+1

2

n!

( 1
μd−3f2

)n ∫ ∞

0
dx xd(kx) 1−d

2 J d
2 −

1
2
(kx)Gn(x)

= (4π) d+1
2 β̃n 2−dnμ(1−d)nΓ

( 1
2 (−nd + d + n + 1)

)
n!Γ

( 1
2 (d − 1)n

) kd(n−1)−n−1 ,

(C.65)

where we have regulated the loops corresponding to n ≥ 2 using dimensional regularisation. In order to

extract the spectral density, we analytically continue k → (−s) 1
2 and extract the discontinuity across the cut

along physical energies s > 0

ρV(s) = −iDiscsGV(s)

= − (2π)(4π) d+1
2

∞∑
n=0

β̃n 2−dnμ(1−d)n

n!Γ
( 1

2 (d − 1)(n − 1)
)

Γ
( 1

2 (d − 1)n
) s 1

2 d(n−1)− 1
2 (n+1) .

(C.66)

Note that the spectral density is UV finite and we can readily specialise to our choice of d. Unfortunately

we are unable to evaluate this sum for general d. However, it can be performed using Mathematica for

d = 2, 3, 4, · · · . We quote the results for d = 2 and d = 3

ρV(s) = 2πβ̃
( π

μs

)
I2
[
(2β̃μ−1)

1
2 s 1

4
]
∼ exp

(√
2μ−1β̃s 1

4

)
, (d = 2)

=
π3β̃2μ−4

4 0F2

[
2, 3; 1

8 β̃μ−2s
]
∼ exp

[3
2
(

β̃μ−2s
) 1

3
]
, (d = 3) .

(C.67)

It is straightforward to obtain the same for d = 4, 5, · · · . Doing so allows us to conjecture a general form for

the factor appearing in the exponent to be s d−1
2d . Written in terms of m2 = s we have

log ρV(m2) ∼ m d−1
d , (C.68)

and we have checked that this scaling holds for up to d = 10. In d = 3 we therefore see that the flat-space

calculation agrees with the scaling of the de Sitter spectral density in the limit Δ → ∞. Specifically in

flat-space we have

ρV(m2) ∼ exp

( β̃m2

μ2

)1/3 ∼ exp
[(m

f
)2/3]

. (C.69)

Recalling that β1/3Δ2/3 ∼ (m/f) 2
3 we see that this is the same scaling (up to prefactors) with respect to

the decay constant f and m as in the dS result. This constitutes a check of our spectral density, but also

explains the factor of Δ
2
3 appearing in the exponential in the de Sitter result.3 We see that it is fixed by the

3We are grateful to Hayden Lee for raising a question about this.
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number of spacetime dimensions. Indeed, upon increasing d, the short distance singularity of the massless

propagator G(x) worsens, in turn making the vertex operator more singular, which is consistent with the

spectral density becoming more badly divergent.

Notably, the flat-space result is not able to reproduce the power-law prefactor Δ 2
3 (β−2). This is a con-

sequence of the fact that upon taking a flat-space limit, a massless field in de Sitter does not map onto a

massless field in flat-space. One way to see this is to recall that the massless de Sitter propagator contains

a logarithmic piece which leads to a divergence in the IR but also contributes to the UV divergence. This

extra logarithmic UV divergence does not occur for the corresponding flat-space propagator. It is precisely

this logarithmic piece in the massless de Sitter propagator which led to the de Sitter vertex propagator to

come dressed with a power law prefactor. The de Sitter propagator is

GV(λ) = λβe
1
2 βλ ∼

[ 4ηη′

x2 − (η − η′)2

]β
exp
[
β 2ηη′

x2 − (η − η′)2

]
. (C.70)

So the short-distance singularity is not merely the essential singularity due to the exponential, but it also

comes dressed with a power-law. Thus we may expect to recover the exponential scaling in the flat-space

calculation, but can miss power laws.
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D
Positivity with Compact scalars

D.1 Introduction

In the latter part of Chapter 3, we studied the anomalous dimension of a heavy scalar σ, with scaling

dimension Δσ, in an interacting theory. Specifically, we analyzed the effects of the interaction

Sint =

∫
SD
dDx√g

[ 1
2 gσ2 cos(ϕ)

]
. (D.1)

We determined that the anomalous dimension of σ is

γσ =
1

2νσ
ImΠσ(−Δσ) , (D.2)

where the self-energy Πσ(J) is determined by the Euclidean momentum coefficient

Πσ(J) = 2|g|2[GσG]J − J(J + 2α)− δmσ (D.3)

and [GσG]J is the momentum coefficient of the composite two-point function Gσ(ξ)G(ξ). Previously, the self-

energy was computed numerically using the Lorentzian inversion formula, which suggested that σ acquires

a negative valued anomalous dimension. This is in tension with the analysis of [152, 303], who argued that
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anomalous dimensions in de Sitter must be positive. Their argument relied on a careful investigation of the

k → 0 limit of the propagator in spatial momentum space, where positivity was enforced by a contact term

(the k0 contribution). Since the language used there is very different from the one used in this thesis, it

is not obvious how to reconcile the two statements. Here we will point out the origin of this tension and

show that the analysis of Chapter 3 suffers from an order of limits ambiguity. When resolved, the correct

anomalous dimension is indeed consistent with positivity. This appendix is based on work in progress [151].

We will first show how anomalous dimensions can be computed using an alternative method, i.e. by

leveraging the Källèn-Lehmann representation in de Sitter. Then we will demonstrate an avatar of this issue

in a simpler field theoretic setup, and show how it is resolved.

D.2 Anomalous dimension from the spectral representation

As in flat-space, propagators in de Sitter enjoy a spectral representation [118, 120]. For an operator O this

takes the form1

GO(ξ) =
∫ α+i∞

α−i∞

dΔ
2πiρO(Δ)G(Δ; ξ) . (D.4)

where we have resolved a composite operator into a sum over free-field states (see Chapter 4 for details).

The spectral density is positive on the principal series line, ρ(α+ iν) ≥ 0, which is a consequence of unitarity.

The momentum coefficient of this operator [GO]J and the spectral density ρO(Δ) are intimately connected.

Specifically

ρO(Δ) =
1
2 (2α − 2Δ)[GO]−Δ + (Δ ↔ Δ̄) . (D.5)

If we evaluate this expression on the principal series line (Δ = α + iν) and assume that the momentum

coefficients are analytic ([GO]
∗
J = [GO]J∗), it simplifies to yield

ρO(Δ) = 2νIm[GO]−Δ . (D.6)

From this expression, we learn that the imaginary part of the momentum coefficient, and therefore the

self-energy, must be positive for a unitary operator.

In order to reconcile our previous result, we will first recount the two available inversion formulae for the

spectral density. As with the momentum coefficient, the spectral density also enjoys a Lorentzian inversion

formula [118]

ρO(Δ) = NL(Δ)

∫ ∞

1
dξ 2F1

[
1 − Δ, 2 − Δ̄

3
2 − α

∣∣∣∣ 1 − ξ
2

]
discGO(ξ) , (D.7)

1It will be sufficient for us to assume that no complementary states contribute.
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where the normalisation factor is

NL(Δ) ≡ −i (4π)α+ 1
2

2Γ( 3
2 − α)

Γ(1 − Δ)Γ(1 − Δ̄)

Γ(Δ − α)Γ(Δ̄ − α) . (D.8)

This inversion formula reconstructs the spectral density using time-like data, and is therefore sensitive to

coincident point ξ = 1. It therefore has to be regulated, and a convenient choice is dimensional regularization.

However the spectral density itself cannot be UV divergent, as a physical propagator evaluated in a Gaussian

theory is not. The UV finiteness of the spectral density is manifest if we instead choose to reconstruct it

using Euclidean data instead. This is accomplished by the Euclidean AdS (EAdS) inversion formula [120]

ρO(Δ) = NE(Δ)

∫ −1

−∞
dξ (ξ2 − 1)α− 1

2 2F1

[
Δ, 2α − Δ

α + 1
2

∣∣∣∣ 1 + ξ
2

]
GO(ξ) , (D.9)

where the EAdS normalisation is

NE(Δ) =
2πα+

3
2

Γ(Δ − α)Γ(α − Δ)Γ(α + 1
2 )

. (D.10)

The EAdS formula can be conveniently obtained by lifting the integration contour from the time-like branch

cut of (D.7) and onto the branch cut of the integration kernel, which lies along ξ ∈ (−∞,−1).2 These

separations correspond to points accessible by EAdS.

Already we see that some of the UV ambiguities in the Lorentzian inversion integral are immediately

clarified in the EAdS integral. We will see that these ambiguities are the root of our issue.

D.3 A simpler theory

Our core issue can be addressed by working with a simpler theory instead. Consider the following interaction

between σ and ϕ on the Euclidean sphere as before

Sint =

∫
SD
dDx√g [gσ cos(ϕ)] . (D.11)

Now to evaluate the anomalous dimension of σ, the bulk of our analysis in Chapter 3 follows through, except

we now need to exchange only the vertex operator V, instead of the product σV, leading to the simplified

diagram

〈σ(x)σ(y)〉c ⊃ + · · · (D.12)

2The Gauss hypergeometric function 2F1[a; b; c; z] admits a branch cut along z ∈ (1,∞).
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Figure D.1: We evaluate the Lorentzian inversion integral for the vertex operator, where we set α = 3−10−3

2
and β = 3.2. We choose to only evaluate over the time-like branch cut. The resulting spectral density is
plotted as a function of ν i.e. along the principal series line, showing an oscillation in sign.

where the ‘· · · ’ represent additional terms such as counterterms and higher order corrections, which are not

relevant for the discussion here. The anomalous dimension of σ is then

γσ =
|g|2
2νσ

Im [G]−Δ =
|g|2
4ν2σ

ρV(Δσ) (D.13)

where in the second equality we have leveraged (D.6). It is clear then that a negative anomalous dimension

must be accompanied by a loss of unitarity. Let us evaluate this expression using the Lorentzian inversion

formula.

As discussed in Chapter 3, the vertex propagator is regular on coincident points when α < 1
2 since

logG(ξ) ξ→1−−−→
β√π2

1
2−αΓ

(
α − 1

2
)

Γ(α) (1 − ξ) 1
2−α . (D.14)

We may therefore place the contour onto the Lorenztian cut without any difficulty for α < 1
2 . Also note

that the Lorentzian inversion integral is then free from any UV divergence if we set α = 3
2 after evaluating

the discontinuity within the integrand. The Lorenztian inversion integral can then be numerically evaluated

without any trouble. We show the result in Figure D.1, which oscillates in sign.

We see that the Lorenztian integral is negative for certain choices of ν on the principal series line, which

suggests a negative anomalous dimension γσ is possible depending on the precise choice of νσ. Phrased here

in terms of the spectral density, this is clearly a violation of unitarity. Certainly the field theory for a free

and massless compact scalar is healthy for any choice of β > 0. This was demonstrated in Chapter 3 and
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0

ξ

γϵ

1

Figure D.2: We have two apparent ways to perform the Lorentzian inversion integral, corresponding to
two choices of the contour. In the dashed line, we show an illustration of the small circular contour γε over
which we must also integrate if we choose to set α = 3

2 before evaluating the discontinuity.

4. Specifically, in (4.33), the same spectral density was analytically determined using the EAdS inversion

integral and we proved that it was unitary for all β > 0. The result was

ρV(Δ) =
16πΓ(1 − β) sin(πβ)

Γ(β − 1) (3 − 2Δ) cos(πΔ)Γ(β − Δ)Γ(Δ − 3 + β)2F2

[
β − Δ, Δ − 3 + β

β − 1, β

∣∣∣∣ β
2

]
. (D.15)

We can reconcile these discrepant results by noting that their origin lies essentially in an order of limits

ambiguity. We can either choose to set α = 3
2 before evaluating the discontinuity, or evaluate it and

subsequently specialize to four dimensions. In the former case, it is clearly impossible to place the integration

contour exactly onto the time-like cut, as we will have to account for a small circular contribution around

ξ = 1. We illustrate this ambiguity in Figure D.2. More specifically, we have a second choice with the

Lorentzian inversion integral where we should instead evaluate

ρV(Δ) = NL(Δ)

∫
γε

dξ 2F1

[
1 − Δ, 2 − Δ̄

3
2 − α

∣∣∣∣ 1 − ξ
2

]
GV(ξ)

+NL(Δ)

∫ ∞

1
dξ 2F1

[
1 − Δ, 2 − Δ̄

3
2 − α

∣∣∣∣ 1 − ξ
2

]
discGV(ξ) .

(D.16)

The contour γε is parametrized as ξ(t) = 1 + εeit where t ∈ (ε, 2π − ε). The crucial observation is that

the contribution from γε is not zero as ε → 0. In fact, accounting for it enables us to agree with the EAdS

expression. In Figure D.3 we show the result of the Lorentzian integral after including this contribution,

which agrees almost perfectly with the EAdS evaluation. The inclusion of this extra contribution to the

Lorentzian integral is therefore crucial to reconcile the results shown in Chapter 3 with unitarity.

We may interpret the contribution from γε as properly accounting for the ultraviolet behavior of the

vertex propagator. Of course, since we are required to be careful around ξ = 1, this is in some sense obvious.

There is another way to approach this conclusion as well. Note that the result in Figure D.1, in addition to
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Figure D.3: Here we choose to include the small circular contour γε along with the time-like cut, the result
of which is shown in black dots. We choose ε = 10−2, which we find is sufficient for convergence. Alongside
we show the analytically calculated spectral density (for α = 3

2 ) in blue, demonstrating excellent agreement
with the corrected Lorentzian answer. The oscillations seen in the previous integral have now disappeared
and the spectral density ρV(Δ), together with the anomalous dimension γσ, is now consistent with unitarity.

being negative, decays at large ν. This was also observed for the exchange of σV in Chapter 3. However, we

see that the EAdS result grows with ν instead, which is essential to obtain the correct flat-space limit of the

spectral density (see Appendix C.5).
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E
Supplementary Material for Chapter 5

E.1 Modelling of tracers

In this appendix we lay out the mapping that we use between matter overdensities and halo/galaxy over-

densities, namely the model for bias and shot noise.

E.1.1 Bias

In order to compute correlation functions of tracer fluctuations, it is necessary to invoke a bias model, i.e.

a perturbative model that connects the tracer to the underlying matter fluctuations. We consider the basis

of renormalized bias expansion in Eulerian space [176], which only requires up to quadratic terms for the

tree-level bispectrum, namely,

δg = b1δcb +
b2
2 δ2

cb + bG2G2[Φcb] +O(Φ3
cb) , (E.1)

where G2[Φcb] = (∂i∂jΦcb)2 − (∂2Φcb)2 is the Galileon operator and Φcb is the gravitational potential due to

the CDM and baryons alone [304, 305]. Assuming a local Lagrangian bias model [216] and using N-body

simulations [306], it is possible to obtain fitting formulas for b2 and bG2 given prior knowledge of b1. The
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relations are given by

b1(z) = b̄1 p(z) , (E.2)

b2(z) = b̄2
(
0.412 − 2.143 p(z) + 0.929 p(z)2 + 0.008 p(z)3) , (E.3)

bG2(z) = b̄G2

(
0.423 − 1.000 p(z) + 0.310 p(z)2 + 0.003 p(z)3) , (E.4)

where b̄1, b̄2 and b̄G2 are parameters for the overall amplitudes with fiducial values being equal to 1 in our

forecasts. Here p(z) denotes the redshift evolution of the linear bias.

E.1.2 Shot Noise

The assumption that the halo catalogue is a result of a discrete Poisson sampling of the matter density field

leads to the well-known shot noise in the halo power spectrum and bispectrum [37,307],

PPoisson =
1
n̄h

(E.5)

BPoisson(k1, k2, k3) =
1
n̄h

(Phh(k1) + Phh(k2) + Phh(k3)) +
1
n̄2

h
, (E.6)

where n̄h is the average number density of halos (or galaxies) in a given survey volume. However, the Poisson

prediction is not exact due to halo clustering and exclusion effects, as shown in [219]. These effects either

raise or lower the Poisson shot noise at large scales (referred to as super- or sub-Poissonian) and can be

modelled phenomenologically as in [194, 202, 220]. In these studies, a parameter Ashot was introduced to

measure deviations from the Poisson prediction. The model we use is as follows,

Pshot(k) = PPoisson(1 − Ashot) , (E.7)

Bshot(k) = BPoisson(1 − Ashot) , (E.8)

with |Ashot| ≤ 1. Here, Ashot simply measures whether the true shot noise is higher or lower than the Poisson

prediction, and remains scale-independent.

E.2 Survey Specifications

In this appendix we detail the experimental specifications for our forecasts in Section 5.3. This includes

DESI and Planck.
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E.2.1 DESI

We consider the emission line galaxies (ELG) in our study [30]. The sky coverage for DESI is 14000 deg2,

which corresponds to fsky = 0.34. Table E.1 shows the number density of DESI in each redshift [30]. The

galaxy bias is modelled as

b1(k, z) = 1.46 × 0.84 b̄1D(k, z)−1 , (E.9)

where the factor 1.46 is chosen such that the linear bias agrees with simulations at z = 0 (for halo masses

being 3 × 1013 h−1M⊙ [306]) and b̄1 is the parameter that parametrizes the overall amplitude used in our

forecast.

We split the redshift range into four tomographic bins (equally spaced in redshift). If we consider

kmax = 0.1 hMpc−1, then the ℓmax for the first and last bins are 189 and 305, respectively. But for simplicity,

we choose a fixed ℓmax = 305 for all four bins.

z 0.65 0.75 0.85 0.95 1.05 1.15 1.25 1.35 1.45 1.55 1.65
dN/dz ddeg2 309 2269 1923 2094 1441 1353 1337 563 466 329 126

Table E.1: Experimental specification for DESI ELG [30].

E.2.2 Planck

We model the experimental configuration of Planck as one effective frequency to approximate the complicated

Planck likelihood. We take ΔT = 43 μK′, ΔP = 81 μK′ and θFWHM = 5′ as our noise model. For the multipole

range, we consider ℓ ∈ [2, 2500] for both temperature and polarization maps. With these values, we then

use the public code quicklens1 [308] to compute the lensing reconstruction noise from the minimum variance

quadratic estimator. In order to perform the cross-correlation appropriately, we assume the same fsky and

multipole range as DESI ELG for Planck lensing convergence maps.

E.3 Covariance in Flat Sky

As a validation of our methodology, besides the shape of skew-spectra themselves, we show in this appendix

a comparison between the covariance matrix using the theoretical prediction and the simulations. Before

presenting the comparison, let us first take a look at Figure E.1, which shows the theoretical covariance

1https://github.com/dhanson/quicklens
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matrix using the flat-sky approximation. Different from the full-sky covariance shown in Section 5.2.3, the

amplitude of off-diagonal terms is comparable to the diagonal pieces.

We analyze the same simulation set described in Section 5.4 and compute the estimated covariance by

averaging over all our realizations of lensing convergence maps from one simulation box. We show our

comparison for the diagonal terms in Figure E.2. We see that we can reproduce the trends of the simulation

with only the Gaussian (disconnected) part of the theoretical covariance. We also observe that for the cases

including κκ, κm and mκ, the simulation has a larger disagreement with our theoretical modelling. This is

expected since the fitting function we use to model the matter bispectrum is insufficient at the small scales

probed by the lensing convergence.

h0 h1 h2 h0 h1 h2 h0 h1 h2 h0 h1 h2

mm mκ κm κκ

C̃L

h0

h1

h2

h0

h1

h2

h0

h1

h2

h0

h1

h2

mm

mκ

κm

κκ

C̃L

10−9

10−7

10−5

10−3

10−1

Figure E.1: Theoretical evaluation of the flat-sky covariance matrix used in our MCMC analysis, as
discussed in Section 5.4.1. The his denotes the kernel from the i-th Legendre polynomial. The elements in
each block matrix are ordered by increasing value of L. In our MCMC analysis, we rescale each submatrix
with the corresponding power of the linear bias b1 and add contributions from shot noise (scaled by Ashot).
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h0 h1 h2 h0 h1 h2 h0 h1 h2 h0 h1 h2

mm mκ κm κκ

C̃L

10−6

10−4

10−2

100

〈C̃
a
b
L
,
C̃
a
b
L
〉

Figure E.2: Comparison between the diagonal terms of the simulated and the theoretical covariance
matrices in flat sky, where {a, b} ∈ {m, κ}. The blue line shows the theoretical computation using equations
in Section 5.4.1. The orange dots show the average value of the estimated covariance from the simulations
and the error bars represent their variance. The his denotes the kernel from the i-th Legendre polynomial.
The bins for the kernels correspond to increasing values of L.
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F
Further Discussion of Skew-Spectrum Analysis of BOSS Data

F.1 BAO Damping

The damping of the BAO feature at low redshifts can be captured by performing an infrared resummation

on the so-called wiggly part of the matter power spectrum [251]. For this, we first need to split the wiggly

and non-wiggly parts of the matter power spectrum. Instead of using the standard Hu-Eisenstein fitting

formula [309] for the smooth part of the power spectrum, we isolate the BAO feature, following Refs. [252,310].

This procedure uses the Discrete Fast Sine transformation (DST) to identify the BAO bump in the real-space

correlation function, and thus separate it to obtain the so-called wiggly part of the power spectrum.

Once we get the wiggly (Pw) and non-wiggly (Pnw) parts of the matter power spectrum, we can obtain

the infrared resummed power spectrum:

PL,IR(k) = Pnw(k) + e−k2Σ2
totPw(k) . (F.1)
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Here Σ2
tot is defined as [251,311]:

Σ2 =
1

6π2

∫ Λ

0
dqPnw(q) [1 − j0(qxosc) + 2j2(qxosc)] ,

Σ2
tot = − 2

15f2δΣ2 +
(

1 +
1
3f(2 + f)

)
Σ2,

δΣ2 =
1

2π2

∫ Λ

0
dqPnw(q)j2(qxosc), (F.2)

and we set Λ = 0.1 hMpc−1 and xosc = 110 h−1Mpc.

F.2 Survey Geometry Approximation

As mentioned in §6.2.4, we approximate the impact of the survey geometry in our theoretical skew-spectra

computation following Refs. [220, 256] where we only convolve factors of the power spectrum with the win-

dow function. Since we are working with non-Gaussian initial conditions, our bispectrum, and therefore

skew-spectra, contain both contributions due to gravitational nonlinearities and also due to the primordial

bispectrum. References [220,256] only assess this approximation on the gravitational terms, finding at most

an error of 5%. In this appendix, we will quantify the error on our skew-spectra due to this approximation,

specifically targeting the primordial contribution.

As a first step, we estimate the exact window convolved skew-spectra. To do so we will generate a large

number of synthetic non-Gaussian density fields, appropriately masked. From each of these we may estimate

our desired skew-spectrum, ultimately averaging over all of our mocks. To generate our boxes we use the

same survey specification as the CMASS NGC patch (see §6.3).

In order to generate our synthetic density field, we start with a Gaussian random field φ generated

using the primordial power spectrum Pφ(k) = Ask−3 1. Next, we generate a non-Gaussian field Φ for both

equilateral and orthogonal configurations from this Gaussian random field φ as [312,313]:

Φequil = φ + fNL
[
−3φ2 + 4∂−1(φ∂φ) + 2∇−2(φ∇2φ)− 2∇−2(∂φ)2] (F.3)

Φortho = φ + 3fNL

[
−
(

1 +
9p
27

)
φ2 −

(
2 +

60p
27

) 1
3∇

−2(∂φ)2

+2
(

1 +
15p
27

)(
(1 − t)∂−1(φ∂φ) + t∇−2(φ∇2φ)

)
+

p
27∇

2(∂−1φ∂−1φ)− 20p
27 ∂−1(∇2φ∂−1φ)− 12p

27 ∂(φ∂−1φ) + 30p
27 ∂φ∂−1φ

]
, (F.4)

where t = 2+60p/27
6(1+15p/27) and p = 8.52587. Note that Φequil will have a nontrivial bispectrum equal to the

1For the purpose of this test we set ns = 1 in order to simplify the analysis. We do not expect this choice to
significantly impact our conclusions.
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equilateral shape, and likewise for Φortho. These parametrizations also ensure that the largest correction to

the power spectrum scales as k−2. We subsequently evolve this primordial density field into a late-time

matter density field by multiplying by the matter transfer function T(k, z). In order to simulate a galaxy

overdensity field, we include a factor of b1 + fμ2 to simulate the galaxy bias b1 and redshift-space distortion.

To account for the survey geometry, we directly apply the meshed FKP weight 1/(1 + n̄g(z)PFKP) on each

pixel in our simulation box.

With this pipeline for generating the non-Gaussian field, we simulate 10, 000 such maps for both equi-

lateral and orthogonal PNG. Note that by construction, these synthetic fields only contain non-Gaussian

information due to the primordial contribution. This enables us to isolate the contribution to each of the

skew-spectra sourced by PNG. We then average over skew-spectra estimated from each of these boxes in

order to obtain an estimate of the exact window convolved skew-spectra.

In Table F.1 we list the percentage difference between the exact window convolved skew-spectra and

those computed using the approximation specified in §6.2.4. Note that in quoting these numbers, we discard

k modes for which the skew-spectra almost vanish, since these modes are noisier and in any case contain too

little power to impact fNL constraints. We see that for equilateral PNG, the fractional errors are well within

at most 6.3% except for P̃ortho. However, this is not problematic since this shape has limited sensitivity to

fequilNL . On the other hand, for orthogonal PNG, the fractional errors are in general larger, ranging from 9.2%
to 18.3%.

Skew-spectrum P̃0 P̃1 P̃2 P̃equil P̃ortho

Equilateral PNG 4.6% 6.3% 5.3% 3.6% 15.4%
Orthogonal PNG 18.3% 10.0% 14.8% 17.8% 9.2%

Table F.1: Fractional error between the exact window convolved skew-spectra (obtained from the average
over simulations) and the approximate theoretical computation. We consider both equilateral and orthogonal
configurations, and for each skew-spectrum we show the maximum percent error across all k modes.
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