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Abstract

Effective navigation in their environment requires animals to process and integrate diverse inputs across 

varying timescales while adaptively responding to their surroundings. This ability to integrate information over 

a diversity of timescales is fundamental to perception, cognition, and motor planning. However, behavioral 

responses are influenced not only by external inputs but also by experience, expectation, and internal cognitive 

states. Understanding neuronal computations in the brain, especially regarding complex higher-order cognitive 

processes, requires a comprehensive characterization of animal behavior that allows us to meaningfully interrogate 

the neural circuits underlying them. In this work, we have developed a complementary set of behavioral 

paradigms designed to isolate task-dependent cognitive processes from external inputs by imposing distinct 

temporal demands while ensuring that sensory stimuli and required behavioral outputs are as similar as possible 

between tasks. We trained mice to perform three navigational decision-making tasks based in visual virtual 

reality and established tools to quantify their behavior. We showed that animal running speed was modulated 

by task context and that training history impacted decision-making strategies. Moreover, we identified behavioral 

variabilities that were suggestive of latent cognitive states, such as confidence and indecision. Finally, by analyzing 

running trajectories and employing behavioral modeling approaches, we inferred timescales of choice formation 

aligned with the presentation of task-relevant stimuli. Our novel behavioral tasks, which can be combined with 

the extensive genetic and optical techniques that have been developed for rodents, are thus valuable tools for 

the study of the temporal dynamics of information integration and perceptual decision-making, facilitating 

deeper insight into the underlying neural circuits.
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1
Introduction

As an animal interacts with its environment, the brain must process and integrate information from different 

sources and across a range of timescales. For example, to understand speech, one needs to identify individual words 

over a span of tens of milliseconds, parse that sequence of words as a sentence over seconds, and interpret each 

sentence in the greater context of a conversation over minutes. Thus, understanding language depends on 

processing information over both short and long timescales. The ability to integrate information over a diversity 

of timescales is essential to perception as well as to cognition and motor planning.
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Network dynamics are the activity patterns of circuits as they change over time, and they are believed to underlie 

the ability to integrate and maintain information over time, which is critical to cognitive processes such as 

working memory and evidence accumulation. For instance, during working memory, information about a 

transiently encoded stimulus needs to be stored and maintained over a brief delay period before a response can 

be reported. Persistent activity, or firing that is sustained after the offset of a stimulus, is believed to be a 

neural correlate of working memory, but the neuronal mechanism by which this stability is achieved is still 

contested. Differences in intrinsic timescales, defined as the duration over which information is being integrated, 

may be functionally related to the mechanisms of working memory and more broadly, the computational abilities 

of a network.

While previous experimental and theoretical studies have focused on temporal processing across relevant cortical 

regions, understanding differences in underlying neuronal dynamics within an area will be a useful step toward 

unraveling the mechanisms associated with neural network dynamics and diverse intrinsic timescales. Given 

interareal differences in terms of cyto-architecture and efferent connections, it is challenging to identify specific 

network mechanisms that account for differences in timescales between areas. However, it is possible that 

dynamics within a brain area may vary in a way that reflects the temporal demands of the task at hand. This would 

provide compelling evidence that network dynamics are indeed important for function and offer a more plausible 

path for identifying key cellular mechanisms that control network dynamics. A key first step to acquiring such 

evidence is developing behavioral paradigms that test neural function over different timescales.

1.1 Cortical hierarchy and areal specialization

The concept of hierarchy is thought of as a major organizing principle of the cortex and underlies modern 

theoretical understanding of cortical function. Cortical information processing is functionally and structurally 

organized into hierarchical pathways, with specialized brain regions taking on different roles that become 

increasingly more integrative as information moves through the cortical hierarchy. The lowest levels of this 

hierarchy are composed of primary sensory areas that provide modality specific information whereas higher-order 

association areas encode context and integrate information, which is essential for cognitive functions.
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For example, in the visual system, it is generally known that different cortical areas process sensory stimuli 

across different spatial scales. In primates, the size and complexity of spatial receptive fields of neurons 

increase along the visual cortical hierarchy (Burkhalter and Van Essen 1986, Wallisch and 

Movshon 2008). As information is processed, neural representations become more abstracted and based on 

larger areas of the visual field. While neurons in primary visual cortex encode simple features of stimuli, such 

as orientation, in small, restricted areas of the visual field (Hubel and Wiesel 1962), larger receptive fields allow 

neurons in higher areas to integrate visual information over a greater spatial extent, which is essential for 

functions such as size-invariant object recognition (Kobatake and Tanaka 1994). Comparable organizing 

principles have been found in the auditory, motor, and somatosensory systems (Alain et al. 2001, Kaas and 

Hackett 1999, Romanski et al. 1999, Lashley et al. 1951, Rosenbaum and Rubin 1983, Pálfi et al. 2018, Saadon-

Grosman et al. 2020).

1.2 Intrinsic timescales increase along the cortical hierarchy

Analogous to the hierarchical organization of spatial receptive field size in visual cortical areas (Hubel and Wiesel 

1962), a growing body of experimental and theoretical work in both primates and rodents suggests that the cortex 

is similarly organized in a temporal hierarchy and that cell and network timescales vary widely across cortical areas 

(Murray et al. 2014, Runyan et al. 2017, Wasmuht et al. 2018, Pinto et al. 2022).

The intrinsic timescale of a neural network captures the effect of previous history of neuronal activity on current 

neuronal activity. As timescale likely reflects the duration over which information is integrated, it may be 

functionally related to the computational abilities of the network. For example, a network with a short timescale 

(i.e., little influence of previous activity) might be well suited for detecting rapid changes in external 

stimuli, whereas a network with a long timescale (i.e., substantial influence of previous activity) could be 

involved in working memory. It has been demonstrated that populations of neurons in lower cortical areas, such 

as the middle temporal area, showed short intrinsic timescales, while populations in higher frontal areas, such 

as the lateral prefrontal cortex and orbitofrontal cortex, exhibited extended timescales. Extended timescales 

could facilitate cognitive tasks requiring integration of information across long stretches of time, such as in 

working memory and decision-making (Chaudhuri et al. 2015)— functions that are indeed mediated by frontal 

brain areas.
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1.3 Persistent activity as a means of maintaining a memory

“Persistent activity” is a widespread form of internally generated network dynamics that is found across a number of 

cortical and subcortical regions. It is characterized by stable and sustained firing rates that remain elevated even after 

a stimulus is no longer present. Persistent activity is believed to underlie a range of behaviorally relevant processes. 

One such process, working memory, is of particular interest because it constitutes a fundamental element of higher 

cognitive functions.

Working memory enables an animal to manipulate information that is not currently available in its surroundings 

but is necessary for adaptive behavior. In order to do this, the relevant aspects of a transiently encoded stimulus 

need to be stored and maintained until they can be used to guide a response that occurs seconds or even minutes 

later. The neuronal basis of working memory has long been studied in single-neuron recordings from monkeys 

performing delayed memory tasks in which a brief stimulus to be remembered is presented, followed by a short delay 

before a response can be made. These neurophysiological experiments identified persistent activity in prefrontal 

cortex (PFC) neurons as an important neural correlate of working memory (Fuster and Alexander 1971, Goldman-

Rakic 1995). The presence of persistent activity during working memory tasks is not unique to PFC. Posterior 

parietal cortex (PPC), one of the main cortical afferents of PFC, has similarly been implicated in working memory 

(Constantinidis and Procyk 2004). PPC neurons have been shown to generate sustained firing that represents the 

remembered locations of visual stimuli, independent of pre-motor planning (Constantinidis and Steinmetz 1996).

Although persistent activity has been associated with working memory across a variety of tasks and 

experimental conditions, the neural mechanisms by which these dynamics are achieved is still a subject of 

debate. Multiple experimental studies suggest a coding scheme wherein information is sustained through the 

activity of individual neurons. These observations are supported by theoretical models showing that persistent 

firing can emerge from intrinsic cell properties (Zylberberg and Strowbridge 2017) or reverberations in 

recurrently connected neural networks (Wang 2001).
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1.4 Theoretical models support recurrent network mechanisms for generating per-

sistent representations

While a number of experimental studies suggest a coding scheme wherein information is maintained through the 

activity of individual neurons during working memory tasks (Chafee and Goldman-Rakic 1998, Funahashi et al. 

1989, Rainer et al. 1998, Romo et al. 1999), a variety of theoretical models have been proposed to bridge the gap in 

timescales between single cell and network time constants (Brody et al. 2003, Chaudhuri and Fiete 2016, Goldman- 

Rakic 1995, Goldman 2009, Major and Tank 2004, Wang 2001, Wimmer et al. 2014). Broadly speaking, there 

are two leading hypotheses regarding the mechanisms underlying persistent representations. The first is that cell- 

autonomous intrinsic membrane mechanisms, such as after-depolarization, can produce multiple stable levels of 

persistent activity (Major and Tank 2004, Zylberberg and Strowbridge 2017). The second is that persistent activity 

arises from strong reverberations in a recurrently connected network (Wang 2001).

Individual neurons can be described as dynamical systems, in that their passive and active membrane properties 

shape responses to input over time, often in complex ways (for example, the regenerative action potential). 

Nevertheless, the timescale of single neuron dynamics (tens to hundreds of milliseconds) is generally too 

fleeting to account for the observed timescale of neural circuits or behavior (seconds and longer) (Wang 2001). 

Rather, intrinsic dynamics likely arise from the fact that neurons receive recurrent synaptic input from other 

neurons embedded in the network, in addition to external input. For example, reciprocal recurrent excitation 

could be envisioned to drive network activity after the offset of a sensory stimulus.

Sustained activity within a given area of interest, such as PPC, might arise locally from a population of neighboring 

neurons, within a population of neurons dispersed across cortical regions, or from a network of both cortical and 

subcortical regions. At each of these levels, shifting the balance of recurrent connections could, in theory, allow 

activation of the network to specify different stimuli, different actions, different stimulus-response mappings, or 

even different behavioral strategies (Wang 2008, Wilson 1999). The proper balance of recurrent connections can 

endow networks with powerful computational abilities, such as converging to the same pattern of network 

activity in response to different external signals or producing dramatically different network output in response to
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nearly identical external signals (Wilson, 1999). In support of this hypothesis, it is known that strong feedforward 

and feedback connections exist within and between cortical regions (Felleman and Van Essen 1991, Markov et al. 

2014, Marques, Nguyen et al. 2018). Additionally, there are also rich reciprocal cortico-thalamic and 

corticostriato-thalamocortical loops, which could serve as the anatomical substrate of recurrent feedback (Guo et 

al. 2017, Hikosaka et al. 2000).

Theoretical models suggest that the generation of persistent activity can give rise to different 

stimulus-selective attractor states — stable, self-sustained activity patterns of populations in a neural network. 

Depending on the wiring of the circuit and the properties of neurons involved, the network can behave as a 

continuous attractor, with a continuum of stable states (Compte et al. 2000, Lim and Goldman 2013, Seung 

1998), or a discrete attractor, with a finite number of fixed states (Hopfield 1982). The responses of most 

individual cortical neurons decay within tens to hundreds of milliseconds, so for either discrete or continuous 

attractors, computational models seek patterns of connectivity within the circuit that will extend these short-term 

representations so that they last up to tens of seconds or longer.

1.5 Experimental evidence for recurrent network dynamics

Recent studies in the prefrontal, parietal, and sensory cortices of rodents and primates have put forth findings 

that are consistent with discrete attractor states (Bathellier et al. 2012, Niessing and Friedrich 2010). Neuronal 

activity tended to cluster into a small number of states, and during smooth changes in the environment, patterns 

of activity tended to jump between states rather than showing smooth, graded changes (Latimer et al. 2015). For 

example, during the delay period, anterior lateral motor cortex (ALM) activity related to motor planning has been 

shown to funnel toward one of two discrete end points (Guo et al. 2017, Inagaki et al. 2018, Li et al. 2015).

Discrete attractors have also been implicated in the realm of working memory. Kopec et al. (2015) trained rats 

to perform a memory-guided orienting task in which the animals could either turn left or right to report their 

choice. The authors used optogenetics to transiently inactivate neurons in the frontal orienting fields (FOF) at 

different times during the delay period. Surprisingly, inactivation of the FOF early in the delay period had a 

larger effect than inactivation later in the delay period. The authors found similar results when replicating the 
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experiments in the superior colliculus. These data led the authors to posit a discrete attractor mechanism with 

two attractor states, one for each possible choice. Intuitively, one can imagine that at the start of the trial, the 

network is poised on the boundary between two basins of attraction. At this point, any small perturbation can 

easily tip the network into one of the two attractors, leading to different behavioral outcomes. On the other 

hand, later in the delay period, the neural activities have evolved away from the boundary, drawing the 

network activity into or near one of the attractors such that the same amount of perturbation is no longer 

sufficient to push the network across the decision boundary. These results suggest that short-term memory is 

characterized by attractor dynamics and is maintained by a population of cells distributed across cortical 

and subcortical regions.

Activity compatible with continuous attractor models has been reported in monkey lateral parietal cortex during 

a decision-making task (Ganguli et al. 2008) and in grid cells in the entorhinal cortex (Yoon et al. 2013). 

Furthermore, findings from Wimmer et al. (2014) support a recurrent attractor model wherein the 

animal’s memory is encoded by a “bump” of neural activity. In a spatial working memory task, Wimmer 

and colleagues show that trial-by-trial variability in delay period activity was predictive of the monkey’s 

eventual behavioral choice. On top of this, the degree of variability during the delay period and the cell-to-cell 

correlations in delay period activity depended systematically on the location of the stimulus presented. These 

results are all consistent with memory encoded by a drifting bump of neural activity and provide some of the 

best experimental evidence for persistent activity resulting from a precisely wired recurrent network.

1.6 Inferring latent cognitive states and strategies from behavior

Not only must an animal integrate and process inputs from different sources and different timescales, but it must 

also be able to respond to and interact with these sensory inputs in its surroundings. However, an animal’s 

response to its environment is not solely mediated by external stimuli. Experience, expectation, and internal 

states all play a role in modulating an animal’s behavioral output, allowing it to respond flexibly to similar 

stimuli depending on context. While it is difficult to directly assess these internal processes in experiments, 

behavioral modeling has been used to infer latent cognitive states and to identify strategies from animal behavior. 

For example, modeling approaches have been used to show that mice abruptly switch between strategies 
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(Ashwood et al. 2022) in a perceptual decision-making task and to demonstrate trial-to-trial changes in the  

weighting of sensory stimuli, animal bias, and training history throughout learning (Roy et al. 2021).

The dynamics of choice formation itself and how it relates to the timescale of stimulus processing is of particular 

interest to us. In the real world, an animal’s decision-making normally develops over time as it integrates 

information from its environment and adjusts its decision-making strategies accordingly. Fluctuations in the time 

course of choice formation can reflect cognitive states such as confidence, change of mind, or deliberation, 

and it has been reported that animals may embody their cognitive processes in their movements. In 

primates, reaching trajectories have shown hallmarks of vacillation, indecision, and hesitation (Kaufman et 

al. 2015). Rats have shown behaviors termed “vicarious trial and error” at decision points in mazes 

(Muenzinger and Gentry 1931, Redish 2016). These behaviors have been suggested to be a direct parallel to 

deliberative decision-making in humans. Likewise, rat running trajectories reflected the accumulation of 

evidence that guided their decision-making process (Pinto et al. 2019). Collectively, this body of work 

suggests that moment-to-moment decoding of movement or navigation trajectories may allow us to infer 

internal cognitive states during decision-making and choice formation.

1.7 Rodents as a model organism for study of neuronal dynamics

Behavioral studies and analyses have long been fundamental tools in understanding the complex relationship 

between behavior and neuronal circuit activity. Much previous experimental research in the realm of network 

dynamics and intrinsic timescales has focused on primate data (Murray et al. 2014, Hart and Huk 2020). 

However, careful quantitative behavior in rodents is now tantamount to that in primate research in terms of 

stimulus and behavioral control. Additionally, rodent models provide a number of advantages compared to 

primates. First, the use of rodents offers lower costs and greater scalability due to their short breeding 

cycles and large litter sizes. Second, a vast repertoire of genetic tools is available to record from and manipulate 

specific neural circuits during behavior. Third, the size and structure of the rodent brain make it relatively 

accessible for such invasive recording techniques.
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Beyond practical considerations, rodents exhibit complex behavioral and cognitive abilities, including 

learning, memory, and decision-making. Moreover, mechanisms that govern neuronal and cognitive 

functions are conserved across mammalian species, including rodents and humans. This allows researchers to 

extrapolate findings from rodents to humans, paving the way for a deeper understanding of human cognitive 

function and disorders.

Over the years, behavioral paradigms have been specifically developed in rodents to test such cognitive processes. 

These operations include attention, novel object recognition, and spatial navigation tasks, among others. Further, 

the use of rodent virtual reality-based navigational tasks, in particular, has several benefits. First, they 

simultaneously allow for better control of sensory stimuli and easier readout of motor output. Second, virtual 

reality offers a more naturalistic, ecologically valid environment compared to other task designs. Finally, head-

fixation allows for optical techniques for both recording and manipulating neuronal activity.

As extensive genetic tools and resources have been developed for rodent models, the integration of neural circuit 

recording techniques with behavioral analysis has allowed for unprecedented insights into the neuronal dynamics 

underlying these cognitive processes. In addition to correlational studies, the genetic tractability afford by rodent 

models has allowed researchers precise control of neural activity through well-established techniques such as 

optogenetics, chemogenetics, and targeted gene knockouts. Manipulating circuit activity during behavioral tasks 

has provided evidence of causal relationships between specific circuits and behavioral outcomes.

1.8 The need for incisive behavioral paradigms

Understanding neuronal computations in the brain, especially with regard to higher-order cognitive functions, 

requires a comprehensive characterization of animal behavior that allows us to meaningfully interrogate the 

neural substrate. This, in turn, necessitates precise behavioral paradigms and tools with which to assess these 

paradigms. Investigating the mechanisms underlying the generation and maintenance of network dynamics and 

choice formation are not exceptions to this concept. Specifically, tasks designed to test these neuronal functions 

should impose distinct timescales of sensory processing and information integration while precisely controlling 

for other aspects of processing such as sensory inputs and behavioral outputs. Only once such tasks have been 
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developed will it be possible to address the questions we have posed here. Therefore, the primary goal of this 

work is to design those tasks.

Here, we have developed a complementary set of virtual reality-based behavioral paradigms that necessitate 

different cognitive and temporal demands but share a common perceptual environment and motor report. 

We designed these tasks under the rationale that they would produce the most divergent network dynamics. Two 

of the tasks involve a working memory component, requiring sensory integration of a brief stimulus 

and maintenance of a stable representation of that stimulus throughout a delay period. In contrast, the 

third paradigm does not require working memory and instead calls for the rapid encoding of a dynamic stimulus. 

With careful behavioral control, these paradigms could be used in tandem to explore both the neural 

underpinnings of choice formation and how information is integrated and maintained over variable stretches of 

time.
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2
Novel behavioral paradigms for decision-making

2.0.1 Contributions

Author contributions: Julia K. Nguyen designed the behavioral tasks, collected the data, and performed the

analyses. Christopher D. Harvey, Jan Drugowitsch, and Daniel Chicharro advised on analysis.

11



Motivated by the need for appropriate behavioral paradigms to test neural function over diverse timescales, we

have developed novel behavioral tasks based on previously described paradigms in which head-restrainedmice were

trained to navigate in a virtual reality maze (Harvey et al. 2012, Driscoll et al. 2017, Arlt et al. 2022, Tseng et al.

2022). The tasks have analogous structures with a common perceptual environment but different goals. We have

characterized metrics of animal performance and behavioral strategies across these tasks with the aim of providing

a foundation for future studies investigating the neural mechanisms that allow for the integration of information

over a diversity of timescales. These paradigms offer precise control over behavioral parameters and readouts of

choice formation which can later be combined with techniques that take advantage of the genetic tools available in

the mouse (O’Connor et al. 2009, Deisseroth 2015).

2.1 Virtual navigation tasks with distinct timescales of decision-making

Wehave established three behavioral paradigms that are basedon aY-maze structure in visual virtual reality. Animals

were trained to navigate through the virtual maze by running on a spherical treadmill. The mice’s position in the

virtual environment was controlled by their movement of the treadmill, ensuring a seamless integration between

their real-world locomotion and their virtual trajectories within the Y-maze (seeMethods in section 2.7 for detailed

descriptions).

In the “fixed association” task (Figure 2.1b), mice learned to associate visual cues (the “white cue,” consisting of

white walls with black dots, or the “black cue,” composed of black walls with white dots) with right or left turns,

respectively. The visual cues were only present at the beginning of the maze. Following the cue period, mice then

ran through a delay period in which the walls were a neutral visual pattern that did not provide information about

the reward. This neutral pattern was identical across trial types. At the Y-intersection of the maze, mice had to

report a choice about cue identity by making a right or left turn for a fluid reward. Correct choices were followed

by visual feedback (checkerboard pattern) and a reward. Incorrect choices were followed by a 2-3 second timeout

in addition to the inter-trial interval (ITI).

In the “no association” task (Figure 2.1c), mice were presented with the same visual cues as in the fixed association

task (white cue or black cue) at the beginning of the maze. However, in this task, these cues were not indicative of
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reward location. As in the fixed association task, the visual cues were then followed by a neutral visual pattern on the 

walls for the remainder of the maze. While the first task involved a working memory component enabling a stable 

representation of the transient visual cue throughout a delay period, the no association task did not. Rather than 

learning to associate the visual cues presented at the beginning of the trial with a turn direction for reward, 

animals were instead trained to turn toward the arm of the maze in which a checkerboard pattern was briefly 

visible. The checkerboard pattern was only visible once the animals approached the Y-intersection of the maze, 

and the location of the checkerboard was randomly assigned on each trial. The no association task was otherwise 

identical in terms of sensory stimuli as the fixed association task.

The “multiple cues” task was created as an extension of the fixed association task (Figure 2 .1d). As such, animals 

that performed the multiple cues task were first trained on the fixed association task. In the multiple cues task, two-

thirds of the trials introduced a second cue and a second delay period in the stem of the maze (Figure 2.1d, left). 

This second cue could be the same as the first cue presented in the trial (e.g. white cue followed by a white cue) or 

different ( e.g. white cue followed by a black cue). The most recent visual cue was informative of reward location. 

The remaining one-third of trials consisted of only one cue and one delay period and were visually identical to 

those of the fixed association task (Figure 2.1d, right). We refer to these as single-cue trials. These trials were 

randomly intermingled with the two-cue trials in order to incentivize animals to attend to and remember the first 

cue. All analyses included single-cue and two-cue trials unless otherwise noted.

As this task introduced variability as to when the animal received choice-relevant information, it encouraged 

animals to adapt their choices as they gained new information, allowing us to investigate the behavioral dynamics 

as they unfolded across the span of a trial. In the single-cue trials, sensory stimuli were identical to the 

fixed association task and to the no association task up to the Y-intersection. In the two-cue trials, visual stimuli 

were the same as those of the other tasks until the second cue period. Following the second cue period in these 

trials, the remainder of the maze was also perceptually analogous to a trial in the fixed association task.

Overall, the tasks defined in this study shared distinct periods within each trial where the presented or expected 

visual stimuli aligned, but the processing requirements differed across tasks. In the fixed association task, the work-

ing memory component was preeminent along the maze. Conversely, the no association task imposed a shorter
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Figure 2.1: A complementary set of navigational tasks with distinct timescales of choice formation. (a) Schematic 
of experimental setup (b) Schematic of maze and trial structure for the fixed association (FA) t ask. Rewarded cue-choice 
associations: black visual cues signify rewarded left turns, and white visual cues signify rewarded right turns. (c) Similar to (a) 
but for the no association (NA) task. Checkerboard patterns represent rewarded choices. Visual cue color is not associated 
with reward. (d) Similar to (a) and (b) but for the multiple cues (MC) task. Same cue-choice association as the FA task. Left: 
two-cue trials. Right: single-cue trials. Trial structure is similar to that of the FA task. (e) Views of virtual environment in the 
maze stem. Left: black cue. Right: white cue. (f) Views of virtual environment at the maze arms for NA task. Left: rewarded 
left turn trial. Right: rewarded right turn trial.
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timescale for stimulus detection and choice formation as the informative stimulus was presented solely at the Y-

intersection. In the multiple cues task, mice were required to integrate working memory and attention to a potential 

second cue, thereby imposing two separate timescales for stimulus processing during choice formation.

2.2 Assessing task characteristics

Animals learned the tasks over the course of 4-8 weeks for the fixed association and multiple cues task and in as few 

as 2 weeks for the no association task. Task performance was quantified as “fraction correct,” the fraction of trials 

in which the mouse made the correct choice. Chance performance was 50% correct. Mice attained similar levels 

of performance in the fixed association and no association tasks (Figure 2.2a, 86.4 ± 6.8% and 88.2 ± 8.4% correct, 

respectively, median ± SD, p = .13, Mann-Whitney U test), but mice generally had lower performance (78.0 ± 6.1%

correct, versus fixed association (FA): p = 6.4 x 10-10, versus no association (NA): p = 9.2 x 10-8, Mann-Whitney 

U test) in the relatively more complex multiple cues task (Figure 2.2a). In all tasks, after achieving expert level 

performance (see Methods), animals showed stable task performance across days (Figure 2.3a). However, individual 

animals exhibited fluctuations in choice bias over several sessions, particularly in the fixed association and multiple 

cues tasks (Figure 2.3b). Choice bias (CB) was defined, within each session, as the fraction of correct right trials 

subtracted from the fraction of correct left trials divided by their sum (see Methods, Eq. 2.1). Sessions in which 

|CB| > 0.2 (i.e. in which the choice bias as quantified in E q. 2.1 exceeded ± 0.20) were excluded from following 

analyses.

Considering the fluctuations in choice bias, we compared animal performance in trials where the reward location 

was the right arm versus trials in which the left arm was rewarded (Figure 2.2b). While performance in right and left 

turn trials was similar in the fixed association task, animals in the no association and multiple cues task had a higher 

fraction of correct choices in right turn trials than left turn trials (p = 1.7 x 10-3 and p = 1.4 x 10-5, respectively, 

Wilcoxon signed-rank test).

As subsets of animals trained in the no association and the multiple cues tasks were also trained in the fixed 

association task and we did not find a discrepancy in performance between left and right trials in that task, it is 

unlikely that head plate position or other such features common to the environmental setup were the reason for 
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Figure 2.2: Comparison of task characteristics. (a)Distribution of session-averaged task performance for the FA, NA, and
MC task paradigms. Horizontal bars, median; boxes, 25-75% interval; whiskers, median ± standard deviation (SD). FA: 86.4
± 6.8%, n = 91 sessions from 5 mice, navy blue; NA: 88.2 ± 8.4%, n = 27 sessions from 3 mice, pink; MC: 78.0 ± 6.1%, n =
82 sessions from 4 mice, coral (median ± SD). FA versus NA, p = 0.13. FA versus MC, p = 6.4 x 10-10. NA versus MC, p =
9.2 x 10-8. Mann-Whitney U test. (b) Task performance across trial types. Bars indicate mean ± standard error of the mean
(SEM). For FA and MC tasks, right-white and left-black performance are the same. There were no significant differences in
performance across right-left/black-white trials in the FA task. In the NA task, right trial performance was higher than that
of left trials (93.7 ± 1.6% versus 84.7 ± 2.1%, respectively, p = 1.7 x 10-3). However, performance in white and black trials was
similar in the NA task, suggesting that there was no influence of cue identity on task performance (89.8 ± 1.8% versus 88.4 ±
1.6%, respectively, p = 0.73). Performance in right trials was higher than in left trials in the MC task (83.9 ± 1.7% versus 76.8
± 1.8%, respectively, p = 1.4 x 10-5). Wilcoxon signed-rank test. (c)Average session length for all tasks. Session-averaged mean
± SEM. NA task sessions were shorter than both FA (34.1 ± 1.9 versus 37.7 ± 1.3 minutes, respectively, p = 9.1 x 10-3) and
MC (47.3 ± 1.3, p = 2.6 x 10-7) sessions. FA sessions were also shorter than MC sessions (p = 2.9 x 10-8). Mann-Whitney U
test. (d)Average trial length for all tasks. Session-averaged mean ± SEM. All data points were not significantly different from
one another. FA, 13.0 ± 0.70 seconds. NA, 12.8 ± 1.5. MC, 14.3 ± 0.78. Mann-Whitney U test. (e) Average reward rate for
all tasks. Session-averaged mean ± SEM. FA versusMC, 2.9 ± 0.11 versus 2.4 ± 0.15 rewards per minute, p = 0.01. NA, 2.7 ±
0.12. Mann-Whitney U test.
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Figure 2.3: Stability of performance and choice bias. (a) Animal performance across days aligned to sessions after they 
completed the training process and reached criteria for expert performance (see Methods). Left: FA task. Center: NA task. 
Right: MC task. Gray lines show individual mice. Bold lines show average across mice. (b) Similar to (a) but for choice bias 
(see Methods). A signed choice bias of 1 or −1 indicates that the mouse only made left or right turns, respectively. Left: FA 
task. Center: NA task. Right: MC task. Gray lines show individual mice. Bold lines show average across mice.

differences in left and right trial performance in the no association and multiple cues task. These differences in 

performance could potentially be explained in terms of the characteristic timescales of choice formation in each 

task, as well as their cognitive demands.

Animals may possess innate inclinations that could be manifested as a choice bias. For example, animals may be 

predisposed to running in a specific direction or prefer certain positions within the virtual environment, such as 

closer to one of the walls. These inclinations could be inhibited by the choice-relevant sensory input. In the fixed 

association task, the relevant, informative sensory input was available the soonest out of the three tasks, allowing 

choice formation and its behavioral implementation to start earlier, possibly counteracting any innate 

inclinations. On the other hand, in the case of the no association task, because the informative stimulus was only 

provided at the Y-intersection, running behavior could be driven by these inclinations for longer, eventually 

introducing the choice bias. In the multiple cues task, along with the choice-relevant stimulus presentation also 

being later in the trial, the processing and maintenance of visual evidence was more demanding. The higher 
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cognitive load of this task may have, in addition to the later time course of choice formation, contributed to prior 

choice preferences not being counterbalanced by sensory evidence.

Due to the established association between cue identity and turn direction in the fixed association and multiple 

cues tasks, white cue trials and right turn trials were equivalent as were black cue trials and left turn trials. This 

means that the same patterns of performance in right versus left turn trials also hold for white versus black cue trials 

in these two tasks. On the other hand, cue color was not locked to reward location in the no association task. We 

found that performance in white and black cue trials in the no association task was comparable, suggesting that 

animals are not biased by cue identity in this task (Figure 2.2b).

2.3 Running kinematics are modulated by context and task demands

Across these three tasks, mice reported their choice in each trial by making a turn toward either the left or right arm 

of the Y-maze. Presumably, the animals’ running kinematics were related to the ongoing decision-making process as 

the mice proceeded through the trial and thus can provide insight into the animals’ choices and cognitive processes. 

With this motivation, we first characterized aspects of the mice’s running patterns as they traversed the virtual maze. 

Given that the task-relevant information the animals received and when they received that information varied from 

task to task, we also analyzed how running behavior was modulated by task context.

Of the three tasks, overall running speed across the entirety of the trial period was higher in the fixed association 

than in the no association task (Figure 2.4a, 21.2 ± 7.4 cm/s and 17.7 ± 8.7 cm per second, respectively, mean

± standard error of the mean (SEM), p = 4.2 x 10-5. Mann-Whitney U test) and the multiple cues task (16.1 ± 

3.7 cm/s, p = 0.02, Mann-Whitney U test). Animals also showed considerable variance in running speeds across 

sessions in all tasks (Figure 2.4d, FA, session averages, range: 7.4–39.4 cm/s; NA, range: 7.1-38.7 cm/s; multiple 

cues (MC), range: 8.6-28.1 cm/s).

Given the diversity of running speeds observed across sessions within each task, we considered whether there was a 

relationship between running speed and task performance. However, we found no significant correlation between 

these two factors in any of the tasks (Figures 2.4d). The divergence in speeds across tasks suggests that speed was
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Figure 2.4 (following page): Mice adapt running speed to task-context. (a) Average running speed across the entirety of
the trial period (“whole trial”) and across trial epochs (cue, delay, andmaze arms; only theMC task contains a second cue and
a second delay period) in FA, NA, and MC tasks. Mean ± SEM (error bars are contained within the symbols). Individual
sessions were pooled from across all animals. Average and ranges were calculated across all sessions within the task. Overall
running speed in the FA taskwas higher than bothNA andMC tasks (p = 4.2 x 10-5 and p = 0.02, respectively,Mann-Whitney
U test). Average running speeds across the entire trial were comparable between NA andMC tasks. For the FA task, running
speeds in the delay periodwere significantly higher than during the cue andmaze arms trial periods (p = 5.5 x 10-12 and p = 1.1
x 10-14,Wilcoxon signed-rank test). Cue andmaze arms running speeds were not significantly different (p = 0.21). For theNA
task, running speeds in the arms epochwere lower than in the cue and delay periods (p = 2.2 x 10-5 and p= 8.3 x 10-7,Wilcoxon
signed-rank test). No significant difference in running speed from cue to delay period (p = 0.67, Wilcoxon signed-rank test).
For theMC task, running speed during the delay period was higher than in all other trial segments except second cue epoch (p
= 5.1 x 10-12, p = 1.8 x 10-8, and p = 1.4 x 10-11 for cue, second delay, and maze arms, respectively, Wilcoxon signed-rank test).
Delay versus second cue, p = 0.03, not significant after multiple comparisons correction,Wilcoxon signed-rank test. Likewise,
running speed during the second cue period was faster than in all other epochs except delay (p = 2.4 x 10-12, p = 2.9 x 10-10,
and p = 1.2 x 10-11 for cue, second delay, and maze arms, respectively, Wilcoxon signed-rank test). (b)Average running speed
across the whole trial period and across epochs, separated by right (red) and left (blue) choice. FA: circles. NA: triangles. MC:
squares. Mean ± SEM (some error bars are contained within the symbols). FA right versus left: delay period, 42.6 ± 1.7 v
33.4 ± 1.6, p = 2.5 x 10-4; maze arms, 18.3 ± 0.70 v 24.0 ± 1.2, p = 9.6 x 10-4. NA: no differences in running speed between
right and left trials. MC right versus left: second cue, 24.2 ± 0.76 versus 20.7 ± 0.65, p = 3.5 x 10-5; second delay, 23.0 ± 0.65
versus 16.6 ± 0.52, 1.1 x 10-9; maze arms, 13.3 ± .44 versus 19.0 ± .60, p = 6.2 x 10-12. Mann-Whitney U test. (c) Average
running speed across the whole trial period and across epochs, separated by correct (green) and incorrect (pink) choice. FA:
circles. NA: triangles. MC: squares. Mean ± SEM (some error bars are contained within the symbols). Animals were faster in
the delay segment of the FA task in correct trials compared to incorrect (38.4 ± 1.5 versus 30.0 ± 1.1 cm per second, p = 2.1
x 10-5). All data points were not significantly different from one another within NA and MC tasks. Mann-Whitney U test.
(d) Correlation between average session running speed and session performance. Top: FA task, no correlation, r = 0.07, p =
0.54, Pearson’s correlation. Different colors indicate sessions from different mice. Middle: NA task, no correlation, r = 0.35,
p = 0.09, Pearson’s correlation. Bottom: MC task, no correlation, r = 0.12, p = 0.34, Pearson’s correlation.
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modulated by both the availability of the task-relevant information and the degree of certainty of when missing

information will be provided. In the fixed association task, mice received all relevant information in the cue period

whereas in the no association task, this information was provided only at the end of the trial. In the multiple

cues task, animals were not certain of when the choice relevant information would be provided because a second

visual cue may or may not be presented. Beyond this broad interpretation of speed differences across tasks, a finer

comparison requires an examination of running speeds specifically for each of the trial periods.

Within each task, fluctuations in running speeds across different epochs of the tasks could provide valuable insight

into animals’ strategies and cognitive processes as they navigated through the maze (Tseng et al. 2022, Pinto et al.

2018). In the context of the fixed association task, we observed a pronounced increase in running speed during the

delay period (FA delay versus cue, 37.6 ± 1.4 versus 22.6 ± 1.2 cm/s, mean ± SEM, p = 5.5 x 10-12; delay versus

maze arms, 21.3 ± 0.86, p = 1.1 x 10-14, Wilcoxon signed-rank test) compared to other portions of themaze (Figure

2.4a). This is consistent with the supposition that the animals were confident that, in this task, no further choice-

relevant sensory inputwas tobe expected. This is further supportedby the fact thatwe found a significant difference

in running speeds specifically during the delay segment of the maze for correct trials as opposed to incorrect trials

(Figure 2.4c). This acceleration in speed during the delay epoch for correct trialsmay reflect higher decision-making

confidence, suggesting that animals had a greater level of certainty in their choices during such trials. Moreover, it

suggests that the mice had successfully encoded andmaintained the relevant information presented during the cue

period, allowing for a faster and more decisive response.

Looking across different trial segments in the no association task, mice displayed somewhat increased running

speeds during the cue epoch of correct trials as compared to incorrect trials (Figure 2.4c, 26.0 ± 3.4 versus 20.3 ± 3.0

cm/s, mean ± SEM, p = 0.21, Mann-Whitney U test). As the visual cue has no information about reward location

in this task, one strategy animals may employ is to quickly navigate through the task-irrelevant cue period. How-

ever, a contrasting pattern emerged near the Y-intersection, wherein, on average, animals ranmore slowly in correct

trials compared to incorrect trials (12.2 ± 0.86 versus 14.5 ± 1.4 cm/s, mean ± SEM, p = 0.23, Mann-Whitney U

test). Given that the Y-intersection provides crucial information about the rewarded turn in the no association task,

the slower running speeds may reflect increased vigilance or the animals’ engagement in weighing the available in-
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formation to accurately identify the reward location (Redish 2016). The opposite trend in running speeds between 

the cue period and after the Y-intersection further supports this interpretation that running speed is anticorrelated 

with the degree of animal engagement with the visual stimulus. This engagement could be detrimental during the 

cue period, in which the input can only be a distractor. Hence, lower running speeds were associated with incorrect 

trials. In the Y-intersection period, engagement was beneficial, and the opposite association was observed. While 

these results were not statistically significant, our sample size was small (n = 27 sessions), and more investigation is 

required. However, this association between lower speed and higher cognitive engagement is further supported 

by the fact that running speeds in the arms of the maze epoch for the no association task were lower than both the 

cue and delay periods (p = 2.2 x 10-5 and p = 8.3 x 10-7, Wilcoxon signed-rank test).

Within the multiple cues task, running speeds were higher during the first delay period and second cue period than 

in all other periods (see detailed p-values in the text of Figure 2.4a). The higher speed during the first delay period 

is consistent with the increased speed in the delay period for the fixed association task. However, in contrast to the 

fixed association tasks, no significant difference between correct and incorrect trials was found for the delay period 

(or in any other epoch). While animals did not exhibit significantly different speeds between correct and incorrect 

trials, they did exhibit faster running in the second cue and second delay segments of right turn trials compared to 

left turn trials (Figure 2.4b). This may be related to animal choice bias as some animals trained in the multiple cues 

task had a right choice bias (Figure 2.3b).

Throughout all trial segments, animals exhibited slower running speeds in the multiple cues task compared to the 

fixed association task (Figure 2.4a). A possible explanation is that the slower running could indicate increased men-

tal effort for accurate decision-making in a more complex task (Song and Nakayama 2009, Krajbich and Rangel 

2011, Steiner and Redish 2014). Performance in the multiple cues task was lower than in both the fixed associa-

tion and the no association tasks, suggesting the addition of a second cue increased task difficulty (Figure 2.2a). 

Similarly, the decreased running speeds may be another reflection of the higher relative cognitive load of the task.

It is important to note that animals in the multiple cues task underwent prior training in the fixed association task, 

reaching a minimal level of proficiency (performance ≥ 80% correct) before advancing to the multiple cues task. 

Thus, the animals trained in the multiple cues task were as experienced at maneuvering through the maze as animals
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in the fixed association task. As the subjects were well-trained and adept at controlling the spherical treadmill, it is

unlikely that differences in running speed between the tasks stem from a deficit in motor control or ability.

Altogether, these findings highlight the potential role of running speed as a behavioral correlate of decision-making

processes, suggesting its utility in assessing animals’ subjective assessments of their choiceswithin the task paradigm.

2.4 Training order does not impact running behaviors

Recent work has shown that training history has an impact on what cortical areas are active in a navigational task

(Arlt et al. 2022). Therefore, we wanted to investigate whether animal behavior was impacted by the order of

training on the tasks as this may relate to learning effects and strategies themice used to learn these tasks. Although,

as previously stated, themultiple cues taskwas always trained following the fixed association task, the no association

and fixed association tasks can be trained in interchangeable order. As a result, we sought to examine whether the

order in which these two tasks were trained influenced the subsequent behavior. Note, however, that we lack an

appropriate sample size to fully examine training order effects or to detect subtle differences in behavior.

We have previously shown that animals reach comparable levels of performance in the fixed association and no

association tasks. To compare the number of sessions necessary to achieve expert performance in a new task after

having previously trained on another task, training sessions were counted from the first day on the new task until

the following criterion was met: performance ≥ 80% correct. Animals reached comparable levels of performance

in each task regardless of the order of training. However, more sessions were required to reach expert performance

for the animal transitioning from the fixed association to the no association task (Figure 2.5a).

Next, we compared overall running speed across the entirety of themaze in one animal that was trained in the fixed

association task prior to the no association taskwith the running speed of an animal that was trained in the converse

order. Consistent in both animals, and consistent with the pattern observed for all animals, overall running speed

was faster in the fixed association task as compared to the no association task (Figure 2.5b-c, Figure 2.4a). Each

animal also showed a similar pattern of running speed modulation across different epochs of the trial with higher

running speed during the delay period in the fixed association task and slower running speed in the arms of the
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Figure 2.5 (following page): Training order effects. (a) Performance of a mouse transitioned from the FA (navy blue) to
the NA (pink) task (left, n = 1 animal) and from the NA to the FA task (right, n = 1 animal). Sessions aligned to the first
day of training on new task. (b) Trial averaged running speed for an animal trained on the FA (navy blue) task before being
transferred to the NA (pink) task (1 animal, n = 8 FA sessions and 11 NA sessions). Mean ± SEM (error bars are contained
within the symbols). (c) Similar to (b), but for an animal trained on the NA (pink) task before being transferred to the FA
(navy blue) task (1 animal, n = 13NA trials and 39 FA).Mean±SEM(error bars are containedwithin the symbols). (d) Similar
to (b) and (c), but for an animal trained solely on the NA task (n = 13 sessions). (e) Averaged running speed for error types
in the NA task. Match error trials (blue). Mismatch error trials (green). No significant differences in running speeds across
the entire trial period and across individual trial epochs. Mann-Whitney U test. (f)Relative proportion of match (blue) and
mismatch (green) error trials in the NA task. In the NA task sessions prior to FA task exposure, match and mismatch errors
were committed at a similar rate (52.8 ± 0.05% versus 47.2 ± 0.05%, mean ± SD, p = 0.28, Mann-Whitney U test). After
animals had been trained on the FA task and later switched to the NA task, they committed appreciably more match errors
(61.9 ± 0.04% versus 38.1 ± 0.04%, mean ± SD, p = 0.02, Mann-Whitney U test). (g) Fraction of match error trials. Sessions
aligned to the first day of training on the NA task. The relative proportion of match error trials decreased as animals learned
the NA task.
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maze in the no association task. These behaviors suggest that animals were capable of differentiating between task 

contexts and adjusting their strategies accordingly.

While our sample size was small and additional experimentation is necessary to draw conclusions, preliminary 

results suggest that training order did not affect the mice’s running speeds across the fixed association and no 

association tasks. On the contrary, the differences in task context imposed sufficiently strong constraints to be 

the main driver of the animals’ strategies, irrespective of their learning experience. Further investigations are 

needed to identify the neural mechanisms underlying these behavioral patterns and to ascertain the cognitive 

processes relevant to the animals’ navigational decision-making strategies and their adaptation across tasks.

2.5 Prior experience influences structure of error trials

To further probe how previous experience can impact animal behavior, we looked at no association task error trials 

in animals prior to exposure to other task paradigms and in animals after exposure. We defined two categories of 

error trials. First, “match error trials” are incorrect trials in which the visual cue and the animals’ reported choice 

matched the learned association of the fixed association task. That is, animals chose right turns on white cue trials 

when the checkerboard cue appeared in the left arm and, conversely, chose left turns on black cue trials when the 

checkerboard was presented in the right arm of the maze. We refer to other error trials as “mismatch trials.”

While we found that running behavior was similar between match and mismatch error trials (Figure 2.5e), we 

found differences in the rate at which either error type was committed that was dependent upon training order. 

For animals trained in the no association task prior to learning the fixed association task, match and mismatch 

errors were committed at similar rates. However, animals exposed to the fixed association task before training on 

the no association task committed more match errors (Figure 2.5f, p = 0.02, Mann-Whitney U test), implying 

that the animals’ previous learned associations impacted their decision-making. This indicates that, despite the 

task context being the main driver of animals’ strategies as suggested above, learning history had a remnant effect 

that was manifested particularly in the structure of error trials.

To assess this hypothesis, we considered how the structure of the errors in the no association task evolved across
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sessions during and after the transition between tasks. We found that, in the animal first trained on the fixed 

association task, as the animal learned the new context of the no association task, the ratio of match to 

mismatch errors gradually decreased until the proportion of match and mismatch errors were equivalent (Figure 

2.5g). On the other hand, animals that had no exposure to the fixed association task prior to training on the no 

association task consistently committed an equal number of match and mismatch errors over days. These initial 

results suggest that animals can maintain an internal representation or memory of the requirements of a task and 

that, when learning another task, these associations still have an influence. Our findings are preliminary, but they 

offer a starting point for future research.

2.6 Summary

In this chapter, I have established complementary variants of a navigational decision-making task. These tasks 

involved similar if not identical sensory stimuli and motor reports, designed to isolate context-dependent 

internal states from external inputs. I have also presented behavioral analyses to define animal running patterns 

and assess training order effects, showing that both task-context and training order have an impact on animals’ 

decision-making strategies and the timescales of their choices. Further, it was shown that mice exhibited behavioral 

variabilities that were suggestive of latent cognitive states, such as confidence and indecision. In the following 

chapter, I will show modeling results for inferring animal choice formation based on running trajectories.

2.7 Methods

This section contains information about experimental and analysis procedures for results presented in this chapter.

2.7.1 Mice

All experimental procedures were approved by the Harvard Institutional Animal Care and Use Committee (IACUC) 

and were conducted in accordance with the National Institutes of Health Guide for the Care and Use of Laboratory 

Animals. Behavioral data were collected from nine C57BL/6J mice (000664, Jackson Labs). Mice were 8-12 weeks 

old at the start of behavioral training. Mice were housed in standard cages in a temperature and humidity-controlled 

colony facility on a reversed dark/light cycle (12 h dark/12 h light), and behavioral sessions were conducted 
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during the dark cycle. Mice were housed with enrichment objects provided by the Harvard Center for 

Comparative Medicine (IACUC-approved plastic toys and shelters, e.g., Bio-Huts, mouse tunnels, nest sheets, 

etc.). Mice were housed with littermates prior to surgical procedures and housed singly following surgery. Mouse 

health was evaluated daily.

2.7.2 Surgical procedures

A surgery was performed under aseptic conditions on each mouse to affix a titanium headplate to the skull using 

dental cement (Metabond, Parkell) before training. Mice were anesthetized with isoflurane (1-2% at 0.8 L/min). 

Analgesia was provided by subcutaneous 5 mg/kg ketoprofen injection during surgery and once daily for three days 

post-operatively (Ketofen, Parsippany, NJ).

2.7.3 Virtual reality setup and environment design

Virtual reality environments were created and controlled by MATLAB-based ViRMEn software (Virtual Reality 

Mouse Engine) (Aronov and Tank 2014, Harvey et al. 2009). The visual virtual reality system was built based on 

designs described previously (Pettit et al. 2022). A projector (laser PicoBit projector, Celluon) was used to back-

project the virtual environment onto a parabolic screen. Head-restrained mice ran on an open cell spherical 

treadmill (8-inch diameter, 135g), and the virtual environment was updated in response to the mouse’s 

locomotion on the treadmill. Two optical sensors (ADNS-9800, Avago Technologies), positioned 45° below the 

equator of the ball and placed 90° apart from each other, measured movements in the pitch, roll, and yaw of the 

ball relative to animals’ body axis using custom code on a Teensy-3.2 microcontroller (PJRC). Pitch controlled 

forward/backward movement in the virtual world, while roll controlled lateral movement. The virtual heading 

angle was fixed so that the mouse could not rotate in the virtual world.

2.7.4 Behavioral training procedure

Upon recovery from surgery (a minimum of three days post headplate implantation), mice began a water-controlled 

schedule, receiving 1 ml of water in total per day. Body weight and body condition were monitored daily. Mice 

were given additional water if their weight fell below 80% of their pre-schedule weight (26.0 ± 0.83 g, mean ± SEM)
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or showed clinical signs of dehydration.

Mice were on the water schedule for at least five days before behavioral training began. During training, mice were 

restricted to an allotted water volume of 1-2 ml per day. Most typically, animals received their whole allotment 

during behavioral training, but they received supplemental water, if necessary, at least 1 hour after the end of 

training. Animals were handled daily from the start of water restriction until they habituated to the 

experimenter and no longer showed signs of distress. Mice were trained daily for 45-90 minutes at approximately 

the same time each day (with exceptions when they received 1 ml of water without training). Animals were 

allowed to socialize in an enclosed enriched environment ( 0.3 m2, with 3-5 mice) outside of behavioral sessions 

and before being returned to the vivarium at the end of each training day.

To become habituated to the experimental setup and to navigating in the virtual environment, mice had to run 

down a linear track toward a checkerboard pattern in the first phase of training. Mice received a reward (3-5 μl of 

apple juice) through a metal lick spout when they successfully reached the checkerboard and then were 

subsequently teleported back to the beginning of the maze. The walls of the linear maze contained the visual cues 

that the mice would learn to associate with rewarded locations in the fixed association and multiple cues task. In 

the initial trials, the maze length was short to facilitate a high frequency of reinforcement. As animals reliably 

received 4 rewards per minute, the linear maze length was gradually extended on a session-by-session basis until a 

maximum length of 150 cm. Linear maze training typically lasted 7-10 days.

2.7.5 Fixed association task

After training on the linear maze, we trained mice to perform a two-alternative forced choice task based on 

navigation through a Y-shaped maze. Animals were trained by adapting protocols used in previous studies 

(Driscoll et al. 2017, Arlt et al. 2022, Tseng et al. 2022). The Y-maze structure consisted of the maze stem and the 

maze arms.

At the start of the maze, mice were presented with one of two possible visual cues (the “white cue,” consisting of 

white walls with black dots, or the “black cue,” composed of black walls with white dots) and had to run toward 

one of the two arms of the Y-maze to receive a reward. Visual cues were associated with rewarded turn directions at

29



the end of the maze and initially spanned the entire length of the Y-maze (no “delay period”). In the initial stages of 

training, the correct choice in each trial was additionally indicated with a checkerboard pattern at the end of the 

correct arm of the maze. We refer to these as visually guided trials. The fraction of these visually guided trials was 

gradually reduced on a session-by-session basis if the animal’s average performance in the preceding session 

equalled or exceeded 80% correct. After extensive training, a minority of trials (5-15%) remained visually guided 

trials.

As the animals became accustomed to navigating in the Y-maze environment, a delay was introduced after the 

visual cue. During the delay period, the animals were presented with a neutral visual pattern that was identical 

between trial types and as such was devoid of information regarding reward location. Consequently, mice had to 

navigate the maze without relying on any patterns on the walls to guide their choices. At first, the delay pattern 

was only present in the Y-arms of the maze, but then the onset of the delay period was slowly shifted to earlier in 

the trial on a session-by-session basis if performance in the previous session exceeded 80% correct.

In non-visually guided trials, if the mouse made the correct choice, the checkerboard was presented for 2 seconds 

as visual feedback, followed by a fluid reward and an inter-trial interval (ITI) that consisted of a gray screen for 

3-5 seconds. Incorrect choices were not rewarded, and error trials were penalized by a 2-4 second timeout 

followed by an ITI. Mice spent a variable duration from trial to trial in each segment depending on running 

speed. Mice learned this task over 4-6 weeks of training and reached expert level (≥ 80% correct, ≤ 15% visually 

guided trials) behavioral performance which was mostly stable over weeks. Training time varied between 

individual mice.

2.7.6 No association task

As a parallel to the fixed association delay task wherein the animals need to remember the identity of the cue in 

order to make a rewarded choice, we created a task in which the mice did not need to use visual cues to navigate 

the maze. The maze had the same Y-shape architecture and visual cues as the fixed association delay task, but the 

visual cues were not informative. Mice simply had to run toward the checkerboard pattern which became 

visible as the animals reached the Y-intersection of the maze. The checkerboard pattern was presented at the end of
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either the left or the right arm of the Y-maze. The location of the checkerboard was randomly chosen on each 

trial. As all the animals were previously trained on a linear track, they had previously formed an association 

between the checkerboard pattern and reward location. As in the fixed association task, correct choices were 

rewarded, and incorrect choices were not rewarded and penalized by a 2-4 second timeout. Animals reached 

expert performance (≥ 80% correct) in this task in as few as 2 weeks.

2.7.7 Multiple cues task

Mice trained in the multiple cues task were first trained in the fixed association task. In this task, a second visual 

cue was presented after the offset of the delay period in two-thirds of trials. This second cue could either be the 

same as the first cue presented in the trial (e.g. white cue followed by a white cue) or different (e.g. white cue 

followed by a black cue). Upon reaching the Y-intersection, mice had to report a choice about the most recent 

cue identity by making a left or a right turn in order to receive a reward, meaning that the second cue is the 

informative cue in this task. The cue-report association is the same as in the fixed association task. This means, 

for example, a right turn is the rewarded choice for a trial in which a white cue follows a black cue.

In the first sessions of the multiple cues task, the second cue extended from delay offset to the end of the maze. As 

the animals trained, a second delay was introduced after the second cue. The second delay consisted of the same 

non-informative neutral texture as did the delay period. Similar to the introduction of the delay period in the 

fixed association task, the neutral pattern was only presented in the arms of the maze at first. The onset of the 

second delay period was shifted to earlier in the trial on a session-by-session basis.

The remaining one-third of trials in the multiple cues task consisted of only one cue and one delay period and 

were visually identical to those of the fixed association task. We refer to these as single-cue trials. These trials were 

intermingled with the two-cue trials in order to incentivize animals to attend to and remember the first cue. Mice 

typically reached expert level (≥ 70% correct, ≤ 15% visually guided trials) of performance in 6-8 weeks of 

training.
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2.7.8 Bias correction

Some mice developed biases during training such that they favored right or left turns. During training, we 

implemented a bias correction algorithm in some training sessions. If the mouse made the same turn choice in 

five successive trials, irrespective of correctness, the next trial would contain a maze in which the opposite choice 

would be correct. Bias correction was primarily used before mice reached expert levels, in which biases were 

reduced.

2.7.9 Choice bias

Choice biases were calculated for each mouse and task. For each session, a signed choice bias value was calculated

as:

CB =

( )(pleft(correct)− pright(correct)
pleft(correct) + pright(correct)

) (2.1)
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where pleft(correct) is the fraction of correct left turns in trials that required a left turn, and analogously for 

pright(correct). Sessions in which |CB| > 0.20, that is, in which the choice bias as quantified in Eq. 2.1 exceeded

± 0.20, were excluded from following analysis. A choice bias of 1 indicates that the mouse only made left choices 

while a choice bias of -1 means that the mouse made only right turns.

2.7.10 Software

Analyses were performed using custom MATLAB or Python code with the following libraries: NumPy (Harris 

et al. 2020, Van Der Walt et al. 2011), SciPy (Virtanen et al. 2020), Matplotlib (Hunter 2007), Seaborn 

(Waskom 2021), and Scikit-learn (Pedregosa et al. 2011).
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2.7.11 Statistical procedures

For comparisons between independent datasets, we used the non-parametric Mann-Whitney U test. The 

Wilcoxon signed-rank test was used to compare paired samples. When multiple statistical tests were conducted 

simultaneously, such as comparing a measure between multiple trial epochs, multiple comparisons were corrected 

using the false discovery rate correction method described in Benjamini and Hochberg (1995).  In  short, p-values  

were ranked in ascending order, and the ith ranked p-value, Pi, was considered significant  if it satisfied Pi ≤ (αi)/n,  

where n was the number of comparisons and, in our case, α = 0.05. No statistical methods were used to  

predetermine  sample  sizes,  but  our  sample  sizes  were  similar  to ones in previous publications in the field (Arlt 

et al. 2022, Tseng et al. 2022).

2.7.12 Analysis of running speed

Speed in cm/s was calculated on a trial-by-trial basis using the total displacement along the maze length. 

Across-session SEM is the SEM of the distribution of average speeds for each session. Note that running speed 

refers to the change of position in the virtual environment over time where velocity refers to the quantification 

of the angular velocity on the ball.



3
Inferring timescales of choice formation from

behavior

3.0.1 Contributions

Author contributions: Julia K. Nguyen performed all analyses. Christopher D. Harvey, Jan Drugowitsch, and

Daniel Chicharro advised on analysis.
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3.1 Running trajectories are predictive of choice

Beyond characterizing running speed in the virtual environment, we also examined animal running behavior more 

closely in terms of ball running angular velocities. Across all three tasks, animals cannot report their choice until 

the final maze segment of any given trial. However, as information regarding the rewarded choice in each task was 

presented at different points in the trial period, we hypothesized that choice might develop at earlier points within 

the trial and with different time courses depending on the task context. We further speculated that choice formation 

might be reflected in the animals’ running behavior.

Animals’ running patterns in the fixed association task showed early divergence in running trajectories for left and 

right choices (Figure 3.1). These running trajectories were predictive of the animals’ reported choice with some trial 

decisions being made early in the maze before the onset of the delay segment. On the other hand, in the no 

association task, mice exhibited variable running patterns from trial to trial within the span of a single session. 

Choice was not discriminable until animals reached the Y-intersection, the point at which the instructive 

checkerboard cue became visible (Figure 3.2). Finally, running trajectories in the multiple cues task diverged prior 

to the animals reaching the Y-intersection but at a later point in the trial than in the fixed  association task. More 

specifically, trajectories began to diverge at the point in the trial structure that corresponded to the second cue 

period (Figure 3.3). From this, we conclude that animals can exhibit movements in anticipation of reporting their 

final choice and that this behavior manifests at the time in the task at which they have received information that 

allows them to make the rewarded decision. To quantify this, we use behavioral modeling approaches to infer the 

timescales of cognitive processes underlying these behavioral variabilities.
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Figure 3.1: Early divergences in running trajectories in the fixed association task. (a) Pitch velocity aligned to maze
position in the FA task. Left: example single trials from one session. Right: same session as left, mean ± SEM. n = 95 left
turn trials (blue) and 84 right trials (red). Dashed gray lines indicate maze segments. (b) Similar to (a) but for roll velocity. (c)
Similar to (a) and (b) but for yaw velocity.
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Figure 3.2: Trial-to-trial variability in running trajectories in the no association task. Similar to Figure 3.1 but for the
no association task. (a) Pitch velocity aligned to maze position in the NA task. Left: example single trials from one session.
Right: same session as left, mean ± SEM. n = 43 left turn trials (blue) and 65 right trials (red). Dashed gray lines indicate maze
segments. (b) Similar to (a) but for roll velocity. (c) Similar to (a) and (b) but for yaw velocity.
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Figure 3.3: Predictive running trajectories in the multiple cues task. Similar to Figures 3.1 and 3.2 but for the multiple
cues task. (a) Pitch velocity aligned to maze position in the multiple cues task. Left: example single trials from one session.
Right: same session as left, mean ± SEM. n = 76 left turn trials (blue) and 81 right trials (red). Dashed gray lines indicate maze
segments. (b) Similar to (a) but for roll velocity. (c) Similar to (a) and (b) but for yaw velocity.
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3.2 Behavioral modeling of temporal dynamics of choice formation

To decode animals’ reported choice from their running trajectories, binary logistic regression models were fitted to

single sessions using only instantaneous roll velocities as predictors. The selection of roll velocities as predictors was

informed by observation of how ball velocities evolved across epochs for the different tasks (Figures 3.1 to 3.3) and

by exploratory modeling. Roll velocity, which reflects the animals’ lateral movement on the ball, was preferred to

lateral position in the virtual environment due to the effect of the lateral boundaries along the maze. We observed

that roll velocity continued to reflect animals’ intention tomove laterally even when this change in velocity was not

translated into a lateral movement in the virtual environment due to the presence of a wall or due to fixed virtual

view angles. Hence, roll velocity was a more direct expression of the animals’ behavioral intentions (see Discussion

for further comments on the selection of predictors).

Instantaneous roll velocity was spatially binned into 30 bins along the length of themaze (6-8 cm bins). A different

modelwas trained for each successive binwith additional roll velocities added as features (i.e. model 1 contained bin

1 as a predictor; model 2 contained bins 1 and 2 as predictors; model 3 contained bins 1, 2, and 3 as predictors and

so on). Note that the use of cross-validationwill prevent any increase in predictive power from resulting solely from

an increase in the number of predictors. Given that the models were separately fitted along the trajectory, we were

able to study how model predictions of reported choice evolved over the course of the trial. To quantify this, we

determined the first position in themaze at which the predicted probability crossed a specified threshold consistent

with the animals’ reported choice (above 0.8 for left choice trials and below 0.2 for right trials) on a trial-by-trial

basis. We used this metric as an approximation of the time at which animals made their choice or, rather, the time

at which animals physically manifested signs of their choice in their running behavior.

To assess whether animal choice formation alignedwith task-relevant junctures of themaze structure, we compared

choice decoding performance from several pivotal moments in the task. These reference points were the beginning

of the maze (the “start” model which solely used instantaneous roll velocity from the first binned roll velocity as

input), the offset of the visual cue (the “cue” model which used roll data up until the end of the cue segment), the

offset of the delay period (the “delay”model which used roll velocity through the end of delay segment), and finally,

the end point of the maze (the “end” model which used all binned roll velocities as predictors). The remainder of
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Figure 3.4: Estimation of choice formation in the fixed association task. (a) Left: single session example of decoding
accuracy of an animal’s reported choice in the FA task using instantaneous roll velocity, binned along the length of the maze.
Dashed lines indicate the different maze segments. In the FA task, the visual cue is only present in the first segment of the
maze. Right: Decoding accuracy of reported choice for a single animal. Thin gray traces are single sessions. Color gradation
indicates chronological order, with earlier sessions in light gray and later sessions in dark gray. Thick trace (navy blue) is the
mean across sessions. (b)Distributions of decoding performance (accuracy as fraction correct) for reported choice based on
running trajectories for specific positions in the maze. Gray shading, kernel density estimate. Accuracy is lower in the start
model than in all other periods (start versus all other epochs: p < 1.0 x 10-8). Cue versus delay: p = 0.13, cue versus end: p =
4.8 x 10-3, delay versus end: p = 0.16,Wilcoxon signed-rank test. (c)Left: Single session example of trial-by-trial probability of
left turn as predicted by roll velocity models. Each trace is composed of the single trial probability estimate frommodels fitted
for each bin. Models take the roll velocity values of all previous bins up to that point as predictors. Blue, animal reported
left choice. Red, animal reported right choice. Same session as shown in (a). Right: Same as left. Shading indicates mean ±
SEM across trials. Dashed line, probability threshold. (d) Cumulative density function (CDF) of the first maze position at
which model prediction of left choice surpassed 0.8 (for left trials) or fell below 0.2 (for right trials) on a trial-by-trial basis.
Left trials: blue, 0.46 ± 0.15. Right trials: red, 0.46 ± 0.15. Median ± SD, p = 0.91, Mann-Whitney U test. (e) Relationship
between animal task performance and cue model performance (log-likelihood), r = 0.27, p = 6.0 x 10-3, Pearson’s correlation.
(f) Scatter plot of session choice bias and cue model log-likelihood, r = 0.05, p = 0.59, Pearson’s correlation.
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this section is devoted to describing these predictive models of choice formation for each of the tasks.

For the fixed association task, decoding performance increased throughout the cue period (Figure 3.4b-c), with 

the threshold indicative of choice formation being crossed before the end of the cue period for the majority of 

both right and left turn trials, suggesting that choice is formed early in the course of a trial (Figure 3.4d, as a 

fraction of the maze length: 0.46 ± 0.15 and 0.46 ± 0.15 for right and left turn trials respectively, median ± SD, 

p = 0.91, Mann-Whitney U test). It can be reasoned that the cue offset was the point at which animals had 

enough confidence in their judgment to implement behavioral changes in their running patterns, implying both 

that the animals had already formed a choice and that they had acquired the information needed to make the 

correct, rewarded decision. Although we speculate that the animals’ level of confidence in decision-making may 

be guiding their outward behavior, this is only one interpretation of the animals’ behavior in terms of internal 

processing of given perceptual information. That notwithstanding, we will provide further evidence of this 

interpretation by closely examining the decoding performance specifically for correct trials and relating reported 

choice decoding to cue identity decoding (see Cue identity decoding in section 3.3).

On the other hand, while model accuracy was significantly higher in  the cue model than the start model (Fig-

ure 3.4b, 0.49 ± 0.06 versus 0.80 ± 0.08, hierarchical bootstrap median ± SD, p = 3.1 x 10-9, Wilcoxon signed-

rank test), model performance does not appreciably increase from the cue to delay model (0.80 ± 0.08 versus 0.85 

± 0.09, p = 0.13). Likewise, the improvement in model performance between the delay and end models was not 

significant (0.86 ± 0.08, p = 0.16). Only when comparing cue and end models was the additional increase in 

decoding power significant (0.82 ± 0.08 versus 0.91 ± 0.06, p = 4.8 x 10-3). While the increase in accuracy from 

the start to the end of the cue period is likely associated with trials in which animals were able to quickly integrate 

the provided sensory evidence and were subsequently more confident in their choice, the posterior, slower 

increase in model accuracy may be related to trials in which animals were more hesitant.

Using only the cue model (that is the model that only uses binned roll velocity up until the end of the cue segment), 

we compared the animals’ session performance and running biases with model choice decoding performance. We 

found a mild correlation between animal performance and the model decoding performance (Figure 3.4e, r = 

0.27, p = 6.0 x 10-3, Pearson’s correlation) and no correlation between animal choice bias and decoding 
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performance  (Figure 3.4f, r = 0.05, p = 0.59, Pearson’s correlation). This suggests that in the fixed 

association task, model decoding performance at the end of the cue period reflected behavioral performance as 

the animals tended to initiate preparatory movement earlier in trials in which they were able to process the 

visual cue and make a choice with higher confidence. The lack of correlation in model performance and 

choice bias suggests that animals’ choice biases were mostly manifested later in the trial period, when animals 

were forced to make a choice but may have not properly integrated sensory information presented in the 

trial and thus had lower confidence in their decision.

We applied the same methods to decode animals’ reported choice from their running trajectories in the no associa-

tion task (Figure 3.5). Choice formation occurred on a similar timescale for the majority of both right and left turn 

trials (Figure 3.5d, as a fraction of the maze length: 0.77 ± 0.15 and 0.73 ± 0.10, respectively, median ± SD, p = 

0.51, Mann-Whitney U test). However, in contrast to the fixed association task, the choice was formed late in 

the trial. Accordingly, our models did not show a significant increase in performance until the end model (Figure 

3.5c, 0.77 ± 0.13, hierarchical bootstrap mean ± SD). The lower relative performance of the models even at later 

parts of the trial may be because cumulative models in which roll velocity predictors are continually added as 

the animals traverse the maze are less suited for the no association task. Roll velocities only have the potential 

to reflect a stimulus-driven choice after the presentation of an informative stimulus. In this task, that does not 

occur until the Y-intersection. This means that all predictors from bins prior to the Y-intersection can only 

reflect animals’ inclination toward a choice before stimulus information is even available, which could possibly 

lead to overfitting. Nevertheless, we have chosen to continue to use this type of cumulative model so that 

differences in model accuracy also reflect the specific task characteristics.

As the end model first showed an appreciable difference in decoding reported choice above chance, we compared 

the end model performance with animal performance, session-by-session. We found a significant relationship 

between animal performance and end model decoding performance (Figure 3.5e, r = -0.43, p = 0.03, Pearson’s 

correlation) as well as between choice bias and model performance (Figure 3.5f, r = 0.53 p = 4.3 x 10-3, Pearson’s 

correlation). The relationship between choice bias and model performance may relate back to animals’ innate 

inclinations. Previously (see Assessing task characteristics in Chapter 2), we speculated that animals may be 

predisposed to certain patterns of running that could be restrained by informative sensory input. Because, in the 
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Figure 3.5: Estimation of choice formation in the no association task. Similar to Figure 3.4 but for the no association task.
(a) Left: single session example of decoding accuracy of an animal’s reported choice in the NA task using instantaneous roll
velocity, binned along the length of the maze. Dashed lines indicate the different maze segments. In the NA task, the visual
cue is present in the first segment of the maze, but it is not informative as to reward location. Right: Decoding accuracy of
reported choice for a single animal. Thin gray traces are single sessions. Color gradation indicates chronological order, with
earlier sessions in light gray and later sessions in dark gray. Thick trace (pink) is the mean across sessions. (b)Distributions of
decoding accuracy for reported choice based on running trajectories for specific positions in the maze. Gray shading, kernel
density estimate. Endmodel accuracy was higher than that of all other periods (end versus start: p = 3.8 x 10-4, end versus cue:
2.5 x 10-3, end versus delay: p = 0.03,Wilcoxon signed-rank test). (c)Left: Single session example of trial-by-trial probability of
left turn as predicted by roll velocity models. Each trace is composed of the single trial probability estimate frommodels fitted
for each bin. Models take the roll velocity values of all previous bins up to that point as predictors. Blue, animal reported left
choice. Red, animal reported right choice. Same session as shown in (a). Right: Same as left. Shading indicates mean ± SEM
across trials. Dashed line, probability threshold. (d) CDF of the first maze position at which model prediction of left choice
surpassed 0.8 (for left trials) or fell below 0.2 (for right trials) on a trial-by-trial basis. Left trials: blue, 0.77 ± 0.15. Right trials:
red, 0.73 ± 0.10. Median ± SD, p = 0.51, Mann-Whitney U test. (e) Scatter plot of animal task performance and end model
performance (log-likelihood), r = -0.43 , p = 0.03, Pearson’s correlation. (f) Scatter plot of session choice bias and end model
log-likelihood, r = 0.53, p = 4.3 x 10-3, Pearson’s correlation.
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no association task, the informative stimulus was only presented when the animals reached the Y-intersection, 

running behavior may be directed by those innate biases until that point. Again, as we are using cumulative 

models, the end model was trained using predictors that reflect biased running.

For the multiple cues task, we first included in our analyses only trials wherein the animals were presented with two 

cues. As in both of the prior tasks, the time course of right and left choice formation was similar (Figure 3.6d, as 

a fraction of the maze length: 0.6 ± 0.12 and 0.6 ± 0.11, respectively, median ± SD, p = 0.72, Mann-Whitney U 

test) and for the majority of trials, coincided with the second cue segment of the maze. We next compared choice 

decoding performance from the start of the maze, the offset of the visual cue, the offset of the delay period, the 

offset of the second visual cue (“second cue” model), the offset of the second delay period (“second delay” model), 

and the end of the maze. In keeping with the results of the other tasks, the second cue model showed an increase 

in performance as compared to the periods preceding it (Figure 3.6b, second cue versus start: p = 4.6 x 10-5, second 

cue versus cue: p = 1.3 x 10-3, second cue versus delay: p = 0.02. Wilcoxon signed-rank test). We found a correlation 

between average animal session performance and second cue model performance (r = 0.32, p = 3.2 x 10-3, Pearson’s 

correlation). This is analogous to the case of the fixed association task, such that a  correlation between animal 

performance and model performance indicates that the animals show behavioral signatures of their choice sooner. 

Choice bias was also significantly correlated with second cue model performance (r = 0.30, p = 6.5 x 10-3, Pearson’s 

correlation), and as in the no association task, this relationship may be due to inherent biases driving motor behavior 

prior to the animals receiving information about reward location.

We then performed analyses in which only single-cue trials were included. As with two-cue trials, single-cue trials 

had similar time courses of right and left choice formation (Figure 3.8c, as a fraction of the maze length: 0.53 ± 

0.15 and 0.53 ± 0.15, respectively, median ± SD, p = 0.21, Mann-Whitney U test), and for the majority of trials, 

choice formation likewise coincided with the second cue segment of the maze. As single-cue trials were randomly 

interleaved with two-cue trials in the multiple cues task, animals could not predict the type of any given trial. De-

spite this, we found a slight but significant leftward shift in the cumulative density curve of first maze position 

for single-cue trials compared to two-cue trials (Figure 3.8e, p = 0.02), suggesting that behavioral signatures of 

decision-making were implemented earlier in single-cue trials.
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Figure 3.6: Estimation of choice formation in the multiple cues task. Similar to Figures 3.4 and 3.5 but for the multiple
cues task. (a) Left: single session example of decoding accuracy of an animal’s reported choice in the MC task using instan-
taneous roll velocity, binned along the length of the maze. Dashed lines indicate the different maze segments. Only two-cue
trials included in these analyses. Second cue was indicative of reward location. Right: Decoding accuracy of reported choice
for a single animal. Thin gray traces are single sessions. Color gradation is in chronological order, with earlier sessions in light
gray and later sessions in dark gray. Thick trace (coral) is the mean across sessions. (b) Distributions of decoding accuracy
for reported choice based on running trajectories for specific positions in the maze. Gray shading, kernel density estimate.
Second cue model performance was higher than of all periods preceding it (second cue versus start: p = 4.6 x 10-5, second cue
versus cue: p = 1.3 x 10-3, second cue versus delay: p = 0.02. Wilcoxon signed-rank test). (c) Left: Single session example of
trial-by-trial probability of left turn as predicted by roll velocity models. Each trace is composed of the single trial probability
estimate from models fit for each bin. Models take the roll velocity values of all previous bins up to that point as predictors.
Blue, animal reported left choice. Red, animal reported right choice. Same session as shown in (a). Right: Same as left. Shad-
ing indicates mean ± SEM across trials. Dashed line, probability threshold. (d)CDF of the first maze position at whichmodel
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session choice bias and second cue model log-likelihood, r = 0.30, p = 6.5 x 10-3, Pearson’s correlation.
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To further assess the role of task context in animals’ decision-making, we compared the subset of trials in the 

multiple cues task in which the animals received only one cue with trials from the fixed association task. Visually 

and in terms of goal, these trials were identical, barring the task context. Within the multiple cues context 

only, the animals must be prepared for the introduction of a second cue, if there is one, following the cue and 

delay periods. As the animals cannot be certain as to whether there will be another cue, it is possible that they 

delay their preparatory movements. Their running behavior could possibly reflect this uncertainty, and, indeed, 

that is what we observed. Choice decoding performance for single-cue trials followed a similar pattern to that of 

two-cue trials in the multiple cues task, with a notable increase in model accuracy during the equivalent of the 

second cue period (Figure 3.8a). In contrast, model performance increased sharply early in the trail period for 

the fixed association task (Figure 3.4b).

Accordingly, we observed that the cumulative density curve of first maze position shifted to the right for single-

cue trials in comparison with fixed association task trials (Figure 3.8e-f, p  =  4.1 x  10-12), suggesting that choice 

was formed later in the trial period for single-cue trials. While the single-cue and fixed association task trials were 

identical in terms of sensory stimuli and motor output, animal behavior nevertheless differed. This lends more 

evidence to the hypothesis that context impacts the timescale of decision-making.

Altogether, these results suggest that animal choice developed as the animals navigated through the virtual maze 

and that the timing of choice formation depended on features of the task itself. Primarily, we observed that animals 

converged on their choice when they received task-relevant information regarding the reward location (Figure 3.8f).

3.3 Extracting cue identity from behavior

In addition to decoding animals’ reported choice, we also sought to decode cue identity based on running trajec-

tories. For the multiple cues task, cue identity refers to the second cue in two-cue trials and the singular cue in 

single-cue trials. Note that, when training the models for the fixed association task and multiple cues task, the class 

for cue identity and for reported choice are the same in the trials in which the animals’ behavioral choice was correct 

(briefly, correct trials). When only trained on correct trials, the models were optimized for an equivalent prediction 

objective. When independently trained on all trials, models for reported choice prediction and cue prediction may
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differ in their predictions for correct trials. Taking this into account, we compared model performance in predict-

ing animals’ reported choice and model performance in predicting cue identity for models trained on all trials as 

well as specifically on correct t rials. While it would be interesting to assess how models trained only on incorrect 

trials perform, we were constrained by the sparse number of incorrect trials in our dataset.

For the fixed association task, model decoding performance for cue identity was comparable to that of 

reported choice across all epochs of the trial structure (Figure 3.7a-b). Starting with the cue period model, 

prediction performance of both reported choice and cue identity were higher in correct trials (choice decoding for 

all trials versus correct trials: p = 0.4 in the start period; p < 1.0 x 10-5 for cue, delay, and end periods. 

Wilcoxon signed-rank test. Analogous results for cue identity decoding). This higher decoding performance in 

models trained on correct trials further supports the interpretation that animals exhibit behavioral signatures of 

choice in their running patterns when they have more confidence in their judgment (Figure 3.4). Minor changes 

in performance between models trained only on correct trials between Figure 3.7a and Figure 3.7b arise from 

independent training with independent cross-validation folds. The fact that results are, for the most part, the 

same is as expected given the correspondence between cue identity and reported choice labels.

In the no association task, the visual cue presented at the beginning of the trial was not associated with reward. 

This would suggest that, if an animal were optimizing its behavior to task requirements, this cue identity should 

not be decodable based on running kinematics. Surprisingly, we observed that cue identity could be read out 

above chance level in the end model (Figure 3.7d, p = 3.8 x 10-4, two-sided one sample t-test). We surmise that this 

could be due to the difference in trial-by-trial behavioral variability for cases in which the visual cue and the 

checkerboard pattern visible at the Y-intersection match the cue-report associations established in the fixed 

association task. We have seen that, for error trials, animals that had been trained on the fixed association task 

before the no association task tended to make more match errors (Figure 2.5f). An explanation of the 

predictability of cue identity for these match error trials is that animal running patterns reflected the erroneous 

choice triggered by the visual cue.
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Figure 3.7 (following page): Comparison of decoding performances. (a)Distributions of decoding accuracy for reported
choice based on running trajectories for specific positions in the maze in the fixed association task. Horizontal bars, median;
boxes, 25-75% interval; whiskers, median ± standard deviation (SD). For the sake of simplifying the presentation, relevant
comparisons and corresponding p-values are only discussed in the main text. (b)Distributions of decoding accuracy for cue
identity based on running trajectories in the fixed association task. Horizontal bars, median; boxes, 25-75% interval; whiskers,
median ± SD. (c) Distributions of decoding accuracy for choice based on running trajectories for specific positions in the
maze in the no association task. Horizontal bars, median; boxes, 25-75% interval; whiskers, median ± SD. (d)Distributions of
decoding accuracy for cue identity based on running trajectories in the no association task. Horizontal bars,median; boxes, 25-
75% interval; whiskers, median ± SD. (e)Distributions of decoding accuracy for choice based on running trajectories in two-
cue trials in themultiple cues task. Horizontal bars, median; boxes, 25-75% interval; whiskers, median ± SD. (f)Distributions
of decoding accuracy for cue identity based on running trajectories in two-cue trials in themultiple cues task. Horizontal bars,
median; boxes, 25-75% interval; whiskers, median ± SD.
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However, interestingly, the above-chance level predictability of cue identity was preserved when training only on 

correct trials (Figure 3.7d, no significant differences were found comparing models trained on all trials versus correct 

trials, p > 0.15 for comparisons in all periods, Wilcoxon signed-rank test). This could be explained by an 

analogous effect of the influence of training experience with the fixed association task. Particularly, for match 

trials, any cue embodiment in running patterns would be reinforced by the consistent checkerboard information, 

thus providing a more readable roll velocity trajectory to be decoded. This would be exacerbated for the end 

models, which take as input predictors through the entire trajectory and so can benefit from a  coherent 

velocity pattern along the trajectory. In the previous chapter, we described the evolution of the relative 

proportion of match and mismatch error trials across sessions after task switching (Figure 2.5f-g). Analogous to 

this, it would be interesting to further study cue identity decoding by comparing match correct trials and 

mismatch correct trials.

For the multiple cues task, we separated the analysis between the two-cue trials (Figure 3.7e-f) and the single-cue 

trials (Figure 3.8a-b). Separate models were fitted for each type of trial. This provides a finer-grained analysis 

beyond Figure 3.6. Consistent with the results of Figure 3.6b, the timescale of the increase in choice decoding 

performance lay between the early increase in the fixed association task and the late, sharp increase of the no 

association task. To compare decoding performance between two-cue trials and single-cue trials (Figure 3.8d), 

we first note that, given the configuration of the task, the first cue was informative of the rewarded choice in a 

majority of trials. In particular, the first cue always determined the correct choice for single-cue trials, which 

composed one-third of total trials. Of the remaining two-thirds of trials, the first cue and the second cue 

coincided in half of these trials. Therefore, overall, the first cue was informative of the correct choice in two-

thirds of trials. This means that, while a conservative running strategy would not manifest preparatory behavior 

in response to the perceived first cue until confirmation that the trial was indeed a single-cue trial, the fact that 

in two-thirds of all trials the first cue was informative may propel the animals to adopt a less conservative strategy 

and so start to physically manifest a choice consistent with the first cue.

This less conservative strategy is compatible with the observed increase in choice decoding performance 

during the first cue period (Figure 3.8a). It also explains why the difference in choice decoding 

performance between the two-cue  and single-cue trials was the greatest in the first cue and first delay periods. On
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Figure 3.8: Task-context modulates progression of decoding accuracy. (a) Distributions of decoding accuracy for reported 
choice based on running trajectories for specific positions in the maze for single-cue trials in the multiple cues task. Horizontal 
bars, median; boxes, 25-75% interval; whiskers, median ± standard deviation (SD). For the sake of simplifying the presentation, 
relevant comparisons and corresponding p-values are only discussed in the main text. (b) Distributions of decoding accuracy 
for cue identity based on running trajectories for single-cue trials in the multiple cues task. Horizontal bars, median; boxes, 
25-75% interval; whiskers, median ± SD. (c) CDF of the first maze position at which model prediction of left choice surpassed
0.8 (for left trials) or fell below 0.2 (for right trials) on a trial-by-trial basis. Left trials: blue, 0.53 ± 0.15. Right trials: red, 
0.53 ± 0.15. Median ± SD, p = 0.21, Mann-Whitney U test. (d) Distributions of decoding accuracy for reported choice based
on running trajectories for two-cue and single-cue trials in the multiple cues task. Two-cue trials same as in Figure 3.7e, all 
trials. Single-cue trials same as in Figure 3.8a, all trials. Horizontal bars, median; boxes, 25-75% interval; whiskers, median ± 
SD. (e) Similar to (c) but for single- and two-cue trials. Single-cue trials: gray, 0.53 ± 0.15. Two-cue trials: dark gray, 0.6 ±
0.12. Median ± SD, p = 0.02, Mann-Whitney U test. (f) CDF of the first maze position for all trials in the fixed association,
no association, and multiple cues tasks. FA all trials: navy blue, 0.46 ± 0.15. NA all trials: pink, 0.76 ± 0.13. MC all trials: 
coral, 0.6 ± 0.12. Median ± SD. FA versus NA, p = 4.5 x 10-19. FA versus MC, p = 2.0 x 10-26. NA versus MC, p = 1.3 x 10-7.
Mann-Whitney U test. 

51



one hand, for the models trained on single-cue trials, any anticipatory movement triggered by choice formation 

will not be followed by further visual input that may contradict the animals’ initial assumption of the correct 

turn. On the other hand, for the models trained on two-cue trials, half of the trajectories corresponded to trials in 

which there was a mismatch between the two cues, leading more often to a rectification of the trajectory and a 

change of selected choice.

This rectification effect may also explain why, in the analysis of two-cue trials, the highest difference between 

reported choice performance for models trained on all trials or on only correct trials was found in the second 

cue, second delay, and end periods (Figure 3.7e, p < 1.0 x 10-7 in all three periods, Wilcoxon signed-rank test). 

Rectification of any previous anticipatory movement should be detectable in the animals’ running patterns. 

Further exploration of this hypothesis could be pursued by comparing the running trajectories and choice 

decoding performance between trials in which the first and the second cue are the same or different. More 

broadly, the general increase in decoding performance of reported choice for correct trials is consistent with the 

idea that animals made more decisive, stable, and stereotyped actions when they had high confidence in a decision 

and these more reliable movements were exploited by our models. Correspondingly, animals may prevaricate 

when hesitant, leading to less interpretable running patterns.

Finally, we examined cue decoding performance for the multiple cues task. As mentioned above, these models were 

equivalent to models of reported choice decoding when trained only on correct trials. This is corroborated by the 

equivalent performance levels of models trained on correct trials (Figure 3.7e-f, Figure 3.8a-b). We therefore now 

discuss the performance of models trained on all trials (correct and incorrect).

For models trained on two-cue trials, we have hypothesized that the increase in predictability of reported choice 

before the presentation of the second cue can be explained by an anticipatory strategy, given that in two-thirds of 

trials within this task both cues coincide. When decoding cue identity, this same behavioral strategy would only 

explain predictive power for correct trials in which cue identity and reported choice coincide. However, when 

training models with all trials, we still obtained above chance level decoding accuracy (Figure 3.7f). We believe that 

this predictive power was created in the model by tuning the parameters such that prediction was likely optimized 

for correct trials, exploiting the imbalance between the two classes due to the performance level of the animals (as
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reported in Figure 2.2b). As previously stated, we were constrained by the low number of incorrect trials in our 

dataset. A better understanding of why above chance decoding power was obtained would require balancing the 

ratio of correct and incorrect trials.

Compared to models trained only on correct single-cue trials, models trained with all single-cue trials had 

significantly lower cue predictability in all trial periods except for the start of the maze (Figure 3.8b, p < 1.0 x 10-6 

for all periods except the start period, Wilcoxon signed-rank test). In contrast, choice decoding accuracies were 

comparable for models trained on all trials and on only correct trials (Figure 3.8a).

Overall, the comparisons between models trained to predict reported choice and cue identity and between models 

trained on only correct or on all trials have further contributed to characterizing how running trajectories adapt to 

task-imposed timescales and reflect choice formation. Moreover, to explain the observed patterns of decoding 

performance across task periods, we have speculated on how confidence may be expressed in preparatory behavior 

when choice-relevant information was available.

3.4 Summary

In this chapter, I have presented the results of decoding reported choice and cue identity from running 

trajectories. Animals’ running trajectories showed divergences between trial types that were indicative of choice 

across all three tasks. However, the time courses of these divergences were different across tasks. Using a 

behavioral modeling approach, we extrapolated that choice evolved as animals traversed in the virtual 

environment and that the timing of decision formation coincided with junctures in the trial where animals 

received task-relevant information about the rewarded choice. By fitting our models to only trials in which 

animals chose the correct turn direction, we were further able to infer that animals employ different strategies 

depending on their internal cognitive states.



3.5 Methods

This section contains information about experimental and analysis procedures for results presented in this chapter.

3.5.1 Choice decoding based on running patterns

To quantify how well animals’ reported choice could be decoded from their running trajectories, logistic 

regression models were fitted using instantaneous treadmill velocities for roll as predictors. Instantaneous roll 

velocity was spatially binned into 30 bins along the long axis of the maze (6-8 cm bins). A different model was 

trained for each successive bin with additional roll velocities added as features. This means the model for bin 1 

contained the first binned roll velocity as a predictor, model 2 contained roll velocity bins 1 and 2 as predictors, 

model 3 contained roll velocity bins 1, 2, and 3 as predictors, and so on. Models were fitted to each session with 4-

fold cross validation. Classes corresponding to the two reported choices were balanced within each session. The 

regularization weight hyperparameter C was selected using grid search with 5-fold cross validation on a subset of 

training sets. The same hyperparameter value (C = 10) was used for all datasets. Trained models were used to 

generate predictions of reported choice for test trials. Model decoding performance was reported as accuracy 

(fraction correct) for each session or as log-likelihood. For a single sample with true label y ∈ {0,  1} and a 

probability estimate p = Pr(y = 1) , the log-likelihood (Ll  og)  was calculated as:

Llog(y, p) = y log(p) + (1− y) log(1− p) (3.1)

3.5.2 Cue identity decoding based on running patterns

Similarmethods were used to decode cue identity as were used to decode reported choice. In themultiple cues task,

cue identity refers to the last cue the animal encountered prior to reaching the Y-intersection (e.g. in a trial in which

a white cue was presented after a black cue, the cue identity was white cue).
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3.5.3 Statistical procedures for model comparison

For comparison of model decoding accuracy to chance level, we used two-sided t-tests. Hierarchical bootstrapping

was used to generate statistical estimates and significance for model comparisons, unless indicated otherwise. We

generated resampled datasets by randomly sampling with replacement first of sessions and then of trials within

animals. The mean and standard error of bootstrap samples were reported.
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4
Discussion and future directions

In this study, I have presented methods for evaluating and inferring choice formation from animal behavior. We

trained mice to perform a set of tasks carefully designed to impose distinct timescales for decision-making. We

showed that mice could learn to associate transient visual cues with rewarded behaviors in these tasks and that they

were able to flexibly adapt their behavioral strategies across tasks. Running behavior varied widely between tasks

and was shown to be both dependent on task context and modulated by the availability of task-relevant sensory

evidence.
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We studied the changes in running speed across different trial epochs with the aim of characterizing how the 

demands were reflected in running behavior. We observed a common pattern in the no association and fixed 

association tasks which was that animals modulated their speed depending on the task-related cognitive demands 

of an epoch and that significant changes between correct and incorrect trials suggest that a decrease of speed is 

associated with higher engagement in the required cognitive demands of the task. These demands could be related 

to the presence of task-relevant visual inputs within a given trial epoch or to the need to execute a motor report of 

the choice. In more detail, running speeds within the fixed association task were higher in the delay period, which 

followed the presentation of relevant stimuli. In the no association task, for which the visual cue was not task 

relevant, speed in the cue period was higher for correct trials, suggesting that the animal properly discarded the 

cue information. This pattern was reversed in the maze arms when the task-informative stimulus was presented.

A less clear picture of the relationship between speed and cognitive engagement could be extracted from the 

multiple cues task across periods, which can be explained in terms of the higher uncertainty the animals have about 

when task-relevant stimuli may be delivered. However, overall speed was slower in this task, consistent with the 

explanation that higher cognitive engagement is associated with slower movement (Song and Nakayama 2009, 

Kaufman et al. 2015, Redish 2016). Likewise, we hypothesized that various changes in running speed were 

signatures of confidence levels, hesitation, or changes of mind. These interpretations represent only a subset of 

possible explanations for the animals’ behavior and how they internally process sensory information.

While locomotor patterns were not substantially impacted by training order, training history still had a residual 

impact on animal behavior, which became evident in the structure of error trials. The mice may have retained 

associations, strategies, or biases acquired during earlier training. This suggests that previous experience influenced 

animal performance and cognitive processes even in the context of a novel task and highlights the importance 

of considering animals’ training history and prior experiences when interpreting responses to current task 

demands.

4.1 Timescales of decision-making

In addition to analyzing running speed within the virtual environment, we thoroughly characterized animal run-
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ning behavior by examining ball running angular velocities. We assessed whether these velocities 

could provide insight into animal choice and internal states. We interpreted divergences in running 

trajectories as preparatory activity for upcoming choices as they were often predictive of the animals’ 

final choice. We compared the modulation of trajectories of pitch, roll, and yaw velocities across tasks 

and task epochs. Differences across tasks were consistent with their specific task context. Furthermore, the 

trajectories of both roll and yaw velocities showed clear patterns of task-specific anticipatory divergence 

between trials where the animals chose a right or left choice before the choice was reported.

As the animals’ running trajectories were generally indicative of their eventual choice, we used behavioral 

modeling approaches to infer animal choice formation and decision-making strategy based on their running 

kinematics, a method that has been shown to be effective in other studies (Pinto et al. 2019, Tseng et al. 2022). 

Because animals gained information about the rewarded choice as they traversed the mazes, it is conceivable that 

their decisions could dynamically evolve over the course of a trial, potentially influencing their running  

behavior. Such embodiment of cognitive processes has been reported across a variety of species and tasks 

(Kaufman et al. 2015, Resulaj et al. 2009, Song and Nakayama 2009, Redish 2016, Pinto et al. 2019, 

Lakshminarasimhan et al. 2020). The continuous behavioral readout of the animals’ running patterns 

combined with the distinct timescales of stimulus processing imposed by each task design allowed us to 

quantify the temporal dynamics of choice formation within each task.

To achieve this, we read out model estimates of the animals’ predicted choice and interpreted this metric as an 

approximation of the time a choice was formed. Our analysis revealed that mice exhibited varying timescales of 

decision-making across the different tasks with significant improvements in model performance coinciding with 

task-relevant events during which information about rewarded choices was presented. These findings suggest that 

animals’ choice formation unfolded over time and was influenced by the availability of task-relevant information.

While running velocities exhibited predictive power about the animals’ choice, it is also highly plausible that 

animals make decisions that are not expressed in their movements or that the sort of embodiment we observe is a 

result  of  particular  task  designs.  Alternatively,  such  choices  may  be  manifested  in  behaviors  that we do not
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measure in this study. For example, behavioral variables such as licking, eye position, and pupil size, can also 

provide insight into animals’ internal states and decision-making processes.

Similarly, in this work, we focused solely on analyzing instantaneous roll velocity as we found it was the most 

informative variable for choice formation analysis in our experiments. This choice was informed by the 

previous comparison of velocity trajectories in all axes of the ball for right or left choices and by preliminary 

modeling. We observed that roll and yaw velocity were both modulated by the animals’ choice but showed a 

redundant pattern of modulation. The selection of a single type of predictor was a trade-off  to control for the 

complexity of the models. This allowed us to build models that took velocity values along the trial trajectories as 

input, which, in turn, allowed us to study the timescale of choice formation as it evolved along a trial.

A natural extension of this study is to consider other behavioral variables, such as pitch and yaw velocity 

signals, that can also provide additional discriminatory information across tasks when considered jointly. 

Previous work has suggested that view angle, for example, not only reflected the animals’ eventual 

choice but also the accumulation of evidence in a navigational decision-making paradigm (Pinto et al. 

2019). Integrating these additional behavioral variables into our analyses could offer a more comprehensive 

understanding of choice formation.

Our results are additionally constrained by our small sample size, particularly when examining training order 

effects. Originally, we did not intend to study the impact of previous experience on animal behavior, and 

therefore the data available for these analyses were contingent upon the animals already included in this study. 

While we lacked the appropriate sample size to draw definitive conclusions, we provide preliminary results as a 

jumping off  point for more robust analysis of training order effects in future studies.

4.2 Future directions

The work that I have presented here serves the purpose of establishing behavioral tasks that would allow us to 

interrogate the specific intracortical mechanisms underlying neural network dynamics and intrinsic timescales. 

Such tasks must effectively address different timescales of information processing while ensuring all other aspects 

59



of the task remain as consistent as possible. To do so, it is crucial to design paradigms with uniform 

environmental conditions, sensory inputs, and required behavioral output. The tasks I have described here 

satisfy those conditions. In future experiments, these tasks can be used in concert with neural recording 

techniques to probe neural function across distinct timescales, providing compelling evidence supporting the 

fundamental role of network dynamics in cognitive function. Additionally, this approach offers a 

promising avenue for identifying the specific cellular mechanisms responsible for integrating and 

maintaining information over variable durations.

Furthermore, these precisely controlled behavioral paradigms can be used in conjunction to explore both the 

neural basis of choice formation and the underlying behavioral strategies. By examining the interplay between 

neural activity and behavioral dynamics in a comprehensive manner, we can gain a deeper understanding of how 

the brain processes information, forms decisions, and executes appropriate behavioral responses.

Overall, these tasks provide a valuable means with which to study choice formation and the timescales of 

information integration. They also highlight the importance of considering both contextual factors and 

training history in behavioral studies as the exploration of training history effects further enhances our 

understanding of how task context, sensory evidence, and behavioral strategies interact. Moreover, these tasks are 

readily compatible with optical and electrophysiological techniques that require head fixation, allowing us to 

take full advantage of the benefits afforded by rodent models to understand these cognitive behaviors and 

their underlying neural dynamics.
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