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Abstract

A major challenge in deploying battery powered sensors for the Internet of

Things (IoT) involves making accurate predictions for when the batteries in the sen-

sors will reach the end of their life. Maintenance of large numbers of deployed sensors

includes replacing the batteries, or in the case of inexpensive sensors, replacing the

sensors themselves. In either case, the goal is to minimize downtime so that there

are as few gaps in data transmission as possible. For smaller, consumer oriented

deployments, the end user often is responsible for maintenance. However for larger,

enterprise scale deployments a central organization is responsible for maintaining the

sensors, along with analyzing the data the sensors generate on the client’s behalf.

This organization may have many such clients, and therefore many deployments to

maintain.

Managing the maintenance of batteries in sensor networks can be costly due

to a number of factors. In large enterprise networks particularly, the maintainer of

the system will need to place bulk orders to the manufacturers ahead of time, well in

advance of device failure, rather than waiting for individual sensors to stop reporting.

In general, the number of individual sensors in the overall network will increase the

expense relative to the per unit cost of replacing a sensor. However, sensors are often

very cheap, and may even be disposable. The more important driver is the cost

in personnel needing to travel to the locations of sensors in order to replace them.

Therefore the number and spread of locations have a much higher impact on overall



maintenance cost. As a result, it is of primary concern to the maintainer to be able to

accurately gauge how many sensors will reach their end of life, and when. Knowing

this information well in advance enables the maintainer to reduce maintenance costs

by proactively addressing potential failures and reducing or removing the need for

additional site visits. Additionally, accurate predictions allow bulk orders for new

sensors to be placed with enough time for the manufacturer to build and ship the

sensors. Importantly, if the maintainers of the network act preemptively to replace

sensors before failure occurs, they are able to minimize downtime and therefore have

greater continuity of sensor data.

This project utilizes Deep Learning models in conjunction with Survival Anal-

ysis techniques in order to predict the time at which battery death of sensors will

occur, based on their readings. Two Deep Learning models are developed and com-

pared against a baseline Cox Proportional Hazards model. The first is a Deep variant

of the baseline model, able to predict the probability of survival of a given sensor,

at each time point, based on its features. The sequential, time-dependent nature of

the sensor data motivates the development of a second, novel Deep Learning model

that is able to perform iterative predictions of a sensor’s probability of survival as it

receives new readings from that sensor.
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Chapter I.

Introduction

The IoT relies on sensors, or networks of sensors, to gather and transmit data

about the environment. These sensors can be powered by a variety of sources, but of-

ten primary (non-rechargeable) batteries are used. Wireless Sensor Networks (WSNs)

may have hundreds or thousands of sensors each with varying lifespans depending on

the properties of the individual batteries and in variations in the components of the

sensors introduced during the manufacturing process. Similarly, environmental fac-

tors such as temperature and humidity play a role. Firstly, these factors may impact

the electrochemical properties of the battery itself, potentially a↵ecting the rate of

discharge. Secondly, for sensors reporting environmental data, the number of read-

ings taken during the sensor’s data collection period may be a↵ected, depending on

the relative volatility of the environment. For example, if the temperature is highly

dynamic in a given environment, sensors may increase the frequency with which they

report temperature, thereby increasing the load on the battery.

The aim of this project is to utilize Deep Learning (DL) methods paired with

Survival Analysis to analyze sequential data reported by a network of sensors on each

of their individual power consumption and environment readings in order to form

better predictions on the lifetimes of the individual sensors. The research performed

explores the applicability of Deep Learning towards Survival Analysis on this data,
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and its ability to gain additional accuracy in predicting battery failure compared to

traditional statistical methods.

1.1. Prior Work

1.1.1 Battery Modeling

There are a variety of methodologies utilized in modeling voltage/charge be-

havior over time for WSN nodes in order to form lifetime predictions. Sensor lifetimes

depend on two primary factors, the capacity of the battery and the node’s current

consumption or current draw (Rukpakavong et al., 2013). Analytical models are de-

veloped in order to make estimations for these factors. In determining the State of

Charge (SoC), complex electrochemical profiles of the batteries may be developed or

voltage measurements may be made by fixing voltage values to SoC for specific battery

types. There are a variety of other methods in the literature, but a detailed discussion

is outside of the scope of this document. Likewise in consumption estimation several

methodologies exist, which fit broadly under the two categories of hardware-based or

software-based approaches. Total battery lifetime estimation also may be made using

di↵ering approaches such as voltage drop rate. Rukpakavong et al. (2013) provide a

survey of the aforementioned approaches and methodologies.

The hardware-based approach involves embedding an integrated circuit (IC)

along with the electrochemical cell to provide relevant battery data such as voltage,

temperature and current, and sometimes estimations for SoC and remaining life (Ro-

drigues et al., 2017). Such an approach involves additional costs in manufacturing the

battery, and in the case of sensors which are only equipped to handle certain types of

batteries, would be infeasible. Given this limitation, software-based approaches are

also proposed and utilized. Rodrigues et al. (2017) describe an embedded analytical
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model estimating SoC and lifetime based on the set of tasks executed by the node.

Even taking into account common lifetime estimation techniques, premature

depletion of batteries is a well known problem in the field (Nguyen et al., 2011). Mod-

eling battery lifetimes, which have nonlinear discharge rates and di↵erent behaviours

and characteristics based on the particular kind of battery, is a highly complex and

unsolved problem. Environmental conditions that the sensors operate under, such

as humidity and temperature further complicates accurate modeling. Therefore the

e↵ect of battery dynamics on sensor lifetime is poorly understood, leading to ob-

served lifetimes di↵ering dramatically from predicted lifetimes (Feeney et al., 2014).

A study conducted by Fafoutis et al. (2018) compares the lifetimes and discharge

rates of a real-world deployment against predictions made prior to deployment. Us-

ing software-based estimation, long-term consumption profiles and battery lifetime

estimates were developed. After a year “in the wild” it was observed that the de-

vices incurred battery discharge at a rate much faster than predicted. In addition

there was a large variance between deployments of battery lifetimes, large variance

in lifetime between individual sensors of a single deployment, unstable voltage levels

that were uncorrelated to remaining battery lifetime, and lack of correlation between

estimated charge consumption and the lifetime of batteries. Although this study’s

findings were particular to the experimenter’s system design and lifetime predictions,

they echo findings from the literature as well as anecdotal evidence from discussions

with individuals in industry.

The research on WSN lifetime estimation is motivated primarily by energy

e�ciency, i.e. reducing energy consumption to keep the sensors running as long as

possible, rather than gauging the time in which replacement is necessary. The research

is utilized to inform the process of network configuration, sensor design, protocol

selection, minimizing data transmission and the amount of computation, etc. In
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other words, battery lifetime predictions are made, and the sensors are then deployed

with the assumption that the predictions will hold. There is no robust discussion

in the literature of actively monitoring live data from the sensors—including sensor

data such as voltage as well as environmental data such as temperature—in order to

make predictions on when the batteries will fail. The aim of this project is to take

advantage of AI and ML in order to conduct time series predictions on sensor data

to estimate the failure time of the devices.

1.1.2 Deep Learning in Survival Analysis

Survival Analysis, also refereed to as Time to Event Analysis, is a collection of

statistical and data analytical methods, tools, and procedures for which the outcome

variable of interest is the time until a given event occurs. The study time for an

individual begins from entry into observation and ends when the event occurs, or

the individual is censored (Singh & Mukhopadhyay, 2011). While the initial usage of

Survival Analysis was in medical contexts, for studying time to death of an individual

patient, it’s scope has been broadened outside of medicine to include any event of

interest for any type of individual, whether it be a human, machine, system, or in

this case a sensor.

While Survival Analysis encompasses a broad array of statistical and data an-

alytic techniques, the resurgence in popularity of Artificial Neural Networks (ANNs),

and particularly Deep Learning, has inspired several investigations researching the

applicability of DL to Time to Event Prediction. An advantage of neural networks is

the ability to easily discover complex functions representing the data (LeCun et al.,

2015). This advantage can be used to attempt to learn arbitrary non-linear relation-

ships arising from the dataset between features when conducting Survival Analysis,

in order to determine an individual’s risk of failure. Investigations into the use of
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a simple two layer feed forward neural network for a small dataset of patients with

malignant melanoma found moderate improvements compared to simple linear meth-

ods on the same dataset (Drzewiecki & Andersen, 1982; Liestbl et al., 1994). Several

other investigations using a variety of medical data, with similar results, have been

conducted (Biganzoli et al., 1998; Street, 1998; Faraggi & Simon, 1995). The results

of these early investigations, when compared to traditional, linear Survival Analysis

methods such as Cox regression (discussed in Chapter III.), were not demonstrated

to have any marked improvements (Xiang et al., 2000; Sargent, 2001) when analyzed

with common metrics in the Survival literature such as the receiver operating char-

acteristic curve (discussed in Chapter V.) and the concordance index (discussed in

Chapter III.).

Over the last five years, there have been new, more promising investigations

utilizing DL in Survival Analysis. For instance, a “Deep Survival Analysis” model has

been developed and applied to electronic health records in order to stratify patients

according to risk of developing coronary heart disease (Ranganath et al., 2016). The

results, measured by the concordance index on risk scores, showed the DL model far

outperformed the baseline model.

Closer to this project’s application domain, DL and Survival Analysis have

been applied to asset health management (Liao & Ahn, 2016). The researchers make

use of two separate datasets. The first consists of daily records, gathered over a pe-

riod of five years, of 27 mining haul trucks recording fuel consumption, number of

loads moved, meter hours, and drive distance, as well as readings transmitted from

sensors installed in the trucks, of which the particular variables are not disclosed due

to confidentiality. The second is a large open source reliability dataset of hard drives

in a data center also collected over a two year period, with static per-drive variables

such as data, serial number, model, capacity, and failure, as well as statistics on dy-
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namic variables such as reallocated sectors count, write error rate, and temperature.

The events for both data sets are the failures of the truck or hard drive, respectively.

The relevance of their research towards this project is emphasized by their use of se-

quential data, where each individual (truck or hard drive) has multiple observations

which change over time. This contrasts with the applications of Survival Analysis in

the medical literature which tend to have one aggregate observation over the life of

the individual (patient). Their proposed DL architecture and methodology however

di↵er from that used in this project, particularly in their use of a Long Short Term

Memory (LSTM) layer to learn past dependencies in the sequential data which po-

tentially influence future events. The results of their research shows the DL model

outperforming the baseline Cox Proportional Hazards (CPH) Model (discussed in

Chapter III.).

In the application of content recommendation systems, a multitask model is

developed, incorporating an LSTM network in conjunction with Survival Analysis to

predict time until a user returns to a service, such as a music service (Jing & Smola,

2017). It should be noted that the event in this case, the user returning to the service,

is desirable, and unlike death it is a recurring event for each individual. Due to the

nature of the multitask problem, a set of baselines very di↵erent from that used in

this project and other cited literature is used, however many of the same metrics such

as precision and recall are the same. The results show significant improvements over

the chosen baselines.

While the above referenced studies demonstrate the increasing e↵ectiveness

of Deep Learning applied to Survival Analysis, the methodologies used are separate

and distinct from those used in this project. The following studies however outline

methodologies or develop tools that are utilized, in part, on some aspects of this

project.
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A DL model for Survival Analysis, based on a multitask framework, has been

developed and evaluated against three simulated datasets and two real datasets involv-

ing a heart attack study and lung cancer study (Fotso, 2018). The model outperforms

the CPH baseline model using the concordance index and brier score (discussed in

Chapter III.) as performance metrics. The output of this research resulted in the

creation of an open source library for Survival Analysis modeling that this project

makes use of, called PySurvival (discussed in Chapter IV.).

Katzman et al. (2018) introduce DeepSurv, a Cox Proportional Hazards based

deep neural network for modeling patient’s covariates and treatment e↵ectiveness for

personalized treatment recommendation. The details of their treatment recommen-

dation methodology is not directly relevant to this project. They likewise utilize both

simulated, one linear and one non-linear, and real survival data for testing, utiliz-

ing the same heart attack study data referenced above, along with data a study on

breast cancer patients and a study involving generally ill hospital patients. Using

the concordance index as a performance metric, their model outperforms the base-

line CPH model on all simulated and real datasets, except for the simulated linear

dataset on which it performs on par, which is unsurprising. The objective function

(discussed in Chapter IV.) used by the researchers is utilized in this project, however

the overall methodology is not. In particular, this projects heavily deviates from their

methodology in order to account for the sequential nature of the sensor dataset.

Finally, new methods for time-to-event prediction (i.e. Survival Analysis)

utilizing neural networks and an extension of the Cox Proportional Hazards model

have been proposed (Kvamme et al., 2019). The work done in the development of

DeepSurv is directly referenced, however di↵erentiated in the extension of the CPH

model whereby the researchers remove the proportionality assumption that specifies

the relative risk between covariates remains proportional over time. Using the typical
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performance metrics, the concordance index, brier score, and others, the model out-

performs the baseline CPH model on the same datasets referenced above. The output

of the research also resulted in an open source library, named pycox. The methodol-

ogy detailed in the research, and the tools developed, were used during the scope of

the research for this project, however the use of both were ultimately abandoned and

as a result neither will be referenced or detailed in subsequent chapters.

1.2. Outline

Chapter I. provided the motivation behind the research e↵ort, as well as the

background and prior work. It provides an overview of the problem area as well as

its significance. Secondly, it covers a body of literature showcasing a clear trend in

the growing applicability of Deep Learning towards Survival Analysis.

Chapter II. establishes an overview of Deep Learning. The field of Deep Learn-

ing is large, and the wide array of methodologies, model architectures, optimizations,

engineering principles, performance metrics, and especially applications is far too

broad to cover. Instead, a brief history, and a su�cient theoretical foundation as it

directly relates to the usage of DL towards this project is provided.

Chapter III. describes Survival Analysis to su�cient depth to understand its

usage within the scope of this project, including an overview of the fundamental theory

and the variety of methodologies and models used in traditional Survival Analysis.

Chapter IV. will describe the research design and provides details on the full

implementation. It covers the technology utilized during the course of the research,

choices in the models used to analyze the data including the baseline, and details

on the architecture of the models along with the hyperparameters. The details of

data munging and an exploration of the dataset itself is provided. Importantly, this

chapter also discusses novel aspects of the research developed in order to handle the
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sequential nature of the sensor data.

Chapter V. discusses the full set of results from each analysis. It demonstrates

the expected results when conducting Survival Analysis through traditional means via

the baseline model, the results achieved with the straightforward application of DL,

and finally the results when adjusting the model in order to handle sequential data.

Performance metrics prevalent in Survival literature are used, and further metrics

are developed and discussed in order to clearly demonstrate the performance of the

model.

Chapter VI. concludes the work, providing a summary of the research and a

discussion of its limitations, and areas of potential future exploration.

Appendix A includes a glossary of terms used throughout this paper.

Appendix B includes plots of survival curves with respect to a variety of vari-

ables, produced by the baseline Cox Proportional Hazards model.

Appendix C includes a variety of plots produced by the Deep Learning model

analyzing lifetime-aggregate data.
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Chapter II.

Deep Learning

Belonging to a broader set of methodologies in Machine Learning (ML), Deep

Learning (DL) is a form of representation learning allowing a machine to be fed with

raw data and to automatically discover the representations inherent in the data for

detection, classification, prediction and other tasks. In particular, Deep Learning

methods involve multiple levels of representation learning, obtained by stacking a

series of non-linear modules, each of which transform the representation on each

subsequent layer, from the initial raw form to a higher, more abstract level, allowing

for highly complex functions to be learned (LeCun et al., 2015).

2.1. Brief History

Deep Learning models are deeper variants of the more general Artificial Neural

Network (ANN), the history of which can be traced to at least the 1940s, although

it has been argued that since early variants of ANNs were simply a form of linear

regression their history can be traced back to at least the early 1800s via the work

of Legendre and Gauss (Schmidhuber, 2015). Sticking to the 20th century onward,

McCulloch & Pitts (1943) developed a logical calculus for nervous activity in the

brain, modeling neural events and their relations by means of propositional logic.
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Their modeling of neural activity involved no actual learning, but served as inspiration

to future computational models loosely based on modeling neurons, paving the way

for the development of neural networks in Artificial Intelligence research. Rosenblatt

(1958) introduced the perceptron, a hypothetical nervous system, which consists of

artificial neurons, or neural network units, loosely based on biological neurons whereby

nodes, analogous to a neural cell nucleus, have inputs modeling dendrites, outputs

modeling axons, and weights on interconnections between nodes modeling synapses.

Essentially, the perceptron is a a binary classification algorithm feeding a col-

lection of weighted input signals through a simple non-linear function and outputting

either a 0 or 1 value. Stacking layers of perceptrons and connecting neurons in each

layers produce an architecture known as the Multilayer Perceptron (MLP) or Feed

Forward (FF) Deep Network (Goodfellow et al., 2016). There are a variety of other

architectures, such as recurrent neural networks in which the outputs of the model are

fed back onto itself, that were and continue to be developed, but the use of deep learn-

ing in this project is restricted to the feed forward variety. MLP networks have the

property of universal approximation, and theoretically can approximate any arbitrary

function with two hidden layers (Wang & Raj, 2017).

MLP networks are trained on an objective function, or loss function, in which

the goal is to minimize errors by adjusting the parameters of the system, i.e. the

weights. This project makes use of Supervised Learning to learn representations in the

data. During training, in order to calculate the error from the objective function, the

network is provided with labeled data. The output of the network is compared against

the actual value, known as the target, and the distance between the output and the

target is calculated. The goal is to minimize the distance between the output scores

and the desired scores. The specifics of the objective function used in this project are

discussed in Chapter IV.. In order to properly adjust the weights, steepest descent,
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or gradient descent, in the weight space of the system is done by calculating partial

derivatives back through the network via the application of the multivariate chain

rule. This process informs the amount by which to adjust each weight to move the

error towards minimum, for a given step. The repetition of this process, in multiple

steps over multiple training samples, allows the network to converge towards an ideal

minimum.

Due to the complexity of the MLP structure however, error minimization via

gradient descent was not a trivial problem as it was computationally di�cult to im-

possible for moderately sized networks without a su�ciently e�cient algorithm. This

algorithm, known as backpropogation (BP) was developed in the 1970s. Although it

is perhaps not the original source of the backpropogation algorithm itself (Schmid-

huber, 2015), the first description of applying e�cient BP directly to ANNs was by

Werbos (1974). Many optimizations have been made to BP in a variety of research

e↵orts, often independently, especially through the 1970s and 1980s (Rumelhart et al.,

1986), however the details are out of scope for this discussion. The net result allowed

a large leap towards the goal of replacing manual engineering of features with train-

able multilayer networks. For a variety of reasons, research in neural networks and

backpropogation slowed considerably through the 1990s, but was rekindled in the

early 2000s due to advancements in research as well as improvements in the hardware

needed for large amounts of computation in the form of fast Graphics Processing

Units (GPUs) (Wang & Raj, 2017; Goodfellow et al., 2016).

Limitations in some of the early conceptions of the perceptron were elucidated

by Minsky & Papert (1969), wherein they show certain simple functions, such as the

logical operation of the “exclusive or” (XOR) of two inputs, require nonlinear decision

boundaries to be learned. Most neural networks today are based on a model neuron

called a Rectified Linear Unit (ReLU) (Goodfellow et al., 2016). Each neural unit
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in the MLP have an activation function which is applied to the input value. The

activation function is chosen to be a simple nonlinear transformation of the input. In

the case of ReLU:

f(x) = max{0, x}

ReLU introduced several advantages in improving Deep Learning networks (Nair

& Hinton, 2010). With the development of the field, a large variety of activation

functions have been researched and are being used in practice. In particular, this

project forgoes the use of ReLU in favor of Scaled Exponential Linear Units (SELU)

(Klambauer et al., 2017).
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Chapter III.

Survival Analysis

Survival Analysis is a collection of statistical procedures for data analysis for

which the outcome of interest is time until an event occurs (Kleinbaum & Klein,

2010). The event of interest is arbitrary, and can refer to death, disease incidence,

relapse, etc. Although it need not be confined to negative outcomes. For instance,

time until recovery from a disease, or time until pregnancy are valid events. Statistical

approaches exist for when more than one event is considered, and are modeled either

as a competing risk problem, or as recurring events. This project only concerns itself

with the single, one time per device event of sensor death. The time until an event

occurs for an individual under observation is the survival time, and the event is usually

referred to as “failure”, even in the case of a positive event such as recovery.

The main analytic issue which Survival Analysis is concerned with is censorship

(Prinja et al., 2010), when there is some information about an individual’s survival

time but precise survival time is unknown because the individual is no longer under

observation and the event was not directly observed. In the case of sensors, censorship

occurs when the sensor is no longer transmitting data, but there is no conclusive

evidence from the sensor’s readings to determine that it has died, or if it has certainly

died, the exact time of death. Additionally, censorship occurs when a sensor is still

known to be alive after the observation period has ended. In particular these scenarios
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are considered right-censoring. Left-censoring is another form of censorship in which

an individual’s survival time may begin before it is put under observation, but it’s

not relevant in the scope of this thesis as it’s always known when a sensor first comes

online. Most survival analysis techniques rely on the assumption that censoring is

non-informative, that is censored subjects are not at increased risk of failure.

3.1. Foundational Theory

Let T be the random variable specifying the survival time of an individual,

with T � 0. Let t represent any specific time value of interest for T . Let � represent

the occurrence of an event such that:

� =

8
>><

>>:

1 if failure

0 if censored

The survivor function, S(t), gives the probability that a sensor survives longer

than time t, that is

S(t) = P (T > t)

Theoretically, the limit

lim
t!+1

S(t), t � 0

forms a function that is monotonically decreasing, where S(0) = 1, as all sensors

are guaranteed to be alive at time 0, and S(1) = 0, as all sensors will die eventu-

ally. In practice, S(t) is not a smooth function, but rather a step function, and of

course the observation period is never infinite in length. Regardless of this practical

consideration, the step function remains non-increasing.
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The hazard function,

h(t) = lim
�t!0

P (t  T < t+ �t | T � t)

�t

gives the instantaneous potential per unit of time for the event to occur, given that

the sensor has survived to time t (Kleinbaum & Klein, 2010), and should be thought

of as a rate rather than a probability. Note the range is h(t) 2 [0,1), and depends

on the unit of time being measured (seconds, minutes, days, etc.).

lim
t!+1

h(t), t � 0

is non-negative and has no upper bound.

The survivor function and hazard function are directly related by the following

relationship:

S(t) = exp

✓
�

Z t

0

h(u)du

◆

h(t) = �
S0(t)

S(t)

The quantity
R t

0

h(u)du is known as the cumulative hazard function, denoted H(t),

and therefore the survivor function can be re-expressed simply as:

S(t) = exp

✓
�H(t)

◆

H(t) can be thought of as the accumulated hazard up to time t, although it should

again be noted that due to the unbounded nature of h(t), the numerical value that

H(t) expresses is not directly interpretable in isolation. Only once it is expressed as

the survivor function, which is a straight forward probability, is the value immediately

understood.
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3.2. Univariate Survival Estimate

Computing an ideal estimate for the survivor function is the goal of the various

methods explored and researched in this project. By far, the most common such

method is the Kaplan-Meier (KM) estimate which is fit precisely on the sample data

and is based purely on survival times. In other words it is univariate and makes no

consideration of explanatory variables. The KM method was originally described by

Kaplan & Meier (1958) and has been quite influential. The original research paper is

the eleventh most cited scientific paper of modern times, the second most cited paper

in mathematics, and the most cited statistical paper (Stalpers & Kaplan, 2018).

Indiv. t � X
1

· · · Xp

1 t
1

�
1

X
1,1 · · · X

1,p
...

...
...

...
. . .

...
n tn �n Xn,1 · · · Xn,p

Table 3.1: Survival data layout

Ordered Failure Times # Failures # censored in interval Risk Set
t
(j) dj qj R(t

(j))
t
(0)

= 0 d
0

= 0 q
0

R(t
(0)

)
...

...
...

...
t
(k) dk qk R(t

(k))

Table 3.2: Survival data as it is analyzed

Table 3.1 shows the structure of survival data. Each row represents an indi-

vidual, i, such that i 2 Z>0

, 1  i  n; ti represents the failure or censor time of

individual i; �i is 0 if i is censored and 1 if failure was observed; and X is a vector of

p explanatory variables such that Xi,l is the lth element of Xi for individual i, where

1  l  p.

Table 3.2 shows how survival data is organized for analysis. k 2 Z�0

represents

the number of unique survival times where � = 1. Unique refers to removing repe-
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titions when two distinct individuals experience failure with the same survival time,

that is when ti = tj for i 6= j. Ordered failure times, denoted t
(j) where j 2 Z�0

,

0  j  k, enumerates each of the k unique survival times in order from smallest to

largest, starting at time 0. dj is the number of failures at t(j), i.e. the number of

repetitions. Note that
Pk

j=0

dj is the number of total failure events. qj is the number

of censorship events in the interval [t
(j), t(j+1)

). Note that
Pk

j=0

qj is the number of

total censorship events. Also note that
Pk

j=0

dj+qj = n, the total number of individ-

uals. The Risk Set, R(t
(j)), is the collection of individuals that have survived at least

to time t
(j). In other words, each individual in R(t

(j)) has a survival time � t
(j). nj is

simply the number of individuals in the risk set for time t
(j), thus nj = |R(T

(j))|. The

reason for including the first row, where j = 0, is because q
0

might not be 0, that is

there may be one or more censorship events between time 0 and the time of the first

failure.

The KM estimate is defined as:

Ŝ(t
(u)) = Ŝ(t

(u�1)

)⇥ P (T > t
(u) | T � t

(u)) =
uY

j=0

nj � dj
nj

where u 2 Z�0

is some unique failure event such that 0  u  k, and the quantities

nj and dj correspond to time t
(j). In most circumstances the input is simply set to

the final failure event, u = k. Note that the first term in the product is always 1 since

there are no failure events at time t
(0)

, in other words all individuals are guaranteed

to survive past time 0. When j = k every individual remaining in R(t
(k)) either

fails at time t
(k) or is censored, by definition of k, which means j > k would make

no sense. Restated, the probability of survival past t
(k), given survival up to t

(k), is

necessarily 0, since the model is unaware of the possibility of survival past that point

based on the sample data. This is true in all models developed and used throughout
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this project, not just KM.

While the KMmethod is used to estimate the survivor function, the hazard can

be estimated using the Nelson-Aaelon Estimator (NAE), a non-parametric estimate of

the cumulative hazard rate, H(t) (Nelson, 1969, 1972; Altshuler, 1970; Aalen, 1978):

Ĥ(u) =
X

ju

dj
nj

where u 2 Z�0

is again some unique failure event such that 0  u  k, and where

in most circumstance the input u = k is used. Thus, the NAE is an increasing

right-continuous step function.

3.3. Multivariate Survival Regression

The Kaplan-Meier method is calculated from failure or censorship based purely

on survival time. It is a univariate model, and does not consider any explanatory

variables, i.e. covariates (the X vector described in table 3.1). Of course, one could

compute a series of KM survival curves, where each curve is populated by individuals

grouped with respect to some chosen exposure variable. For instance in Chapter IV.

KM curves are calculated for sensors grouped based on their firmware version, in order

to compare their survival distributions. However, although this approach is precise

in determining the survival curve for the sample data, it is unlikely to generalize well

for the whole population. In other words, it’s usefulness for regression is limited.

A common method of analyzing survival data, along with covariates, in order

to perform regression is using the Cox Proportional Hazards (CPH) model (Cox,

1972). CPH is usually expressed in terms of the hazard, and the main idea is that

the log-hazard of an individual is a linear function of their static covariates and a
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population-level baseline hazard that changes over time:

h(t | Xi)| {z }
hazard

=

baseline hazardz }| {
h
0

(t) exp

log-partial hazardz }| {�
�|Xi

�
| {z }

partial hazard

for an individual i with covariates (explanatory variables) Xi = {Xi1, . . . , Xip}. �

is a vector of coe�cients, the parameters of the model, such that � = {�
1

, . . . , �p}.

Note the dot product of the two vectors is �|Xi =
Pp

z=1

�zXiz.

The baseline hazard, h
0

(t), is nonnegative and left unspecified making the CPH

a semiparametric model. This feature makes CPH quite robust, and is particularly

useful when the underlying distribution is unknown, and it is not clear apriori which

parametric model (e.g. Weibull, Exponential) would best suit the data. The partial

hazard, exp
�
�|Xi

�
, is known as the risk score (Therneau & Grambsch, 2000) and

because it is an exponential function it’s ensured to be nonnegative.

The two product terms—the baseline hazard, which is a function of time, and

the risk score, which is not a function of time—being separate implies that Xi is

independent of time, and therefore has a constant impact on the hazard over time.

This is known as the proportional hazards (PH) assumption, which states that the

hazard ratio between two arbitrary individuals is constant over time. The hazard

ratio is:

HR(i, i0) =
h(t | Xi)

h(t | X 0
i)

=
exp

�
�|Xi

�

exp
�
�|X 0

i

� = exp

✓
�|(Xi �X 0

i)

◆

for distinct individuals i and i0, where the convention is to specify the numerator and

denominator such that h(t | Xi) � h(t | X 0
i). Therefore PH relies on the assumption

that h(t | Xi) = c·h(t | X 0
i) for some arbitrary constant c. The sequential sensor data

used in this project has both time-independent variables, such as firmware version,

and time-dependent variables, such as temperature and battery level. To handle time-
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dependent variables, the extended Cox model is described in the literature (Therneau

& Grambsch, 2000). For technical reasons however, this project does not consider

the extended Cox model, but rather introduces a novel approach as discussed in

Chapter IV..

The coe�cients � are estimated through Maximum Likelihood Estimation

(MLE), where the likelihood function being maximized is denoted L, and is referred

to as the Cox partial likelihood function. Typical likelihoods are based on the distri-

bution of the outcome variable (in this case “time to event”), but as the distribution

is unknown Cox likelihood is based on the observed order of events.

L =
kY

j=1

Lj =
kY

j=1

h
0

(t) exp
�
�|Xj

�
P

j02R(t(j))
h
0

(t) exp
�
�|X 0

j

� =
kY

j=1

exp
�
�|Xj

�
P

j02R(t(j))
exp

�
�|X 0

j

�

for each of the unique, ordered survival times j 2 [1, . . . , k]. This means the individual

in the numerator for each product term is one that has experienced failure, from first

to last, whereas the denominator iterates through the sum of the risk scores of every

individual in the risk set at the time the individual j experiences failure, t
(j) (refer to

table 3.2 for details), which includes both individuals that will experience failure and

censorship. The term “partial” in partial likelihood is used for precisely this reason,

because only probabilities for subjects that fail are directly considered, and it does

not explicitly consider probabilities for censored subjects, although they are implicit

in that they are part of the risk set at any given point in time.

It should be noted that the order of events matters, but the exact values of

survival time are irrelevant. L would be the same if the survival times were drastically

di↵erent, as long as the failure and censorship events happened in the same order.

It’s also worth highlighting that the baseline hazard, h
0

(t), is cancelled out, which is

the reason it does not need to be specified, as it does not play a role in the estimation
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of regression parameters (coe�cients).

Determining the regression parameters that maximize L involves setting the

partial derivative of the natural log of L to zero and then solving the system of

equations, called the score equations:

@ lnL

@�z
= 0

for each of the z parameters, z = 1, 2, . . . , p.

The estimated coe�cients obtained through MLE are denoted �̂ and therefore

the resulting hazard estimate is:

ĥ(t | Xi) = h
0

(t) exp
�
�̂|Xi

�

The estimate for the survivor function in the Cox model is derived as such:

Ŝ(t | X) = S
0

(t)exp(
ˆ�|X)

where X is the average covariate vector across all individuals, X = 1

n

Pn
i=0

Xi. S0

(t)

is the baseline survival function that is being adjusted, most commonly the KM

estimate. Ŝ(t | X) is computed in a step-wise manner by specifying a value for t for

each of the k survival times.
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Chapter IV.

Design and Implementation

4.1. Introduction

The scope of the research includes analyzing sequential time series sensor data

to make predictions on potential battery failure. Unlike much of the referenced liter-

ature in §1.1.1, no attempt is made to define more optimal energy e�cient designs,

create more suitable models for battery consumption and power, or to develop sophis-

ticated analytical models for battery capacity and consumption profiles for lifetime

estimation. These goals would serve to aid in system design prior to the deployment

of the sensors, whereas the goal of this project is to aid in maintenance, working with

a system already in place in order to reduce the monetary and time costs of replacing

sensors. The chief aim then is to utilize Survival Analysis and Deep Learning to

analyze raw sensor data from a network of deployed sensors. Although this is a well

explored area, as covered in §1.1.2, this project di↵erentiates itself on its treatment of

the sequential nature of the dataset, taking a di↵erent approach than implementing

a LSTM or other recurrent model.

A time series includes a set of observations recorded at discrete times. In time

series forecasting, past observations of a variable are analyzed to develop a model

describing the underlying relationship, which is then used to extrapolate the time
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series into the future. One of the most widely used models for this purpose in tra-

ditional statistics is the Autoregressive Integrated Moving Average (ARIMA) model;

it is often used as a benchmark model for comparison with neural networks. The

main limitation of ARIMA is the assumption of a linear correlation among the time

series values (Zhang, 2003). As noted previously, battery life degradation follows a

nonlinear pattern, and therefore ARIMA may not capture the underlying relationship

e↵ectively. In addition, ARIMA makes no adjustments for censored data.

There are traditional statistical methods applicable in capturing nonlinear re-

lationships (De Gooijer & Hyndman, 2006), however Artificial Neural Networks are

particularly well suited (Zhang et al., 2001; Hill et al., 1996). While it can be empir-

ically shown that traditional statistical methods are as or more e↵ective than some

ML methods for time series prediction (Makridakis et al., 2018), this project focuses

primarily on utilizing a hybrid of Deep Learning and Survival Analysis methods, while

relying on traditional Survival Analysis methods as a baseline for comparison.

4.2. Technology Choices

A summary of tools utilized include:

• JupyterLab

• Google Colab

• Amazon Web Services

• python v2.7

• NumPy

• pandas

• SciPy

• scikit-learn

• lifelines

• PySurvival

• Optunity

• matplotlib

• Seaborn

• Plotly

Jupyter notebooks (Kluyver et al., 2016) are open-source web applications that
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provided a computational environment for explanatory programming. Cells within

the notebook are populated with text, mathematical equations in the form of LATEX,

and executable code. The output of code cells, including plots and visualizations are

placed directly in the notebook, allowing one to perform data analysis and visualiza-

tion easily. The programming language that notebooks are able to execute is flexible,

one needs only to specify the proper engine. JupyterLab is a web-based interactive

development environment (IDE) for Jupyter notebooks.

Colaboratory, or simply Colab, is a service provided by Google. It is a hosted

instance of a Jupyter notebook. The advantage of this service is that the notebook is

hosted on a virtual machine provided by Google, allowing users to take advantage of

relatively powerful GPU instances. The disadvantage is that the hosted instances are

temporary, and will deactivate after a short time of disuse. It is great for experimen-

tation that requires a moderate amount of computational and memory workloads.

For workloads that have heavier requirements, this project makes use of Ama-

zon Web Services (AWS). Amongst the large array of services provided by AWS,

this project makes use of two—EC2 for computation and S3 for data storage. EC2

provides a great variety of virtual machine instances with di↵erent combinations of

compute power and memory availability. For this project, p2.xlarge is used, running

a Linux Operating System with the Ubuntu distribution, 4 virtual central processing

units (CPUs), an x86 64 architecture, 62 Gigabytes (GB) of random access mem-

ory (RAM), 1 graphics processing unit (GPU), and 12 GB of GPU memory. Deep

Learning workloads benefit greatly from GPU processing, and therefore p2.xlarge was

chosen specifically for its GPU availability and the amount of GPU memory it pro-

vides. In order to work on this AWS instance, a Jupyter notebook server is launched

remotely on the instance and port-forwarded through secure shell (SSH) to a local

computer.
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All code for this project is written in Python (Van Rossum & Drake Jr, 1995)

version 3.7. For some data analysis work, Python is slow. In order to alleviate this

problem, several open-source Python libraries are used which contain modules written

in C. Some modifications are made to the libraries utilized by this project, but none

are made to the C modules. Principally, the PySurvival library is forked and modified

to take advantage of GPU processing.

For data manipulation and analysis, NumPy (Harris et al., 2020) and pandas

(pandas development team, 2020) are used. The usefulness in NumPy is its capability

to handle multi-dimensional data arrays and matrices. In conjunction, pandas uses

NumPy itself, and provides several convenient features. It provides data structures

(Wes McKinney, 2010) for tabular data in the form of dataframes. It has a conve-

nient API for reading and writing data into and from the CSV file format. Most

importantly, it has several very useful data analysis and munging capabilities. SciPy

(Virtanen et al., 2020) is used for some scientific computing tasks, principally statis-

tical analysis. sci-kit learn (Pedregosa et al., 2011) is a library for Machine Learning.

Although heavy use of ML outside of DL is not used for this project, sci-kit learn

still has some useful capabilities such as splitting training and testing data and data

preprocessing tasks.

For data visualization matplotlib (Hunter, 2007), Seaborn (Waskom & the

seaborn development team, 2020) and Plotly (Plotly Technologies Inc., 2015) are used.

The main tool used for plotting is matplotlib, with Seaborn used for simple aesthetic

reasons. Plotly provides interactive plotting, which is useful in some circumstances

when the plot is particularly dense with information and capabilities such as zooming

in on data is necessary.

For Survival Analysis the packages lifelines (Davidson-Pilon et al., 2020) and

PySurvival (Fotso et al., 2019) are used. The package lifelines is a fairly complete
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SA library, however it provides no easy way to integrate with Deep Learning tasks.

It is used mainly for baseline SA tasks. PySurvival is less useful for baseline SA, but

it does provide nice pre-built DL integration which is very convenient. It is built on

top of NumPy, SciPy, and PyTorch (Paszke et al., 2019). PyTorch is a Python-based

Machine Learning framework which is particularly well suited for Deep Learning tasks

due to its support for tensor computing with strong acceleration via GPUs and its

method of automatic di↵erentiation for backpropogation in neural networks (Paszke

et al., 2017).

Optunity (Claesen et al., 2014) is a library for tuning hyperparameters in ML

models. It is used for conducting a hyperparameter search for the DL models used in

this project.

4.3. Data Processing and Analysis

4.3.1 Overview

The dataset being analyzed is provided by a company operating in the enter-

prise IoT space. The sensors providing the data are deployed in industrial temper-

ature controlled environments, mostly inside large scale refrigeration units but some

sensors also monitor ambient conditions. The sensors report data on accelerometry,

magnetometry, temperature, humidity, battery level. Information about the date and

time of the reading is also taken. Each sensor has a device id, and a firmware version.

A subset of the sensors are deployed in mobile environments, such as temperature

controlled trailers, while the remaining subset are deployed in static environments

such as refrigeration units. All sensors report temperature, and battery level, while

only some sensors report humidity, accelerometry and magnetometry data. In order

to generalize the research findings to as much of the sensor data pool as possible,
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and because of their low correlation to battery life, the data points on humidity, ac-

celerometry and magnetometry are excluded from analysis in this project. Focus is

placed on the temperature, battery level, and time data reported by all sensors, along

with the static variables of device id and firmware version. In addition, several other

static variables are created by analyzing the lifetime data of sensors, and by analyzing

past values, the details of which are discussed in §4.3.2.

Sensors periodically send readings, nominally every few minutes, although

the time period between readings can be dynamic. For instance, when temperature

changes occur, some sensors will increase the frequency of their readings. For analysis,

the readings for a given day are aggregated into daily readings. It is often the case that

some daily aggregate readings are missing, and therefore there are gaps in the sensor

data where one or more days are unaccounted for. As will be elaborated in §4.3.2 &

§4.4, for some models the aggregated daily readings must be further aggregated on a

per-sensor basis to form lifetime aggregates.

Due to the real-world environment that the sensors are in, outlying scenarios

crop up in the readings. For example a sensor may stop reporting due to network

connectivity issues or battery level may drop near 0 and come back up—possibly due

to environmental e↵ects. Therefore it is di�cult to define an exact threshold for the

battery level which implies device failure, as battery level may rise again. Therefore

the occurrence of a failure event has to be inferred from trends in the data, as will be

discussed in §4.3.2. From preliminary analysis conducted by the 3rd party provider

of the data set, it is observed that decreases in battery level do not follow a linear

trend, which is in agreement with the literature as noted in §1.1.

For data exploration in §4.3.3, visualizations are utilized in order to spot pos-

sible trends and to observe and adjust for any possible abnormalities in the sensor

readings. Outlying or atypical events are highlighted, correlations between covariates
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are spotted, and clear trends in the behaviour of sensor readings over time are em-

phasized, particularly trends characteristic of the type of time series data produced

by groups of sensors in di↵erent environment types. Importantly the data exploration

includes initial survival curves for the survival dataset being utilized in this project.

No regression is being performed at this stage. Instead the univariate Kaplan-Meier

method is used to gauge general survival trends and the Nelson-Aalen Estimator is

used for cumulative hazard trends in the sample data. KM and NAE curves are

generated on the population as a whole, and also on sensors grouped by a variety

of exposure variables, such as firmware version, in order to showcase the e↵ect that

these variables have on survivability.

4.3.2 Feature Engineering

The dataset with daily aggregate readings was obtained from the 3rd party

provider. There are several daily aggregate readings with null values for at least one

of the covariates. These are removed from the dataset, as interpolation is not reli-

able and may tarnish the results of analysis. Some readings have daily temperatures

dropping below �40 Fahrenheit. These are removed as they are unreliable values

from potentially faulty readings. Several readings are labeled with firmware version

“0.0.0”. These are status checks rather than legitimate readings and are also dis-

carded. Devices with firmware version “2.53.0” and “2.54.0” are considered to be the

same firmware version, as there was no actual change between these two. They are

combined into a firmware version labeled “2.53-54.0”.

As a result of dropping several readings, there are daily aggregate readings

from some days that are missing from the dataset. In addition to this, sensors will

periodically become inactive for one or more days. The reasons for this are wide-

ranging and due to the real world environment these sensors operate in. For instance,
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there could be networking troubles which results in no communication with a sensor

for one or more days. In general, missing daily aggregate readings are not a problem

in terms of analysis. However there are some sensors which have gaps of 2 months or

more. In these cases, the presence of such large gaps may lead to the results analysis

being skewed. In particular, it is sometimes the case that a sensor will report data

where the battery life is relatively high, go o✏ine for more than 2 months, and then

comeback online with a very low battery life only to die soon after. The missing

months of data in these cases are crucial, and when taking lifetime aggregates the re-

sults are highly skewed. In other cases, there will be one or two initial daily aggregate

readings, followed by several months of inactivity, followed by regular daily aggregate

readings with very di↵erent temperature ranges from the initial ones. In these cases,

it is likely that two sensors were assigned the same id number inadvertently, which

again would be harmful for analysis. In cases where sensors have periods of inactivity

for more than 60 days, all readings from that sensor are discarded. After discarding

daily aggregate readings with null values and sensors with large gaps of inactivity,

the remaining count is 1,688,102 daily aggregate readings from 3478 distinct sensors.

The full list of firmware versions, along with the number of sensors labeled

with that version, include:

• v1.17.32: 1

• v2.11.60: 3

• v2.12.61: 1

• v2.14.62: 1

• v2.51.0: 167

• v2.52.0: 4

• v2.53-54.0: 1703

• v2.55.0: 6

• v2.58.0: 10

• v2.60.0: 6

• v2.66.0: 7

• v2.69.0: 3

• v2.70.0: 2

• v2.72.0: 1

• v2.73.0: 4

• v2.74.0: 6

• v2.78.0: 2

• v3.0.0: 7

• v3.10.0: 19

• v3.11.0: 36

• v3.23.0: 1324
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• v3.27.0: 1

• v3.30.0: 3

• v3.43.0: 154

• v3.45.0: 5

• v3.46.0: 1

• v3.47.0: 1

For reasons explained in §4.4 there are two datasets that are derived from the

same initial dataset. Most models used are not able to take in daily-aggregate values.

For these models, the first dataset is a collection of lifetime-aggregate values, one

entry per sensor. This dataset includes variables that are created by analyzing the

lifetime of a given sensor. The final model in this project on the other hand does take

in daily-aggregate values. For this model, the daily-aggregate dataset is extended to

include several new variables.

Lifetime-aggregate dataset. The first four new variables of the lifetime-aggregate

dataset are calculated by taking the lifetime mean and standard deviation over a given

sensor’s temperature and battery levels. This means each entry representing a sensor

is given the mean temperature, standard deviation of temperature, mean battery

level, and standard deviation of battery level, over its full lifetime.

On top of this, the sensor’s environmental readings on temperature are used as

a basis to calculate each sensor’s primary temperature range. In order to determine

the temperature ranges where devices spend most of their time, quantiles of the full

range of temperatures of a sensor are taken. The first and last 5% of the range are

dropped leaving the range where the device spends 90% of its life. The temperature

range is used as a basis to define categorical temperature environments that sensors

spend most of their time in over their lifetime. 6 temperature categories are defined

based on the range of temperatures a device lives (shown in table 4.1). Of course

some sensors do not spend 90% of their life exactly in a single category. For example

a sensor may spend some portion of its life in the “deep freeze” category, and another

portion in the “freeze” category. In these cases, the midpoint of the 90% quantile
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distribution is taken. If the quantile distribution spans two categories, then if half

or more of the distribution is in the lower of the two categories, the lower is chosen,

otherwise the upper category is chosen. In cases where the distribution spans more

than two categories, the sensor is classified as having no temperature category. The

number of sensors for each category are also shown in table 4.1.

Temp Category Temp Range (�F) # Sensors
deep freeze [�40,�20) 57
freeze [�20,�2) 379
cool [�2, 15) 1650
ambient [15, 25) 398
hot [25, 45) 13
very hot [45, 95) 35
none n/a 946

Table 4.1: Temperature Range Categories

Also relating to temperature, two boolean values are defined based on the over-

all behaviour of fluctuations in temperature. Some sensors are in fixed environments,

while others are in mobile environments whose temperature is a↵ected by the outside

environment. When a sensor is in a fixed environment, such as a refrigerator, it tends

to have a more consistent range of temperatures that it lives in, with the exception of

defrost events where a temperature will momentarily spike before going back down.

When a sensor is in a trailer, it is a↵ected by the outside temperature which changes

month by month, and as a result its temperature data shows seasonality. Therefore

a boolean of seasonality is used for each sensor.

Another boolean value is defined based on the volatility of temperature data.

Seasonality will broaden the overall range of temperature values for a given sensor

over its life, however it is consistent. It goes up in warm months, and down in cold, but

stays within a narrow band of temperatures day by day. Likewise, some sensors are in

fixed and highly controlled environments, and have relatively consistent temperature
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readings on a day-to-day basis. Volatility on the other hand, is defined when a sensor

shows erratic and highly variable temperature ranges over its lifetime. This can occur

for many reasons, for example the refrigerator may have its temperature modulated

every few weeks or months. Sensors that have broad or inconsistent temperature

ranges over its life, not explainable by seasonality, are considered volatile. A sensor

could be neither volatile nor seasonal, seasonal only, or volatile only. A sensor is never

defined to be both seasonal and volatile.

In order to determine volatility and seasonality for a sensor, a similar quantile

calculation is done for where the sensor spends 90% of its life during the hot months,

June – August, and likewise for the cold months December – February. If the di↵er-

ence between the highest and lowest values of the full quantile distribution exceeds

28, but the di↵erence between the highest and lowest of the quantile distributions

in the both the hot and cold months is less than or equal to 28, it is defined to be

seasonal. In other words, the sensor’s temperature range is generally high overall,

but on a seasonal basis is low. Figure 4.1 shows an example of a sensor with seasonal

data.

For volatility, if the di↵erence between the highest and lowest values of the

full quantile distribution exceeds 10 or the di↵erence between the highest and lowest

of the quantile distributions in both the hot and cold months exceeds 28, then it

is considered volatile. It other words, the sensor’s temperature range is moderately

high but not seasonal. Figure 4.2 shows an example of a sensor with volatile data

and figure 4.3 shows an example of a sensor that is neither seasonal nor volatile.

The seasonality and volatility threshold values of 28 and 10 were discovered through

empirical analysis. Table 4.2 shows the number of sensors with the designation of

seasonal or volatile.
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Figure 4.1: Example of a sensor with seasonal data that is censored

Figure 4.2: Example of a sensor with volatile data that fails

Category # Sensors
seasonal 328
volatile 1316
neither 1834
both 0

Table 4.2: Number of sensors that are seasonal, volatile, or neither
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Figure 4.3: Example of a sensor with non-seasonal, non-volatile data that fails

Extended daily-aggregate dataset. The second dataset is an extension of the

daily-aggregate data. Several variables are introduced to each daily aggregate reading

in order to extend it for the final model. Their purpose and usage is elaborated on

in §4.4.

First, age is introduced, representing the number of days the sensor has been

alive. Note that this is not the same as “daily aggregate reading number”. A sensor

may or may not have missing daily aggregate values, therefore the number of actual

daily readings for a sensor is less than or equal to its age.

Secondly, in order for each entry (daily aggregate reading) to have a sort of

“history” of its past values a rolling window—sized at 7, 14, and 30 days—is applied

to each entry for a given sensor, averaging the values of battery level and temperature

over the window size. Then for a given entry, there are 6 variables, representing the

mean temperature and battery level over the previous week, two weeks, and month.

Of course for missing days the window size shrinks so that it does not erroneously

include values outside its range in the average.
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Thirdly, also to aide in keeping a “history”, each entry gets the 7, 14 and 30

day aggregates from the week prior for both battery level and temperature. This

means each entry has not just the weekly, bi-weekly, and monthly aggregates, but

also another 6 variables for what those aggregates were the previous week (or more

precisely, up to at most a week to account for missing days).

Finally, for each entry, the di↵erence between the current day’s values and

the previous week’s 7, 14 and 30 day aggregate are taken for both battery level

and temperature. These 6 additional variables o↵er a basis for comparison for the

divergence between the current value and the past. For example, in the case of battery

level for a given entry, if the di↵erence is a large negative number, then battery level

is significantly lower today than it was last week. Likewise if it’s small, then today’s

battery level is similar to last week.

Each entry therefore has the same static covariate set as in the lifetime-

aggregate dataset, and in addition an age; some “history” in the form of weekly,

bi-weekly, and monthly aggregates along with a copy of the previous week’s values;

and a notion of divergence in battery level and temperature from its past values.

Defining Failure. As there are two datasets, lifetime-aggregate and the ex-

tended daily-aggregate, there are two separate definitions for failure. The failure

event for lifetime-aggregated sensor data is � = 1 if the sensor dies, and � = 0 if it is

censored. However a sensor does not report that it has died, it simply stops reporting

any readings. As has been discussed, it is often the case that a sensor stops reporting

for an indefinite period and then begins reporting again. Therefore there is no way to

know for sure that a sensor is actually dead. Instead, a criteria for probable death is

used to define whether a sensor failed or was censored. For each sensor, the final week

of daily aggregate readings available are inspected. If the daily aggregate readings

report battery life for that week was below 50, and decreasing, it is considered to have
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died. Otherwise, it is considered censored. There are 2674 censored sensors, and 804

failed sensors, as shown in figure 4.4.

See figure 4.1 for an example of sensor that is censored, and figures 4.2 & 4.3

for examples of censors that fail. See figure 4.4 for a histogram of censored and failed

sensors by time periods. Figure 4.5 shows the distribution of censored and failed

sensors, along with survival times. Censored devices are in blue, and failed devices

in red.

Figure 4.4: Survival Time histogram and distribution of sensors

The failure event for the model which takes in daily-aggregated sensor data is

modified. The reasoning for this is made clear in §4.4. For the model which takes

in this data, each training sample the model receives is now a reading for a day,

representing the current state of the sensor. The modified event, �0, is then defined

to be:

�0 =

8
>><

>>:

1 if: (ti � t)  120 ^ � = 1

0 if: (ti � t) > 120 _ � = 0

where i is the individual entry, ti represents the survival time of the sensor corre-

sponding to the entry i, t is the current time being analyzed (i.e. the current age of

the sensor), and � is whether or not death is observed for the sensor corresponding

to the entry. (ti� t) is then time until the event of failure or censorship. Therefore if
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an entry represents a state of the sensor such that failure occurs (it will die) in four

months, then �0 = 1, otherwise if it’s more than four months from death, or if it’s a

censored sensor (death not observed), then �0 = 0. The number of daily aggregate

readings that either belong to a censored sensor or are not within 4 months of death

is 1,601,592 (94.9% of all daily aggregate readings). The number of daily aggregate

readings that belong to failed sensors that will die in less than 4 months is 86,510

(5.1% of all daily aggregate readings).
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4.3.3 Data Exploration

It may be noticed visually from figures 4.1, 4.2 and even 4.3 that battery

level and temperature are highly correlated, implying that temperature increases and

decreases lead to similar increases and decreases in battery level. In general this ten-

dency holds as long as the battery is healthy, but breaks when it’s not. Figure 4.6

shows an example of the roughly linear relationship between battery life and tem-

perature with a sensor that was censored before the battery level ever dropped to

unhealthy levels. Figure 4.7 on the other hand shows the non-linear relationship be-

Figure 4.6: Example of the relationship between battery level and temperature of a
censored sensor who’s battery never degraded

tween battery life and temperature of the same failed sensor from figure 4.3, who’s

battery life degraded over time.
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Figure 4.7: Example of the relationship between battery level and temperature of a
censored sensor who’s battery never degraded

Figure 4.8 shows the distribution of lifetime aggregate data of each sensor

including means and standard deviations of battery life and temperature.
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Figure 4.8: Distributions of lifetime aggregate data
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Figure 4.9 shows correlations between the features of sensor data. Lifetime

standard deviation of temperature has a very high correlation with temperature range.

For this reason temperature range is not used as a covariate when training models.

Firmware versions “3.23.0” and “2.53-54.0” show very high negative correlation. This

is because the vast majority of sensors, over 87%, have one of these two version

numbers. When a sensor is not version “3.23.0”, there’s a 79% probability that it’s

version “2.53-54.0”, and when a sensor’s not version “2.53-54.0”, there’s a 74.6%

probability that it’s version “3.23.0”.

Figure 4.9: Correlations between features of sensors
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4.3.4 Univariate Analysis

In order to get a population-level overview of the data, the survival and haz-

ard functions are estimated from the survival times directly. This analysis uses the

lifetime-aggregate data to determine estimates for the survivor function and cumula-

tive hazard.

Figure 4.10 shows the Kaplan-Meier Estimate, conducted on the full lifetime-

aggregate dataset, for the probability of survival at each time point. It is bounded

by 95% confidence intervals called the exponential Greenwood confidence intervals

(Sawyer, 2003), along with counts of the size of the risk set, the current number of

censored devices, and the number of observed deaths, at various time points. Fig-

ure 4.11 shows the Nelson-Aaelon estimate, conducted on the full lifetime-aggregate

dataset, of the cumulative hazard rate at each time point.
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Figure 4.12 shows the KM estimated survival curves of sensors grouped by

firmware version. There are 27 firmware versions, although most only have a small

number of sensors associated with them, and therefore including survival curves for

firmware versions with only 10 or less associated sensors is not interesting, and they

are not included. Firmware version “3.11.0” is interesting because of the long “flat-

line” from approximately 750 to approximately 1550 days. There are several sensors

during that period which dropped out due to censoring, but none died. In essence,

there was a single sensor which was particularly resilient, and lived far longer than

the rest before dying on day 1540.
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Figure 4.13 shows the KM estimated survival curves of sensors grouped by

temperature category. Ignoring non-categorized sensors, it can be seen that the colder

the environment, the quicker sensors tend to die.
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Figure 4.14 shows the KM estimated survival curves of sensors grouped by

whether they are seasonal data, volatile, or neither.
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4.4. Model Design

Three models are developed for survival regression on multivariate sensor data.

In order to have a baseline for comparison, Cox Proportional Hazards is used. The

baseline CPH model does not involve Deep Learning and strictly follows the theory

laid out in §3.3 in order to estimate the hazard and survivor functions. The CPH

model is trained on lifetime-aggregate data. Through training, the parameters of the

CPH model are tuned and the resulting coe�cients are analyzed to determine the ef-

fect the covariates—firmware version, categorically defined temperature environment,

volatility and seasonality variables, as well as lifetime aggregated means and standard

deviations—have on survivability.

The traditional CPH is a linear model. As explained in §3.3, h(t) is estimated

by a linear function—the natural log of the risk score, denoted r� such that r�(Xj) =

ln
�
e�

|Xj
�
= �|Xj—where each covariate is multiplied by a parameter learned by the

model, and these terms are summed. Given the nature of the dataset it cannot be

assumed that it satisfies the linear proportional hazards assumption. As discussed in

§1.1 several nonlinear proportional model approaches have been developed utilizing

Deep Learning, which over time have outperformed traditional CPH. Katzman et al.

(2018) were perhaps the first to apply modern Deep Learning techniques to the CPH

loss function. Their model is named DeepSurv, and it is this variant of DL-based

nonlinear proportional hazard models that the second model for this project uses.

To perform regression, CPH estimates the log-risk, r�, which is optimized by

tuning the parameters � with respect to the Cox partial likelihood L. DeepSurv is

a feed-forward MLP which estimates the log-risk function r✓ parameterized by the

weights of the network, ✓. The loss function of the network, denoted l(✓) is set to the

average negative log partial likelihood of L. For individual j the negative log partial
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likelihood is:

lj(✓) := � ln[L]

= � ln

"
exp

�
r✓(Xj)

�
P

j02R(t(j))
exp

�
r✓(X 0

j)
�
#

= �r✓(Xj) + ln

"
X

j02R(t(j))

exp
�
r✓(X

0
j)
�
#

and therefore across all unique failure times, k, the average negative log partial like-

lihood is:

l(✓) := �
1

k

kX

j=0

 
r✓(Xj)� ln

 X

j02R(t(j))

exp
�
r✓(X

0
j)
��
!

Note that this is a number, therefore the output of the network is a single node.

For this project, the model architecture includes the use of:

• Glorot/Xavier Uniform (Glorot & Bengio, 2010) initialization of weights

• Adaptive Moment Estimation (Adam) optimizer (Kingma & Ba, 2014) for gra-

dient descent

• L
2

regularization in order to reduce complexity of the learned parameters (Ng,

2004)

• Dropout (Srivastava et al., 2014) at each layer in order to prevent overfitting

• SELU (Klambauer et al., 2017) activation functions on each hidden neuron to

prevent vanishing gradients

– SELU is preferred for its self-normalizing properties and in order to avoid

the dead state problem that can occur in the use of ReLU (Klambauer

et al., 2017)

• Batch Normalization (Io↵e & Szegedy, 2015) to make the network more stable

through normalization of the input by re-centering and re-scaling at each layer

• Momentum (Rumelhart et al., 1986) to avoid being trapped in local minima

and for faster convergence (Sutskever et al., 2013)
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The hyperparameters are tuned using a random hyperparameter optimization

search, which has been shown to be more e�cient than other common searches such as

grid search (Bergstra & Bengio, 2012). In order to account for the L
2

regularization,

the loss function is adjusted to:

l(✓) := �
1

k

kX

j=0

 
r✓(Xj)� ln

 X

j02R(t(j))

exp
�
r✓(X

0
j)
��
!

+ � · k✓k2
2

where � is a hyperparameter.

The full set of hyperparameters are the number of layers, number of neural

units in each layer, number of epochs, dropout amount, regularization amount (�),

and learning rate for Adam optimization. This model, as in the baseline CPH, uses

the lifetime-aggregate dataset for training.

Since each sensor has a di↵erent survival time, and there are missing days for

some sensors, the number of aggregate daily readings per sensor is variable. Further-

more, each sensor contains both time-invariant and time-variant covariates. Firmware

version is a static variable, and for a given sensor does not change from one daily read-

ing to the next. Daily aggregate temperature and battery level however do change

over time. All models discussed thus far have no way to deal with sequential time-

variant data. It was for this reason the lifetime-aggregate dataset was created and

used. Summarizing §4.3.2, the lifetime aggregate is performed by taking the life-

time mean and standard deviation over a given sensor’s temperature and battery

levels. Likewise the categorically defined temperature ranges, seasonality and volatil-

ity are derived by conducting a lifetime analysis. Therefore the full covariate set for

an individual sensor is the lifetime mean temperature, lifetime mean battery level,

lifetime standard deviation of temperature, lifetime standard deviation of battery

level, firmware version, the category of temperature range, the boolean for season-
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ality, and the boolean volatility. The models so far discussed have no good way of

dealing with the sequential nature of sensor data, therefore they are trained on the

lifetime-aggregate data, which has one entry per sensor.

Means and standard deviations are imperfect measures, and when training

a model on lifetime aggregates they miss out on a large amount of data. It is for

this reason the third model is developed. This DL model uses the same architecture

and loss function, l(✓), however it is instead trained on the extended daily-aggregate

dataset. A total of 19 new covariates are defined, discussed in §4.3.2. In general, the

extended set of covariates adds, to each entry (daily aggregate reading), a notion of

age of the sensor, a history of its past daily aggregate readings, and the divergence

of its current battery life and temperature from its past values. In addition, the

modified event �0 is used to represent a state of the sensor such that it’s equal to 1 if

sensor failure occurs (it will die) in four months, and equal to 0 if it’s more than four

months from death, or if it’s a censored sensor (death not observed).

The extended daily-aggregate dataset is fed in to the same Deep Learning

model as before, although with di↵erent settings for the hyperparameters discovered

through the same process as before. However, each individual training sample this

model sees represents a daily reading, with the standard static covariates, an age, a

history and a divergence value for battery level and temperature—i.e. the current

state of the sensor. It then learns to associate a daily aggregate reading with those

values to a risk score representing the risk of a sensor in such a state dying within

approximately four months (120 days). With respect to the literature, this is a novel

approach to dealing with sequential time-variant data.
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4.4.1 Training and Testing

In order to test each of the models on new data, the full dataset is split into

training and testing subsets so that roughly 70% of the original data is training and the

remaining portion is used for testing the models. First the daily-aggregate dataset

is split. The lifetime-aggregate subsets are then derived from the daily-aggregate

subsets.

Daily-Aggregate split. Splitting the daily-aggregate dataset into two portions

is not as straightforward as taking a randomly chosen 70% of the original dataset and

designating it as training data. The first caveat is that there should be no sensor with

some portion of its daily aggregate readings in the training set, and another portion

in the testing set. In other words, all of a given sensor’s daily readings should be

completely contained within either the training or testing set, but not both. Another

caveat is that some sensors are censored, and some are observed to fail. The split

should be done so that roughly 70% of all censored devices and roughly 70% of all

failed devices go in the training set. This is in order to keep the ratio between censored

and failed devices the same in both the training and testing subsets.

The implementation for this is to split the full daily-aggregate dataset into two

subsets, one containing only daily aggregate readings from sensors that are censored,

the “censored data subset”, and the other containing only daily aggregate readings

from sensors that fail, the “observed data subset”. There is no overlap between

these two subsets since every daily aggregate reading corresponds to a sensor that

either fails or is censored. Each reading has an entry referencing the “device id”

number, which is the id of the sensor that reading corresponds to. The “censored

data subset” is partitioned, by grouping on the “device id” number, and 70% of

those groups (sensors) are designated as the “censored training data subset”. The
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remaining 30% of the groups are designated the “censored testing data subset”. The

same procedure is applied to the “observed data subset”, producing the “observed

training data subset” and the “observed testing data subset”. Finally the “censored

training data subset” is concatenated with the “observed training data subset”, and

likewise the “censored testing data subset” is concatenated with the “observed testing

data subset”. This produces the “training data subset” and the “testing data subset”.

The splitting procedure is done on data grouped by “device id”, rather than

daily aggregate readings, and each device has a variable number of daily aggregate

readings associated with it. This, along with the two caveats mentioned previously,

means that it is di�cult or impossible to have exactly 70% of the sensors and exactly

70% of all daily aggregate readings in the training set. That said, a reasonably close

approximation is made when implementing the above procedure.

The “training data subset” contains 70.4% of daily readings from censored sen-

sors and 69.5% of daily readings from observed sensors. When looking at daily read-

ings grouped by “device id”, the “training data subset” contains 68.55% of censored

sensors and 68.28% of observed sensors. The ratio of censored sensors to observed

sensors in the “training data subset” is 3.34 : 1, while the ratio of censored sensors to

observed sensors in the “testing data subset” is 3.27 : 1. These closely approximate

the ratio of censored sensors to observed sensors in the full daily-aggregate dataset,

which is 3.33 : 1.

Lifetime-Aggregate. Deriving the training and testing subsets for the lifetime-

aggregate data is fairly straightforward, however the process does have one caveat. In

order to generate the training and testing data, the procedure previously described in

generating lifetime aggregates is used. The daily readings are grouped by “device id”

and the temperature range, seasonality, volatility, mean battery life, mean tempera-

ture, battery life standard deviation, and temperature standard deviation are taken
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across the range of values for each sensor. The caveat however is that the last 60

days of readings are removed from each sensor before the calculations are conducted.

In other words, the lifetime of a sensor is defined to be all of the readings up to 2

months before death.

The motivation behind dropping the last 60 days of readings before taking

lifetime values is to ultimately create a model that is able to predict sensor death

2 months before it actually the event actually occurs. If the last 60 days worth of

readings are included, then clearly the lifetime mean battery level of a failed device

would be lower than if they were not included, given that the definition of failure is

a drop in battery life. If the model is trained with failed sensors that include this

lower mean lifetime battery life, it is essentially teaching the model to recognize the

lifetime values a sensor tends to have exactly at death time, rather than 2 months

prior to death. Therefore, in dropping the last 60 days, and only then taking lifetime

aggregates, the model learns to associate the type of values a failed sensor tends to

have when it’s approximately 2 months away from dying. For this reason, both the

training and testing subsets for lifetime-aggregate data are derived from the training

and testing subsets of the daily-aggregate data with the final 60 days removed from

each sensor.
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Chapter V.

Results and Evaluation

5.1. Metrics Utilized

5.1.1 C-Index

A common metric used in the evaluation of Survival Analysis is Harrell’s con-

cordance index, or C-index (Harrell et al., 1982). The C-index is a generalization

of the area under the curve (AUC) of the Receiver Operating Characteristic (ROC)

curve, which takes into account censored data (Heagerty & Zheng, 2005). It represents

the global assessment of the model discrimination power, this is the model’s ability

to correctly provide a reliable ranking of the survival times based on the individual

risk scores. It can be computed with the following formula:

C-index =

Pn
i=0

Pi�1

i0=0

1⌘0i>⌘i · �
0
iPn

i=0

Pi�1

i0=0

�0i

with:

• n 2 Z>0

is the number of individuals

• each individual 0  i  n is sorted by survival time, i.e. ti  ti+1

• ⌘i = exp (Xi�̂), the risk score of an individual i

• 1⌘0i>⌘i = 1 if ⌘0i > ⌘i (concordant pair) else 0 (discordant pair)
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• �i = 1 if a failure event occurs for individual i else 0 if censored

The interpretation of the C-index is that from a randomly selected pair of

failed events, the individual that failed first had a higher risk score associated with it,

i.e. a worse predicted outcome. predicted rankings. Similar to the AUC, C-index = 1

corresponds to the best model prediction, a C-index = 0.5 is the expected result from

random predictions, and C-index = 0 represents a perfect anti-concordance, that is

the rankings are in reverse order.

5.1.2 Classification

The concordance index evaluates the relative rankings of individual’s event

times. Thus, it is scale and shift invariant. If a positive constant value was added

to all survival times, or if they were multiplied by a positive constant, then the

rankings won’t change. Likewise if the time in between the failure events of any two

individuals was lengthened, keeping the order of death preserved, the rankings would

remain. A model with a high C-index score will give good rankings of individuals

based on the risk associated with their covariates, however it does not necessarily do

well in predicting survival times. Given that the main goal is to predict death of

sensors approximately 2 months before death, the C-index is not the ideal measure

of performance for this task.

Classifying Lifetime-Aggregate Data Predictions. In order to measure the ability

of the CPH and Deep Lifetime-Aggregate models to predict death in advance of the

actual event, a classification measure is developed to classify positive and negative

predictions as true or false. When a sample from the testing subset is input into a

trained model, the output is a risk score, which combined with the baseline survival

function, produces survival distribution over all survival times that the model was

trained on. To form a prediction of an exact time of death, a threshold, ⌧ , must be
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specified such that the specific time point in the distribution where the probability of

survival falls below the threshold is chosen as the predicted death time; that is, the

smallest value of t for individual i where Ŝ(t | Xi)  ⌧ .

In determining a suitable threshold, the survival distribution for each sample

in the training data is gathered. Several discrete threshold values from 0% to 100%

are iterated through. For each threshold value the first time point at which a given

training sample’s survival distribution falls below the given threshold value is set as

the predicted time, for that sample at that threshold. If the distribution never falls

below the threshold, then it’s simply set as nan, i.e. not a number, which means

a prediction was not made (negative prediction). The resulting matrix contains the

predicted death times for each individual in the training set, for each threshold value.

This process is detailed in the GetTimePredictions pseudocode of Algorithm 5.1.

Algorithm 5.1 GetTimePredictions(survival distributions
1..n,0..k)

1 predicted times0..10,1..n {predicted times for all thresholds, for all individuals}

2

3 for ⌧ 2 {0.0, 0.1, . . . , .9, 1.0} do

4 predicted times⌧ ·10  PredictTimes(⌧)
5

6 function PredictTimes(⌧)
7 threshold predictions1..n {array of predicted times for given ⌧}
8

9 for i 1 to n do {for each individual’s survival distribution}

10 for j  0 to k do {for each survival time in given survival distribution}

11 if ⌧  survival distributionsi,j then

12 threshold predictionsi  j {first prob. below threshold found}

13 break

14

15 return threshold predictions

16

17 return predicted times

To gauge whether the predictions are correct, the predicted survival time for

a given individual must fall within a prediction window. The prediction window is

set to be a 90 day window—anywhere from 60 days before actual death time to 30
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days after actual death time. As long as the predicted death time falls in this 90

day window, and death actually occurs, the prediction is considered correct. The

classification scheme is as follows:

• true positive: a prediction of death is made within the prediction window, and

the device fails

• false positive: a prediction of death is made outside the prediction window or

the device is censored

• true negative: a prediction is not made and the device is censored

• false negative: a prediction is not made and the device fails

In order to visualize this, an ROC curve is plotted, showing the true positive

rate (i.e. recall) against the false positive rate (i.e. fallout), at the di↵erent threshold

levels. The true positive rate is TP
TP + FN

, and the false positive rate is FP
FP + TN

, where TP,

FP, TN, and FN are the number of true positives, false positives, true negatives, and

false negatives, respectively, for the full population of individuals at a given threshold.

The optimal threshold is chosen based on the ROC results. The predicted

times for the testing data are then made against the optimal threshold.

Classifying Daily-Aggregate Data Predictions. The Deep Daily-Aggregate model

gives a survival distribution for every reading, rather than for every sensor, however

classification is still done at the device level. In the real world, the model would

receive one daily-aggregate reading from each device every day. For a given device,

the first daily-aggregate reading which receives a positive prediction of death from the

model determines the prediction for the whole device. Subsequent readings, whether

positive or negative for death, aren’t relevant since a prediction for the device has

already been made. If, on the other hand, a device from the test data does not

contain any readings which signal a prediction of death, then it’s a considered a

negative prediction for that device.
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To be more specific, every reading in the extended daily-aggregate test dataset

goes through the procedure outlined in Algorithm 5.1. As discussed in §4.3.2 the

event for the extended daily-aggregate dataset is whether the device will die in the

next 4 months, so from the Daily-Aggregate model’s perspective, each sample is

assigned a survival distribution over 120 days. That means given a reading—a device

in a particular state, with a particular age—the Daily-Aggregate model gives the

probability of death at each time over the next 120 days starting from the current

age of the device, rather than from time 0. Therefore, for the Daily-Aggregate model,

GetTimePredictions returns the time predictions for all daily-aggregate readings,

for each iteration of ⌧ , relative to the current age of the device. The results are then

simply added by each reading’s age, to get the predicted times relative to time 0.

The time-adjusted results of GetTimePredictions are then grouped by the

“device id”. For each group, the first prediction (the first non-nan value) is taken,

resulting in the overall predicted time of death for the device. In some cases there

are nan values for every reading in the group, at a particular value of ⌧ . That means

for that value of ⌧ , no prediction of death was made for that device, which is to say

a negative prediction was made.

The classification scheme is then very similar to the scheme used for the CPH

and Lifetime-Aggregate model. A true positive is when a prediction of death is made

for a device, and the device does in fact fail within the prediction window. The

equivalent interpretation is that a reading is predicted to die in t days, and the device

actually fails in t+ w days, where w is the window size.

One additional parameter that can be adjusted is the maximum size of t con-

sider it a positive prediction. In the below results t is set to 60. If there is prediction

of death for a particular reading that is 61 or more days away, it is treated the same

as a nan value. Therefore, for a given device and a value of ⌧ , the first reading which
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produces a prediction that drops below the threshold and is  60 days from the

the reading’s time is considered a positive prediction. The window, w, is set to 30,

therefore the positive prediction is true if it is within 60 + 30 = 90 days from the

reading’s time.

In order to illustrate this with an example, figure 5.1 shows predictions for each

reading of a single failed device. The di↵erent colors are simply meant to distinguish

between reading days. The slightly transparent survival curves are for readings that

either do not fall below the chosen threshold of 0.2, or do fall bellow it but not within

60 days of reading time. The opaque survival curves are for readings with predictions

that do fall below threshold within 60 days. The first opaque reading is considered

the device-level prediction. It was made at day 503, and the probability of survival

fell below 0.2 60 days later at day 563. The actual time of death was 581, therefore

the prediction was o↵ by 18 days. Since this is within the prediction window, the

prediction for the device is considered a true positive.
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Figure 5.1: Predictions for each reading of a randomly selected failed device
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5.2. CPH Results

Table 5.1 shows the learned parameters of the CPH model, which can be

understood with the theory described in §3.3. The column “coef” refers to the coef-

ficient learned on the respective variable, i.e. the element, z, of �̂ corresponding to

the element of X representing the variable. The column “exp(coef)” refers to the

exponential of this same value, i.e. the risk score associated with the variable, e
ˆ�z .

The risk score acts as a scalar to the baseline hazard, h
0

(t), and therefore “exp(coef)”

indicates how much the hazard is increased or decreased, depending on if it’s less than

or greater than 1 respectively. Another way to look at “exp(coef)” is that it’s a point

estimate of the e↵ect of this variable given by the hazard ratio, HR; that is, it’s a

comparison of an individual expressing the variable against an individual not express-

ing it, when setting all other variables equal. Since the coe�cient is an estimate, this

can be denoted dHR = e
ˆ�z . When taking the full vector of coe�cients, �̂, and the

vector of the average covariate vector across all individuals, X, the estimate for the

survivor function is derived as Ŝ(t | X) = S
0

(t)exp(
ˆ�|X), where the KM estimate is

used as the baseline, S
0

(t). Therefore, when dHR < 1, the risk score is lower and the

baseline survival curve shrinks. Likewise, whendHR > 1, it causes an expansion of the

baseline survival curve. The e↵ects that the variables have on the baseline survival

can be seen in Appendix B.

The columns “exp(coef) lower 95%” and “exp(coef) upper 95%” represent the

confidence intervals. On some variables it can be noticed that “exp(coef) upper 95%”

is extremely large. This is because of the low amount of training samples that express

those variables. For example, firmware version “3.46.0”, which has an upper bound

of 1.27e+43, only occurs once in the entire dataset (only one sensor has this version).

Likewise the temperature category “hot” which has an upper bound of 1.739e + 11,
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occurs for 13 sensors in the full aggregate dataset, however the training subset the

model learned on has an even smaller number of occurrences. The confidence intervals

are not displayed on the survival curves in Appendix B in order to avoid visual clutter.

The C-index score for the CPH model is 0.877, meaning it is reasonably good

at ranking individuals based on risk scores assigned through the learned coe�cients.

The ROC curve is shown in figure 5.2. The legend shows the various thresholds.

The green diagonal line represents an equal true positive rate and false positive rate.

Values on this line represent the expected value from random predictions. The ROC

curve therefore is slightly better than random for most threshold values. There is no

clear optimal, however the threshold of 0.25% is chosen due to its balance between

the true positive rate and false positive rate. It also has the highest precision, TP
TP+FP

=

0.039, amongst its neighbors.

Figure 5.2: ROC curve of CPH model

Predicting the survival times on the test data at a threshold of 0.25% produces

the classification values shown in the confusion matrix, figure 5.3. It’s important to

point a potentially counter-intuitive reading of the confusion matrix, namely that the
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variable coef exp(coef) exp(coef) exp(coef)
lower 95% upper 95%

seasonal 0.050 1.051 0.653 1.690
volatile -0.247 0.781 0.570 1.070
mean battlevel -0.083 0.920 0.904 0.936
std battlevel -0.013 0.987 0.956 1.018
mean temp 0.057 1.059 1.038 1.081
std temp -0.003 0.997 0.947 1.049
fw v2.11.60 -1.465 0.231 0.014 3.769
fw v2.12.61 -1.294 0.274 0.017 4.532
fw v2.14.62 -1.005 0.366 0.022 6.064
fw v2.51.0 -1.946 0.143 0.019 1.070
fw v2.52.0 1.798 6.039 0.684 53.317
fw v2.53-54.0 -2.310 0.099 0.013 0.745
fw v2.55.0 1.699 5.471 0.575 52.018
fw v2.58.0 2.033 7.634 0.898 64.934
fw v2.60.0 1.832 6.247 0.569 68.530
fw v2.66.0 -0.466 0.627 0.039 10.080
fw v2.69.0 0.030 1.031 0.064 16.467
fw v2.70.0 -6.648 0.001 0.000 7.292e+18
fw v2.72.0 4.294 73.267 4.547 1180.486
fw v2.73.0 -0.613 0.541 0.032 9.233
fw v2.74.0 -0.345 0.709 0.044 11.540
fw v2.78.0 2.029 7.605 0.455 127.208
fw v3.0.0 1.035 2.814 0.174 45.625
fw v3.10.0 0.769 2.158 0.271 17.202
fw v3.11.0 0.122 1.130 0.142 8.976
fw v3.23.0 0.323 1.382 0.188 10.135
fw v3.27.0 2.171 8.770 0.549 140.059
fw v3.30.0 0.628 1.874 0.172 20.367
fw v3.43.0 2.029 7.608 0.939 61.631
fw v3.45.0 -2.389 0.092 0.000 1.270e+22
fw v3.46.0 -2.658 0.070 0.000 2.277e+43
fw v3.47.0 -5.080 0.006 0.000 2.097e+32
tc deep freeze -0.385 0.680 0.351 1.318
tc freeze -0.249 0.779 0.460 1.319
tc cool 0.506 1.659 1.109 2.482
tc ambient -0.536 0.585 0.306 1.120
tc hot -4.833 0.008 0.000 1.739e+11
tc very hot -0.362 0.696 0.128 3.798

Table 5.1: CPH Parameter Summary
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sum of the “True” entries for the “actual” is not equal to the total number of failed

devices. This is because a device that is predicted to die, and that actually does die,

is not su�cient to categorize it as a true positive prediction. It must die within the

prediction window for the prediction to be true. If it’s outside the window, it’s a

false positive, so the count in the top right of the confusion matrix—where “actual”

is “False”—is incremented. The resulting values are not very promising. The survival

times of 23 sensors were correctly predicted within the prediction window, but at the

cost of 902 false positives.

Figure 5.3: ROC curve of CPH model
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5.3. Deep Lifetime-Aggregate Model Results

A random hyperparameter search was conducted in order to discover suitable

values for learning rate, number of layers, number of units per layer, l
2

regularization,

and dropout amount. The hyperparameter search iterated through randomized val-

ues, within a suitable range, optimizing for minimizing the loss function of the model.

The model’s architecture includes:

• 4 layers

– 1 input layer, with 39 input features per sample

– 2 hidden layers, with 43 neural units per layer

– 1 output layer, with 1 neural unit representing the loss function

• bias term at each layer

• batch normalization at each layer

• dropout of 0.195 before each hidden layer, and the output layer

• SELU activation on each neural unit in the hidden layers

• Glorot Uniform initialization of weights

• ADAM optimization

• learning Rate of 0.0163

• l
2

regularization term of 5.747

• momentum of 0.1

• 2000 epochs of training

The model’s loss is shown in figure 5.4. The C-Index for the model 0.89

Unlike the CPH model, inspecting the learned parameters of the model is not

particularly insightful. However, the output of the model, i.e. the risk score, on

a per-device basis can be informative. The log-risk score distribution can be seen

in figure 5.5. Also shown are risk groups grouped by high log-risk scores in red,
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Figure 5.4: Training Loss of Deep Lifetime-Aggregate Model

moderate in green, and low in blue. Low log-risk means the log-risk is negative,

moderate means between 0 and 1, and high means > 1. Sample survival curves of

failed devices randomly selected from each risk groups are shown in figure 5.6, along

with their actual death times. Of course, since the C-Index is less than 1, there

are occasions where low risk devices die before moderate or even high risk devices.

Appendix 4.3.2 shows plots relating risks to various variables and the probabilities of

death at event time.

As in the CPH model, in order to make classifications a suitable threshold

has to be found. The first approach is to find the threshold, ⌧ , which produces the

minimum absolute error (MAE) between predicted death times and actual event times

of the training data. This approach simply iterates through threshold values from 0

to 1. At each value of ⌧ the predicted times at which each devices survival probability

drops below is calculated. The absolute value of the di↵erence between the actual

and predicted time is then derived for each device. Finally, the mean is taken across
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Figure 5.5: Distribution of log-risk scores, categorized by group

Figure 5.6: Sample survival curves of devices randomly selected from high, moderate,
and low risk groups
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all devices to produce the MAE for that value of ⌧ . Iterating through each threshold

value, ⌧ = 0.65 is found to be the optimal threshold, with a MAE of 259.21. The

plot of the resulting predictions on the test data is shown in figure 5.7. Blue dots are

censored devices which dropped below the threshold, yellow are censored that did not

drop below threshold, red are observed below threshold. The diagonal green identity

line specifies a perfect prediction.

As can be seen, the model has good discriminatory power, as there is a clear

separation between predicted times of observed devices versus censored devices. It

should be noted that for observed devices, there is no way to tell if the model truly got

them wrong. If the model predicted them to die, and they simply stopped reporting

close to the predicted time, they may have actually died, but there is no way to be

sure. For this reason, only devices observed to die are included in the calculation of

MAE. Despite the discriminatory power, the test data has a MAE of 244.91, which

means that on average the model was o↵ by close to 250 days, either by overestimating

or underestimating death time.

Figure 5.7: Predicted versus actual event times of test data with threshold of 0.65
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The second approach to finding a suitable threshold is to follow the procedure

laid out in §5.1.2. The ROC curve based on iterating thresholds on the training data

is shown in figure 5.8. Based on the results of the ROC curve, a threshold of 0.25 is

selected, and predictions of the test data is performed with the resulting Confusion

Matrix in figure 5.9. There are 15 true positives and 743 false positives, a fairly

unimpressive result. There are however significantly more true negatives than in the

case of the CPH model.

Figure 5.8: ROC curve of deep lifetime-aggregate model on training data
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Figure 5.9: Confusion Matrix for deep lifetime-aggregate model on test data with a
threshold of 0.25

5.4. Deep Daily-Aggregate Model Results

The daily-aggregate model’s architecture includes:

• 4 layers

– 1 input layer, with 61 input features per sample

– 2 hidden layers, with 32 neural units per layer

– 1 output layer, with 1 neural unit representing the loss function

• bias term at each layer

• batch normalization at each layer

• dropout of 0.5 before each hidden layer, and the output layer

• SELU activation on each neural unit in the hidden layers

• Glorot Uniform initialization of weights

• ADAM optimization

• learning Rate of .0001

• l
2

regularization term of 7

• momentum of 0.1

• 2000 epochs of training
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The training loss is shown in figure 5.10. The C-Index is not a straightforward

calculation.

Figure 5.10: Daily-Aggregate Model training loss

Unlike the CPH and Deep Lifetime-Aggregate models, which take in individual

sensors, the Deep Daily-Aggregate model takes in individual readings. There are over

5 million readings. One aspect of the C-Index algorithm requires calculating taking

every pair-wise combination of readings. That’s an enormous computation for such

a large dataset. Some e�ciencies can be exploited, but the second issue with the

C-Index in relation to the Daily-Aggregate model is that it makes much less sense.

As discussed in §5.1.2, the Daily-Aggregate model gives the probability of

death at each time over the next 120 days starting from the current age of the device,

rather than from time 0. Ignoring devices with missing readings for a particular

day, every single device has a reading for each time point of the last 120 days. The

interpretation for the C-Index under this framing would then be the model’s ability

to assign risk scores such that every device’s reading of 120 days from death is given
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the lowest risk, their reading of 119 days from death the second lowest, and so on

with the highest risk for all readings of devices 1 day from death. In other words,

given there are 1051 unique devices in the extended daily-aggregate test dataset, the

C-Index would have to account for 1051 ties at each time point from 1 to 120.

Taking the above into account, rather than calculating a global C-Index, the

C-Index is calculated on a per-device basis, for only devices in the test data that die

(248 observed deaths). The devices are grouped, and the C-Index is calculated for

each of the rankings. A device-level C-Index then represents the model’s ability to

rank a particular device’s last 120 days worth of readings in order, where the last

day has the highest risk. Since a device cannot have two daily-aggregate readings

from the same day, there are no ties, and the computational complexity is drastically

lower.

The mean device-level C-Index is 0.9282, the median 0.972, the maximum

0.9984 and the minimum 0.5076. Therefore, for most devices the Daily-Aggregate

model increases the assigned risk for each reading as they get closer to the death

event.

In order to visualize assigned risk scores, one reading from every device is

taken, when the device is 60 days away from event, whether that be censorship or

death. The value 60 is chosen because in the ideal scenario the model will be able to

predict events 2 months from actual death time. Figure 5.11 shows the log-risk of each

of these readings in relation to the predicted probability of death at time 60 (the event

time for the device). Readings for devices that are observed to die are colored red,

and for those that are censored, blue. There is a clear separation between censored

and observed devices. The interpretation is that the model assigned readings 60 days

from censorship with a low probability of death at event time. Likewise devices that

fail are given lower probabilities. There is however significant overlap, which may be
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di�cult to discern from the plot because dots representing readings from observed

devices are painted over dots representing readings from censored devices.

Figure 5.11: Log-risk versus probability of death at event time of readings 60 days
from event

The ROC curve in figure 5.12 shows a markedly increased true positive rate

on the training data. Choosing a threshold of 0.2 for the low false positive rate, and

running against the test data produces the Confusion Matrix in figure 5.13. The

donut plot in figure 5.14 show the proportions of each class.
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Figure 5.12: ROC curve of deep daily-aggregate model on training data

Figure 5.13: Confusion Matrix for deep daily-aggregate model on test data with a
threshold of 0.2
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Figure 5.14: Donut plot for deep daily-aggregate model classifications on test data
with a threshold of 0.2
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Chapter VI.

Summary and Conclusions

The results of the Lifetime-Aggregate model shows reasonable performance

over the baseline CPH model. The C-Index shows some improvement using Deep

Learning. Ranking individuals by risk however only has limited applicability in the

real world. A business must make a decision on whether to replace the sensor or

not, and therefore a binary classification must be made on whether the prediction

indicates death or not. The Lifetime-Aggregate model has significantly fewer false

positives than the baseline model.

Of course, conducting classification is prone to uncertainty. A false positive

could mean that the prediction of death was either too far after or too far before

actual death, in which case it was certainly a false positive. A false positive is also

defined to mean that a prediction of death was made on a censored device. If the

prediction was made far before censorship time, it is again certainly a false positive.

However, if the prediction was made close to the time of censorship, it is unclear

whether it’s actually a false positive. It could be the case that the device did in fact

die near the predicted time, but since the death was not observed there is no way to

know for certain.

In either case, the ability of both the Cox model and the Lifetime-Aggregate

model to correctly identify true positives is limited. The CPH model correctly predicts
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9.27% of failed sensors, while the Deep Lifetime-Aggregate model correctly predicts

6%. False positives are particularly harmful, as they include predictions that were

too early. In these cases a company acting on a false positive prediction will replace

healthy sensors. The CPH model does particularly bad here, incorrectly predicting

death for 87.2% of all sensors. The Deep Lifetime-Aggregate model does better, but

not by much, incorrectly identifying 71.8% of all sensors.

The Deep Daily-Aggregate model developed for this project does significantly

better. It tends to have a high C-Index, on a per device level. More importantly,

the results of classification are greatly improved. 62% of failed devices are correctly

identified. It incorrectly predicts death for 4% of all sensors, which is a remarkable

improvement. It should be noted however that in discussions with the provider of the

sensor data, it should ideally incorrectly identify death for less than 1% of devices for

the model to be truly economically viable.

6.1. Future Directions

While the Deep Daily-Aggregate model shows a significant classification gain

on the baseline model, there are several avenues of exploration in which to improve

accuracy and performance. The primary area is the development of ensemble models,

with the Daily-Aggregate model as the base model. Bayesian inference for instance

would be a natural extension.

Every reading fed to the model outputs survival probabilities over the next

120 days. In this project, the first reading with a probability curve that drops below

a given threshold is chosen to predict time of death. Using Bayesian inference, the

prior probabilities are taken into account for every new reading. In other words,

new readings are not evaluated in isolation, but are instead treated as new evidence,

which updates the prior probabilities of death at any given time to form the posterior
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probability of death. Once the posterior probability is suitably low, a prediction of

death is made.

Another avenue of exploration is to take advantage of recurrent networks. §1.1

details several research e↵orts along these lines. In particular, they make use of LSTM

networks. There have been several significant advancements in this area, the most

dominant of which is development of the Transformer architecture (Vaswani et al.,

2017). The primary application of the Transformer architecture has been in the

development of language models for the purposes of Natural Language Processing

(NLP). However, the suitability of Transformers towards language tasks lies in its

handling of sequential data. This implies that the Transformer architecture may have

direct applicability to the task of Survival Analysis of sequential time-dependent data.
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Appendix A

Glossary

AI Artificial Intelligence: Born in the 1950s, AI is the e↵ort to automate intellectual

tasks normally performed by humans (Chollet, 2018).. 4

ANN Artificial Neural Network: A computing system made up of a number of sim-

ple, highly interconnected processing elements, which process information by

their dynamic state response to external inputs (Caudill, 1987).. 4, 10, 12

ARIMA Autoregressive Integrated Moving. 24

BP backpropogation. 12

CPH Cox Proportional Hazards. 6–8, 19, 20, 53, 55, 61, 64, 67, 68, 71, 72, 75, 77,

82

CPU Central Processing Unit. 25

DL Deep Learning: Learning, in the context of machine learning, describes an au-

tomatic search process for better representations. How many layers contribute

to a model of the data is called the depth of the model. Deep Learning utilizes

successive layers of representations, all learned automatically from exposure to

training data. (Chollet, 2018).. 1, 4–10, 26, 27, 53, 56
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FF Feed Forward. 11

GPU Graphics Processing Units. 12, 25–27

IC Integrated Circuit. 2

IDE Interactive Development Environment. 25

IoT Internet of Things: The definition of IoT remains fuzzy, but relates to a network

of items, each embedded with sensors, which are connected to the internet

(Minerva et al., 2015).. iii, 1, 27

KM Kaplan-Meier. 17–19, 22, 29, 47, 49, 51, 67

LSTM Long Short Term Memory: a Deep Learning architecture consisting of a

set of recurrently connected subnets, known as memory blocks, allowing for

the storage and access of information over long periods of times, useful for

sequential data modeling in applications such as natural language. (Hochreiter

& Schmidhuber, 1997).. 6, 23, 84

ML Machine Learning: building of a mathematical model based on sample data,

known as ”training data”, in order to make predictions or decisions without

being explicitly programmed to perform the task (Bishop, 2013).. 4, 10, 24,

26, 27

MLE Maximum Likelihood Estimation. 21, 22

MLP Multilayer Perceptron. 11, 13, 53

NAE Nelson-Aaelon Estimator. 19, 29

NLP Natural Language Processing. 84
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ReLU Rectified Linear Unit. 12, 13

SELU Scaled Exponential Linear Units. 13

SoC State of Charge. 2, 3

WSN Wireless Sensor Networks: A WSN can be defined as a network of devices,

denoted as nodes, which can sense the environment and communicate the in-

formation gathered from the monitored field (e.g., an area or volume) through

wireless links (Buratti et al., 2009).. 1–3
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Appendix B

CPH Survival Curves
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Appendix C

Lifetime-Aggregate Plots

Figure C.1: Deep Lifetime-Aggregate: Log-risk of devices and their event times;
firmware emphasized

106



Figure C.2: Deep Lifetime-Aggregate: Log-risk of devices and their event times;
temperature category emphasized

Figure C.3: Deep Lifetime-Aggregate: Log-risk of devices and their event times;
seasonality emphasized
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Figure C.4: Deep Lifetime-Aggregate: Log-risk of devices and their event times;
volatility emphasized

Figure C.5: Deep Lifetime-Aggregate: risk of devices and the estimated probability
of death at event time
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Figure C.6: Deep Lifetime-Aggregate: estimated probability of death’s of devices at
event time versus actual event time
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