Dynamic Spread of Happiness in a Large Social Network: Longitudinal Analysis Over 20 Years in the Framingham Heart Study

Citation

Published Version
http://dx.doi.org/10.1136/bmj.a2338

Permanent link
http://nrs.harvard.edu/urn-3:HUL.InstRepos:3685822

Terms of Use
This article was downloaded from Harvard University’s DASH repository, and is made available under the terms and conditions applicable to Other Posted Material, as set forth at http://nrs.harvard.edu/urn-3:HUL.InstRepos:dash.current.terms-of-use#LAA

Share Your Story
The Harvard community has made this article openly available. Please share how this access benefits you. Submit a story.

Accessibility
Dynamic spread of happiness in a large social network: longitudinal analysis over 20 years in the Framingham Heart Study

James H Fowler, associate professor,1 Nicholas A Christakis, professor2

ABSTRACT

Objectives: To evaluate whether happiness can spread from person to person and whether niches of happiness form within social networks.

Design: Longitudinal social network analysis.

Setting: Framingham Heart Study social network.

Participants: 4739 individuals followed from 1983 to 2003.

Main outcome measures: Happiness measured with validated four item scale; broad array of attributes of social networks and diverse social ties.

Results: Clusters of happy and unhappy people are visible in the network, and the relationship between people’s happiness extends up to three degrees of separation (for example, to the friends of one’s friends’ friends). People who are surrounded by many happy people and those who are central in the network are more likely to become happy in the future. Longitudinal statistical models suggest that clusters of happiness result from the spread of happiness and not just a tendency for people to associate with similar individuals. A friend who lives within a mile (about 1.6 km) and who becomes happy increases the probability that a person is happy by 25% (95% confidence interval 1% to 57%). Similar effects are seen in coresident spouses (8%, 0.2% to 16%), siblings who live within a mile (14%, 1% to 28%), and next door neighbours (34%, 7% to 70%). Effects are not seen between coworkers. The effect decays with time and with geographical separation.

Conclusions: People’s happiness depends on the happiness of others with whom they are connected. This provides further justification for seeing happiness, like health, as a collective phenomenon.

INTRODUCTION

Happiness is a fundamental object of human existence,1 so much so that the World Health Organization is increasingly emphasising happiness as a component of health.2 Happiness is determined by a complex set of voluntary and involuntary factors. Researchers in medicine,3 economics,1,4,5 psychology,6,7 neuroscience,8 and evolutionary biology9 have identified a broad range of stimuli to happiness (or unhappiness),1 including lottery wins,10 elections,7 income,1 job loss,11 socioeconomic inequality,12,13 divorce,1 illness,14 bereavement,15 and genes.9,16 These studies, however, have not addressed a possibly key determinant of human happiness: the happiness of others.

Emotional states can be transferred directly from one individual to another by mimicry and “emotional contagion,”17 perhaps by the copying of emotionally relevant bodily actions, particularly facial expressions, seen in others.18-20 People can “catch” emotional states they observe in others over time frames ranging from seconds to weeks.17-21 For example, students randomly assigned to a mildly depressed roommate became increasingly depressed over a three month period,24 and the possibility of emotional contagion between strangers, even those in ephemeral contact, has been documented by the effects of “service with a smile” on customer satisfaction and tipping.25 26

Yet, despite the evidence that certain emotions might spread over short periods from person to person, little is known about the role of social networks in happiness or about whether happiness might spread, by a diverse set of mechanisms, over longer periods or more widely in social networks. As diverse phenomena can spread in social networks,27-35 we investigated whether happiness also does so. We were particularly interested in whether the spread of happiness pertains not just to direct relationships (such as friends) but also to indirect relationships (such as friends of friends) and whether there are geographical or temporal constraints on the spread of happiness through a social network.

METHODS

Participants

The Framingham Heart Study was initiated in 1948, when 5209 people in Framingham, Massachusetts, were enrolled into the “original cohort.”36 In 1971, the “offspring cohort,” composed of most of the children of the original cohort, and their spouses, was enrolled.37 This cohort of 5124 people has had almost no loss to follow-up other than death (only 10 people dropped out). Enrolment of the so called “third generation cohort,” consisting of 4095 children of the offspring cohort, began in 2002. The Framingham Heart Study also involves certain other smaller cohorts (such as a
minority over-sample called the OMNI cohort, enrolled in 1995). At regular intervals participants in all these cohorts come to a central facility for detailed examinations and collection of survey data.

Network ascertainment
We used the offspring cohort as the source of 5124 key individuals to study—whom we term “egos.” Each ego in this cohort is connected to other people via friendship, family, spousal, neighbour, and coworker relationships. Each relationship is a “social tie.” Each person who has a relationship with an ego was called an “alter.” For example, one ego in the offspring cohort had 18 alters: a mother, a father, a sister, two brothers, three children, two friends, five neighbours, and three coworkers. We wanted to know how each of these alters influences an ego. Many of the alters also happened to be members of a studied cohort in Framingham, which means that we had access to detailed information about them as well. Overall, within the entire Framingham Heart Study social network, composed of both the egos and any detected alters in any Framingham Heart Study cohort, there were 12,067 individuals who were connected at some point in 1971-2003.

To create the network dataset, we computerised information about the offspring cohort from archived handwritten administrative tracking sheets that had been used since 1971 to identify people close to participants for the purpose of follow-up. These documents contain valuable social network information because participants were asked to identify their relatives, “close friends,” place of residence, and place of work to ensure they could be contacted every two to four years for follow-up. In the field of network science, such procedures for identifying social ties between individuals are known as “name generators.”

The ascertainment of social ties in the Framingham Heart Study was wide and systematic. The study recorded complete information about all first order relatives (parents, spouses, siblings, children), whether alive or dead, and at least one close friend at up to seven examinations from 1971 to 2003. Detailed information on home address was also captured at each time point, which we geocoded to determine neighbour relationships. Specific information about place of employment at each wave allowed us to identify ties to coworkers within the network.

Our dataset identifies the network links among participants longitudinally, an unusual and advantageous feature. Over the course of follow-up, the participants spread out across the United States but continued to participate in the Framingham Heart Study. As a person’s family changed because of birth, death, marriage, or divorce, and as their contacts changed because of residential moves, new places of employment, or new friendships, this information was captured. For any given ego, a particular alter can be in only one mutually exclusive category—that is, spouse, sibling, friend, coworker, or neighbour.

There were 53,228 observed social ties between the 5124 egos and any other alters in any of the Framingham Heart Study cohorts, yielding an average of 10.4 ties to family, friends, and coworkers over the course of follow-up. Additional ties to neighbours were also ascertained, based on information about place of residence, but they are not included in the foregoing count as the number of neighbour ties depends on how “neighbour” is defined (for example, whether we restrict the definition to immediate, next door neighbours, or neighbours residing on the same block within 25 or 100 metres, etc).

Given the compact nature of the Framingham social network in the period 1971-2007, many of the nominated contacts were also participants in one or another Framingham Heart Study cohort so we have detailed survey and physical examination information about both the ego and the alter. For example, 83% of egos’ spouses were directly and repeatedly observed and 87% of egos with siblings had at least one sibling who also participated in the Framingham Heart Study. For 39% of the egos, at least one coworker participated in the study. For 10% of the egos, an immediate neighbour was also in the Framingham Heart Study.

Importantly, 45% of the 5124 egos were connected via friendship to another person in the study; there were 3604 unique observed friendships for an average of 0.7 friendship ties per ego. There was substantial variation from person to person, ranging from several people with no friends to one person who was nominated as a friend by eight different Framingham Heart Study participants. Because friendship identifications are directional, we can study three different types. An “ego perceived friend” means the ego

---

**Glossary**

- **Ego:** the focal individual; this is the person whose behaviour is being analysed
- **Alter:** a person connected to the ego; this is the person who is potentially influencing the behaviour of the ego
- **Node:** an object that may or may not be connected to other objects in a network; here, these are people in the Framingham Heart Study cohorts
- **Tie:** a connection between two nodes that can be either one way (directed) or two way (bilateral, or mutual); here, all family and spouse ties are bilateral (sibling, coworker, spouse), but friendship ties are directional as a person might name someone as a friend who does not name them in return
- **Homophily:** the tendency for people to choose relationships with people who have similar attributes
- **Component:** a group of nodes that is a subset of a full network and in which each node is connected by at least one path to every other node in the same component
- **Cluster:** a group of nodes of a certain type that is a subset of a full network and in which each node is connected by at least one path via nodes of the same type to every other node in the same group—for example, a cluster of happy people connected by at least one path via other happy people to all the other people in their cluster
- **Degree of separation:** the social distance of two individuals as measured by the smallest number of intermediary ties between one individual and the other within the network. For a given ego, alters are degree 1 as they are directly connected to the ego. Nodes that are connected to the alters but not the ego are degree 2 (alters’ alters). Nodes that are connected to the alters’ alters but not the ego are degree 3, and so on. This is also known as the “geodesic distance”
nominates an alter as a friend, but the nomination is not reciprocated. In this case the ego thinks of the alter as a friend, but the alter might not think of the ego as a friend. An “alter perceived friend” means that the alter nominates the ego as a friend but not vice versa. Here, the ego might not feel any closer to the alter than he or she would to a stranger. Finally, a “mutual friend” is one in which the nomination is reciprocal.

We can be reasonably confident that when someone names someone else as a friend, then the namer feels close to or esteems the namee. We should not, however, read too much into a particular failed nomination. The namer might have several equally good friends and might simply have omitted one or more of them. On the other hand, we would expect on average that people feel closer to the people they name than the people they do not name. By the same reasoning we expect on average that, in one way nominations, the namer feels closer to the namee than vice versa. We therefore hypothesised that the influence a friend has on an ego would be affected by the type of friendship, with the strongest effects occurring between mutual friends, followed by ego perceived friendships, followed by alter perceived friendships.

At inception, 53% of the egos were women; the egos’ mean age was 38 years (range 21-70); and their mean education was 1.6 years of college (range 0-≥17 years of education). Measures of occupational prestige for each ego at each wave were also available (see appendix on bmj.com).

We studied 4739 of the 5124 egos who were alive in 1983 (which was the first time happiness was measured in the Framingham study). All participants were followed until 2003 (at exam 7), as were any ties to alters noted during the time period 1983-2003.

Measures

We took happiness to consist of positive emotions and used a conventional measure. We focused on individuals who were assessed with the Center for Epidemiological Studies depression scale (CES-D) in 1983-2003 at times corresponding to the 5th, 6th, and 7th examinations of the offspring cohort. The median year of examination for these individuals was 1986 for exam 5, 1996 for exam 6, and 2000 for exam 7.

To measure happiness, we use four items from the CES-D in which people were asked how often they experienced certain feelings during the previous week: “I felt hopeful about the future,” “I was happy,” “I enjoyed life,” “I felt that I was just as good as other people.” This subcomponent of the CES-D has been shown to be a valid instrument for measuring positive affect, and it has been taken as interchangeable with the concept of happiness.

We defined “happy” as a perfect score on all four questions, but we obtain similar results if we treat happiness as a linear 0-12 scale that sums answers to all four questions (data not shown), with 0=rarely or none of the time (<1 day/week), 1=some or a little of the time (1-2 days/week), 2=occasionally or a moderate amount of the time (3-4 days/week), and 3=most or all the time (5-7 days/ week). We performed confirmatory factor analysis and found that responses to these four questions were highly correlated with one another and therefore could be treated as additive measures of a single “happiness” scale, as documented by previous research (see appendix on bmj.com).

We imputed missing items using Amelia, a multiple imputation procedure.

We were interested not just in whether individuals were happy or not but also in changes in their happiness over time. We used the previous wave as a baseline measure and evaluated the probability of an ego being happy at a succeeding wave. At follow-up, the
prevalence of happiness was 61% in exam 6 and 59% in exam 7. The mean index score was 10.7 in exam 6 and 10.6 in exam 7. Between exams 6 and 7, for example, 16% of individuals became happy, 13% became unhappy, 49% remained happy, and 22% remained unhappy.

**Network analysis**

Social networks consist of two elements: individuals (nodes) and the relationships (social ties) between them. Once all the nodes and ties are known, one can draw pictures of the network and discern every person’s position within it. Within a network, one can speak of the “distance” between two people (also known as the “geodesic distance” or “degree of separation”), which is the shortest path in the network from one person to another. For example, a person is one degree removed from their friend, two degrees removed from their friend’s friend, three degrees removed from their friend’s friend’s friend, and so on. Often, real social networks contain collections of subnetworks or “components.” A component is a part of a network in which everyone is connected by at least one path to every other person in the same component. Logically, this means that for two different components, no one in the first component can be connected to anyone in the second component. The basic idea in social network analysis is that individuals are influenced by their location in a social network and by the happenings among people who are “nearby” them in the social network (for example, at one, two, or three degrees of separation).

Once a full set of individuals and ties is observed, there is only one “network” per se. This network, however, can be analysed or drawn in various ways. For example, within this network, one might include only ties between people and their friends and spouses, or one might include only ties between family members. One might look at just the largest component or sample several hundred nodes from the network to study part of its structure more closely.

We used the Kamada-Kawai algorithm to prepare images of networks (Fig 1). This algorithm is a visualisation tool that iteratively repositions nodes to reduce the number of ties that cross each other. The fundamental pattern of ties in a social network (known as the “topology”) is fixed, but how this pattern is visually rendered depends on the analyst’s objectives.

To test whether clustering of happy and unhappy people in the network is due to chance, we compared the observed clustering to the clustering in 1000 randomly generated networks in which we preserved the network topology and the overall prevalence of happiness but in which we randomly shuffled the assignment of the happiness value to each node. If clustering is occurring, then the probability that an alter is happy given that an ego is happy should be higher in the observed network than in the random networks. This procedure also allowed us to generate confidence intervals and measure how far, in terms of social distance, the correlation in happiness between ego and alters reaches.

Measures of centrality in networks capture the extent to which a node connects, or lies between, other nodes, and hence its tendency to be positioned near the centre of his or her local network. Centrality is also taken as a marker of importance. The simplest measure of centrality is a count of the number of friends (this is called “degree” centrality). People with more friends will tend to be more central. But this measure does not account for differences in the centrality of one’s friends. Individuals who are connected to many well connected peers are more central than those who are connected to an identical number of poorly connected peers. In other words, those who befriend popular people will tend to be more central than those who befriend the unpopular. We used eigenvector centrality to capture this aspect. This measure assumes that the centrality of a given person is an increasing function of the sum of all the centralities of all the people with whom he or she is connected (see appendix on bmj.com). Eigenvector centrality values are inherently relative: an individual connected to every other person in the network would have the maximum possible value, and a person not connected to anyone else would have a value of zero. In large networks, eigenvector centrality will not necessarily produce a measure of importance to the overall network but rather to a person’s local network. It is therefore possible that the most central individuals might not necessarily be located near the centre of a visualisation of the whole network—instead they will be located at the centre of their local networks.
Statistical analysis

The association between the happiness of individuals connected to each other, and the clustering within the network, could be attributed to at least three processes: induction, whereby happiness in one person causes the happiness of others; homophily, whereby happy individuals choose one another as friends and become connected (that is, the tendency of like to attract like); and confounding, whereby connected individuals jointly experience contemporaneous exposures (such as an economic downturn or living in the same neighbourhood). To distinguish between these effects requires repeated measures of happiness, longitudinal information about network ties, and information about the nature or direction of the ties (for example, who nominated whom as a friend).

We evaluated regression models of ego happiness as a function of ego’s age, sex, education, and happiness in the previous exam, and of the happiness of an alter in the current and previous exam. Inclusion of ego happiness in the previous exam helps to eliminate serial correlation in the errors and also substantially controls for ego’s genetic endowment and any intrinsic stable predisposition to be happy. Alter’s happiness in the previous exam helps to control for homophily. We evaluated the possibility of omitted variables or contemporaneous events or exposures in explaining the associations by examining how the type or direction of the social relationship between ego and alter affects the association between them. If unobserved factors drive the association between ego and alter happiness, then directionality of friendship should not be relevant. We also examined the possible role of exposure to neighbourhood factors by examining maps (see appendix on bmj.com). The main coefficient of interest in these regression models is the one related to contemporaneous happiness in alters—that is, the extent to which an alter’s present happiness, net of the alter’s previous happiness, is associated with an ego’s present happiness, net of the ego’s previous happiness. We used generalised estimating equation procedures to account for multiple observations of the same ego across waves and across ego-alter pairings. We assumed an independent working correlation structure for the clusters.

The generalised estimating equation regression models provide parameter estimates in the form of \( \beta \) coefficients (as shown in the appendix on bmj.com), whereas the results reported in the text and in figures 4 and 5 are in the form of risk ratios, which are related to the exponentiated coefficients. We calculated mean effect sizes and 95% confidence intervals by simulating first difference in alter contemporaneous happiness (changing from 0 to 1) using 1000 randomly drawn sets of estimates from the coefficient covariance matrix and assuming all other variables are held at their means.

We explored the sensitivity of our results by conducting numerous other analyses, each of which had various strengths and limitations but none of which yielded substantially different results from those presented here (see appendix on bmj.com). The networks in this study, like those in all network studies, are only partially observed. Therefore, there will be measurement error in individual network attributes. For example, we measured a person’s centrality based on the observed social network, but that same person might be highly central to an unobserved network of individuals who did not take part in the study. If there is a correlation between this measurement error and happiness, it could bias our results. We evaluated this potential source of bias by measuring the Pearson correlation between the number of social relations named outside the Framingham Heart Study and subject happiness. The association was both small and not significant (\( p=0.01, P=0.33 \)), suggesting that the unobserved parts of the network do not bias the inferences we make within the observed network.

RESULTS

Examination of the social network indicates that happy people tend to be connected to one another. Figure 1 shows the largest connected network component in 1996 and 2000 based on a restricted set of ties among siblings, spouses, and friends (coworker and neighbours are excluded to simplify the image). To highlight the clustering of happiness, each node is coloured according to the person’s happiness on a spectrum from blue (unhappy) to yellow (happy).

The clusters of happy and unhappy people seen in the network are significantly larger than expected by chance. We can calculate the relationship of ego and alter happiness at various degrees of separation by measuring the probability that an ego is happy when an alter is happy and comparing it to the same probability in a simulated network in which we retain the observed network ties and prevalence of happiness, but randomly shuffle the observed happiness between nodes. Figure 2 shows that the association between ego and alter happiness is significant up to three degrees of separation. A person is 13.3% (95% confidence interval
12.2% to 18.8%) more likely to be happy if a directly connected alter (distance 1) is happy. The effect for distance two alters is 9.8% (7.0% to 12.9%) and for distance three alters is 5.6% (2.4% to 9.0%).

Figure 1 also suggests a relation between network centrality and happiness: people at the core of their local networks seem more likely to be happy, while those on the periphery seem more likely to be unhappy. We tested this by computing eigenvector centrality measures for each subject. Generalised estimating equation regressions show that ego centrality is significantly associated with improved future happiness: a 2 SD increase in centrality (from low to medium or medium to high) increases the probability of being happy at the next examination by 14% (1% to 29%, P=0.03). Moreover, the relation between centrality and future happiness remained significant even when we controlled for age, education, and the total number of family and non-family alters. Thus, it is not only the number of direct ties (at one degree of separation) but also the number of indirect ties (at higher degrees of separation) that influence future happiness. The better connected are one’s friends and family, the more likely one will attain happiness in the future. Conversely, happiness itself does not increase a person’s centrality at subsequent time points (see appendix on bmj.com). That is, network centrality leads to happiness rather than the other way around.

Figure 3 shows the positive association between the total number of happy alters and ego’s future probability of being happy in the raw data. To test the relation more rigorously, we specified generalised estimating equation regression models of ego happiness with the number of happy and unhappy alters in the previous exam as key predictors. The relation is highly significant, with each happy alter increasing the probability the ego is happy by about 9% (P<0.001), and each unhappy alter decreasing it by 7% (P<0.004).

Hence, on average, having additional social contacts is helpful to ego’s happiness only if the extra social contacts are happy themselves. We also evaluated the simultaneous effect of total number of alters (whether happy or unhappy) and the fraction of alters who are happy. These models show that happy alters consistently influence ego happiness more than unhappy alters, and only the total number of happy alters remains significant in all specifications (see appendix on bmj.com). In other words, the number of happy friends seems to have a more reliable effect on ego happiness than the number of unhappy friends. Thus, the social network effect of happiness is multiplicative and asymmetric. Each additional happy alter increases the likelihood of happiness, but each additional unhappy alter has little or no effect. The emotional state of a person’s social relationships is more important to one’s own emotional state than the total number of those relationships.

We examined the direct ties and individual level determinants of ego happiness in more detail. The principal determinant of a person’s happiness was their previous happiness; individuals who were happy at one wave were roughly three times more likely than unhappy people to be happy at the subsequent observation. Age, sex, and education had effects consistent with previous research, with women being less happy than men and educated people being slightly happier (see appendix on bmj.com).

Our main interest was the impact on an ego of the happiness of others. Figure 4 shows the results of generalised estimating equation models that distinguish effects for friends, spouses, siblings, coworkers, and neighbours. We can use these results to estimate what would happen to the happiness of the ego if the alter were “switched” from being unhappy to being happy—that is, if the alters “become” happy. “Nearby” friends (who live within a mile (1.6 km)) and who become happy increase the probability ego is happy by 25% (1% to 57%). “Distant” friends (who live more than a mile away) have no significant effect on ego. Among friends, we can distinguish additional possibilities; as each person was asked to name a friend, and not all of these nominations were reciprocated, we have ego perceived friends (denoted “friends”), “alter perceived friends” (alter named ego as a friend, but not vice versa) and “mutual friends” (ego and alter nominated each other). Nearby mutual friends have a stronger effect than nearby ego perceived friends; when they become happy it increases the probability ego will be happy by 63% (12% to 148%). In contrast, the influence of nearby alter perceived friends is much weaker and not significant (12%, −13% to 47%). If the associations in the social network were merely caused by confounding, these effect sizes for different types of friendships should be more similar. That is, if some third factor were explaining both ego and alter happiness, it should not respect the directionality of the tie.

We also found similar effects for other kinds of alters. Coresident spouses who become happy increase the probability their spouse is happy by 8% (0.2% to 16%),
while non-coresident spouses have no significant effect. Nearby siblings who live within a mile (1.6 km) and become happy increase their sibling’s chance of happiness by 14% (1% to 28%), while distant siblings have no significant effect. Next door neighbours who become happy increase ego’s happiness by 34% (7% to 70%), while neighbours who live on the same block (within 25 metres) have no significant effect. All these relations indicate the importance of physical proximity, and the strong influence of neighbours suggests that the spread of happiness might depend more on frequent social contact than deep social connections. On the other hand, we found no effect of the happiness of coworkers on an ego, suggesting that the social context might moderate the flow of happiness from one person to another.

Past research on emotional contagion indicates that close physical proximity or coresidence is indeed necessary for emotional states to spread.23 To further explore whether distance affects the spread of happiness, we varied the cut off for nearby friends. Figure 5 (top) shows that the probability that an ego becomes happy in response to an alter varies for friends who live at different physical distances. An ego is 42% (6% to 95%) more likely to be happy if a friend who lives less than half a mile (0.8 km) away becomes happy (net of controls, including ego’s baseline happiness). In contrast, the effect is only 22% (2% to 45%) for friends who live less than two miles (3.2 km) away, and it declines and ceases to be significant at greater distances.

Past research also suggests that changes in happiness are temporary and that there is “hedonic adaptation” to diverse stimuli4 (in other words, people get used to good or bad fortune after some time). Figure 5 (bottom) shows such an effect for the interpersonal spread of happiness. An ego is 45% (4% to 122%) more likely to be happy if a friend who was examined in the past half year becomes happy. In contrast, the effect is only 35% (6% to 77%) for friends who were examined within the past year, and it declines and ceases to be significant at greater periods of time.

Sex also plays a part in the spread of happiness. Happiness spreads significantly more through same sex relationships than opposite sex relationships (P=0.02, see appendix on bmj.com), possibly helping to explain why friends and next door neighbours might exhibit stronger effects than spouses (who in our sample were all opposite sex). This result also accords with previous evidence on sex effects in the spread of obesity32 35 and suggests that people might be more likely to take emotional cues from members of the same sex.

Finally, similarity in socioeconomic status probably cannot explain the clustering of happy people as next door neighbours have a much stronger influence than neighbours who live a few doors down in the same neighbourhood (and who consequently have similar housing, wealth, and environmental exposures). Moreover, the geographical distribution of happiness is not systematically related to local levels of either income or education (see maps in appendix on bmj.com). Both of these observations suggest that contextual effects are probably not driving our results.

**DISCUSSION**

While there are many determinants of happiness,1-15 whether an individual is happy also depends on whether others in the individual’s social network are happy. Happy people tend to be located in the centre of their local social networks and in large clusters of other happy people. The happiness of an individual is associated with the happiness of people up to three degrees removed in the social network. Happiness, in other words, is not merely a function of individual experience or individual choice but is also a property of groups of people. Indeed, changes in individual happiness can ripple through social networks and generate large scale structure in the network, giving rise to clusters of happy and unhappy individuals. These results are even more remarkable considering that
happiness requires close physical proximity to spread and that the effect decays over time.

Our results are consistent with previous work on the evolutionary basis of human emotions and with work focusing on the fleeting direct spread of emotions. In addition to their internal and psychological relevance, emotions have a specifically social role: when humans experience emotions, they tend to show them. Like laughter and smiling, the emotion of happiness might serve the evolutionarily adaptive purpose of enhancing social bonds. Human laughter, for example, is believed to have evolved from the “play face” expression seen in other primates in relaxed social situations. Such facial expressions and positive emotions enhance social relations by producing analogous pleasurable feelings in others, by rewarding the efforts of others, and by encouraging ongoing social contact. Given the organisation of people (and early hominids) into social groups larger than pairs, such spread in emotions probably served evolutionarily adaptive purposes. There are thus good biological, psychological, and social reasons to suppose that social networks—both in terms of their large scale structure and in terms of the interpersonal ties of which they are composed—would be relevant to human happiness.

Our data do not allow us to identify the actual causal mechanisms of the spread of happiness, but various mechanisms are possible. Happy people might share their good fortune (for example, by being pragmatically helpful or financially generous to others), or change their behaviour towards others (for example, by being nicer or less hostile), or merely exude an emotion that is genuinely contagious (albeit over a longer time frame than previous psychological work has indicated). Psychoneuroimmunological mechanisms are also conceivable, whereby being surrounded by happy individuals has beneficial biological effects.

The spread of happiness seems to reach up to three degrees of separation, just like the spread of obesity and smoking behaviour. Hence, although the person to person effects of these outcomes tend to be quite strong, they decay well before reaching the whole network. In other words, the reach of a particular behaviour or mood cascade is not limitless. We conjecture that this phenomenon is generic. We might yet find that a “three degrees of influence rule” applies to depression, anxiety, loneliness, drinking, eating, exercise, and many other health related activities and emotional states, and that this rule restricts the effective spread of health phenomena to three degrees of separation away from the ego.

Our findings have relevance for public health. To the extent that clinical or policy manoeuvres increase the happiness of one person, they might have cascade effects on others, thereby enhancing the efficacy and cost effectiveness of the intervention. For example, illness is a potential source of unhappiness for patients and also for those individuals surrounding the patient. Providing better care for those who are sick might not only improve their happiness but also the happiness of numerous others, thereby further vindicating the benefits of medical care or health promotion.

There is of course a tradition of community approaches to mental health, but this longstanding concern is now being coupled with a burgeoning interest in health and social networks. More generally, conceivations of health and concerns for the wellbeing of both individuals and populations are increasingly broadening to include diverse “quality of life” attributes, including happiness. Most important from our perspective is the recognition that people are embedded in social networks and that the health and wellbeing of one person affects the health and wellbeing of others. This fundamental fact of existence provides a conceptual justification for the specialty of public health. Human happiness is not merely the province of isolated individuals.

We thank Laurie Meneades, Rebecca Joyce, Molly Collins, Marian Bellwood, and Karen Mutalik for the expert assistance required to build the analytical data. We thank Chris Dawes, Dan Gilbert, Tom Keegan, Erez Lieberman, Andrew Oswald, Mark Pachucki, and Holly Shaky for helpful suggestions regarding the manuscript.

Contributors: Both authors participated in the conception and design of the study, analysis and interpretation of data, drafting and revising the article, and its final approval. Both authors are guarantors.

Funding: This work was supported by NIH (R-01 AG24448, P-01 AG031093) and by the Pioneer Portfolio of the Robert Wood Johnson Foundation; NHLBI’s Framingham Heart Study is supported by contract number N01-HC-25195. Neither author has a dependent relationship with any of the funding agencies.

Competing interests: None declared.

Ethical approval: This work was approved by the Harvard institutional review board; the parent Framingham Heart Study has separate IRB approval. All participants gave informed consent.

Provenance and peer review: Not commissioned; externally peer reviewed.

Accepted: 10 September 2008